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Abstract
Massive open online courses (MOOCs) are increasingly popular among students of various ages and at universities around the
world. The main aim of a MOOC is growth in students’ proficiency. That is why students, professors, and universities are
interested in the accurate measurement of growth. Traditional psychometric approaches based on item response theory (IRT)
assume that a student’s proficiency is constant over time, and therefore are not well suited for measuring growth. In this study we
sought to go beyond this assumption, by (a) proposing to measure two components of growth in proficiency in MOOCs; (b)
applying this idea in two dynamic extensions of the most common IRT model, the Rasch model; (c) illustrating these extensions
through analyses of logged data from three MOOCs; and (d) checking the quality of the extensions using a cross-validation
procedure. We found that proficiency grows both across whole courses and within learning objectives. In addition, our dynamic
extensions fit the data better than does the original Raschmodel, and both extensions performedwell, with an average accuracy of
.763 in predicting students’ responses from real MOOCs.
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Massive open online courses (MOOCs), which emerged a de-
cade ago, are a progressive phenomenon in distance education. A
MOOC is a free online course available for anyone to enroll. For
students of various ages, MOOCs are a flexible way to obtain
new skills and to advance careers. For universities, MOOCs are
an efficient way to deliver education at scale. Typically, aMOOC
consists of prerecorded video lectures, reading assignments, as-
sessments, and forums. There are several provider platforms on
which universities publish MOOCs, including Coursera, edX,
XuetangX, FutureLearn, Udacity, and MiriadaX. In December
2016, the estimated total number of MOOCs was 6,850, from
over 700 universities around the world. Coursera, edX, and
XuetangX are the largest MOOC provider platforms, with over
39 million learners (Shah, 2016).

The main aim of MOOCs, like any other learning environ-
ment, is a growth in students’ proficiency. Growth tracking is
essential for all parties involved: for students, to understand his or
her progress in the proficiency level, and for professors, to infer
how efficient a course is and/or to decide when to support a
student (or advance him/her) through the course. Unfortunately,
proficiency is a latent variable that cannot be observed directly; it
can be estimated, however, on the basis of observable vari-
ables—for example, a student’s performance on assessment
items. Since proficiency itself is a latent variable, its growth is
also a latent variable. To link the observable side to the latent
side, there are specific rules, called psychometric theories.

Psychometric approaches based on item response theory
(IRT) traditionally consider proficiency as a constant variable
(Lord &Novick, 1968). These approaches were developed for
measuring proficiency but not for measuring its change. For
example, the most common psychometric model, the Rasch
model (Lord & Novick, 1968; Rasch, 1960), states that

Logit πijjθ j
� � ¼ ln πij=1−πij

� � ¼ θ j−δi andY ij∼Bernoulli πij
� �

: ð1Þ

In this model, Yij is the observable score of student j to an item
i, which equals 1 for a correct response or 0 for an incorrect
response. This variable therefore can be considered as being
Bernoulli-distributed, with probability πij, which in turn is de-
scribed by a logistic function of the difference between a static
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student’s parameter (θj) and an item parameter (δi), which are
often interpreted as proficiency and difficulty, respectively. The
values for the proficiency parameter are typically considered as a
random sample from a normal population distribution, with
θ j∼N 0;σ2

θ

� �
, whereas the items are considered as a fixed set.

Hence, the parameters that are estimated are the difficulty param-
eters and the variance between students in the proficiency param-
eter (themean of the distribution of proficiencies is constrained to
be zero, in order tomake themodel identified). Themain assump-
tions of the Raschmodel are unidimensionality, whichmeans that
only one kind of proficiency is measured by a set of items in a
test, and local independence, which means that when the profi-
ciency influencing test performance is held constant, students’
responses to any pair of items are statistically independent
(Hambleton, Swaminathan, & Rogers, 1991; Molenaar, 1995).

One of the common approaches to detect growth in a
course is to administer the same test to a student, first at
the beginning and then at the end of that course.
Following classical test theory (CTT), the first score can
be subtracted from the second score, and the resulting
difference is used as a value of the student’s growth
(Davis, 1964). According to the IRT tradition, however,
the value of growth comes from the difference in the pro-
ficiency estimates obtained on two measurement occa-
sions (Andersen, 1985). IRT makes it possible to use sets
of items from two measurement occasions that only par-
tially overlap and in general are not equally difficult. Such
overlapping allows for placing items from both sets on a
common scale (Hambleton et al., 1991), and as a result,
getting a difference in proficiency estimates between the
beginning and end of the course. When we can make use
of items that have previously been calibrated, we can even
provide items to new students at the two measurement
occasions that do not overlap at all.

Yet, psychometricians have successfully attempted to mod-
el dynamic processes within the framework of the Raschmod-
el. The first class of such models focuses on assessments, the
second on learning environments. The first class might be
decomposed further in two subclasses that differ from each
other in whether the change in students’ proficiency between
or within assessments is modeled.

Fisher (1976, 1995) presented linear logistic models that
measure the change in proficiency between assessments—for
instance, between a pretest and a posttest. These models are
based on the idea that an item given to the same student at two
different time points can be considered a pair of items, with
two different item difficulty parameters. Thus, any change in
proficiency occurring between the measurement occasions is
described through a change of the item parameters. During the
assessment, proficiency is assumed to remain constant.

Another subclass of models aims at measuring the change
in proficiency within the assessment—for instance, due to a

learning effect. Verhelst and Glas (1993, 1995) proposed a
dynamic generalization for the Rasch model:

Logit πijjθ j
� � ¼ ln πij=1−πij

� � ¼ θ j þ tjiγ−δi andY ij∼Bernoulli πij
� �

; ð2Þ
where tji is the number of correct answers or the number of
items viewed by student j up to item i – 1. γ links tji with the
probability of the correct answer, and therefore represents the
growth. The presentation of tji depends on the dynamic pro-
cess within the assessment that a researcher aims to estimate or
control. For instance, if the only feedback displayed after a
student’s response is that the response was correct, it is as-
sumed that students learn from correctly answered items only
(Verguts & De Boeck, 2000). In this case, to control for pro-
ficiency growth within the assessment, a researcher can define
tji as the number of correct answers. On the other hand, if more
extended feedback is displayed after a student’s response (e.g.,
hints or even the correct response), students may also learn
from incorrect answers. Here, tji might be presented as the
number of items viewed or even be decomposed into two
variables, the number of correct answers and the number of
incorrect answers, to control separately for growth from cor-
rectly answered items and from correct answers displayed
after incorrect responses. Despite its flexibility, the model is
limited, as it does not represent individual differences in
growth; it indicates only the average learning trend. To over-
come this limitation, it has been proposed to allow the growth
effect γ to vary from student to student (De Boeck et al., 2011;
Verguts & De Boeck, 2000). The resulting model is

Logit πijjθ j
� � ¼ ln πij=1−πij

� � ¼ θ j þ tjiγ j−δi andY ij∼Bernoulli πij
� �

; ð3Þ

where the students’ growth parameters are considered as a
random sample from a population in which the growth param-

eters are normally distributed, γ j∼N 0;σ2
γ

� �
.

The second class of models focuses on learning environ-
ments. Kadengye, Ceulemans, and Van den Noortgate (2014,
2015) proposed longitudinal IRT models, in which proficien-
cy is considered as a function of both time within learning
sessions and time between learning sessions—for instance,

Logit πij
� � ¼ α0 þ ω0 j

� �þ α1 þ ω1 j
� �

*wtimeij

þ α2 þ ω2 j
� �

*btimeij þ vi andY ij∼Bernoulli πij
� �

;

ð4Þ

where α0 is the overall initial proficiency; ω0j is the deviation
of student j from α0; wtimeij and btimeij are the amounts of
time that passed while student j was, respectively, using and
not using the learning environment, up to the moment of stu-
dent j’s response to item i; α1 andα2 are the overall population
linear time trends within and between sessions, respectively;
ω1j and ω2j are the deviations of student j from α1 and α2,
respectively, where student-specific random effects are
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assumed to have a multivariate normal distribution; and vi is a
random item effect, with vi∼N 0;σ2

v

� �
. Thus, the authors in-

troduce a dynamic concept θij = (α0 + ω0j) + (α1 + ω1j) ∗
wtimeij + (α2 + ω2j) ∗ btimeij, which corresponds to the profi-
ciency of student j at the moment of responding to item i.

The direct use of the approaches presented above for mea-
suring the growth in students’ proficiency in MOOCs is ham-
pered by a few challenges. Assessments have no common
items, which makes the use of a scaling approach impossible.
In addition, the time that a student spends in a MOOC is often
not logged, which complicates the use of time-based ap-
proaches. Also the MOOC instructional design impedes the
use of the models mentioned above. First, video lectures are
considered the central instructional tool of aMOOC to support
the learning objectives and prepare students for the associated
assessments (Coursera, n.d.). Second, the way that a student
interacts with an assessment item in MOOCs is complex: He/
she can make several attempts to solve an item, and after a
wrong response, he/she receives tips aimed at facilitating
learning. This means that proficiency is expected to change
mainly from the video lectures, but also from interaction with
the items in assessments. We believe that the psychometric
approach to modeling growth in MOOCs could be improved
by taking account of information from these complex student–
content interactions.

This study extends the growing research domain of model-
ing dynamic processes with IRT by focusing on the specificity
and data structure of MOOCs. We propose to incorporate two
novel growth trends, from video lectures and from interaction
with the items in assessments, into the IRT framework in order
to estimate differential latent growth that might be present in
MOOC datasets. We realize this idea through two dynamic
extensions for the Rasch model. Next, we illustrate these ex-
tensions using the data from three MOOCs. Finally, we check
the performance of these extensions using a cross-validation
procedure applied to data from these MOOCs. We expect that
these extensions will provide possibilities for a more accurate
estimate of students’ latent traits in MOOCs.

Measuring two components of growth
in proficiency in MOOCs

In this study, we start with the structure of MOOCs, specifi-
cally for Coursera courses. These are composed of modules,
each of which is structured around a cohesive subtopic and
typically lasts for one week. Each module consists of a set of
lessons. Typically a lesson is structured around one or two
learning objectives and includes several video lectures, which
might be accompanied by additional instructional content—
for instance, reading material, forum discussions, and practice

items. Each video lecture lasts 4–9 min. It takes a student
about 30 min to complete a lesson. Each module is concluded
by a summative assessment, which is realized as a 10- to 15-
item test, a programming task, or a peer-review task. In this
study we focus on the tests, which are the most popular type of
assessment. The items in tests are typically multiple-choice or
open-ended questions in which a student is expected to choose
an option or options or respond with a number, sequence,
word, or phrase.

Growth through the course During the course, a student
watches video lectures in order to master learning objectives
assigned for a certain lesson in a certain module. Typically a
student has freedom in interacting with the video lectures. He
or she can watch or skip a certain video lecture, which means
that each student has an individual pattern of interaction with
the video content, and the number of watched video lectures
varies among students. To catch the growth in students’ pro-
ficiency from video lectures, we can place all video lectures
and all summative assessments of the course in one line suc-
cessively—for instance, a sequence of video lectures in the
first week, the summative assessment items from the first
week, a sequence of video lectures in the second week, and
so on. Now we can count a progressive sum of the video
lectures (the observable variable) that a student watched be-
fore a certain summative assessment. In this case, the effect of
the progressive sum on the students’ performance with the
summative assessment items represents the continuous
growth in the student’s proficiency (the latent variable) from
the video content. Accumulation from the watched video lec-
tures will probably boost a student’s chances of making cor-
rect response on a certain summative assessment item. We
remember that according to the MOOC design, video lectures
are the core instructional tool. Thus, the growth in students’
proficiency from the video lectures alone might be considered
as the growth through the course.

Growth within a certain learning objectiveAs we mentioned
above, in MOOCs students can make several attempts to
answer each item in an assessment. Thus, after a wrong
response, the student may analyze his/her mistake, use
the hint if one is assigned for the item, review the video
lecture and notes, consult on forums, or even use extra-
curricular materials, and afterward make a second at-
tempt. In this case, the added activity will probably lead
to an increased chance of making the correct response
on that item from one attempt to the next, and we can
catch local growth within a certain learning objective or
even its part. However, it is important to note that the
increasing chances might be explained by specific strat-
egies of interacting with an item that may also be cho-
sen by a student—clicking repeatedly on alternative
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options in multiple-choice items, or guessing in open-
ended items. In this case, we have no real growth (or
pseudo-growth) within a certain learning objective.

In the following section, we model, visualize, and explain
these dynamic concepts.

Two-component dynamic extensions
for the Rasch model

As the basis of the two-component dynamic extensions, we
use a reformulation of the Rasch model presented by Van den
Noortgate, De Boeck, and Meulders (2003):

Logit πij
� � ¼ b0 þ u1 j þ u2i and Y ij∼Bernoulli πij

� �
; ð5Þ

where u1 j∼N 0;σ2
u1

� �
and u2i∼N 0;σ2

u2

� �
.

In this reformulation based on the principle of cross-
classification multilevel models, which are generalizabil-
ity theory models with logit-link functions, we have the
intercept and two residual terms, referring to the student
and the item, respectively. The means of both residual
terms equal zero. Thus, the intercept equals the estimat-
ed logit of the probability of the correct response of an
average student on an average item. The first residual
term shows the deviation of the expected logit for stu-
dent j from the overall logit. The higher this deviation,
the higher is the probability of a correct response.
Therefore, this residual term can be interpreted as the
proficiency of student j, which equals θj from Eq. 1.
The second residual term shows the deviation of the
expected logit for item i from the mean logit, in the
sense that the larger the residual, the higher the expect-
ed performance. The difficulty parameter δi from Eq. 1
is equivalent to −(b0 + u2i) from Eq. 4. Hence, the re-
sidual term u2i refers to the relative easiness of item i,
as compared to the mean easiness of all items, b0. The
strength of this reformulation is that, in comparison to
the original formulation of the Rasch model, the items
are considered random variables, which makes the mod-
el very flexible for making extensions, because degrees
of freedom are left that might include various item pre-
dictors (Van den Noortgate et al., 2003).

Extension with fixed growth effects

In the first extension, we transformed the growth trend
proposed by Verhelst and Glas (1993, 1995) into the
two components introduced above: the progressive sum
of watched video lectures is used to model continuous
growth through the course, and the response pattern for
particular items in summative assessments is used to

model the local growth within a certain learning objective.
Thus, in our first extension,

Logit πij
� � ¼ b0 þ b1*videoij þ b2*attemptij

þ u1 j þ u2i and Y ij∼Bernoulli πij
� �

;

ð6Þ

b0 equals the estimated logit of the probability of a correct
response for an average student on an average item in the
course summative assessments; videoij is the progressive sum
of the video lectures that student jwatched before responding to
item i, divided by 100 for better scaling; b1 is the effect of the
progressive sum, and is interpreted as the growth effect through
the course; attemptij takes on values of 0, 1, 2, 3, or 4, for
student j’s first, second, third, fourth, or fifth or higher attempt
on item i, respectively; b2 is the effect of attempt, and can be
interpreted as the growth effect within a certain learning objec-
tive; and u1 j∼N 0;σ2

u1

� �
and u2i∼N 0;σ2

u2

� �
.

From Eq. 6 it can be deduced that the value θ0j = u1j corre-
sponds to the initial proficiency of student j at the start of the
course. In Fig. 1, this value is presented by the point with
index 1. The value θij = u1j + b1 ∗ videoij corresponds to the
proficiency of student j at the moment of responding on item
i. This dynamic value represents the continuous evolution of
proficiency of student j through the whole course and deter-
mines his/her chances of a correct response on item i in the
first, initial attempt. This value is presented on Fig. 1 by the
point with index 2. However, if student j fails on this attempt,
he/she would probably go on to a second attempt. The logit of
the probability of a correct response in that case would in-
crease by b2, which represents the local rise of the student’s
proficiency within a learning objective. This value is present-
ed in Fig. 1 by the vertical segment with index 3.

Fig. 1 The point with index 1 presents the initial proficiency of a student.
The point with index 2 corresponds to the proficiency of a student at the
moment of responding on item i. The continuous growth of proficiency
through the course is illustrated by the inclined dashed line. The local
growth of proficiency within a certain learning objective is illustrated as
the vertical segment with index 3
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As in the model by Verhelst and Glas (1993, 1995), all
students are assumed to have the same dynamics in their pro-
ficiency. We expect both growth effects, b1 and b2, to be pos-
itive. This means that with each new video lecture watched,
indicated by the progressive sum, and each new attempt made
the chances of a correct response grow. We can thus explain
growth by learning both throughout the course and within a
certain learning objective.

Extension with random growth effects

The next extension follows the logic of modeling individ-
ual dynamics in proficiency that was presented in works
by Verguts and De Boeck (2000), De Boeck et al. (2011),
and Kadengye, Ceulemans, and Van den Noortgate (2014,
2015), by including the student-specific random effects.
We assume that both effects introduced in the first exten-
sion can vary randomly from subject to subject. Thus, in
our second extension,

Logit πij
� � ¼ b0 þ b10 þ b1 j

� �
*videoij þ b20 þ b2 j

� �
*attemptij

þ u1 j þ u2i andY ij∼Bernoulli πij
� �

;

ð7Þ

b10 is the overall effect of the progressive sum, the overall
growth effect throughout the course, with b1j as the devi-
ation of the progressive sum effect for student j from the
overall effect, thus defining the individual growth effect
throughout a course; and b20 is the overall effect of at-
tempt, or the overall growth effect within a certain learn-
ing objective, with b2j as the deviation of the attempt
effect for student j from the overall attempt effect, thus
defining the individual growth effect within a certain
learning objective. In the first version of this extension,
u1j, b1j, and b2j follow univariate normal distributions,
N 0;σ2

u1

� �
, N 0;σ2

b1

� �
, and N 0;σ2

b2

� �
, respectively, whereas

in the second version, u1j, b1j, and b2j follow a multivar-
iate normal distribution N(0,Σ), with Σ as the variance–
covariance matrix.

From Eq. 7, we can derive that the value θ0j = u1j rep-
resents the initial proficiency of student j at the start of the
course (the point with index 1 in Fig. 1). The value θij =
u1j + (b10 + b1j) ∗ videoij corresponds to the proficiency of
student j at the moment of responding on item i, which
represents the continuous evolution of proficiency of stu-
dent j through the whole course and determines his/her
chances of a correct response on item i in the first, initial
attempt (the point with index 2 in Fig. 1). In the case that
student j fails in this attempt and goes on to a second, the
logit of the probability of correct response would increase
to (b20 + b2j), which represents the local rise of the stu-
dent’s proficiency within a learning objective (the vertical
segment with index 3 in Fig. 1).

As a result, we expect both overall growth effects, b10 and
b20, to be positive. However, an individual student might
show a smaller or no growth through the course—for instance,
if he/she knows the content before the course, or, on the con-
trary, if the course is too difficult for the student to understand.
In this case, the student’s random effect b1jwould be negative:
The learning rate would be smaller than the overall learning
rate across students. As we mentioned before, it is also possi-
ble that a student could simply enumerate possibilities, for
example by clicking repeatedly on the alternative options in
a multiple-choice question. This would mean there would be
no real growth within the learning objective. Therefore, the
effect of attempt for this student would be smaller than for an
average student, and hence his/her deviation b2j from themean
effect b20 would be expected to be negative. For a student who
was learning fast both throughout the course and within a
certain learning objective, in contrast, we would expect both
the student-specific random effects b1j and b2j to be positive.
Note that this approach can be distinguished from modeling
possible guessing with a three-parameter logistic model (3PL;
Lord & Novick, 1968). First, the 3PL model is used for items
that are attempted only once. It models pseudo-guessing, but
not a growth in probability that comes with extra attempts.
Second, the 3PL model is applicable to multiple-choice items
only, whereas the proposed extension might deal with open-
ended items as well, which are widely used in MOOCs.

In the following section, we illustrate these extensions
using the data from three MOOCs and check the performance
of the extensions using a cross-validation procedure applied to
the same datasets.

Method

Data

In this study, we used data from three MOOCs on the
Coursera platform: BEconomics for Non-Economists^
(Higher School of Economics, n.d.-a), BGame Theory^
(Higher School of Economics, n.d.-b), and BIntroduction to
Neuroeconomics: How the Brain Makes Decisions^ (Higher
School of Economics, n.d.-c). We analyzed the data from five
weekly modules for each course.

In the data, each student and all course elements, such as a
video lecture or an assessment item, has a unique identifica-
tion number. Each interaction of students with course ele-
ments also has an individual identification number and a time
stamp. Students’ responses on summative assessment items
have a dichotomous coding, where 1 and 0 correspond to
the correct and a wrong response on a certain attempt, respec-
tively. The assessment items are either multiple-choice or
open-ended questions, in which a student is expected to
choose one or multiple options or to respond with a number,
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sequence, word, or phrase. There is no overlap in items be-
tween the summative assessments in different weeks, and the
correctness of students’ responses is checked automatically.
Attempts are marked with a unique time stamp. Student’s
interactions with video lectures are coded as 0 or 1, where 1
means the student watched the lecture and 0 means the student
did not watch the lecture. The platform does not track how
many times a student watches a certain video.

The first course, BEconomics for Non-Economists,^ is
taught in Russian. At the moment of conducting this study,
there were 1,632 active students in the course. The distribution
of students among countries was as follows: Russia (72%),
Ukraine (8.4%), Kazakhstan (3.9%), Belarus (3.2%), USA
(1.2%), and Other (11.3%). The number of items in the week-
ly summative assessments for these five modules was 68 in
total: ten items for Weeks 1 to 4, eight items for Week 5, and
20 items in a concluding assessment. The total number of
responses for the first course was 134,068. Students used
1.89 attempts on average, with a standard deviation of 1.41.
After recoding the attempts to 0, 1, 2, 3, and 4—which mean
the first, second, third, fourth, and fifth or higher attempts,
respectively—the mean of attempts was 0.82 and the standard
deviation 1.12. The number of video lectures for these five
modules was 48 in total: nine in the first week, and eight, nine,
13, and nine in the following weeks, respectively. Students
watched on average 6.70, 6.60, 7.35, 9.99, and 7.27 videos,
with standard deviations of 3.00, 2.30, 2.65, 4.32, and 2.79
during the first and following weeks, respectively.

The second course, BGame Theory,^ is taught in Russian.
The distribution of students among countries was as follows:
Russia (57%), Ukraine (10%), Kazakhstan (3.3%), USA
(3.2%), Belarus (3%), and Other (23.5%). The third course,
BIntroduction to Neuroeconomics: How the Brain Makes
Decisions,^ is taught in English. The distribution of students
among countries was as follows: USA (19%), India (8.7%),
Russia (6.8%), Mexico (4.7%), United Kingdom (4%), and
Other (56.8%).

Descriptive statistics for the students, items, responses,
attempts, and video lectures for these courses are given
in Table 1.

Illustration of the extensions

We start with the Rasch model from Eq. 5. As we discussed
above, the Rasch model has no growth effects. However, we
fitted this model in order to get a benchmark for comparing the
model and its dynamic extensions, and to provide an empirical
check for the unidimensionality assumption. Then we contin-
ued by fitting the extension with fixed growth effects from Eq.
6 and the extension with (uncorrelated and correlated) random
growth effects from Eq. 7. To fit the Rasch model and the
extensions, we used the glmer function in the lme4 package
(Bates, Maechler, Bolker, &Walker, 2015) for the R language

and environment for statistical computing (R Core Team,
2013). To check the unidimensionality assumption, we used
the unidimTest function in the ltm package (Rizopoulos,
2006) for R, which implements the approach proposed by
Drasgow and Lissak (1983), in which the latent dimensional-
ity is checked via a comparison of the eigenvalues from a
factor analysis of the observed data and from data generated
under the assumed unidimensional IRT model. The null hy-
pothesis of unidimensionality is rejected if the second eigen-
value is substantially larger for the observed than for the sim-
ulated data. To approximate the distribution of the test statistic
under the null hypothesis, we used 100 samples in the Monte
Carlo procedure implemented by the unidimTest function. To
compare the model fits, we used the Akaike information cri-
terion (AIC; Akaike, 1974) provided by the glmer function.

Cross-validation

When we talk about the value of the extensions in the cross-
validation, we refer to its accuracy at predicting the correctness
of students’ responses in the summative assessments
(Ekanadham & Karklin, 2015). The procedure looks as fol-
lows: First we randomly split the students’ responses on a sum-
mative assessment from the threeMOOCs into training and test
datasets. We assigned 75% of all responses to the training set
and 25% to the test set. Then we fitted the Rasch model and
both extensions to the training sets and used the fitted models to
derive the probabilities of correct responses on the test sets.
Using the probabilities, we derived the expected responses, in
the sense that if the probability was smaller than .50, the ex-
pected response was 0, and if it was larger than .50, the expect-
ed response was 1. Next, using the predicted and real responses

Table 1 Data overview

Course 1 Course 2 Course 3

Students 1,632 3,092 4,873

Items 68 50 60

Responses 134,068 228,490 339,330

Attempts 1.89 (1.41) 1.92 (1.50) 2.10 (2.01)

Video Lectures 48 44 26

Numbers of video lectures looked at in:

Week 1 6.70 (3.00) 6.14 (2.66) 3.75 (1.57)

Week 2 6.60 (2.30) 7.53 (2.63) 3.18 (1.15)

Week 3 7.35 (2.65) 8.31 (2.96) 5.26 (2.24)

Week 4 9.99 (4.32) 6.98 (2.10) 5.12 (1.62)

Week 5 7.27 (2.79) 7.65 (2.54) 3.63 (0.89)

In the table, Course 1 is BEconomics for Non-Economists^ (Higher
School of Economics, n.d.-a), Course 2 is BGame Theory^ (Higher
School of Economics, n.d.-b), and Course 3 is BIntroduction to
Neuroeconomics: How the Brain Makes Decisions^ (Higher School of
Economics, n.d.-c). For Attempts and Numbers of Video Lectures, we
show mean values and, in parentheses, standard deviations
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from the test sets, we built a confusion matrix with two rows
and two columns, for the numbers of false positives, false neg-
atives, true positives, and true negatives, respectively. This ma-
trix allowed us to understand the quality of the predictions as
well as the improvements in prediction across the models.
Using this matrix, we calculated an accuracy index:

Accuracy ¼ TP þ TN
P þ N

; ð8Þ

where TP is true positives; TN is true negatives; P is all posi-
tives; and N is all negatives. Then we repeated this procedure
five times and finished by counting the average accuracy for
each model.

Results

We start from the Rasch model from Eq. 5. The dimensional-
ity check did not reveal significant evidence against unidimen-
sionality (p = .15). As is shown in Table 2, the estimate of the
intercept equals 0.96. The inverse logit, or antilogit, of this
value is 0.72. This means that the expected probability that an
average student of the BEconomics for Non-Economists^
course would give the correct response on an average item

was .72. This probability of the correct response would vary
among students (and over items). A student with proficiency
of one standard deviation lower and a student with proficiency
of one standard deviation higher than the average proficiency
would have proficiencies of 0.24 and 1.68, which correspond
to probabilities of a correct answer on an average item of .56
and .84, respectively. As we mentioned above, the Rasch
model assumes that the student’s proficiency remains constant
within the course.

However, extending the Rasch model with fixed growth
effects (the first extension; Eq. 6), shows that the probability
of a correct response grew with every new watched lecture
and with every new attempt to solve an item. As can be de-
rived from Table 2, watching all nine video lectures from the
first week would improve the chances of a correct response for
an average student on an average item from .37 to .47 (see
Table 3); these are the antilogits of – 0.52 and (– 0.52 +
9/100*4.45). By the end of the third week, the chances of
the correct response (on the same average item) would rise
to .65. By the end of the fifth week, the chances of the correct
response would approach the value of .83 (Table 3). To get a
better idea of the size of the growth within a certain learning
objective, we compared the chances of a correct response for
an average student on an average item from the first, second,
and third attempts. These values were .37, .48, and .58,

Table 2 Parameters of the extension for Course 1

Rasch model
(Eq. 5)

Extension with fixed
growth effects (Eq. 6)

Extension with random growth
effects and univariate distribution (Eq. 7)

Extension with correlated
random growth effects and
multivariate distribution (Eq. 7)

Fixed Intercept b0 0.96 (0.09) – 0.52 (0.16) – 0.38 (0.17) – 0.32 (0.17)
Video b1 4.45 (0.45) 3.71 (0.50) 3.72 (0.46)
Attempt b2 0.43 (0.01) 0.80 (0.02) 0.82 (0.02)

Random Student Intercept σu1 0.72 0.79 0.80 0.95 Corr.
Video σb1 1.52 2.07 – .67
Attempt σb2 0.52 0.51 .14 .02

Item Intercept σu2 1.03 1.09 1.09 1.08
AIC 146,979 143,024 140,367 140,221

In the table, Course 1 is BEconomics for Non-Economists^ (Higher School of Economics, n.d.-a). For fixed effects, standard errors are presented in
parentheses. For random effects, standard deviations are presented

Table 3 Dynamics of antilogits throughout Course 1

Start Week 1 Week 5

Avg. Avg. – SD + SD Avg. – SD + SD

Rasch model (Eq. 5) .72 .72 .72

Extension with fixed growth effects (Eq. 6) .37 .47 .83

Extension with random growth effects and univariate distribution (Eq. 7) .41 .49 .45 .52 .80 .66 .89

Extension with correlated random growth effects and multivariate distribution (Eq. 7) .42 .50 .46 .55 .81 .62 .92

In the table, antilogits for a student with average (initial) ability and for an item with average difficulty are presented. The dynamics of antilogits for the
start, the end of the first week, and the end of the fifth week of the course are presented. For the model with random growth effects, the average, one
standard deviation lower than the average, and one standard deviation higher than the average continuous growth effect are presented. Course 1 is
BEconomics for Non-Economists^ (Higher School of Economics, n.d.-a)
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respectively (Table 4). It is important to note that, in accor-
dance with the extension, the growth in both components was
assumed to be the same for all students.

If we allow the growth parameters to vary over students in
accordance with the second extension (Eq. 7), we can derive
the individual differences in both components. First, we look
at the results of the first version of the second extension, with
univariate distributions of random effects. As can be seen in
Table 3, by the end of the first week two students with an
average initial proficiency but growth-through-the-course pa-
rameters one standard deviation lower and one standard devi-
ation higher than the average would have probabilities of a
correct answer of .45 and .52, respectively. By the end of the
fifth week, these values would be .66 and .89 for the two
students, respectively.

The second component of the growth in proficiency, the
growth within a certain learning objective, varies among stu-
dents as well. As can be found in Table 4, on average the
chances of a correct response grow from .41 for the first at-
tempt, over .60 for the second attempt, to .77 for the third
attempt. However, two students with average initial proficien-
cy but growth effect parameters within a certain learning ob-
jective of one standard deviation lower and one standard de-
viation higher than the average would, at the second attempt,

have probabilities of a correct answer of .48 and .72, respec-
tively. For the same students, the chances of a correct response
on the third attempt would be .54 and .91, respectively.

The results for the second version of the second extension
(Eq. 7), with a multivariate distribution of random effects,
presented in Table 2, allow us to understand the relations
between student-specific effects. The moderate negative cor-
relation between the student-specific random intercept and the
random effect of video lectures (– .67) advises us that students
with lower initial proficiency would show a higher effect of
the number of watched video lectures on their performance in
the course. At the same time, there are only weak correlations
between the student-specific random intercept and the random
effect of attempts and between both random slopes (.14 and
.02, respectively).

In the other two courses, the dimensionality check again
did not show substantial evidence against unidimensionality
(with p values equal to .30 and .07). We detected similar
growth through the course and within a certain learning ob-
jective in both these courses. As can be derived from Tables 5
and 6, in the BGame Theory^ and BIntroduction to
Neuroeconomics: How the Brain Makes Decisions^ courses,
the probabilities of correct response grow with every new
watched lecture and with every new attempt to solve an item.

Table 4 Dynamics of antilogits with attempts in Course 1

Att. 1 Attempt 2 Attempt 3

Avg. Avg. – SD + SD Avg. – SD + SD

Rasch model (Eq. 5) .72 .72 .72

Extension with fixed growth effects(Eq. 6) .37 .48 .58

Extension with random growth effects and univariate distribution (Eq. 7) .41 .60 .48 .72 .77 .54 .91

Extension with correlated random growth effects and multivariate distribution (Eq. 7) .42 .62 .50 .73 .79 .57 .91

In the table, antilogits for a student with average ability and for an item with average difficulty at the start of the course are presented. The dynamics of
antilogits for the first, second, and third attempts are presented. For the model with random growth effects, the average, one standard deviation lower than
the average, and one standard deviation higher than the average local growth effect are presented. Course 1 is BEconomics for Non-Economists^ (Higher
School of Economics, n.d.-a)

Table 5 Parameters of the extension for Course 2

Rasch model
(Eq. 5)

Extension with fixed
growth effects (Eq. 6)

Extension with random growth
effects and univariate distribution (Eq. 7)

Extension with correlated
random growth effects and
multivariate distribution (Eq. 7)

Fixed Intercept b0 0.91 (0.06) 0.08 (0.11) 0.01 (0.11) 0.00 (0.11)
Video b1 2.67 (0.35) 2.86 (0.38) 3.01 (0.39)
Attempt b2 0.68 (0.01) 1.02 (0.02) 1.05 (0.02)

Random Student Intercept σu1 0.67 0.82 0.69 0.72 Corr.
Video σb1 2.44 2.69 – .25
Attempt σb2 0.50 0.50 .28 .14

Item Intercept σu2 0.67 0.77 0.79 0.79
AIC 262,254 247,160 243,615 243,394

In the table, Course 2 is BGame Theory^ (Higher School of Economics, n.d.-b). For fixed effects, the standard error is presented in parentheses. For
random effects the standard deviation is presented
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Both growth parameters vary among students and show indi-
vidual differences in both components.

Value of the extensions

The model fit improved with each extension. Table 2 shows
that for the BEconomics for Non-Economists^ course, the AIC
decreases from 146,979 for the Rasch model to 143,024 for
the extension with fixed growth effects, and then to 140,367
and 140,221 for the extensions with uncorrelated and corre-
lated random growth effects, respectively. Similar improve-
ments of the model fit were found for the other two courses
(Tables 5 and 6).

The results of the cross-validation procedure, presented in
Table 7, show that over the three courses, both extensions are
better at measuring proficiency and its growth than the Rasch
model, in terms of accuracy at predicting students’ responses.
The overall accuracy of the Rasch model is .743, whereas the
overall accuracies of the extensions are .760 for the extension
with fixed growth effects, and .766 for each of the extensions
with uncorrelated and correlated random growth effects. We
see such improvements in accuracy in all three courses we
analyzed. The improvements are rather small, however, and
they come with higher numbers of model parameters.

Discussion and conclusion

In this study, two extensions for the Rasch model for measur-
ing the growth in students’ proficiency in MOOCs were pre-
sented. First, the study has contributed to psychometric meth-
odology. It focused on existing ideas of modeling dynamic
processes in the framework of IRT but extended their ability
to detect the novel latent growth trends that appear in datasets
from MOOCs. For instance, where Verhelst and Glas (1993)
and De Boeck et al. (2011) presented two ways to generalize
the traditional Rasch psychometric model by making it dy-
namic, in our extensions we built on this idea by modeling
two components of dynamic processes in students’ proficien-
cy—continuous and local growth. Second, we introduced IRT
in a new application area. Whereas Kadengye, Ceulemans,
and Van den Noortgate (2014, 2015) applied their models to
item-based learning environments, we implemented IRT
models in the new and fast-developing context of MOOCs.
Finally, our findings are important for the practice of online
learning. Measuring growth in students’ proficiency might be
essential for MOOC developers, because these measures can
help us understand how efficient a course is in terms of the
group and individual dynamics of students, and for students
themselves to understand their personal progress, in the sense
of formative feedback.

Table 6 Parameters of the extension for Course 3

Rasch model
(Eq. 5)

Extension with fixed
growth effects (Eq. 6)

Extension with random growth
effects and univariate distribution (Eq. 7)

Extension with correlated random
growth effects and multivariate
distribution (Eq. 7)

Fixed Intercept b0 1.56 (0.15) 0.55 (0.18) 0.30 (0.18) 0.28 (0.20)
Video b1 5.53 (0.57) 7.05 (0.59) 7.28 (0.82)
Attempt b2 0.39 (0.01) 0.55 (0.01) 0.57 (0.01)

Random Student Intercept σu1 0.79 0.87 0.86 1.02 Corr.
Video σb1 2.84 3.80 – .62
Attempt σb2 0.32 0.32 .06 .06

Item Intercept σu2 1.27 1.35 1.41 1.41
AIC 293,177 287,006 284,775 284,512

In the table, Course 3 is BIntroduction to Neuroeconomics: How the BrainMakes Decisions^ (Higher School of Economics, n.d.-c). For fixed effects, the
standard error is presented in parentheses. For random effects the standard deviation is presented

Table 7 Accuracy in predicting correctness

Overall Course 1 Course 2 Course 3

M SD M SD M SD M SD

Rasch model .743 .047 .724 .002 .699 .002 .806 .000

Extension with fixed growth effects .760 .038 .737 .002 .732 .002 .812 .001

Extension with random growth effects and univariate distribution .766 .034 .747 .002 .740 .001 .813 .001

Extension with random growth effects and multivariate distribution .766 .034 .747 .002 .739 .001 .812 .001

In the table, Course 1 is BEconomics for Non-Economists^ (Higher School of Economics, n.d.-a), Course 2 is BGame Theory^ (Higher School of
Economics, n.d.-b), and Course 3 is BIntroduction to Neuroeconomics: How the Brain Makes Decisions^ (Higher School of Economics, n.d.-c)
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The study, however, has limitations. We used the proposed
extensions to measure growth post-hoc, not to track growth
dynamically, which will be crucial for developing navigation
and recommendation instruments that can help teachers de-
cide when to support a student or advance him or her through
a course, by means of on-the-fly estimations of progress. We
believe this goal could be realized by combining these models
with techniques for tracking growth—for example, with the
Elo (1978) rating system, used in the work of Klinkenberg,
Straatemeier, and van der Maas (2011). This will be a topic for
future research.

To conclude, we consider this study an additional step in
transition from traditional psychometric approaches, focused
on accurately locating students on a proficiency scale, to flex-
ible approaches based on computational psychometrics (von
Davier, 2017), oriented toward regarding students’ behavior
as a dynamic process.
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