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Prenominal adjective order is such a fat big deal because adjectives
are ordered by likely need
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Abstract
When multiple adjectives precede a noun in English, they are often ordered in a way that is implicitly understood by all fluent
speakers of the language. Adjective order might be described as a big fat deal, but to describe it as a fat big deal betrays a lack of
knowledge of English. Sweet (A New English Grammar: Part II, 1898/1955) proposed two related semantic principles to explain
the phenomenon: definiteness of denotation (adjectives that denote a property that is most independent of the modified nounmust
be placed furthest from that noun) and closeness of adjective/noun in meaning (adjectives that denote properties essential to or
inherent in the modified noun are placed closer to the noun). These observational descriptions of the phenomenon have received
experimental support (Martin, Journal of Verbal Learning and Verbal Behavior, 8(6), 697–704, 1969). However, the issue ofwhy
Sweet’s rules are true has not yet been solved. I propose, operationalize, test, and find strong support for a simple theory: that
prenominal adjective order reflects likely need, the a priori probability that a particular adjective will be needed.
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It has long been recognized that English prenominal adjectives
must usually be ordered in a specific way when they are used
in sequence. For example, English speakers can speak about a
beautiful red Ferrari or a crazy new idea, but (except in cases
where we are trying to emphasize a particular contrast or
responding in a particular context) we cannot normally speak
of a red beautiful Ferrari or a new crazy idea. In this paper, I
propose a new theory for adjective ordering, which is that
adjectives are ordered in terms of likely need, the a priori
probability that a particular adjective will be needed.

Background

Some attempts have been made to explain adjective order in
terms of syntactic principles (e.g., Annear, 1964; Fries, 1952;
Sussex, 1974; Vendler, 1963, 1968). These are largely depre-
cated now, in part because other researchers (Danks &
Glucksberg, 1971; Martin, 1969) judged the proposals to be

ad hoc and in part because attempts to study the neurological
underpinnings of adjective ordering have consistently impli-
cated semantic rather than syntactic processes (Huang &
Federmeier, 2012; Kemmerer, 2000; Kemmerer, Tranel, &
Zdanczyk, 2009).

There are a small number of words often coded as adjec-
tives (notably, determiners such several, many, single, and
only) that must be followed by a noun phrase due to their
meaning, and therefore must go first when they are contiguous
with a prenominal adjective. Numbers must precede the entire
noun phrase when they modify one. We can say two leaky
boats but never leaky two boats. A few adjectives have a
similar quality of only making sense if they directly modify
the whole noun phrase, and are therefore obligatorily placed
before another adjective. For example, when we speak of the
French political system, it is the political system that is
French, so it would not make sense to speak of the political
French system, which has an entirely different (and opaque)
meaning. However, many strongly ordered adjectives have no
such obvious reason for their ordering.

Both the oldest and most recent approaches to the issue
explain adjective order in terms of semantic principles. In an
early discussion of the issue, Sweet (1898/1955) suggested
two non-mutually-exclusive semantic principles that could
determine adjective order. One of his principles is closeness
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of adjective/noun meaning: “When a noun has more than one
modifier, the general principle that the one most closely con-
nected to it in meaning comes next to it” (p. 8). Gender is more
essential to an animal than its body size, so by default we have
to describe a large feline with two X chromosomes as a fat
female cat and not a female fat cat. Sweet’s second principle is
definiteness of denotation: adjectives that express a viewpoint
must precede adjectives that report an inherent property and
“there is gradation in increasing specialization from the begin-
ning to the end of such a group” (p. 8; see also Whorf, 1945).
The redness of the beautiful red Ferrari is a part of the car, but
its beauty is in the eye of the beholder, so adjectives express-
ing beauty have to precede adjectives expressing color.

Sweet’s principles are consistent with the fact that very
general modifiers (i.e., words that can modify many different
nouns) such as other, only, certain, particular, and other de-
terminers must always precede any other adjective, as in the
other/only red Ferrari, a certain/particular academic paper
or three delicious green candies. They are also consistent with
the fact that increased concreteness is associated with adjec-
tives closer to the noun (as noted by Martin, 1969), since the
more definite terms are often more definite because they refer
to concrete sensory properties of the world. Whether they
explain those consistencies is open for debate. We might pre-
fer as an explanation a principle that tells us how these seman-
tic consistencies are computed (i.e., an explanation cast at a
lower level than semantics).

After examining Sweet’s two principles experimentally,
Martin (1969) concluded that definiteness of denotation was
the main determinant of adjective order, though it was often
confoundedwith closeness of adjective/nounmeaning.Martin
furthermore noted that more frequent adjectives were more
likely to be placed further from the noun than were less fre-
quent adjectives. This is also consistent with Sweet’s princi-
ples since less frequent words are likely to occur in fewer
contexts than more frequent words and are therefore likely
to be more specific in meaning. For example, the generally
applicable word pretty is much more common (69,520 occur-
rences in the 560 million word Corpus of Contemporary
American English [COCA; corpus.byu.edu/coca/]) than the
much more specific word blond (6,236 COCA occurrences),
so a pretty blond lady is strongly preferable to a blond pretty
lady. However, Martin and Ferb (1973) pointed out that terms
that have never been encountered before are immediately or-
dered correctly when they are learned. The fact that newly
encountered adjectives are ordered appropriately as soon as
their meaning is known suggests that individual word frequen-
cies must play a relatively small role.

More recent attempts to explain prenominal adjective order
have been more specific about the semantic categories to
which adjectives belong. For example, Dixon (1977) pro-
posed that adjectives were ordered according to the following
order schema: value, dimension, physical property, speed,

human propensity, age and color. In the extreme, we should
prefer the wonderful large heavy slow loving old brown dog
over any other order. Dixon’s category order is, yet again,
generally consistent with Sweet’s (1898/1955) more general
and simpler principles. In discussing these categorical
ordering attempts, Malouf (2000) noted that

unfortunately, while there are rules of thumb for order-
ing adjectives, none lend themselves to a computational
implementation. For example, adjectives denoting size
do tend to precede adjectives denoting color. However,
these rules underspecify the relative order for many
pairs of adjectives and are often difficult to apply in
practice.” (p. 1)

Sweet’s principle of definiteness of denotation and Dixon’s
(1977) order have recently been examined in a different way,
as effects of subjectivity. As the examples of the beautiful red
Ferrari and the pretty blond lady illustrate, less definite adjec-
tives are sometimes indefinite because they are subjective.
Scontras, Degen, and Goodman (2017) used Amazon Turk
to get subjective assessments of the naturalness of the order
of first 26 and then 196 concrete adjectives, as well as judg-
ments of those words’ subjectivity. They demonstrated that the
subjectivity judgments were good predictors of the prescribed
order of the adjectives. In recognition of the fact that subjec-
tivity judgments are themselves subjective, they followed this
up with what they felt was a more objectively operationalized
measure, which they called faultness disagreement potential.
They asked 40 people to judge whether two speakers would
both be right when they produced descriptions with the adjec-
tives in opposite orders using the smaller adjective set. This
measure was very highly correlated with the subjectivity
scores.

This work was followed up in Simonič (2018) and Franke,
Scontras, & Simonič (2019). They addressed the question of
why subjectivity should play a role in adjective ordering by
demonstrating in a highly constrained context that subjectivity
ordering is a (likely but not necessary) consequence of the
demands of successful reference resolution, using the rational
speech act modeling framework (Frank & Goodman, 2012;
Franke & Jäger, 2016; Goodman& Frank, 2016). The rational
speech act framework builds on earlier related work of Zipf
(1949) and Grice (1975) in arguing that an act of communi-
cation can be conceived of as a form of Bayesian inference in
which a message recipient tries to maximize the probability of
inferring the true state of the world (or, more generally, the
intended referent of the speaker, or, more precisely, the re-
ceiver’s subjective certainty about the speaker’s intended ref-
erent), given some transmitted message. As discussed in
Franke and Jäger (2016), this probability calculation may be
influenced by many things, including the probability that the
message might be incorrectly encoded (the speaker makes a
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mistake) or incorrectly decoded (the listener misunderstands).
Subjective adjectives such as beautiful or delicious introduce
complications to the process of decoding a message. It is al-
ways possible that a message receiver does not share the sub-
jective view of the message transmitter, in which case the
subjective adjective will be unhelpful and perhaps even mis-
leading to the receiver. Using Monte Carlo simulations,
Franke et al. (2019) demonstrated that placing a subjective
adjective earlier than an objective adjective was associated
with a higher probability of correctly identifying a referent.
Of the several reasons this is true, the main one is that “placing
more subjective adjectives farther from the modified noun
means that they modify a smaller context, which means that
there are fewer opportunities for the listener’s subjective rep-
resentation to deviate from the speaker’s” (p. 5). The subjec-
tive adjective is constrained by the local context in which it is
uttered, making it easier for the listener to appropriately de-
limit its scope. Franke et al. (2019) demonstrated this by fo-
cusing narrowly on the phrase the big brown bag, in which the
subjective adjective big can be interpreted in context to mean
big for bags, as opposed, say, to big for thimbles or big for
airplanes. One limitation of this line of reasoning is that it
does not directly address how adjectives are ordered in the
absence of any context. It may be that subjective ordering is
carried through to uncontextualized phrases simply because
language users have learned it is effective in contextualized
cases. Another limitation is that this line of reasoning cannot
address how two subjective adjectives are ordered. Why do
we say the big fat man, but not the fat big man, when both
bigness and fatness may be subjective?

Malouf (2000) considered several computational ap-
proaches to predicting adjective order. All of them involved
extrapolating an observed order in a large subset of a corpus to
predict adjective order in a smaller subset of that corpus.
Although some of the methods performed very well (the best
was accurate 89.73% of the time, and combining methods
achieved a correct adjective ordering rate of 91.85%), these
methods are dissatisfying for the same reason that Dixon’s
(1977) ordering was: They use a description of the phenome-
na to be explained (albeit in Malouf’s case, a quantitative
description) as its own explanation. Essentially, such explana-
tions amount to saying that adjectives are ordered as they are
because that is how adjectives are ordered. Although it is
possible that there may be nothing more to adjective order
than acquired habit, as psychologists we would prefer to ad-
dress the question of why adjectives are ordered as they are.

Wulff (2003) undertook a multifactorial corpus study of
adjective order. She used linear discriminant analysis to model
the order of 3,136 adjective–adjective pairs from the British
National Corpus (BNC), by trying to predict an adjective’s
position (first or second). Using a large set of predictors such
as word length and frequency, percentage of BNC occurrences
tagged as an adjective, observed co-occurrences of adjectives,

membership in Dixon’s semantic classes, and others, she
achieved a cross-validated correct adjective order classifica-
tion rate of 63.2%, far above chance. Many of Wulff’s predic-
tors were rather laborious (or, for a subset of words, impossi-
ble) to operationalize, had low (or, at least, indeterminate)
psychological plausibility, and/or are theoretically opaque.
Moreover, some of them have a circular relationship to the
phenomenon being modeled. As noted above, Dixon’s seman-
tic classes were presented as a description of how adjectives
are ordered, so using them as a predictor of adjective order is
problematic.

In recent years there have been several studies of adjective
order that used information-theoretic principles. Hahn, Degen,
Goodman, Jurafsky, and Futrell (2018) and Futrell (2019)
followed up on the idea that adjectives are ordered in order
of increasing specificity. They formalized specificity using a
commonly used measure of collocation strength, pointwise
mutual information (PMI):

PMI Adjective;Nounð Þ
¼ log p Adjective j Nounð Þð Þ−log p Adjectiveð Þð Þ:

PMI measures whether a given adjective modifies a noun
more often than would be expected by chance based on their
individual probabilities. By computing PMI over nouns and the
adjectives that modify them, it is possible to quantify the degree
to which a specific adjective modifies a specific noun, whether
by direct adjacency or not. A higher PMI value is associated with
a higher likelihood that the adjective modifies the noun. If the
adjective and the noun only occur together, then log(p(Adjective |
Noun)) = log(1) is zero, and the PMI is −log(p(Adjective)), a
positive number since p(Adjective) is always less than 1. When
the adjective occurs as often with the noun as it occurs overall
(i.e., when the probabilities of the noun and adjective are inde-
pendent), then log(p(Adjective | Noun)) = log(p(Adjective)), so
the PMI is zero. When the adjective is less likely to occur with
the noun than it occurs without the noun, then log(p(Adjective |
Noun)) < log(p(Adjective)), so the PMI is negative.

Hahn et al. (2018) used PMI in a logistic mixed-effects model
to predict the order of adjective pairs. Both PMI and subjectivity
measures independently entered into the model, although the
authors did not report the accuracy rate of the model. They
followed this up with a more complex model that incorporated
subjectivity scores and required simulation of the cost to a listener
of updating her beliefs based on a communication from a speak-
er. This was estimated using the surprisal of an adjective–adjec-
tive–noun triplet: −log(p(Adjective1 Adjective2 Noun). The
model was used to simulate communication between a single
speaker and a single listener. It replicated the results discussed
above by demonstrating that placing subjective adjectives earlier
had a higher utility than placing them later. When the model was
applied to a larger data set, it predicted adjective order with an
accuracy of 93.7%. However, using only the subjectivity scores
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performed almost as well (93.3% correct), suggesting that most
of success of the model is attributable to the incorporation of
subjectivity scores. A hyperparameterized version of the model
achieved a cross-validated accuracy of 96.2%.

PMI is confounded with the number of followers of an
adjective. Adjectives that are followed by a small number of
nouns must on average have a larger PMI than adjectives that
are followed bymore nouns, since uncommon adjectives have
fewer opportunities to occur with nouns than common adjec-
tives. This may be a feature rather than a bug when it comes to
explaining adjective order, because it captures the fact that
adjectives that are followed by a small number of nouns often
have a narrow meaning (and therefore must go close to the
noun, as discussed above), which is precisely why they mod-
ify few nouns. Many adjectives that are followed by few
nouns are fixed forms from technical contexts (e.g., aplastic
anemia [PMI = 5.6], after-school program [PMI = 2.6], chi-
square tests [PMI = 2.6], Craftsman-style house [PMI =2.4],
homosporous pteridophytes [PMI = 3.9]).

Another problem with PMI, as noted by Dyer (2018), is
that nonce adjectives are ordered consistently despite the fact
that they have an incomputable PMI because they have a zero
probability. The same problem applies to using PMI to predict
the order of real adjectives from unexperienced adjective–
noun pairs. For example, the COCA does not contain a single
instance of the noun aardvark that is preceded by an adjective,
so the relevant PMIs needed to decide on the ordering of the
phrase big fat aardvark are not directly computable from that
corpus (though they might be computed by some form of
statistical smoothing, as in Roberts & Chater, 2008). These
considerations suggest that PMI is unlikely to be the causal
factor in adjective ordering.

After rejecting PMI for because of its problem with order-
ing nonce adjectives, Dyer (2018) proposed a different infor-
mation theoretic explanation of word order that applied more
generally than just to adjectives (see also Futrell, Levy, and
Gibson, 2017; Liu, Xu, and Liang, 2017). The idea depends
on measuring the complexity of integrating any word with the
words that it modifies. Dyer proposed that the integration
complexity of an adjective could be estimated by the
Shannon entropy (Shannon, 1948) of the probability distribu-
tion of the syntactic categories of that word’s modifiers.
Shannon entropy H(X) is defined across a series of elements
Xi in X as:

H Xð Þ ¼ − ∑
n

i−1
p X ið Þlog2p X ið Þ:

If a word has 10 possible modifiers, of which three are
adjectives, three are verbs, two are adverbs, and one is a prep-
osition, then Dyer’s proposedmeasure of the Shannon entropy
of the probability distribution of the syntactic categories of the
head word could be calculated using the formula above as

−(0.3 × log2 (0.3) + 0.3 × log2 (0.3) + 0.2 × log2 (0.2) + 0.1
× log2 (0.1)) = 1.84 bits. If all 10 modifiers belong to the same
syntactic category, the Shannon entropy of the probability
distribution of the syntactic categories would be simply 1 ×
log2 (1) = 0, capturing mathematically that there is no uncer-
tainty about the syntactic category of the modifier. Dyer com-
puted the syntactic category entropy of the adjectives happy
(1.78 bits), Italian (0.76 bits), and chemical (0.5 bits). He
argues that lower entropy words (which are easier to integrate
due to their decreased uncertainty) should be placed closer to
the noun, suggesting we should prefer the happy Italian
woman to the Italian happy woman, as we do. He considered
a few other adjective ordering examples that also fit the theory
(beautiful small black bag; three big houses), but did not re-
port an overall accuracy for adjective ordering. The idea of
syntactic integration complexity is appealing because it has a
theoretical motivation that suggests why adjectives are or-
dered as they are and because it is not limited only to
English adjective ordering but applies more widely to other
words and (as Dyer demonstrates) to other languages.
However, it relies on having access to the full set of a word’s
dependency trees, a requirement that seems psychologically
implausible on the face of it and that makes the measure dif-
ficult to compute (though tree annotations do exist for corpora
in many languages; Nivre et al., 2016).

Dye, Milin, Futrell, and Ramscar (2018) specifically
discussed the relationship between adjective order and
Shannon entropy, though without directly testing how well
entropy could predict adjective order.

Ideally, a theory of adjective ordering should explain why
adjectives are ordered as they are, rather than using their ob-
served patterns of use as an explanation. Here, I propose an
information-theoretic model that does that has a strong theo-
retical basis and high psychological plausibility, and that uses
just two theoretically grounded predictors.

A new theoretical approach to adjective order

The theoretical basis of the model is the concept of likely need,
which was originally proposed in the context of memory re-
search (Anderson, 1991; Anderson & Milson, 1989;
Anderson & Schooler, 1991; Anderson and Tweney, 1997).
Anderson andMilson (1989) argued for an evolutionary adap-
tive perspective on memory, based on an analogy to human-
engineered (therefore, perfectly understood) information re-
trieval systems. In engineered systems, there is a time and
energy cost for retrieving an irrelevant item, just as there
may bemetabolic, time, lost opportunity, and other costs when
an animal retrieves an irrelevant memory. Given such costs, it
is rational to retrieve items in order of their likelihood of being
needed in any particular situation (following a closely
related suggestion in Zipf, 1949). A retrieval cost places a
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lower limit on retrieval probabilities since it is also rational
that a biological or man-made retrieval system should stop
trying to retrieve an item when the probability of retrieving
it is low enough that the expected gain from retrieving it is
less than the cost of retrieving it. Anderson and Milson
(1989) considered a number of factors that contributed to
the retrieval probability of an item (which they called the
item’s need probability), including time since last retrieval,
the average frequency with which an item is retrieved, the
strength of the retrieval cues, and the number of different
contexts in which the item appears. They presented a model
based on retrieving items in order of their need probability
given a set of contextual cues that successfully reproduced
many well-known phenomena in memory research.

The idea of need probability has been imported into the
study of language processing (Adelman, Brown, & Quesada,
2006; Jones, Johns, & Recchia, 2012; Hollis, 2017), where it
has been suggested that the large lexical access facilitation ef-
fects usually attributed to word frequency might be more rea-
sonably attributed to need probability. Word frequency is just
one component of this, though it may be themost important one
when there are no contextual cues, as in the single word deci-
sion tasks that are widely used in psycholinguistic experiments.

Need probability is closely related to Shannon entropy
(Shannon, 1948). Words with high need probability
provide less reduction in uncertainty than words with low
need probability. Intuitively, this is clear if we take as an ex-
ample an obviously high need probability word such as the.
Since the definite article can be followed by many words (it
has 104,333 distinct followers in the COCA), it is difficult to
guess that its following word will be. By contrast, if we con-
sider the low need probability adjective tillable, almost all
words have a zero probability of following, and very few are
likely. Not many things are tillable. The word has only two
distinct followers in the COCA, which are (as the reader might
guess) soil and land. The word’s occurrence hugely reduces
uncertainty about the following word (see discussion in Hale,
2003).

Figure 1 shows the relationship between the log2 number of
words that follow an adjective, and its log2 rank in terms of
numbers of following words. There is a very strong linear fit (r
= −.97, p < 2e-16) over the 51% (2,048/4,002) of adjectives with
the most followers, suggesting that the distribution of adjectives
is largely optimized informationally, except when there are few
followers. Danks and Glucksberg (1971) argued long ago that
pragmatics could explain adjective order since it is communica-
tively optimal to order adjectives in terms of increasingly fine
discriminations, from least to most informative.

Hollis (2017) used a predict model of language to estimate
the average need probability of a word. In his work on model-
ing memory, Anderson (1991) had suggested that the degree
of similarity between perceived cues (which serve as memory
probes) and the features of a remembered item (the memory

trace) is proportional to the need probability of that remem-
bered item. For example, we are highly likely to recall a per-
son when that person is standing right in front of us, because
the perceived cues (the person’s appearance) resemble our
stored memories of that person’s appearance. Hollis (2017)
pointed out that Anderson’s observation translated naturally
to distributional semantic models. In predict models (Mikolov,
Chen, Corrado, & Dean, 2013), individual words are repre-
sented by vectors (by convention, of length 300) of the
weights on the hidden units of a simple three-layer neural
network used to predict a target word’s context, or to predict
a target word from its context. Those vectors can be naturally
conceived of as cues to linguistic context, similar to the facial
features that served as cues in the example above. If I ask you
to tell me what word comes to mind after I say purr, pet, fur,
you are likely to think of the word cat, because the contextual
cues (the first three words) are related to the context of the
word you think of. If we take the average vector of the three
cue words, the vector most similar to that vector that is not one
of its component words is cat. Hollis (2017) noted that this
observation can generalize because “Words with high cosine
similarity to other words on average should be precisely the
words that are needed across a broad range of contexts” (p.
1354; emphasis added). The word we are most likely to need
on average is that word whose context is most like the average
linguistic context. Hollis averaged together cosine distances of
a word’s vector from 1,000 frequency-weighted random
words to estimate that word’s likely need. Concretely, we are
more likely to find ourselves needing the word interesting

Fig. 1 Log2 number of words following an adjective, as a function of
Log2 rank order. The linear fits shown are fitted to the adjectives with
Log2(rank) < 11 (indicated with a shading change), which includes the
51.1% of adjectives with the most followers
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than the word ontological, since the word interesting has wide
and general application (occurs in many different contexts),
while the word ontological is highly specific (occurs in a small
number of specialized contexts). This can be captured quanti-
tatively if we average together the vectors of the most com-
mon 500 words in the dictionary and compute the cosine
distance of the words from that average vector. The word
interesting is the 2,789th closest word to that likely word
contexts vector, while the word ontological is the 69,476th
closest word, in a dictionary of 78,278 words—that is, the
context of the word interesting is more similar to the general
context of words than the context of the word ontological is.
Hollis showed that his measure of average need probability
was linearly related to lexical access times and to logged
values of both word frequency and context diversity, the num-
ber of different documents within which a word appears.

Following Westbury and Hollis (2018), in this paper we
apply this idea of need probability to the word class of focal
interest here, adjectives. Westbury and Hollis (2018) showed
that distance from the averaged vector of a large number of
words from the same part of speech (e.g., nouns, verbs, ad-
verbs, or adjectives) was a good predictor of membership in
that word class. They called such averaged vectors category-
defining vectors (CDVs). For example, the 1000 words whose
vectors are most similar to a CDV defined by averaging to-
gether the vectors of 100 randomly-selected verbs are them-
selves all verbs. Westbury and Hollis (2018) also tested hu-
man sensitivity to distance from CDVs, using a series of go/
no-go experiments. Participants were asked to hit a button if a
word belonged to a particular word class, or else to do nothing.
Distance from a word class’s CDV was predictive both of
accuracy and correct-decision speed in making such
decisions.

Distance from word class CDVs can be conceived of as a
measure of average need for that word class, because increas-
ing distance from the CDV is associated with systematic de-
creases along two of the dimensions that Anderson and
Milson (1989) explicitly identified as part of need probability:
the number of different contexts in which the item appears and
the average frequency with which an item is retrieved (which
is obviously related to, though not perfectly correlated with,
another explicitly identified aspect of need probability, time
since last retrieval). To demonstrate this in the present context,
a CDV for the class of adjectives was constructed by averaging
together the vectors of the 1,000 most common adjectives, using
a word2vec skip-gram matrix (https://code.google.com/archive/
p/word2vec/) defined over Google’s multi-billion-word news
corpus (available from that word2vec website).

Number of contexts

In language, the number of contexts in which a word appears
can be estimated by two measures: degree of synonymy and

generality of context. Degree of synonymy is important for
adjective order because many adjectives have very similar
meanings. The idea of goodness, for example, can be
expressed with a wide variety of words. The raw frequency
of the word good is not a useful measure of the need proba-
bility of the concept of goodness, because English speakers
havemany alternate words they can use to express roughly the
same concept: cool, excellent, superb, great, and many others.
If adjective order depends on the need probability of an adjec-
tive’s meaning, we want a measure of need probability that
takes synonymy into account.

The relationships between the 282 most strongly vectors
correlated (r ≥ 0.61 with at least one other word) of the 500
closest words to this adjective CDVare shown in Fig. 2. Along
with many smaller clusters, there are several clearly discern-
ible large clusters of synonymous or near-synonymous words,
including clusters (marked on Fig. 2) relating to
preposterousness (e.g., ridiculous, ludicrous, laughable,
farfetched, nonsensical), shamefulness (e.g., inexcusable, un-
forgivable, deplorable, scandalous, reprehensible),
terribleness (e.g., atrocious, dreadful, horrendous, horrible,
bad), and excellence (e.g., terrific, awesome, phenomenal,
exceptional, great).

To quantitatively demonstrate the decreasing synonymy
with increasing distance from the CDV, I computed the aver-
age pairwise correlation of the vectors of all words in each
block of 100 words, from closest to most distant to the CDV.
As shown in Fig. 3, the average pairwise correlation shows a
reliable decrease in each block, from the first until the 14th
(i.e., across the vectors of the closest 1,400 words to the
CDV). In particular, the block consisting of the closest 100
words has much higher average correlation (average [SD] r =
0.25 [0.12]) between the vectors of its component words than
the average correlation between the vectors of the next 100
words (average [SD] r = 0.20 [0.12]; t(19175) = 32.7, p <
2.2e-16).

It is clear from inspection that the main clusters of words in
Fig. 2 (as well as many of the smaller clusters) are also com-
posed of words that have extremely general applicability.
Many different kinds of things can be ludicrous, deplorable,
horrible, or awesome. To quantify the decreasing applicability
(increasing specificity) of adjectives as they are further from
the CDV, I computed the number of distinct words that follow
each of the first 1,600 words in the CDV in the 560 million
word Corpus of Contemporary American English (COCA;
corpus.byu.edu/coca/). To normalize the measure, I took the
ratio of average log2(# of followers)/average log2(COCA
frequency of occurrence). This measure is also negatively
correlated with distance from the CDV (see Fig. 4; r = −.16.
95% CI [−0.21, −0.11], p = 7.3e-09). Adjectives closer to the
CDV tend to be followed by a wider range of different words
than adjectives further from the CDV, after controlling for
word frequency.
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Average frequency

Another aspect of need probability explicitly specified by
Anderson and Milson (1989) was the average frequency with

which an item is retrieved. In language, this can be estimated
(independently of any context) by a word’s frequency. As
shown in Fig. 5, there is a significant negative correlation
between average log2(COCA frequency) and distance of that
word from the CDV (r = −.21, 95% CI [−0.25, −0.16], p =
4.77e-16). More frequent words are closer to the CDV.

Based on these observations that words closer to the adjec-
tive CDV have more synonyms, more general meanings, and
higher frequency than words further from that CDV (i.e. , that
distance from the adjective CDVis correlated with the number
of different contexts in which the item appears and with the
average frequency with which an item is retrieved), and given
that the CDV is literally defined as the average vector of the
word category, it is reasonable to consider that distance from a
word category CDV is a proxy for likely need within that
category. Having such a measure allows us to test the likely
need theory of adjective ordering.

Computational validation

Stimuli

I began by extracting all 34,376 of the adjective–adjective–noun
triplets that appeared at least three times in the part-of-speech-

Fig. 2 The correlation relationship among the 282 words with vectors
that correlated at r ≥ .61 with the vector of at least one other word among
the 500 closest words to the adjective category-defining vector (CDV).

The threshold was selected by human judgment to maximize interpret-
ability of the image. Large gray texts are human annotations labeling
some clusters. Distance between disconnected clusters is arbitrary

Fig. 3 Average correlation of all word vectors within each block of 100
words, as a function of distance from the adjective category-defining
vector (CDV). All differences are reliable by t test (p < .05), except the
final shown difference, between Blocks 14 and 15
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tagged COCA, which includes text from spoken English, fiction,
magazines, newspapers, and academic texts. I discarded the
nouns and collapsed the adjective pairs, to end up with 18,025
distinct adjective pairs that had appeared before a noun, contain-
ing only words in our co-occurrence matrix (described below).
Of these, 10 were discarded because they consisted of the same
adjective repeated twice (e.g., new new or great great), rendering
issues of adjective order irrelevant.

A problemwith assessing the performance of any proposed
prenominal adjective ordering mechanism is that it is not

obvious what the optimal hit rate should be (an issue I return
to in the second study below). Although 18,015 distinct pairs
occur in the COCA, that does not necessarily mean that all
those pairs are in their canonical order (see discussion in
Vecchi, Zamparelli, & Baroni, 2013). Some adjective pairs
may have no canonical order, being equally acceptable in
either order. Other pairs may be ordered as they are for reasons
that are largely irrelevant to our focal interest. For example, as
noted above, some adjective pairs include an adjectival mod-
ifier in the first position (e.g., other, only, actual), which

Fig. 5 Logged Corpus of Contemporary American English frequency, as a function of distance from the adjective category-defining vector (CDV)

Fig. 4 Logged number of distinct followers per logged occurrence, as a function of distance from the adjective category-defining vector (CDV), for
words that occurred at least 100 times in the Corpus of Contemporary American English.
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almost always has to go first for syntactic reasons. Some ad-
jective pairs are fixed forms or part of a larger fixed form (i.e.,
saturated fat, gross national, bitter cold). In particular, it has
been previously suggested that the words young, little, and old
should not be considered in studies of adjective order because
“these three adjectives tend to form a sort of petrified com-
pound with certain nouns” (Vendler, 1968, p. 132; see also
Goyvaerts, 1968; Hetzron 1978; Martin & Ferb, 1973; Sweet,
1898/1955; Wulff, 2003). I will discuss these particular words
further in the conclusion of this paper. Finally, it is acceptable
to reverse the canonical adjective order in situations where
there is a deliberate intention of emphasis. We would nor-
mally say the old brown dog, but if we were trying to dis-
tinguish between two old dogs of different colors, we might
specify that we were referring to the brown old dog without
raising any eyebrows about the noncanonical adjective or-
der. Although some of these complexities might be dealt
with by hand-choosing pairs to reject, others of them are
difficult or impossible to adjudicate. Rather than trying to
hand-select the “right” pairs to eliminate, I chose to model
all adjectives pairs in the COCA. I discuss below a data-
based method of estimating human reliability in judging
adjective order. Stronger empirical evidence for that reli-
ability is presented in Study 2.

Method

To put the model developed below into a wider perspective,
let us first consider how some related individual predictors are
related to adjective order. The number of words following the
second adjective was less than the number of words following
the first adjective 55.8% of the time, suggesting this measure
is itself a weak but statistically significant cue to word order
(exact binomial p < 2e-16). The frequency of the first word
was greater than the frequency of the second 52.1% of the
time (exact binomial p = 6.25e-09). Given the great variance
in word frequency, a more reasonable measure than the raw
number of followers is one that controls of word frequency. I
divided the number of a word’s followers by the word’s fre-
quency, to get a measure of followers per occurrence. The
number of followers per occurrence for the second adjective
was less than the number of followers per occurrence for the
first adjective 57.9% of the time (exact binomial p < 2e-16).

These systematic differences in the expected directions
lend some support to the hypothesis that adjective order re-
flects likely need. To test the hypothesis adjective order more
rigorously, I modeled it using just two predictors, distance
from the adjective CDVand logged word frequency. Logged
frequency was included as a separate predictor both because it
is only weakly correlated with distance from the CDV, be-
cause it is related to likely need by definition, and because
including it does improve the model substantially. To build
and validate our model, I randomly split the adjective pairs

into three sets of 6,005 pairs each. In one set, I flipped the
predictors so that the predictors for the second adjective were
treated as predictors of the first adjective and vice versa. I put
this flipped set together with a second set, so that binomial
regression could be used to predict whether an adjective pair
was in its observed order (1) or its flipped order (0). The third
set of 6,005 pairs was retained to cross-validate the model.

Results

The binomial regression model developed on two-thirds of the
data is presented in Table 1. Among the 12,010 pairs in the
development set, themodelwas able to correctly classifywhether
an adjective pair was flipped or not with an accuracy of 72.1%
(unflipped: 72.1%; flipped: 72.1%; Exact p < 2e-16). It correctly
accepted the unflipped order of the 6,005 adjective pairs in the
validation set 72.4% of the time (exact p < 2e-16).

Abetter cross-validation set is composed of prenominal adjective
pairs specifically attested to be in the correct order. Since almost
everyone who has written about the topic has provided such exam-
ples, I was able to collect 229 published examples (from Byrne,
1979; Danks & Glucksberg, 1971; Huang & Federmeier, 2012;
Kemmerer, 2000; Kemmerer et al., 2009; Kemmerer, Weber-Fox,
Price, Zdanczyk, & Way, 2007; Martin, 1969; Scheffelin, 1971;
Sichelschmidt, 1986; Sproat & Shih, 1991; Sussex, 1974;
Vandekerckhove, Sandra, & Daelemans, 2013; Vendler, 1963;
Wulff, 2003). I eliminated the 17 pairs that included a determiner
as the first adjective, leaving 212 attested pairs. The logistic regres-
sion equation correctly accepted 77.7% of these. Among the 146
pairs that occurred at least once in theCOCA, the correct acceptance
rate was 82.5%.

It is possible to obtain a better estimate of adjective pair
frequency from the Google Ngram corpus (https://books.
google.com/ngrams), which contains 465.5 billion words
published in books between 1800 and 2012. I used the R
package ngramr (https://github.com/seancarmody/ngramr) to
compute the frequencies in that corpus of all the attested
adjective pairs, as well as the frequencies of the same words
in the reverse order. The results underscore the difficulty of
achieving a perfect classification of adjective order by
providing us with a plausible upper bound for human
classification. Among the 212 prenominal pairs
specifically listed by scholars as examples of the correct
order, only 83.9% appeared more often in the attested
order than in the opposite order, providing suggestive
evidence that this level of accuracy may be the closest
to a “gold standard score” that could be achieved by a
model (see Discussion section of Study 2). The logistic
regression equation performed equally well on both sets,
correctly accepting 79.2% of the 178 pairs that appeared
more often in the attested order, compared with 71.4% of
34 pairs that appeared more often in the opposite order
(χ2 = 1.23, p > .05).
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Discussion

The cross-validated classification rate of 72.4% on 6,005 ran-
domly selected pairs is much better than the cross-validated
accuracy of 63.2% achieved by Wulff (2003) on 3,136 select-
ed pairs modeling a closely related decision with a larger set of
sometimes circular predictors (χ2 = 81.96, p < 2e-16). More
importantly than the improved cross-validated accuracy is the
fact that this accuracy was achieved using a very simple linear
model that has a priori plausibility and is tied to the measure of
likely need that has previously been shown to have
psychological relevance. Westbury and Hollis (2018) showed
that access time to a word was strongly predicted by the dis-
tance of that word to its CDV, and it is well known that more
frequent words are accessed more quickly.

Experimental validation

To further validate the likely need theory of adjective order, an
experiment was conducted to measure how well human judg-
ments of adjective order were predicted by likely need, as
defined above. The experiment was reviewed ethically by
the University of Alberta research ethics board.

Method

Participants

Participants were 52 self-reported native English speakers (32
female, 20 male; 45 self-reported right-handers, seven self-
reported left-handers) who participated after giving informed
consent in return for partial course credit. They had an average
[SD] age of 19.6 [3.2] years and an average [SD] of 13.6 [1.9]
years of education. Though all attested to having learned

English as a native speaker before the age of 5, half [26] of
the subjects reported speaking another language as well as
English.

Stimuli

The stimuli were drawn from the adjective–adjective–noun
pairs that appeared in the COCA. I computed the likely
need measure described above for all the adjective pairs.
After ordering them from least to most likely to be correctly
ordered according to that measure, I took every 67th phrase,
or the next nearest phrase if the chosen one included a
determiner or an obvious fixed form. This provided 500
phrases that spanned the range of order probability, from a
low estimated probability of being correctly ordered (e.g.,
chopped bittersweet chocolate [2.6%], minced fresh basil
[7.6%], old bad thing [8.1%]) to a high estimated probabil-
ity of being correctly ordered (e.g., strong red wine
[96.2%], small nonstick saucepan [96.4%], serious gray
eyes [97.4%]).

Procedure

Each participant was shown the following instructions:

“We will show you two phrases, one above and one
below. They are the same except for the order of the
adjectives. We ask you to let us know which order
sounds better to you. If you think the one on the top
is better, please press the ‘k‘ key. If you think the
one below is better, press the ‘m‘ key. Note that the
‘k’ key is above the ‘m’ key on the keyboard, so you
will press the top key when the phrase on top is
better, and the bottom key when the phrase on the
bottom is better.

Table 1 Model development (top) and best model (m2, bottom) for predicting whether two adjectives are in their observed order or not, with chance at
0.5

Model ID Model specification AIC

m0 LogFreq1 + LogFreq2 16581

m1 m0 + CDVDistance1 + CDVDistance2 13433

m2 LogFreq1 * CDVDistance1 + LogFreq2 * CDVDistance2 13349

Predictor Estimate SE z p

(Intercept) 0.13 0.69 0.18 0.86

CDVDistance1 −4.96 0.56 −8.93 <2E-16

CDVDistance2 4.75 0.54 8.88 <2E-16

LogFreq2 −0.25 0.05 −4.74 2.16E-06

LogFreq1 0.24 0.05 4.37 1.25E-05

LogFreq2:CDVDistance2 0.42 0.06 6.80 1.05E-11

LogFreq1:CDVDistance1 −0.40 0.06 −6.22 5.08E-10
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Sometimes you may feel that both orders are equally
acceptable. In that case you can press either key
randomly.”

Every participant made decisions about 250 phrases in two
blocks, with a self-timed break after the first 125 decisions.
Phrases were randomly selected from the 500 for each partic-
ipant and presented in random order. The position of the
phrases was controlled so that the COCA-attested order was
seen equally often in the top and bottom position.

After seeing the instructions, every participant saw an ex-
ample pair of phrases, big fat dog above fat big dog, while a
research assistant was in the room. Neither of these phrases was
among the 500 phrases selected as stimuli. Participants were
asked if they had any questions before continuing. When they
were ready to continue, the research assistant left the room, and
participants completed the rest of the trials themselves.

Data were collected in three small testing rooms using
custom-written software running on three identical Apple
G4 Macintosh Minis running Apple OS 10.15, attached to
identical 17.1-in. monitors. The screens’ resolutions were set
to 1,280 × 1,024 pixels. The phrases were shown in black 75-
point Times New Roman font, centred on the screen 30% and
50% down from the top, against a white background.

Results

The reaction times were highly variable (average [SD]: 3,695
[3,022] ms). Logged reaction times more than 3 standard de-
viations from the mean logged RTwere removed. This result-
ed in the removal of 32 trials (0.25% of all data) with an
average [SD] RT of 364.7 [112.00] ms and a maximum time
of 557 ms, which is probably too short for participants to have
had time to read the two phrases and reach a decision about
them. The remaining data were analyzed using linear mixed-
effects models, using the Akaike information criterion (AIC;
Akaike, 1974) to adjudicate between models.

The most important result is the relationship between partic-
ipant decisions about adjective order and the likely need esti-
mate of adjective order described above. A base model to pre-
dict whether humans accepted the most probable order was
defined using only participants with random intercepts
(AIC: 16,863). Adding stimulus order as a random
effect hardly changed the AIC value (AIC: 16,861), so was
not included. Adding the estimated probability of the most
likely order (i.e., using the estimates derived from the model
in Table 1) decreased the AIC value by 933 to 15,930,
confirming that these estimates are strong predictors of adjec-
tive order. The final simple model is shown in Table 2. The
effect is illustrated graphically in Fig. 6, which shows that there
is a strong linear relationship between the estimated probability
of the most likely adjective order and the likelihood that a
human judge would select that order as the best order. Across

all 500 pairs, the model’s binarized estimate of order probabil-
ity (1 if > 0.5; 0 otherwise) agreed with the binarized majority
human decision (1 if accepted by > 50% of humans; 0 other-
wise) 70.2% of the time (exact binomial p < 2e-16).

To compare this to a PMI-based estimate, the PMI of each
of the two adjectives with their noun was computed, over all
prenominal adjectives up to three. The adjective that is more
likely to go close to the noun should have a higher PMI. This
model achieved an average agreement with human ratings of
64.6% (exact binomial p < 2e-16). By chi-square test, this was
no worse than the likely need model (χ2 = 2.3, p = 0.092).

The PMI and the likely need models are compared in Fig.
7, which shows the relation between the human acceptance
rate and the models’ acceptance rate, collapsed into 20 bins of
25 adjectives across the range of human acceptance. The PMI
model was better than the 17/25 chance level (p = .022) for 6/
25 bins (24%), all of which had human agreement >80%. It
agreed 60% of the time with the only bin that had unanimous
acceptance of one order from humans. The likely need model
was better than the 17/25 chance level for 9/25 bins (36%), all
of which had human agreement >80%. It agreed 92% of the
time with the only bin that had unanimous acceptance of one
order from humans.

Although the instructions in the experiment did not men-
tion decision speed, analysis of the RTs may add further
strength to any conclusions about the validity of the likely
need model. It can be hypothesized that participants should
find decisions with a strongly predicted order easier to make
than decisions with a weakly predicted order. To analyze the
trial RTs, I divided them by the number of characters in the
two phrases seen in that trial, to get a measure of RT per
character. Both participant and stimulus order contributed as
random effects, as measured by decreasing the AIC value by
at least 5 points. Adding the estimated probability of order
decreased the AIC value by 80 from 152,300 to 152,220,
confirming that these estimates are strong predictors of deci-
sion time. The final fixed effect model is shown in Table 3.
The effect is shown graphically in Fig. 8. As hypothesized,
RTs are shorter for adjective orders that have a higher estimat-
ed probability from the likely need model.

Discussion

These results lend additional support to the computational
model developed in Study 1, and the psychological reality of

Table 2 Fixed effects from best model for predicting human judgments
of adjective order. See Fig. 6

Predictor Estimate SE t p

(Intercept) 0.74 0.025 29.87 <2e-16

Standardized likely need estimate 0.59 0.020 29.24 <2e-16
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the measure it is based on. The estimates derived from likely
need are strong predictors of both adjective order decisions
and adjective decision time.

These judgment data allow us to provide a more definitive
answer to the question raised above: What is the “gold stan-
dard” hit rate for adjective order? The experimental data con-
firm the existence of the phenomenon under study: There are
indeed adjective pairs that have very strong order constraints
(see Fig. 9). On average, the human judges agreed about the
optimal adjective order for 81.5% of the 500 adjective pairs.
However, only 35 (7.0%) of the 500 attested adjective pairs
were judged unanimously in a single direction (e.g., lovely
little face, tall green grass, small urban college). Only 181
(36.2%) were judged in one direction at least 90% of the time.
Forty-nine adjective pairs (9.8%) were indeterminate, defined
as having a judged probability no higher than 60% of going in
either order (e.g., thin crispy crust, white sandy beach,
creamed chipped beef). These data suggest that the implica-
tion sometimes found in the literature that all English
prenominal adjectives are strictly ordered is not true.

Fig. 6 Estimated percentage of adjectives chosen by experimental participants in their most probable order, as a function of the computed likely need
probability, fitted with GAMs. 95% confidence intervals are present, but nearly invisible. The model is presented in Table 2

Fig. 7 Point-wise mutual information (PMI) model and likely need mod-
el compared with human acceptance rates, for the 500 adjective pairs in
the adjective order decision experiment, collapsed into 20 bins containing
25 adjective pairs each. The light dotted lines indicate chance levels (p ≥
.02)

Table 3 Best model for predicting RTs per character for human
judgments of adjective order. See Fig. 8

Estimate SE t p

(Intercept) 98.03 4.28 22.92 <2E-16

Standardized likely need estimate -5.68 0.66 -8.60 <2E-16
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We can use these data to better estimate the success of the
likely need model. As noted above, overall, the likely need
binary estimate of the order agreed with the majority human
decision 70.2% of the time. Limiting the data to only the
177 adjective pairs with a strong human ordering preference

(≥90% in favor of one order), the likely need model agreed
with the judged order 95.1% of the time. The largest errors
among those 177 were for the phrases thick white paint (ac-
cepted by human judges in that order 96.2% of the time but
predicted to have only a 50.08% chance of going in that or-
der); lovely little face (accepted by human judges in that order
100% of the time, but predicted to have only a 54.35% chance
of going in that order); raw judicial power (accepted: 95.65%;
predicted 50.30%); silky blond hair (accepted: 94.59%; pre-
dicted:51.97%) and tall young man (accepted: 96.15%; pre-
dicted: 55.64%).

General discussion

As discussed above, several researchers have previously sug-
gested that adjective order may reflect information-theoretic
constraints. Information theoretic explanations and the expla-
nation offered here in terms of likely need are not opposition
to each other as explanatory mechanisms for prenominal ad-
jective order. The two explanations are closely related and can
be made arbitrarily closer by changing how we define a
word’s context in computing its entropy. Except in the very
simplest (and most unnatural) cases, measures of a complex

Fig. 8 Adjective order decision time per character as a function of the likely need estimated probability of that order, fitted with GAMs, with shaded 95%
confidence intervals. The model is presented in Table 3

Fig. 9 Histogram of observed human agreement about adjective order,
for 500 adjective pairs
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system’s entropy are never pure measures of the system itself,
but rather measures of a model of that system. The simplest
case makes this clear. Shannon (1948) famously proved that
the entropy of a messaging system consisting of N elements
was log2(N). However, that measure is based on the assump-
tions that the N elements are equiprobable and uncorrelated
with each other. To the extent that either of these assumptions
is wrong (as Shannon himself discussed), it is possible to take
advantage of that departure from perfect randomness to define
a representation of the system of N elements that has an en-
tropy less than log2(N). In complex systems like the linguistic
system, which has many correlated elements at different levels
of description, it is not obvious what is the “true” information-
theoretic representation. To know that we would need a full
understanding of every correlated linguistic element to which
humans are sensitive.

One apparent practical problem with a simple information
theoretic analysis of adjective order is that Shannon entropy is
usually computed over specific strings. Martin and Ferb’s
(1973) observation that newly encountered adjectives are or-
dered correctly with other adjectives according to their
meaning might seem to suggest that it is not the simple infor-
mation value of strings that matters in adjective ordering, but
the information value of their meanings—that is, it is not a
question of how often a particular string is followed (or oth-
erwise contextualized) by other strings, but rather a question
of how often words with similar meanings are followed by
different strings. There are semantic correlations. Simple
local-context information-theoretic representations cannot ex-
plain how newly encountered adjectives can be ordered since
a string encountered for the first time has no computable en-
tropy from local co-occurrence.

It may not be obvious how to compute the Shannon entro-
py of word meanings (though, see the Discussion section).
Consider, for example, the words difficult, dubious, terrible,
and appalling. These all have very similar meanings whose
wide applicability as modifiers guarantees they will have low
entropy. Their role in prenominal adjective order should there-
fore be similar (i.e., they should all be far from the noun).
However, their information theoretic value based on their im-
mediate follower context is wildly divergent. The word
difficult occurs 54,751 times in the COCA, and is followed
by 766 different words. Guessing the following word given
the occurrence of the word difficult therefore has a 0.13%
(1/766) chance of being correct (if we make the simplification
of ignoring frequency information to treat the followers as if
they were randomly drawn from a bag of words). The word
appalling occurs just 471 times in the COCA, followed by 67
different words, making it over ten times easier (1/67 or
1.49%) to guess the following word given its occurrence.
The word dubious has 141 COCA followers and the word
terrible has 832. Depending on how we define their local
context, these words might have quite different information

theoretic (PMI or surprisal) values. However, all four words
are treated almost identically in our analysis in terms of likely
need, since they all occur in the closest 30 words (out of
76,278 words) to the adjective CDV. If a person learned for
the first time that the word horrendous has a similar meaning
to the word terrible, that person could contextualize that word
and immediately know that the phrase horrendous dyed hair is
more acceptable than dyed horrendous hair.

Ultimately, predict models of word meaning are infor-
mation theoretic models, since they are only measuring
similarity between string contexts (Levy & Goldberg,
2014). Others (Meyer, 2016; Rong, 2014) have pointed
out that the loss function in word2vec models (the mea-
sure that is minimized while training the models) is a
measure of cross-entropy, a measure of the number of bits
needed to identify (contextualize) an event from one prob-
ability distribution (the true distribution of words) using a
sample estimate of that probability distribution (the ob-
served distribution of words). Likely need as defined here
is precisely an information theoretic measure, albeit one
that relies upon a complex representation of context (that
which is encoded in a word’s vector, or in the averaged
contexts of the multiple words that make up the CDV) in
computing a word’s entropy.

An apparent complication to the claim that adjective order
is determined by likely need is that some languages with
postnominal adjectives do not exhibit the same ordering as
in English, but rather show the mirror image order, with more
particular adjectives coming immediately after the adjective
followed by more general adjectives (i.e., Romanian; Marchis
& Alexiadou, 2009). A possible explanation for this observa-
tion is that linguistic likely need is conditioned on the imme-
diately prior word or words. One piece of evidence in support
of this possibility is that a CDV for concrete nouns (defined by
the average vector of 1,000 vectors of concrete nouns) has a
very strong negative correlation with the adjective CDV (r =
−.72, p < 2e-16 across all 78.2k words in the co-occurrence
matrix)—that is, words close to the nounCDVare closer to the
words that are distant from adjective CDV (the semantically
specific adjectives that tend to occur close to the adjective in
English) than to words that are close to the adjective CDV (the
less specific adjectives that tend to occur further from the
adjective in English). The effect is illustrated in Fig. 10, which
shows the average distance of the adjectives and nouns from
the CDVs of both parts of speech for all triplets that were
always preferred in one order by the participants in the exper-
iment. As discussed above, adjectives occurring in the second
position are further from the adjective CDV (average [SD]
cosine distance: 0.89 [0.09]) than adjectives occurring in the
first position (CDVaverage [SD] cosine distance: 0.69 [0.11]),
t(64.1) = 8.6, p = 3.2e-12. The opposite is true with respect to
the noun CDV: Adjectives occurring in the second position
are closer to the noun CDV (average [SD] cosine distance:
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0.96 [0.16]) than adjectives occurring in the first position (av-
erage [SD] cosine distance: 1.03 [0.11]), t(58.7) = 2.3, p = .02.

Another apparent complication to a likely need explanation of
adjective order is that two adjectives separated by and (which I
will call conjoined adjectives) are not always ordered in the same
way as two prenominal adjectives. Conjoined adjectives are rare in
English compared with multiple prenominal adjectives. The rela-
tionship between prenominal and conjoined adjectives is shown
graphically in Fig. 11, for the only 45 adjective pairs (9%) that
occurred at least 10 times in at least one order in the COCAwith
and between them, from the 500 pairs used in the experiment. The
probability of conjoined adjectives was computed as the number
of times it occurred in the most probable prenominal order (as
judged by humans), divided by the total number of occurrences
in either order. In keeping with the claims of Rosales and Scontras
(2019) that prenominal adjective order preferences “neutralize in
caseswheremulti-adjective strings are formed via conjunction” (p.
1), the data suggest that the relationship between human-preferred
prenominal adjective order and the probability of conjoined adjec-
tive order is weak, though the correlation is marginally significant
(r= .30, p= .04; 95%CI [0.0079, 0.55]). The relationship between
likely need estimate and probable conjoined adjective order is not
significant (r = .13, p = 0.40; 95% CI [−0.17, 0.40]). Several
adjective pairs occur only in a single conjoined order. Thirteen
pairs (28.9%) are perfectly consistent with both human preference
and the likely need estimate, occurring conjoined in the COCA
only in the most likely prenominal order (e.g., long and slender,
young and single, big and fat). Almost as many (12 pairs; 26.7%)

are conjoined only in the less likely prenominal order (e.g., young
and energetic, front and left, white and pale). It is notable (and
discussed further below) that half of those always-reversed con-
joined pairs include either the adjective young orold. The failure of
likely need to account for conjoined adjective order probably oc-
curs because many other relevant linguistic forces can be brought
to the forefront by conjoining two adjectives. For example, the
term blond and beautiful (which is more common than the
prenominally ordered beautiful and blond) seems to deliberately
emphasize beauty over blondness, especially when it occurs at the
end of a phrase. Contrast They were all tall, blond, and beautiful
with They were all tall, beautiful, and blond. The latter sentence
seems to place emphasis on hair color, the former on beauty. Some
conjoined adjectives express temporal order, as in four strips of
bacon, fully cooked and crumbled. The conjoined order goes
against the most likely prenominal order here to convey the idea
that bacon strips must be cooked before they can be crumbled.
Common prenominally reversed terms like elderly and disabled
and young and pretty may be expressing a similar temporal or
causal order (i.e., some disabled people are disabled as a result
of being elderly and some youth are pretty precisely because they
are young). This may explain the apparent special status of tem-
poral adjectives such as old and young that has been noted above.
Some conjoined adjectives occur because they are embedded in a
sentence where they have a different than usual meaning, as the
prenominally reversed phrase front and left was found by Google
Ngram Viewer (http://books.google.com/ngrams) inside the
sentence “Spreading instruments between left-front and left-sur-
round, and right-front and right-surround, gives a greater sense
of envelopment” (Bartlett & Bartlett, 2009, p. 468). There are

Fig. 10 Average cosine distance of the adjectives and nouns from the
adjective and noun category-defining vectors (CDVs) of both parts of
speech, for all triplets that were always preferred in one order by the
participants in the experiment. Adjectives coming first in prenominal
adjective pairs are much closer to the adjective CDV than to the noun
CDV

Fig. 11 Relationship between conjoined adjective order probability (Y-
axis) and human judgments and model estimates of prenominal adjective
order (X-axis)
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probably many other factors that impinge on how conjoined ad-
jectives are ordered, rendering likely need less central. These fac-
tors may have implications for understanding adjective order in
languages such as Spanish, in which adjectives must obligatorily
be conjoined (Rosales & Scontras, 2019).

Adjective order has often been treated as a “special case,”
which needs to be explained with a tailor-made solution specific
only to the phenomenon (as in Dixon, 1977;Wulff, 2003, among
others). The likely need explanation of prenominal adjective or-
dering that is offered here is appealing because it offers an ex-
planation that builds on a broad range of previous theoretical and
empirical work in psychology. The original theory in memory
work by Anderson and colleagues (Anderson, 1991; Anderson
& Milson, 1989; Anderson & Schooler, 1991) was specifically
conceived and explicitly noted to be consistent with both evolu-
tionary theory and rational engineering principles. That idea was
imported into psycholinguistic studies as a more plausible expla-
nation of word frequency effects than the implicit idea that we
keep a running tally of howoftenwe encounter aword (Adelman
et al. 2006; Jones et al., 2012; Hollis, 2017). Distance from word
category CDVs has previously been shown to be a powerful
predictor of the speed and accuracy in go/no-go part-of-speech
decisions (Westbury & Hollis, 2018), proving that humans are
sensitive to this measure. The likely need model of adjective
order is built on this earlier work. Since it places adjectives with
high frequencies and low CDV distances (both of which are
known to be accessed more quickly) further from the noun (ear-
lier in the phrase) than other words, prenominal adjectives are
ordered in terms of the speed with which they can be accessed,
which is the order in which they are most likely to be needed.
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