
Selection history in context: Evidence for the role of reinforcement
learning in biasing attention

Brian A. Anderson1
& Mark K. Britton1

# The Psychonomic Society, Inc. 2019

Abstract
Attention is biased towards learned predictors of reward. The influence of reward history on attentional capture has been shown to be
context-specific: When particular stimulus features are associated with reward, these features only capture attention when viewed in
the context in which they were rewarded. Selection history can also bias attention, such that prior target features gain priority
independently of reward history. The contextual specificity of this influence of selection history on attention has not been examined.
In the present study, we demonstrate that the consequences of repetitive selection on attention robustly generalize across context,
such that prior target features capture attention even in contexts in which they were never seen previously. Our findings suggest that
the learning underlying attention driven by outcome-independent selection history differs qualitatively from the learning underlying
value-driven attention, consistent with a distinction between associative and reinforcement learning mechanisms.
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Introduction

Given the capacity limitations of the brain's perceptual system,
stimuli compete for representation at later stages of cognitive
processing (Desimone & Duncan, 1995). By orienting atten-
tion selectively to certain stimuli, an organism is able to exert
some measure of control over the degree to which different
stimuli are represented. Although attention can be directed to
stimuli endogenously (e.g., Posner, 1980; Wolfe, Cave, &
Franzel, 1989), attention can also be automatically drawn to
stimuli via multiple orienting mechanisms. Two of the most
well-studied mechanisms are salience-driven attention, in
which feature contrast directs the orienting of attention (e.g.,
Theeuwes, 1992, 2010), and contingent attentional capture, in
which attention is automatically directed to stimuli that pos-
sess a currently task-relevant feature (e.g., Folk, Remington,
& Johnston, 1992). More recently, the role of learning history
in the control of attention has generated substantial research
interest (e.g., Awh. Belopolsky, & Theeuwes, 2012; Failing &
Theeuwes, 2018).

One powerful determinant of attentional orienting is reward
history (e.g., Anderson, 2013, 2016; Anderson, Laurent, &
Yantis, 2011; Della Libera & Chelazzi, 2009; Hickey,
Chelazzi, & Theeuwes, 2010). Stimuli previously associated
with reward automatically capture attention even if physically
non-salient and explicitly task-irrelevant (e.g., Anderson et al.,
2011; Anderson & Halpern, 2017). Another powerful deter-
minant is outcome-independent selection history: With suffi-
cient training, even in the absence of reward, features that
consistently define a searched-for target will come to automat-
ically draw attention (e.g., Kyllingsbaek, Schneider, &
Bundesen, 2001; Kyllingsbaek, Van Lommel, Sorensen, &
Bundesen, 2014; Lin, Lu, & He, 2016; Qu, Hillyard, &
Ding, 2017; Shiffrin & Schneider, 1977). The similarities
and differences between the influence of reward history and
selection history on the control of attention have been scarcely
studied.

One possibility is that reward history and outcome-inde-
pendent selection history influence the attention system via a
common underlying mechanism. Selection history is often
invoked as a conceptual umbrella encompassing multiple
learning experiences (Awh et al., 2012; see also Lin et al.,
2016; Sha & Jiang, 2016; Stankevich & Geng, 2014), and
concrete distinctions between different components of selec-
tion history are lacking. Concerning outcome-independent se-
lection history, one prominent hypothesis is that correct task
performance functions as an internal reward, which shapes
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responses in the perceptual system to the features that predict-
ed it (e.g., Roelfsema & van Ooyen, 2005; Roelfsema, van
Ooyen, & Watanabe, 2010; Sasaki, Nanez, & Watanabe,
2010; Seitz, Lefebvre, Watanabe, & Jolicoeur, 2005; Seitz &
Watanabe, 2005). To the degree that such internal rewards
modulate attention in the same sort of way that the receipt of
extrinsic rewards do, outcome-independent selection history
could be thought of as reflecting a less robust form of value-
driven attention that merely requires more protracted training
to produce a selection bias.

On the other hand, it has been suggested that reward and
outcome-independent selection history might influence atten-
tion via dissociable learning mechanisms. The influence of
extrinsic rewards on attention is clearly associative in nature,
reflecting Pavlovian learning mechanisms (e.g., Bucker &
Theeuwes, 2017; Le Pelley, Pearson, Griffiths, & Beeskey,
2015; Sali et al., 2014). Even when a reward cue has never
served as a target, it will come to bias attention when its pres-
ence predicts high reward (e.g., Le Pelley et al., 2015).
Reasoning from the fact that depressed individuals show
blunted attentional capture by reward cues (Anderson, Leal,
Hall, Yassa, & Yantis, 2014, Anderson, Chiu, DiBartolo, &
Leal, 2017) but intact and robust attentional capture resulting
from outcome-independent selection history (Anderson et al.,
2017), Anderson et al. (2017) hypothesized that outcome-in-
dependent selection history may result specifically from rein-
forcement learning mechanisms whereby repetitive orienting
responses become habitual and stimulus-triggered. By this
account, the learning mechanisms underlying value-driven at-
tention and attention driven by outcome-independent selec-
tion history are qualitatively different. This speculation re-
mains unsubstantiated, and in the present study we test one
of the predictions that arises from it.

The influence of learning on the control of attention is
not limited to learning that is linked to stimulus features,
but also extends to contextual information. Visual search
is more efficient when the particular arrangement of stim-
uli in a search array has been repeated previously, even
though participants are not explicitly aware of these rep-
etitions (e.g., Chun & Jiang, 1998, 2003). Most impor-
tantly for the purposes of the present study, contextual
information can play a powerful role in modulating atten-
tional capture. When a stimulus feature is predictive of
reward in one context but not in another, attentional cap-
ture by this feature will be selective to the context in
which it was rewarded (Anderson, 2015a, 2015b). The
degree to which attention prioritizes orienting on the basis
of the physical salience of stimuli (i.e., singleton detection
mode) can also be biased by prior search history in a
context-specific manner, where context predicts the diffi-
culty of the search task (Cosman & Vecera, 2013). The
role of context in attentional capture driven by outcome-
independent selection history has not been examined.

If value-driven attentional capture and attentional capture
driven by outcome-independent selection history reflect a
common mechanism of attentional control, they should be
similarly subject to contextual modulation. However, to the
degree that outcome-independent selection history reflects a
habitual stimulus-triggered orienting response built up
through repetition, it need not be specific to a particular con-
text, particularly when the context does not predict any out-
come of selection. In the present study, we provide a test of
whether attentional capture by former target-defining features
is similarly context-specific.

In this study, participants searched for red and green
targets over three identical training sessions. Participants
were simply instructed to search for both colors, as in
prior studies (e.g., Anderson et al., 2011, 2017); how-
ever, the target color on a given trial was fully predict-
ed by an otherwise task-irrelevant background scene.
Participants were not explicitly informed of any rela-
tionship between context and the search task, only that
the search array would appear overlaid on a back-
ground. Then, in a subsequent test phase performed on
a different day, participants completed a second task in
which they searched for a shape-defined target (addi-
tional singleton task, see Theeuwes, 1992). On a subset
of trials, one of the non-targets was rendered in the
color of a former target from training. Participants were
instructed to simply ignore color and focus on identify-
ing the unique shape. The same context scenes were
presented in the background, which were now fully un-
correlated with both targets and non-targets. Of interest
was the degree to which former target colors would
automatically capture attention as distractors when pre-
sented in the context in which they were previously
searched verus the context in which they never appeared
as targets.

Experiment 1

Method

Participants Forty-two participants (18–22 years of age, mean
= 18.8 years, 28 female) were recruited from the Texas A&M
University community. Participants were compensated with
course credit. All participants reported normal or corrected-
to-normal visual acuity and normal color vision, and provided
written informed consent. All procedures were approved by
the Texas A&M University Institutional Review Board and
conformed to the principles outlined in the Declaration of
Helsinki. The sample size was informed by a power analysis.
The effect size for attentional capture by a trained stimulus
(distractor present vs. absent) was conservatively set at dz =
0.45 based on prior studies of value-driven attention (e.g.,
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Anderson, 2015b; Anderson et al., 2011, 2014; Anderson &
Halpern, 2017). Setting desired power β > 0.80 with α = 0.05
yielded a minimum required sample size of 41 (G*Power;
http://www.gpower.hhu.de/). Data collection was stopped the
week that the desired sample size was obtained.

Apparatus A Dell OptiPlex equipped with Matlab software
and Psychophysics Toolbox extensions (Brainard, 1997) was
used to present the stimuli on a Dell P2717H monitor. The
participants viewed the monitor from a distance of approxi-
mately 70 cm in a dimly lit room. Manual responses were
entered using a standard keyboard.
Training phase

Stimuli Each trial consisted of the presentation of a context
scene upon which a fixation display and a search array were
subsequently presented (Fig. 1A). The context scene consisted
of a black-and-white picture of a forest or city street (as in
Anderson, 2015b), which remained on-screen throughout the
fixation display and search array. The fixation display
contained a white fixation cross (0.7° x 0.7° visual angle)
presented in the center of the screen, and the search array
consisted of the fixation cross surrounded by six colored

circles (each 2.5° x 2.5°) presented along an imaginary circle
with a radius of 5°. The fixation cross and each colored circle
were presented within a black box to increase contrast with the
background scene. All stimuli were presented on a gray
background.

The target was defined as the red or green circle, exactly
one of which was presented on each trial. The color of each
nontarget circle was drawn from the set {blue, cyan, pink,
orange, yellow, white} without replacement. Inside the target
circle, a white bar was oriented either vertically or horizontal-
ly, and inside each of the nontarget circles, a white bar was
tilted at 45° to the left or to the right (randomly determined for
each nontarget). A feedback display, which consisted of the
words "Incorrect" or "Too Slow" centrally presented against
the context scene was immediately presented after the search
array in the event of an incorrect response or no response,
respectively.

Design The target appeared in each of the six possible loca-
t ions equal ly of ten . For one background scene
(counterbalanced across participants), the target was always
red, while for the other background scene it was always green.
The background scene was the forest on half of the trials and

Fig. 1 Sequence and time course of trial events. (A) The target was
defined as a red or green circle, and participants reported the identity of
the line segment inside of the target (vertical or horizontal) with a key
press. Each target color was only ever presented against one of the two

background scenes (forest or city street). (B) During the test phase, the
target was defined as the unique shape. On half of the trials, one of the
non-target items – the distractor – was rendered in the color of a former
target from training, presented equally often on each background scene
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the city street on the other half. Trials were presented in a
random order.

Procedure The training phase consisted of 720 trials on
each of three consecutive sessions. Sessions were run
on consecutive days.1 Each trial began with the presen-
tation of the background scene for 1,500 ms, after
which the fixation cross appeared and remained on-
screen for a randomly varying interval of 400, 500, or
600 ms. The search array then appeared and remained
on screen until a response was made or 1,000 ms had
elapsed, after which the trial timed out. If the response
was not correct, the feedback display was presented for
1,000 ms, and each trial was followed by a blank
1,000-ms inter-trial interval.

Participants made a forced-choice target identification by
pressing the "z" and the "m" keys for the vertically and hori-
zontally orientated bars within the targets, respectively. On the
first day of training, participants were provided with interac-
tive instructions that included practice trials with and without
the timeout limit (36 in total).

Test phase

Stimuli Each trial consisted of the presentation of a context
scene upon which a fixation display and a search array were
subsequently presented (Fig. 1B). The six shapes comprising
the search array now consisted of either a diamond among
circles or a circle among diamonds, and the target was defined
as the unique shape. The task was again to report the orienta-
tion of the bar contained within the target, using the same
orientation-to-response mapping. On a subset of the trials,
one of the non-target shapes was rendered in the color of a
target from the training phase (referred to as the former-target
distractor); the target shape was never the color of a target
from the training phase. The target and non-targets other than
the former-target distractor were drawn, randomly without
replacement on each trial, from the same set of colors used
to define nontargets during training.

Design Target identity, target location, distractor identity, and
distractor location were fully crossed and counterbalanced
separately within each context, and trials were presented in a
random order. The context was the forest and city street equal-
ly often. Former target distractors were presented on 50% of
the trials within each context, half of which were the color
previously experienced in that context (color-context match)

and half of which were the color never experienced in that
context (color-context mismatch).

Procedure Participants were instructed to ignore the color of
the shapes and to focus on identifying the oriented bar within
the unique shape using the same orientation-to-response map-
ping. The test phase consisted of 480 trials, which were pre-
ceded by interactive instructions that included practice
(distractor-absent) trials with and without the timeout limit
(32 in total). Trials timed out after 1,500 ms in the test phase,
but otherwise the timing and order of events was the same as
in the training phase. Participants completed the test phase the
day after the third session of the training phase.

Data analysis Only correct responses were included in all
analyses of response time (RT), and RTs more than three
SDs above or below the mean of their respective condition
for each participant were trimmed. In the test phase, distractor-
present trials were categorized based on whether the distractor
color matched the target color previously experienced in that
context (match or mismatch). Note that both distractor colors
and both contexts are represented in each distractor condition;
what differs is the specific pairings of color and context based
on the contingencies experienced during training. Data for one
participant were replaced (with data from a new participant)
due to accuracy that fell below 2.5 SD of the group mean
(replacing this participant did not change any of the results).
To quantify the evidence for or against the null hypothesis,
JZS Bayes Factors were computed for each individual com-
parison, and BF > 3 was taken to reflect strong evidence in
favor of the respective outcome (Rouder, Speckman, Sun,
Morey, & Iverson, 2009).

Results

Training phase

RT differed across the three training sessions, F(2,82) = 73.95,
p < 0.001, η2p = 0.643, improving with experience (Fig. 2A).
Accuracy also differed across the three training sessions,
F(2,82) = 16.60, p < 0.001, η2p = 0.288, also improving with
experience (Fig. 2B).

Test phase

RT differed by distractor condition, F(2,82) = 9.89, p < 0.001,
η2p = 0.194 (Fig. 2C). Planned comparisons revealed that both
the context-matching distractor, t(41) = 4.76, p < 0.001, d =
0.73 (BF10 = 881.10), and the context-mismatching distractor,
t(41) = 3.36, p = 0.002, d = 0.52 (BF10 = 18.83), slowed
responses compared to distractor-absent trials. Performance
did not differ between the two distractor conditions, t(41) =
1.03, p = 0.310 (BF01 = 3.66). Compared to the results of

1 Two participants initially missed one training session, which was
rescheduled on a different day: one completed the second session on the
morning of the third day and the third session in the evening of the third day
(then completing the test phase as originally scheduled), while the other com-
pleted the third session on the fourth day and the test phase on an extra (fifth)
day.
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Anderson (2015b), which used the same context manipulation
where context predicted reward, attentional capture by con-
text-mismatching distractors was significantly greater in the
present study than it was in this prior study, t(70) = 2.49, p =
0.015, d = 0.59 (BF10 = 3.30). There was no effect of distractor
condition on accuracy, F(2,82) = 1.72, p = 0.186 (absent:
93.2%, context-mismatching: 92.3%, context-matching
92.7%).

Experiment 2

The results of Experiment 1 are consistent with the generali-
zation of learned attentional bias across contexts. However, it
could be argued that participants failed to learn anything about
the context or did not even process contextual information
during training, precluding any influence of context on per-
formance. Although the same context manipulation gave rise
to context-specific attentional bias using a shorter training
procedure with reward feedback (Anderson, 2015b), which
would suggest an ability to learn from the context manipula-
tion, this alternative possibility cannot be explicitly ruled out
by Experiment 1. Therefore, we conducted a second experi-
ment in which participants completed a single session of train-
ing using the same contingencies.We probed awareness of the
(fully predictive) relationship between context and target col-
or, along with the degree to which performance was affected
when the context-target relationship was reversed in a test
phase.

Methods

Participants Twenty-four participants (18–22 years of age,
mean = 19.2 years, ten female) were recruited from the
Texas A&M University community. Participants were com-
pensated with course credit. All reported normal or corrected-
to-normal visual acuity and normal color vision, and provided
written informed consent. All procedures were approved by
the Texas A&M University Institutional Review Board and

conformed to the principles outlined in the Declaration of
Helsinki.

Apparatus The apparatus was identical to that used in
Experiment 1.

Stimuli, design, and procedure The stimuli, design, and pro-
cedure were identical to the first session of the training phase
of Experiment 1, with the following exceptions. The training
phase now lasted for 528 trials. At the conclusion of training,
participants were given the following prompt without warn-
ing: "So far, each target color has appeared much more fre-
quently against a particular background. Click on the pairing
that you think you have seen more frequently." The options
included "Red-Forest/Green-City" and "Green-Forest/Red-
City," and each option was shown with a pair of correspond-
ing example images appearing in a white box, one on the left
and one on the right side of the screen. The experiment waited
for participants to click on one of the two options (two-alter-
native forced-choice). Following this prompt, participants
completed another 96 trials, during which each target color
appeared equally often against each background. Participants
were not informed of this change in the task contingencies.We
compared performance (accuracy and RT) between context-
matching and context-mismatching targets during this final
96-trial test phase.

Results

Seventy-five percent of participants reported the correct con-
text-target combination, which was significantly higher than
what would be expected from guessing (binomial test: p =
0.011), indicating that the task contingencies were learned.
When these contingencies changed unannounced in the test
phase, performance was unaffected: participants were neither
faster, t(23) = -0.64, p = 0.527 (BF01 = 3.86), nor more accu-
rate, t(23) = 0.48, p = 0.633 (BF01 = 4.19) in the context-
matching (mean RT = 595 ms, SD = 43 ms, and mean accu-
racy = 86.8%, SD = 9.7%) compared to the context-

Fig. 2 Behavioral data. (A) Response time by training session. (B) Accuracy by training session. (C) Response time by distractor condition in the test
phase. Error bars reflect the within-subjects SEM. **p<0.005 ***p<0.001
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mismatching condition (mean RT = 592 ms, SD = 45 ms, and
mean accuracy = 86.1%, SD = 8.3%).

Discussion

The findings of the present study demonstrate that the influ-
ence of outcome-independent selection history on the control
of attention robustly generalizes across context. In Experiment
1, participants repeatedly oriented towards red and green tar-
gets over three training sessions, but each color target was
only ever encountered in one particular task context. When
red and green distractors were encountered in a subsequent
test phase in which color was irrelevant, these color distractors
captured attention even when appearing in the context in
which they were never previously found. This contrasts with
the influence of reward history on attention, which is specific
to the context in which a particular stimulus feature predicted
reward (Anderson 2015a, 2015b). Experiment 2 confirmed
that participants were sensitive to the context manipulation,
accurately reporting the relationship between the background
and the target color, while again showing no influence of
context on subsequent task performance. Such awareness
was evident in spite of the fact that training was overall shorter
than in Experiment 1, providing what is likely a conservative
estimate of the degree of awareness evident following multi-
ple days of training.

Our findings are inconsistent with the hypothesis that re-
ward history and outcome-independent selection history influ-
ence attention via a common mechanism, and more generally
argue against a unitary model of selection history's effect on
attention (cf., Awh et al., 2012; Failing & Theeuwes, 2018;
Lin et al., 2016; Sha & Jiang, 2016; Stankevich & Geng,
2014). If correct task performance functions in an analogous
fashion to extrinsic reward in the shaping of attention, the
corresponding learning should be similarly context specific.
That is, given that the influence of reward on attention is
context-specific and the "reward" for correctly identifying
each color stimulus was only ever experienced in one of two
contexts in the present study, a similar degree of context spec-
ificity would be expected under the common mechanism
hypothesis.

Instead, our findings are consistent with the idea that the
learning mechanisms underlying attentional capture driven by
outcome-independent selection history differ qualitatively
from those underlying value-driven attentional capture. We
propose that, while the effects of reward history on attention
reflect Pavlovian learning (e.g., Bucker & Theeuwes, 2017;
Le Pelley et al., 2015; Sali et al., 2014), outcome-independent
selection history influences attention via reinforcement learn-
ing. Repeated selection of a target links the orienting response
to the stimulus, such that orienting to it becomes a habitual
response that is triggered by the stimulus itself (see Anderson

et al., 2017). Such stimulus-response learning takes longer to
develop into a habit than it takes for predictive relationships
between stimuli and reward to be learned, accounting for the
asymmetric training required to observe the respective biases.
The proposed account provides a better explanation than
asymmetric degrees of an otherwise common reward repre-
sentation, which should be similarly subject to contextual de-
pendencies in learning.

Our findings raise a broader question concerning the diver-
sity of mechanisms by which learning history shapes atten-
tional selection. For example, aversive conditioning is also
known to bias attention to punishment-predictive stimuli
(e.g., Anderson & Britton, 2019; Schmidt, Belopolsky &
Theeuwes, 2015; Wang, Yu, & Zhou, 2013). It is unclear to
what degree attentional biases driven by aversive conditioning
are similar to and distinguishable from attentional biases driv-
en by reward history and outcome-independent selection his-
tory. Our findings challenge the notion of a unitary mecha-
nism of attentional control governed by selection history, and
highlight the need to compare and contrast different compo-
nents of selection history's influence on the attention system.

Open Practices Statement The reported experiment was not
preregistered. The data have not been uploaded to a repository,
but all raw data are available from the corresponding author
upon request.
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