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A simulation laboratory for statistics

DRAKE R. BRADLEY, ROBERT L. HEMSTREET, and SUSAN T. ZIEGENHAGEN
Bates College, Lewiston, Maine

In this paper, we describe a general purpose data simulator, Datasim, which is useful for any
one conducting computer-based laboratory assignments in statistics. Simulations illustrating sam
pling distributions, the central limit theorem, Type I and Type II decision errors, the power of
a test, the effects of violating assumptions, and the distinction between orthogonal and non
orthogonal contrasts are discussed. Simulations illustrating other statistical concepts-partial
correlation, regression to the mean, heteroscedasticity, the partitioning of error terms in split
plot designs, and so on-ean be developed easily. Simulations can be assigned as laboratory exer
cises, or the instructor can execute the simulations during class, integrate the results into an
ongoing lecture, and use the results to initiate class discussion of the relevant statistical concepts.

Over the last several decades, instructors of statistics
have experimented with the use of simulation to commu
nicate principles of probability, sampling theory, and
power analysis. Although innovative in spirit, these ef
forts have been hampered by the lack of a convenient
method for conducting sampling experiments.1 This paper
reviews a software package, called Datasim, developed
specifically for this purpose (Bradley, 1988, 1991b). In
contrast to the "coin-flipping" and "dice-rolling" labs
of a previous era, Datasim is a relatively sophisticated
data generator: data can be generated from discrete or con
tinuous probability distributions, from normal or non
normal distributions, and from populations having cor
related or uncorrelated observations. Moreover, complete
data sets can be generated for a variety of experimental,
multivariate, and contingency table designs. Previous pub
lications have described the basic design and capabilities
of the software (Bradley, 1989a, 1989b), evaluated the
accuracy of the random number algorithms (Bradley,
Senko, & Stewart, 1990), and reviewed the methodology
for conducting a simulation of a previously published
study (Bradley, 1991a).

Although Datasim has a number of useful applications.!
the present paper focuses exclusively on computer-based
laboratory assignments in which simulation is used to dem
onstrate one or more key concepts in statistics. The first
section of the paper introduces the way in which one ini
tializes a simulation and generates single and multiple data
sets. Subsequent sections apply this method to laboratory
simulationsdemonstrating the central limit theorem, Type I
and Type II decision errors, the effects of violating as
sumptions, and orthogonal and nonorthogonal contrasts.

The software described in this paper was developed by the author and
is available at nominal cost from Desktop Press, 90 Bardwell 51.,
Lewiston, ME 04240 (phone: 207-786-4113 or 6180). Requests for
reprints of this article should beaddressed to Drake R. Bradley, Depart
ment of Psychology, Bates College, Lewiston, ME 04240.

Generating Simulated Data
The first step in generating simulated data is to initial

ize the simulation. This consists of specifying the research
design, the number of observations to be generated, and
the values of population parameters (p., a, p). The user
can also specify particular population shapes, labels for
the conditions or variables of the study, upper and lower
limits for data values, and the number of decimal places
to retain in the simulated data. All of this is done by en
tering appropriate commands or by executing a command
macro. After initializing the simulation, one can gener
ate a simulated data set and then analyze and plot the sim
ulated data. Furthermore, using the repetitive simulation
capability of Datasim, one can generate and analyze any
number of additional data sets.

To see how this is done, suppose we are interested in
generating data for an experiment on the effect of fin angle
on the Muller-Lyer illusion. The method of adjustment
is used to measure the illusion, with each measurement
representing the per cent illusion-that is, the difference
in length, expressed as a per cent, between the fixed and
variable segments of the Miiller-Lyer figure. The exper
iment is to have k = 3 treatment conditions with fin an
gles of 20°, 40°, and 60°. Finally, n = 4 subjects are to
be tested, with each subject serving in all three experimen
tal conditions.

To initialize the simulation, we need to decide the values
of certain population parameters. Since fin angle does in
fluence the strength of the Milller-Lyer illusion, we should
pick values for p... P.2, and p.J that reflect the actual rela
tionship. The values that we choose can be based on the
results of actual studies reported in the literature, or on
the basis of plausible guesswork. In the present case, we
will assume that P.I = 40, P.2 = 25, and p.J = 20. A rea
sonable guess for the population standard deviation is
a = 8. Finally, since we have a repeated measures de
sign, we need to specify the intercorrelation (p) among
the measurements in the three conditions. For purposes
of illustration, we will assume that p = .9. Although this
value is unrealistically high-values of .6 to .8 are more
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reasonable-it was selected in order to make it easier to
detect the correlation among the three columns of simu
lated data.

Once the values of the population parameters have been
selected, we can initialize the simulation. Figure 1 shows
the initialization for the Milller-Lyer study as it would ap
pear on a Macintosh IIci. The Macintosh version of Data
sim, which has a menu-driven interface, supports multi
ple windows for displaying commands, command output,
graphics, data, on-line help, and other information.' Com
mands are either entered after a command prompt (@)
or selected from the menu bar at the top of the screen.
In the latter case, Datasim builds the command, echoes
it to the command line, and then executes the command.
The menu bar provides seven main menus, the first two
of which follow the Macintosh standard: the File menu
is used to open and save files, and the Edit menu is used
to perform standard editing operations. The remaining five
menus are unique to Datasim: (I) the Design menu is used
to select a research design and to label the variables or
conditions of the study; (2) the Data menu is used to ini
tialize population parameters and to generate (or enter
one's own) data for subsequent analysis, (3) the Analy
sis menu is used to conduct descriptive and inferential sta
tistical analyses of the data; (4) the Plot menu is used to
make histograms, scatterplots, plots of means, and other
graphs; and (5) the Other menu is used to select problems
from the Datasim built-in library, conduct demonstrations,
obtain on-line help, and perform a variety of other tasks.
The menu bar is fully documented in Bradley (l99lb).

The commands listed in Figure 1 initialize the simula
tion, generate the data, and plot the means for the Milller
Lyer experiment described above. Design specifies a one-

way repeated measures design with k = 3 conditions,"
and Nobs sets the sample size to n = 4. The commands
Main, Labels, and Ylabel provide labels for the indepen
dent and dependent variables of the experiment. These
labels will appear in displays and plots of the data. Fi
nally, the Mu, Sigma, and Rho commands define the
population parameters, p., (1, and p, respectively. The com
mands noted so far simply initialize the simulation for the
Miiller-Lyer experiment; the Data command is entered
to actually generate the data. In executing this command,
Datasim selects a six-digit "seed" at random, generates
a simulated data set based on this seed, and then displays
the data. S As shown in Figure 1, the seed used to gener
ate the data was 971153. (We can regenerate this specific
data set at some later time by reinitializing the simulation
and entering Seed 971153.) The last command in Fig
ure 1, Plot Means, displays a plot of the sample means.

In the long run, the data generated by Datasim will have
the central tendency, variability, and intercorrelation
specified by the user. For any specific data set, the vari
ation between the sample and population values reflects
the inherent sampling variation expected on the basis of
the initialization. The plot of the means in Figure 1 shows
that the amount of illusion obtained for each fin angle is
more or less in line with the values specified for the popu
lation. The intercorrelation of p = .9 is also apparent in
the data, because the rank orders of the values in each
column are identical or very similar. Of course, we can
get more precise information by having Datasim compute
the relevant statistics. This is illustrated in Figure 2, which
displays means, intercorrelations, and an analysis of vari
ance of the simulated data. The values of the sample means
and intercorrelations are relatively close to those speci-
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Figure 1. A Datasim simulation of a MillIer-Lyer experiment.
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Setfile 8 "Untitled" 0:
g) Means

Fin Angle (Degrees)

20 40 60

39.00 23 25 17.00

g) Corr

Cl C2 C3
C1 1.000 .939 .896
C2 .939 1.000 923
C3 .896 923 1.000

g) Aov
----------------------------------------------------------------------------

Source SS df MS F P eta2
----------------------------------------------------------------------------

T 1028. 167 2 514.083 87.71 <.0001 .674
S 461.583 3 153.861 .303

TxS 35. 167 6 5861 .023
-------------------------------------- -----

Total 1524 917 11 1.000
----------------------------------------------------------------------------

g) I

~

Figure 2. Means, correlations, and a repeated measures analysis or variance on the sim
ulated data.

fied in the initialization. With respect to variability, the
population variance is (11 = 64, so the expected value for
the mean square residual error is E(MSTXS) = (11(l_p)
= 64(1- .9) = 6.4. The value of MSTXS = 5.861 ob
tained in the analysis of variance (Figure 2) is relatively
close to this value. Consequently, Datasim appears to be
generating data with the desired characteristics. More
thorough testing of the program's random number al
gorithms has been reported elsewhere (Bradley, 1991a;
Bradley et al., 1990).

Figures I and 2 illustrate the generation and analysis
of a single simulated data set. In contrast, the laboratory
simulations reviewed in subsequent sections require the
generation of multiple data sets for a particular initializa
tion. That is, they involve conducting sampling experi
ments in which numerous data sets are generated and ana
lyzed, and in which the sampling distributions of the
resulting statistics are examined in various ways. Since
generating a single data set requires a simulation, gener
ating multiple data sets requires repetitive simulation. In
Datasim, repetitive simulation is performed by the Sim
ulate command. The arguments for this command are the
number of data sets to be generated, and (optionally) the
value of a "master" seed. 6 Generating multiple data sets
with Simulate is only part of the story, however: it is also
necessary to compute the desired statistical analyses on
the data sets. This is done easily. Following the Simulate
command, and on the same line, the user can enter what
ever commands are to be executed by Datasim on all data
sets. The program will initiate the repetitive simulation,
perform the desired analyses, and output the results. Fig
ure 3 illustrates this procedure for the Miiller-Lyer ex
periment initializedin Figure 1. Note that the Master com
mand is entered first, to obtain a randomly selected value
for the master seed. The Simulate command is then used

to generate a total of 10 data sets, starting with this master
seed (132295478). The command Aov 01, which follows
Simulate, tells Datasim to conduct an analysis of variance
on each data set and to output the results in a brief for
mat. As the simulation proceeds, the seeds and the F ratios
for the 10 data sets are displayed in sequence. Knowing
the seed for each data set allows one to go back and gener
ate the data for a particular data set, as will be illustrated
below in the section on Type I errors.

The output from the repetitive simulation in Figure 3
could have been sent to a me on disk. As will be shown
in the next section, this is useful if a large number
(I ,000-10,(00) of simulated data sets are to be generated
for a sampling experiment. Once the simulation output

Setfile 8 "Untitled" =0;;
g) Master

132295478
g) Simu 10 132295478, Aov 01

Seed = 132295478
F(2,6) = 124.96, P < .0001
Seed = 480512131
F(2,6) = 76.94, P < .0001
Seed = 1758062666
F(2,6) = 98.26, P < .0001
Seed = 1807829333
F(2,6) = 75.8, P < .0001
Seed = 998343954
F(2,6) = 83.68, P < .0001
Seed = 1423044892
F(2,6) = 455.57, P < .0001
Seed = 198586875
F(2,6) = 235.24, P < .0001
Seed = 328162097
F(2,6) = 69.04, P < .0001
Seed = 1876798050
F(2,6) = 68.5, P < 0001
Seed = 505113052
F(2,6) = 129.33, P < .0001

g)

~

Figure 3. Repetitive simulation.
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has been stored in a me, Datasim can process the results
in various ways, such as counting the number of p levels
that are less than or equal to .05, computing the cumula
tive distribution function of the F values, and so on. In
fact, the statistics generated through repetitive simulation
can be read into Datasim as data, and then analyzed and
plotted with the full complement of statistical and graph
ical procedures available with the software package. Since
there is no restriction on the data analysis commands that
can be entered after Simulate, this means that the sam
pling distribution of any statistic that can be computed by
Datasim can be "captured" during repetitive simulation
and subsequently read into the program for analysis.

In summary, Datasim allows the user to easily gener
ate and examine the sampling distributions of a large va
riety of descriptive and inferential statistics. The com
mands in Figures 1-3 show the basic framework for
conducting statistical simulations of this type. In the re
maining sections of this paper, we illustrate laboratory
simulations designed to demonstrate a number of impor
tant statistical concepts.

The Central Limit Theorem
The central limit theorem (CLT) states that if random

samples of size n are drawn from a non-normal popula
tion, the sampling distribution of the mean will approach
a normal distribution as the sample size increases. This
theorem is one reason why parametric statistical tests such
as t and F can be employed for tests on means even though
the "parent" distribution is non-normal in shape. Al
though students are usually introduced to the CLT in their
first statistics course, for most it remains a mathematical
abstraction-something to be taken on faith, and only
dimly understood. To give the CLT a more concrete real
ity, it is helpful to have each student conduct an appropri
ate sampling experiment. This can be done in relatively
few steps. First, some kind of non-normal distribution is
specified for generating the simulated data. Second, ran-

dom samples are drawn from the population, and the
means are computed. This is done for several different
samples sizes (n). Finally, the sampling distributions of
the means are plotted. These plots allow the student to as
sess the degree to which the sampling distributions con
verge on a normal distribution as n increases. As an ad
ditional exercise, the student can compute the mean and
standard deviation ofeach sampling distribution and com
pare these to theoretical expectations.

To consider a specific example, suppose we wish to
drawn random samples ofn = 2,4,9,16, and 25 obser
vations from a population with p. = 50 and C1 = 10. Sup
pose further that the population follows the positively
skewed exponential distribution shown in the top left panel
of Figure 6. Now, to produce sampling distributions of
means, we simply have Datasim generate five samples
of the appropriate size from this population, compute the
means, store the means in a file, and repeat this process
over and over again for, say, 1,000 times. To demon
strate the central limit theorem, the five columns of 1,000
means are read into Datasim and the sampling distribu
tions plotted. To complete this assignment, each student
must (l) initialize the simulation, (2) conduct a repetitive
simulation and store the results in a me, and (3) process
the results of the simulation. Figure 4 shows the com
mands required for each of these phases of the assign
ment. The commands in the first group initialize the sim
ulation: Design specifies a one-way (independent groups)
experimental design with k = 5 treatment conditions;
Nobs sets the sample sizes to n = 2, 4, 9, 16, and 25,
respectively; and Mu and Sigma define the population
mean and standard deviation to be p. = 50 and C1 = 10.
(Decimal sets the number of decimal places to the right
of the decimal point to be retained in the simulated data.)
The shape of the population distribution is controlled by
the Lambda command, which is used to generate data fol
lowing a generalized lambda distribution (GLD; Ramberg
& Schmeiser, 1972, 1974; Ramberg, Dudewicz, Tadika-

ell Mucro

Mote: Init l e l ize si.ulat ion para.ate"" ...
Des Ign Onaway 5 SIT, Nob. 2 'I 9 16 25
Mu 50, SigMa 10, DeciMal \0
Lawbda CI-C5 -1 -.00056 0 -.00056

Note: Conduct repet it ive • iwuIat ion ...
CIose scr-een, Open "CLT Rosu l t s" <I >
S IwuIate 1000 1659635'163, Mean,
CI000 "CLT Re.u Its", Open scr-een
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Figure 4. Datasim macro for the central limit theorem laboratory assignment.
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malia, & Mykytka, 1979). The GLD is a four-parameter
percentile function that can approximate a wide variety
of symmetric and asymmetric distributions:

Substituting a value of p into this expression produces a
value of x corresponding to the pth percentile of the GLD.
(Values of p are obtained from a uniform random number
generator.) The lambda parameters listed in Figure 4 (AI =
-1, A2 = - .00058, AJ = 0, and A4 = - .00(58) approx
imate an exponential distribution with a skewness of OJ =
2.00 and a kurtosis of 04 = 9.00. By way of compari
son, a normal distribution has OJ = 0.00 and 04 = 3.00.
The top left panel of Figure 6 shows the exponential dis
tribution superimposed on a normal distribution.

The commands in the second group of Figure 4 are used
to conduct the repetitive simulation. The Close command
is used to suppress output to the screen (while not neces
sary, this speeds up the simulation considerably), and the
Open command is used to direct the simulation output to
a file on disk named CLT Results. The Simulate com
mand conducts the repetitive simulation. In this case,
1,000 simulated data sets are generated from a master seed
of 1659835463, and the means for each of the five treat
ment conditions are computed and stored in CLT Results.
The simulation output is similar to that shown in Figure 3,
except that five means (rather than an F ratio) are stored
in the file for each data set generated. When the simula
tion is done, the Close and Open commands are used to
close the file and to reopen the screen for output.

The commands in the third group of Figure 4 process
the simulation results stored in CLT Results. The Strip
command strips the text from the file, leaving just the seed

and the five means for each data set, and arranges these
values into a single line for each data set. Following the
strip operation, the file contains 1,000 rows of six columns
of numbers. Since the first column contains the seeds, the
Cget command is used to retain just the means in the file
for subsequent analysis. Once the seeds have been deleted
from the file, we are in a position to read the five columns
of means: Nobs redimensions the size of the database to
1,000 rows, and Qread reads the means into Datasim. The
sample means based on n = 2 observations are placed in
C 1, those based on n = 4 are placed in C2, and so on.
The commands Main and Labels provide labels for the
columns of the database, Ylabellabels the y-axis for plots
of the means, and Xval defines the quantitative levels
(sample sizes) for scaling the x-axis of the plots. The Plot
Rawdata command plots the values of the means obtained
for each of the five sampling distributions (n = 2 to n =
25), and the Pause command causes Datasim to wait for a
keystroke before continuing. Finally, the Histograms com
mandplots the histograms of the five sampling distributions.

If the commands in Figure 4 have been saved in a file
called CLT Macro, they may be executed by simply en
tering Execute "CLT Macro." The commands are read
from the file one line at a time, echoed to the screen, and
executed. Alternatively, the commands can be entered one
line at a time after the Datasim command prompt, in which
case they are executed in "interactive" mode. In either
case, the appropriate plots are eventually generated and
displayed. Figure 5, for example, shows the results of the
Plot Rawdata command. The positive skew in the parent
distribution is detectable in the sampling distributions, par
ticularly for small sample sizes. Note that the means are
asymmetrically distributed about p. = 50, tending to
"clump up" at lower values and "spread out" at higher
values. The effect of sample size on the variability of the
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Figure 5. Plot of the five sampling distributions of means (n = 2 to n = 25).
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means is also evident: as sample size increases, variabil
ity decreases.

The results of the Histograms command are aggregated
in Figure 6. The top right panel shows the sampling dis
tribution of the means for n = 2, the middle left panel
shows the sampling distribution for n = 4, and so on. For
comparison, the distribution used to generate the data is
shown in the upper left panel. Although the sampling dis-

tributions for n = 2 and n = 4 have a distinct positive
skew, it is remarkable how averaging over such a small
number of scores serves to attenuate the extreme non
normality of the parent distribution. For samples of n = 9
and n = 16, the sampling distributions are roughly nor
mal, and for n = 25, there is only the slightest hint of
non-normality. In fact, most observers would be unable
to reliably predict whether the parent distribution was nor-
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Figure 6. The parent distribution and the five sampling distributions of means (n = 2to n = 25).
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Figure 7. Empirical and theoretical standard errors for n = 2 to
n = 25.

mal or not from an inspection of the lower right histo
gram of Figure 6. This provides a dramatic and concrete
demonstration of the central limit theorem, one that is
likely to make a lasting impression on the student. More
over, the results provide some degree of assurance that
normal curve statistics like z, t, and F can be employed
in tests on means even though the normality assumption
is clearly false for a given set of data.

In addition to confirming the CLT, the student can com
pare the mean and standard deviation of each sampling
distribution with the corresponding theoretical values. The
inverse relationship between sample size and sampling
variation can be illustrated by plotting the standard er
rors as a function of n. This is done for the present ex
ample in Figure 7. The empirical standard errors were
obtained by having Datasim output the standard devia
tions of the five columns of means. The theoretical SEs
were computed with the relation U x = ul-Jii. Given the
large number of means present in each sampling distribu
tion, it is not surprising that the agreement between the
empirical and theoretical values is quite good. Note that
the trends plotted in Figure 7 can be used to illustrate
another important point: namely, that the most dramatic
reductions in sampling error occur for increases in sample
size over a relatively small range, from n = 2 to n = 25.
Beyond this, a law of "diminishing returns" operates,
in which ever larger increases in sample size are required
to achieve a given reduction in sampling error.

In summary, a CLT laboratory assignment is useful as
an illustration of a number of important concepts. First,
the act of conducting the simulation requires the student
to clearly grasp the notion of a sampling distribution. Five
samples of n = 2,4,9, 16, and 25 observations are ran
domly drawn from a non-normal population with IJ. = 50
and a = 10, and the sample means are computed. This
process is repeated 1,000 times, and the resulting means
are used to form five separate sampling distributions. Sec
ond, the plotted histograms of the five sampling distribu-

tions show the rapid convergence on a normal distribu
tion that occurs as sample size is increased. This vividly
demonstrates the central limit theorem. Third, to com
pute and plot the empirical and theoretical standard errors
helps the student visualize the relationship between in
creases in sample size and reductions in sampling vari
ability. The latter exercise also demonstrates the differ
ence between a direct computation of the standard error
from a set of sample means and the calculation of the stan
dard error using a theoretical formula based on (J and n.

Once the student understands the concept of a sampling
distribution, the next major hurdle arises when she or he
has to generalize this concept to statistical tests and to the
problem of making decisions in the face of uncertainty.
As will be shown next, Datasim laboratory assignments
can help students develop a clearer understanding of these
issues as well.

Type I and Type II Decision Errors
Most instructors agree that students have considerable

difficulty in understanding the concepts of Type I and
Type IT decision errors, and the power of a test. The dis
cussion of these topics in introductory textbooks focuses
mainly on depicting the overlapping sampling distribu
tions under Ho and HI, and on labeling the relevant areas
under the two distributions (al2, I-a, (3, and 1-(3). Al
though technically correct, this approach is simply too ab
stract for most students to comprehend fully. In particu
lar, it fails to show them in clear and concrete terms actual
examples of the correct decisions (l - a, I - (3) or incor
rect decisions (a, (3) that can occur when one conducts
a statistical test. As with the CLT demonstration, how
ever, a laboratory simulation can help to make these con
cepts more accessible. To demonstrate Type I errors, the
student simply initializes a simulation in which Ho is true,
conducts a repetitive simulation and computes a statisti
cal test on each of the data sets generated, and identifies
those cases in which the p level of the test causes a rejec
tion of Ho (p :::;; a). The same procedure is used to dem
onstrate Type IT errors, except that the simulation is in
itialized so that Ho is false, and cases in which p > a
are identified instead. Students can also calculate the the
oretical power of the statistical test (I - (3) for the latter
case and compare this with the actual number of correct
rejections of Ho that have occurred in the simulation.

Figure 8 shows the commands and resulting output for
a simulation designed to illustrate Type I decision errors.
As usual, Design, Nobs, Mu, and Sigma are entered to
initialize the simulation." Unlike the CLT example, which
directed simulation output to a file on disk, the present
example shows how to store simulation output in the Data
sim recorder for subsequent viewing. Since the contents
of the recorder reside in primary storage, this approach
should be used only when a relatively small number of
simulated data sets are to be generated." The recorder is
turned on by entering Record On. With the recorder run
ning, the repetitive simulation is then conducted. As can
be seen in Figure 8, the Simu command generates 100
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36) = 6

Figure 8, A simulation demonstrating Type I decision errors.

data sets from a master seed of 1322142098, and a one
way analysis of variance is computed on each. Output to
the screen is suppressed while the recorder is running.
When the simulation is finished, the command prompt and
a flashing cursor appear again in the command window,
and the student can now turn the recorder off by entering
Record Off. This causes the contents of the recorder to
be displayed in the "view" window shown in the right
half of Figure 8. The view window is a scrolling win
dow that the student can move through by manipulating
the scroll buttons. It contains a literal copy of the pro
gram input and output that was generated while the
recorder was running. This includes the Simu command
itself (since the recorder was on when this command was
entered), as well as the output generated by the Simu com
mand. The latter consists of the seeds for the data sets
that were generated, as well as the corresponding F ra
tios and p levels.

Given the initialization in Figure 8, the four samples
in each data set were drawn from a common population
with Po = 50 and (1 = 10, and the null hypothesis is there
fore true. Of the 12 F ratios displayed in the view win
dow, only the one at the very bottom results in a rejection
of Ho at the conventional ex = .05 level of significance
[F(3,36) = 6.76, P = .001). This provides the student
with a concrete example of a Type I error. In the long
run, we would expect 5% of the simulated data sets to
produce Type I errors for a decision rule based on ex =
.05. Scrolling through the output in the view window re
veals that 7 of the 100 analyses of variance hadp :5 .05,
giving an actual Type I error rate of .07. Of course, the
difference between .07 and .05 is just another example
of sampling variation. Ifa larger number of data sets had

been generated, say 1,000 or 10,000, the proportion of
Type I errors in the simulation would tend to be quite
close to .05. 9

The output shown in the view window of Figure 8 helps
the student understand the notion of a Type I error bet
ter. It illustrates the fact that even when samples are drawn
from a common population, sampling variation will oc
casionally give rise 'to large differences between the means
and/or to smaller than usual within-group variation among
the scores. Both of these factors operate to make the F
ratio larger-the first by increasing the value of MSBet.,
the second by decreasing the value of MSWith.. The rela
tive contribution of these two factors can be evaluated by
examining the data for a particular data set in which a
Type I error has occurred. Consider, for example, the
Type I error at the bottom of the view window in Fig
ure 8. Note that the value of the seed associated with this
data set is 2027340987. To regenerate the data set, all
we have to do is enter Seed 2027340987. We can then
examine the data in as much detail as we like. Figure 9
shows the results: View displays the data in a view win
dow, Aov verifies that the analysis of variance for the
data is the same as that displayed in Figure 8, and Plot
Means plots the sample means. So why did this data set
produce a Type I error? As shown in the plot, sampling
error has produced rather substantial differences among
the means, with values ranging from just under 46 to just
about 56. Moreover, these differences are accompanied
by smaller than expected within-group variation in the four
treatment conditions: the standard deviations are 3.33,
5.80,6.64, and 7.00, respectively, compared to (1 = 10
for the population. Pooling the sample variances gives
MSWith. = 34.453, whereas E(MSWith.) = (12 = 100. Con-
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Figure 9. Regenerating the data set associated with a Type I error.

sequently, these two effects operated in conjunction to pro
duce an F ratio that was significant at p = .001.

Once the concept of a Type I error is clearly under
stood, the student may proceed to a simulation demon
strating a Type II error. Figure 10 presents an example.
Note that Mu is now followed by four values, one for each
treatment population: 44,48,52, and 56. A new master
seed, 213595059, is obtained, and the simulation is con
ducted as before. The results of the simulation are shown
in the view window. Since P.l "* P.2 "* P.3 "* P.4, the null
hypothesis is certainly false, and a failure to reject Ho
would therefore constitute a Type n decision error. This
occurs for the 1st, 5th, 10th, and 12th simulated data sets
in the view window, all of which have p > .05. Scroll
ing through the remaining data sets reveals that Type II
errors occurred 37 times out of 100, for an actual Type II
error rate of .37. In the remaining 63 cases, a correct de
cision to reject Ho was made. Hence, for this particular
simulation, the empirically determined power of the F test
is 1-{j = .63. The student can calculate the theoretical
power of F in order to see how closely it agrees with this
empirical result. Given the initialization in Figure 10, the
noncentrality parameter would be (Winer, 1971, p. 224):

= ~ nET} = ./nE(p.r p.)2
~ ku 2 ~ ku 2

10[(44- 50)2+(48 - 50)2+(52 - 50)2+(56 - 50)2]

4(100)

= 1.4142.

Entering a power table for noncentral Fwith ~ = 1.4142,

df = 3,36, and a = .05, we find that 1-{j "" .60 (Winer,
1971, p. 887). Thus the simulation value, .63, compares
favorably with the theoretical value.

The simulation conducted in Figure 10 illustrates both
Type II errors and the power of a test. To further explore
the topic of power, students can conduct additional sim
ulations using different values for n, p.j, a, and a. By de
termining the number of cases in which p ~ a for each
simulation, they can discover for themselves how these
factors affect the power of the test. For repeated mea
sures designs, they can also specify different values for
p and assess how this affects power. Comparing the re
sults of the latter simulations to those of comparable
independent-groups designs can give students a deeper un
derstanding of the differences between the two designs.
In particular, by examining the error mean squares out
put by the analyses of variance (in nonbrief mode), they
canverifythatE(MSWithJ =u2 andE(MSTxS) =u2(l - p).

Simulations demonstrating Type I and Type II errors,
such as those illustrated in Figures 8 and 10, have proved
effective in clarifying students' understanding of the var
ious outcomes of a statistical test. Another way to achieve
this goal is to assign homework problems from the Data
sim built-in library. The library contains a variety ofprob
lems that simulate actual research studies published in the
literature (see Bradley, 1989a, p. 107, and 1989b, p. 173).
For any given problem, students obtain a description of
the study and then generate a simulated data set to ana
lyze and interpret. In doing this, each student in the class
is in effect conducting an independent replication of the
original study. Because of sampling variation in the sim
ulated data sets for a particular problem, some students
will obtain significant results and others will not. When
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Figure 10. A simulation demonstrating Type n decision errors.

this happens, students are naturally curious about who is
wrong; either the students rejecting Ho are making Type I
errors, or the students not rejecting Ho are making Type IT
errors. It can be very instructive to have the students at
tempt to decide which of these two possibilities is in fact
the case (see Bradley, 1991b, p. 18). To do this, they
might tabulate the number of significant outcomes across
students, and compare this to the expected Type I error
rate under Ho (0: = .05). Similarly, they could have Data
sim generate multiple simulated data sets (as illustrated
above), compute significance tests on each, and tabulate
the number of significant results. In either case, if the pro
portion of significant tests is substantially larger than
0: = .05, this would suggest that H; is actually false. Fi
nally, they could increase the sample size dramatically,
generate a new simulated data set for the problem, and
conduct the analysis on this larger data set. If an original
decision not to reject Ho was a Type IT error resulting from
inadequate power, then the increased sample size should
substantially reduce the risk of making a Type IT error
again. To find out the actual answer, the students can dis
play the initialization file in the problem library, and ascer
tain from the population parameters specified in the file
whether Ho is true or not.

Monte Carlo Simulations
Another topic for which simulation proves useful is that

dealing with the effects of violating the independence, nor
mality, homogeneity of variance, and sphericity assump
tions of parametric statistical tests. In this section, we il
lustrate how students can use Datasim to investigate the

effects of violating the normality assumption. From the
results of the central limit theorem demonstrated in Fig
ure 6, students can see that the sampling distribution of
the mean is approximately normal for samples of n ~ 16,
even though the parent distribution is radically non
normal. For smaller samples, however, the sampling dis
tributions have a marked positive skew. This suggests that
the application of parametric statistical tests (z, t, F)
should be avoided for small samples, because the normal
ity assumption is certainly not satisfied for the sampling
distributions. However, the only way to really know the
consequences of violating this assumption is to conduct
the appropriate analytical or empirical investigations.

The mainconsequence of violating an assumption is that
the actual probability of making a Type I error may differ
substantially from the nominal level (0:). If the actual er
ror rate is higher than 0:, the investigator will reject Ho
more often than would otherwise be the case. Conse
quently, it is very important to assess just how much vio
lations of assumptions inflate the Type I error rate. As
a general purpose data simulator, Datasim is ideally suited
for conducting empirical investigations of the Type I (or
II) error rates of statistical tests, given different kinds of
violations of assumptions: for example, non-normality,
heterogeneity of variance, nonsphericity, etc. The simu
lation demonstrated previously in Figure 8 assessed the
Type I error rate of the F test in a situation in which no
assumptions were violated. However, if the Lambda com
mand had been entered with values specifying an exponen
tial distribution, the actual Type I error rate could be com
pared to the nominal level (0: = .05) in order to assess
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Figure 11. A simulation investigating the effect of non-normality on the Type I error rate of F.

the effects of this non-normality. Such a comparison helps
the student determine just how important assumptions
really are for the validity of the test.

Figure 11 shows an example of a laboratory simula
tion for investigating the effects of non-normality on the
Type I error rate of the F test, as applied to small sam
ples. The commands initialize a simulation for a one-way
design with k = 4 treatment conditions, n = 2 observa
tions per condition, and an exponential distribution for
generating the data. The view window shows the simula
tion output (seeds, F ratios, and p levels). Scrolling
through the window reveals that six of the simulated data
sets produced Type I errors (p ::s .05), for an actual
Type I error rate of .06. Consequently, even though the
sampling distribution of the mean is clearly non-normal
for n = 2 (see the top right panel of Figure 6), this has
very little effect on the Type I error rate of the F test:
the actual and nominal error rates are quite similar. This
suggests that the normality assumption can be relaxed well
beyond what might be implied by the central limit theorem.
Even for the extreme non-normality and minimum sample
size investigated in Figure 11, the F test provides excellent
control of the Type I error rate. Of course, the simulation
initialized in Figure 11 employed common non-normal
distributions for the four treatment populations. We could
also investigate the consequences of heterogeneityof'form,
by initializing a simulation with different non-normal dis
tributions for each of the four treatment populations.
When this is done, it is found that the F test still provides
excellent control of the Type I error rate. 10

This section has given a glimpse of how Datasim may
be used to conduct serious Monte Carlo research. As part

of an ongoing program to test Datasim capabilities in this
area, we have successfully replicated the results of a num
ber of previous analytical and empirical studies on the ef
fects of violating assumptions on the Type I error rate of
statistical tests (Boneau, 1960; Box, 1954; Collier, Baker,
Mandeville, & Hayes, 1967; Hsu, 1938; Hsu & Feldt,
1969; Norton, 1952; Scheffe, 1959). An early prototype
of the program was used to investigate the effects of small
expected frequencies on the Type I error rate of the chi
square statistic (Bradley, Bradley, McGrath, & Cutcomb,
1979; Bradley & Cutcomb, 1977). It was found that the
chi-square statistic is highly robust with respect to viola
tions of the minimum expected frequency requirement.
More recently, we have used Datasim to investigate the
effects ofnonsphericity in single-factor repeated measures
designs, the effects of multisample nonsphericity in split
plot designs, and the effects of non-normality and hetero
scedasticity in multivariate designs. We have also used
Datasim to investigate the individual and combined ef
fects of violations of the normality and homogeneity of
variance assumptions on the Type I error rate of the om
nibus F test and a variety of post hoc comparison tests:
F, t, Behrens-Fisher t, etc. These investigations are still
under way. 11

Orthogonal and Nonorthogonal Contrasts
In our last example, simulation is used to clarify the

distinction between orthogonal and nonorthogonal con
trasts. This topic is relevant because it is increasingly com
mon for introductory textbooks to include discussions of
a priori and a posteriori test procedures (e.g., Ferguson
& Takane, 1989, pp. 321-338; Kirk, 1990, pp. 476-485;
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Lehman, 1991, pp. 362-375). As these sources note, a
particularly versatile method for comparing means is the
linear contrast:

J = C1X1 + C1 Xl + C3 X3 + ... CkXk.

Through selection of the appropriate coefficients, c},linear
combinations of means can be formed for testing pair
wise and nonpairwise comparisons, trend components,
and so on. The null hypothesis for any contrast, Hs:
1/1 = 0, can be tested by:

J Ec}~
t= =

MSWith. [E :~]

2' -1C3j = 2'

ing contrasts, and the associated contrast coefficients, for
a one-way experimental design with k = 3 treatments:

Jl = Xl-Xl C1} = 1, -1, 0

Jl = x, - X3 Clj = 1, 0,-1

Applying the criteria noted above, it will be seen that 1/11
and 1/13 represent orthogonal contrasts (P13 = 0), whereas
Vtl and 1/11 (Pu = .5(0) and 1/11 and 1/13 (P13 = .866) do
not. To verify this, students can enter the contrast coeffi
cients for 1/1.. 1/11, and 1/13 into three columns in Datasim
and compute the correlation matrix. This is illustrated in
the top half of Figure 12. Furthermore, by carefully in
specting the linear combinations for each contrast, the stu
dents can gain some appreciation of why 1/11 and 1/13 are
more highly correlated than 1/11 and 1/11, and why 1/11 and
1/13 are not correlated at all.

An additional insight for students to achieve concerns
the correlation between the values of the contrasts them
selves. This can be demonstrated by conducting a repeti
tive simulation in which k = 3 samples of n = 25 ob
servations are drawn from a population with p. = 50 and
CT = 10, and the sample means are used to form three sep
arate sampling distributions. Although this can be done
with the Simulate command, and the output can be saved
in a file for subsequent processing, there is a more effi
cient way to achieve the same result. Given the popula
tion parameters, we know that the sampling distributions
will have Wx = 50 and CTX = CTI.JTi = 10/-';25 = 2. We
can generate values of the means directly by initializing
a simulation in which Mu and Sigma are set to 50 and
2, respectively. This saves time, and it produces sampling
distributions with the same characteristics as would arise
had one used Simulate. Note that when means are gener
ated directly, Sigma specifies the standard error of the
mean, Nobs determines the number of means to be gener
ated, and Seed generates a data set consisting of means
(rather than X values). Finally, because we are generat
ing means, we should use the Decimal command to re
tain at least two decimal places in the data.

The bottom half of Figure 12 illustrates the direct pro
cedure for generating the means, as well as the method
used to compute the three contrasts among the means. Fol
lowing execution of the Seed command, the Datasim data
buffer will contain three columns of 1,000 means. Con
ceptually, each row of means in the database represents
the results of a one-way experiment with k = 3 condi
tions. The Let command is used to compute and store the
values of 1/1.. 1/11, and 1/13 in columns C4, C5, and C6 of
the (expanded) database, and Corr C4-C6 is used to out
put the correlations among the values of the contrasts.
What the student now sees is that the correlations between
1/11 and 1/11 (ru = .495), 1/11 and 1/13 (r13 = .004), and 1/11
and 1/13 (r13 = .871) are the same as the correlations be
tween the corresponding contrast coefficients, allowing
for sampling error. Hence, the concepts of orthogonality

with N-k df.4]
nk[

d d
MSWith. - + - + ... +

n1 nl

An important consideration in constructing sets of con
trasts is whether or not they are mutually orthogonal and
therefore represent independent and nonoverlapping
pieces of information in the data. For a priori mutually
orthogonal contrasts, current convention favors the indi
vidual contrast as the conceptual unit for error rate (Kirk,
1982, p. 105). Consequently, each such contrast may be
tested at a. For nonorthogonal contrasts, however, the
conceptual unit for error rate is the entire collection of
C contrasts. In this event, either each contrast should be
tested at a, = odC (Dunn's procedure), or some other
method should be used to hold the Type I error rate at
a for the entire collection of tests (Tukey' s HSD, Scheffe' s
F, etc.). Because of the different a levels employed, sta
tistical power can differ substantially for tests of or
thogonal versus nonorthogonal contrasts. This is one rea
son why it is important for students to clearly understand
the distinction between the two types of contrasts. Other
things being equal, mutually orthogonal contrasts planned
in advance of the experiment provide the most powerful
way to test the associated null hypotheses. 12

For a one-way experiment with k treatment conditions,
a total of k - 1 mutually orthogonal contrasts can be con
structed. Mutual orthogonality is ensured if 'ECijCi'j = 0
for each pair of contrasts, 1/Ii and 1/1;" or equivalently, if
the correlations among the contrast coefficients are Pi;' =
o for all i and f. If these criteria are satisfied, the k-l
contrasts are statistically independent, and knowing the
outcome of anyone contrast tells us nothing about the out
comes of the remaining contrasts. Unfortunately, these
criteria do not clearly reveal to students the nature of the
statistical dependence that holds between nonorthogonal
contrasts. If the contrast coefficients are correlated, what
does this imply about the computed values of the con
trasts? If one conducts a Datasim simulation, it is easy
to show that across a large number of simulated data sets,
the values of the contrasts, 1/Ii and 1/Ii', are correlated in
the same manner as the coefficients. Consider the follow-
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Figure 12. A simulation demonstrating ortbogonal and nonortbogonal contrasts
of means.

and nonorthogonality are translated into terms more fa
miliar to the student: that involving the correlation of
values across columns. The presence or absence of or
thogonality between contrasts may also be demonstrated
graphically: Figure 13 presents scatterplots of the values
of 1/;3 against 1/;1 (left) and of 1/;3 against 1/;1 (right). As is
apparent in the right scatterplot, the computed values of
the nonorthogonal contrasts in C5 and C6 include over
lapping pieces of information and are therefore correlated.
The scatterplots make clear-in a way that the formal cri-

Plot [6 [4

teria for orthogonality do not-the statistical independence
and dependence of linear contrasts of means.

To further investigate the sampling distributions gener
ated in Figure 12, the students can have Datasim com
pute sample statistics and make histograms for CI-C6 of
the database. They will find that the means of the means
in CI-C3 are close to 50, and that the means of the con
trasts in C4-C6 are close to 0, as expected. Of greater
interest are the standard deviations: for Cl-C3, the values
are 2.01, 1.98, and 2.03, respectively, in comparison to
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Figure 13. Scatterplots of tbe ortbogonal and nonortbogonal contrasts.
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the theoretical value of ax =: 2. The standard deviations
of the contrasts stored in C4-C6 are 2.80,2.86, and 2.49.
The corresponding theoretical values are a", =: 2.83,2.83,
and 2.45, where a", is given by:

a", =:

For the simulation initialized in Figure 12, we assumed
that a 2 =: 100 and nj =: 25. (The values of Cj are simply
those employed for the contrasts Vtl-I!JJ.).

As in the examples reviewed in the preceding sections,
an explicit comparison of empirical and theoretical sam
pling distributions can help students achieve a deeper un
derstanding of statistical theory. In the present case, it
can be seen that linear contrasts have the amount of in
tercorrelation and variability expected on the basis of the
ory, and that nonorthogonality can be conceptualized in
terms of a long-run correlation between the values of the
contrasts.

Summary
A software package for conducting statistical simula

tions has been described, and a number of possible appli
cations have been reviewed. Several examples have il
lustrated how Datasim can be employed to conduct
computer-based laboratory assignments demonstrating the
central limit theorem, the difference between Type I and
Type Il decision errors, the power of a test, the effects
of violating assumptions on the Type I error rate, and the
distinction between orthogonal and nonorthogonal con
trasts. These represent only a few of the possible appli
cations. Laboratory assignments demonstrating the con
cepts of partial correlation, regression to the mean,
heteroscedasticity, the relative power of independent
versus correlated-groups statistical tests, the partitioning
of within- and between-group error terms in split-plot de
signs, etc., can also be developed easily.
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NOTES

1. When a sampling experiment is conducted, one or more samples
of size n are drawn at random from a population (or populations), some
statistic of interest is computed, and thisprocess is then repeated (usually
1,000 to 10,000 times). The empirical sampling distribution of the sta
tistic is then examined. Suppose, for example, that two samples of n. =
n1 = 10 observations are drawn from normal distributions with /1-. =
/1-1 = 50 but u, = 5 and U1 = 10, an independent t test is computed
on the data, and this entire process is repeated 1,000 times. The num
ber of significant t ratios could then be tabulated to assess the effects
of heterogeneity of variance on the Type I error rate of the t test. This
approach is the basis for a number of Monte Carlo studies reported in
the literature.

2. First and foremost, Datasim is a general purpose data simulator;
the program allows one to easily generate simulated data for a variety
of different research designs. Second, the program is a relatively powerful
univariate statistical package, with excellent analysis of variance and
analytical testing capability. Third, the program can be used to conduct
Monte Carlo research on the effects of violating assumptions on the
Type I and Type n error rates of statistical tests. Fourth, Datasim is
an automated homework-generating program; students can select prob
lems to solve from the built-in library, and they can obtain "individu
alized" data sets to analyze and interpret. Each data set is identified
by a unique "seed," which the instructor can use to regenerate the data
and to obtain the correct solutions. Fifth, Datasim is a computer-aided
instruction package for teaching statistics and research methods. Instruc-
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tors use the program to generate, plot, and analyze interesting data sets
for discussion in class, to demonstrate principles of sampling theory
and research design, and to serve as an electronic blackboard for dis
playing multiple sources of information in the Datasim windows (out
lines, graphs, sample data sets, etc.). These various capabilities are doc
umented more fully in the Datasim user manuals (Bradley, 1988, 1991b).

3. Datasim for the Macintosh (Version 1.0) currently requires 760K
of RAM to run comfortably, whereas Datasim for mM compatibles
(Version 1.1) requires 640K of RAM. The additional memory needed
for the Macintosh is due to interface code for handling the menus
and windows.

4. The token T x S, which stands for treatmentby subjects, indicates
that the design is a repeated measures design. The token srr, which stands
for subjectsnested within treatments, is used to specify an independent
group design. A variant of this syntax is employed for factorial designs:
for example, a 2 x 3 split-plot factorial design with repeated measures
on factor B is designated Design Twoway 2x3 BXS/A.

5. Datasim provides the user with a variety of options for generat
ing and selecting the seeds that are used to initialize the random num
ber generator. These options are documented in the Version 1.1 sup
plement to Datasim (Bradley, 1988, p. 138).

6. A master seed permits the entire sequence of simulated data sets
to be generated from a single seed. If no master seed is specified, Data
sim composes a seed at random (based on a permutation of the digits
fetched from the system clock) for each and every data set generated.
Although any of the individual data sets thus generated can be reproduced
later from their individual seeds, there is no way to generate the entire
sequence of data sets again, should this be desired. Providing a master
seed with Simulate allows this to be done (see Bradley, 1988, p. 146).

7. Note that since no Lambda command is specified in Figure 8,
a normal distribution is used to generate the data (this is the default dis
tribution in Datasim).

8. This restriction applies to simulations conducted on the IBM
compatible personal computer, which has a primary storage limit of
640K, and to simulations conducted on a Macintosh with I MB or less
of memory. On Macintosh computers with additional memory (2-16 MB),
it is possible to run large simulations and still store the results in the
Datasim recorder. An important advantage of this is speed; the simula
tion will execute much faster when the output is saved in primary stor
age rather than on disk.

9. For large numbers of simulated data sets, the Count command can
be used to determine the number of Type I or Type U errors directly for
any given C( level. In this case, thesimulation output should be directed
to a file, and the file stripped of text (as demonstrated earlier for the
CLT simulation). The stripped file will contain the seeds, test statistics
(e.g., F), and p levels for the data sets. The Count command is then
used to determine the number of cases in any particular column of the
file that are above or below a given value (see Bradley, 1988, p. 142).

10. However, when an F ratio is used to determine whether two sample
variances differ significantly, rather than to compare sample means,
violations of the normality assumption can have a substantial impact
on the Type I error rate of the test. Simulations can be conducted to
investigate this situation as well.

II. For a general overview of research on the effects of violating as
sumptions, see Glass, Peckham, and Sanders (1972).

12. The rationale behind testing each orthogonal contrast at c(, rather
than cri, parallels that for testing the effects of It and B and the A x B
interaction in a two-way factorial design: since the sources of variation
are nonoverlapping and represent logically distinct questions that can
be asked about the data, each should be evaluated at cr. Indeed, if a
two-way factorial design is conceptualized as a one-way design with
k = pq conditions, theeffects of A and B and the A x B interaction can
be represented by (p-I) + (q-I) + (p-I)(q-I) = k-I mutually
orthogonal contrasts among the means.


