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Abstract
This paper investigates the historical (1850s–2000s) evolution of semantics in the English language using contemporaneous,
decade-specific computational estimates of word concreteness. Study 1 describes the computational method of generating
time-locked estimates of concreteness based on the Corpus of Historic American English, and makes available the computed
scores for 25,000 English words over 15 decades. We also report several tests of reliability and validity, demonstrating that
our historical concreteness scores have high levels of both. Study 2 uses concreteness scores to revisit findings of studies that
use a static set of contemporary human concreteness norms to examine historical trends of semantic change. Specifically, we
observed (contra Hills & Adelman, (Cognition, 143, 87–92 2015)) that distinct word types of the English language become
increasingly more concrete over time and (in line with Hills & Adelman, (Cognition, 143, 87–92 2015) & Hills, Adelman
& Noguchi, (The Quarterly Journal of Experimental Psychology, 70(8), 1603–1619 2016)) that relatively concrete words
tend to be used more often than abstract ones. We discuss both contrastive and corroborative claims in light of recent work
on semantic evolution and argue for the use of time-locked computed estimates over static human norms when examining
diachronic linguistic phenomena.
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Introduction

Patterns of language use are instrumental in explicating
and quantifying social, cognitive and cultural characteristics
of human communities (Labov, 1972). Recent availability
of massive amounts of printed texts, as well as advances
in computational technologies, enabled social scientists to

expand the geographic, demographic, and temporal scope of
their inquiry into language and society in an unprecedented
way (Boyd & Crawford, 2012). An important recent
development in this effort is the emergence of diachronic
studies of language use as a marker of social change
(e.g., Hamilton, Clark, Leskovec, & Jurafsky, 2016a; Hills
& Adelman, 2015; Iliev, Hoover, Deghgani, & Axelrod,
2016; Michel et al., 2011; Morin & Acerbi, 2017), due
to availability of time-stamped historical corpora. These
studies employ a similar analytical procedure. They target
words with specific semantics (e.g., names of celebrities,
events, or inventions) or specific semantic aspects of a
large number of words (e.g., psychological valence or
concreteness, defined below). Analyses further monitor
changes in the frequencies of occurrence of those words
over time. When found, such changes are argued to indicate
social change, e.g., a diachronic change in popularity
or relevance of respective meanings. Perhaps the best-
known example is the Culturomics project by Michel et al.
(2011), which used the time-stamped Google Books corpus
to estimate—among many other phenomena—grammatical
change over time, the impact of censorship, as well as the
rates at which the memory of the past decays, and the new
inventions and words that enter the language. More recent
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genereum@mcmaster.ca

1 McMaster University, Hamilton, Canada

http://crossmark.crossref.org/dialog/?doi=10.3758/s13428-018-1071-2&domain=pdf
mailto: snefjebn@mcmaster.ca
mailto: genereum@mcmaster.ca


1694 Behav Res (2019) 51:1693–1705

studies have also examined the evolution of language in
terms of concreteness (a measure of how tangible or abstract
the word’s referent is, e.g., tin vs. sin; Hills & Adelman,
2015) and valence (positivity of emotions evoked by a word,
e.g., triumph vs. defeat; Iliev et al., 2016; Morin & Acerbi,
2017).

The importance of diachronic studies of evolving
language semantics and related social change is hard
to over-estimate. Dynamics of change provide us with
valuable insight into both the origins of the present-day
culture and society and mechanisms that engender evolution
in human communities and their communicative tools.
Furthermore, these studies are a boon to psychology, as
they free psychological research from the confines of
contemporary laboratory experiments. Prediction is critical
to the evaluation of scientific theories, and diachronic
corpus-based studies can provide strong tests of the
ecological validity of psychological theories by testing if
their predictions hold true in other time periods, more
diverse populations than undergraduate subject pools, and
in the face of historical change. Yet, as all analytical tools,
the diachronic inquiry into language has its pitfalls. Lazer et
al. (2014) and Pechenick, Danforth, and Dodds (2015) have
identified as one such pitfall the common uncritical use of
unbalanced time-stamped corpora (including Google Books
and its derivatives), which can introduce inferential biases
due to their differences in sample size, genre structure, and
representativeness across temporal bins (see also section
Plausibility in Koplenig & Muller-Spitzer, 2016). Another
caveat comes from basic facts of analysis of time series data.
As Koplenig and Muller-Spitzer powerfully demonstrated,
an uncritical comparison of any two time-series defined
over the same time period in a diachronic study (e.g., a
time-series showing a change in word concreteness in a
language corpus and a time-series of immigration records)
would produce spuriously high correlations, unless the
comparison is preceded by simple statistical transformations
(such as examining differences between average values
of concreteness across time bins, rather than the absolute
values of concreteness in those bins).

Our paper zooms in on yet another pitfall of several
recent diachronic studies, namely, their use of synchronous,
contemporary estimates of word semantics as a static
proxy for semantic estimates throughout the entire historical
period under consideration. This design decision effectively
eliminates possible temporal fluctuations in meanings of
individual words and thus might bias any analysis that seeks
to establish the presence or absence of such fluctuations
in the body of language composed of such words. To take
a specific example, over the time period that we examine
the word terrific changed in emotional positivity, from a
negative word (morphologically related to terror, terrify)
to a positive word (Hamilton et al., 2016a). Projecting the

modern, positive sense of the word into historical data
necessarily yields a biased picture of that data. Yet, this
is what is done when contemporary semantic norms of
words are used to measure trends in historical data. We
utilize computational means to examine possible shifts in
concreteness over time.

Logically, the drawback of using contemporary semantic
norms for diachronic research can be remedied by resorting
to historical estimates of those norms, i.e., values that reflect
the affective, sensorimotor, or cognitive aspects of the word
meaning in a time-locked way. Yet, the reason we have not
seen historical norms used in prior studies is that they are
not available. A partial exception for English is the existence
of multiple estimates of word concreteness, separated by
about 45 years (e.g., Paivio, Yuille, & Madigan, (1968), a
combined dataset published by Coltheart, 1981 (henceforth,
MRC) and Brysbaert, Kuperman & Warriner (2014). Yet
existing behavioral norms do not offer a more fine-
grained temporal resolution (say, on a decade level) or
a broader temporal scope than 45 years. A welcome
solution to this limitation of resources came from a
recent proposal of Hamilton, Clark, Leskovec and Jurafsky
(2016a), see also Azarbonyad et al. (2017), Dubossarsky,
Weinshall, and Grossman (2016). Hamilton et al. (2016a)
propose an unsupervised computational technique that
induces estimates of continuous measurements of lexical
semantics, such as valence or concreteness, based on
corpora from a specific domain or time. Their algorithm
is specifically intended to help social scientists construct
high-quality, precise lexica specific to a domain. Their
technique evaluates an aspect of a word’s semantics (e.g.,
concreteness) based on a random walk over a graph of
semantic similarities from a small seed set of words with
extreme and stable representations of this aspect (e.g., tree,
bed, bird, neck, ball). A word’s proportion of random walk
visits from positive (in our case, concrete) and negative
(in our case, abstract) seed words provides a gradient
metric of that word’s semantics (see below for details of
the method). Crucially, estimations of the word’s valence
are made on the basis of corpora from a certain time
period; semantic similarities between words in the graph are
determined by historical usage. The derived concreteness
scores represent semantic values specific to that period, i.e.,
historical semantic norms.

This paper adopts the computational approach of
Hamilton et al. (2016a) to pursue two goals. In Study 1,
we induce a historical lexicon of concreteness and estimate
its validity against existing behavioral norms and against
hypothesized patterns of semantic change. We make time-
locked norms of concreteness available for researchers to
promote empirically sound inquiry into the co-evolution
of lexical semantics and society. In Study 2, we focus
on a recent paper that used static contemporary norms
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to examine temporal change in concreteness (Hills &
Adelman, 2015). Specifically, we test Hills and Adelman’s
claims regarding the evolution of the English language using
a historical rather than contemporary lexicon. We conclude
with a discussion of utility of Hamilton et al. (2016a)’s
method for psychological research.

Study 1: Inducing a historical lexicon
of concreteness

Computing semantic scores To obtain computational esti-
mates of concreteness over time, we adapted the software
package SocialSent1, in particular its key algorithm Sent-
Prop. SocialSent has been developed to aid social scien-
tists in constructing high-quality domain specific lexica. It
induces estimates of a semantic dimension (e.g., concrete-
ness) for words based on two random walks over a graph of
semantic similarities between each word from small set of
seed words representing extremes of that semantic dimen-
sions (e.g., concrete: railroad, tree, and abstract: principle,
and responsibility). The seed words need to be present in all
time bins of a historical corpus to induce time-locked and
comparable lexica for each such bin. Additionally, to reduce
the impact of any one seed word, SentProp calculates scores
by randomly sampling subsets of seed words and reporting
both the mean value and the standard deviation of the result-
ing scores for each time unit. An optimal set of word seeds
would generate scores with low variance.

To determine semantic similarity within historical cor-
pora, SentProp makes use of word embeddings, i.e., vectors
that represent co-occurrences of each word with other words
in the vocabulary. Essentially, each vector describes the typ-
ical context for one word. Word embeddings can be used
to derive a quantitative measure of similarity in meaning
between all words in a vocabulary. From our knowledge of
language and concreteness norms, we know which words
have stable and extreme abstract or concrete meanings
(these are the seed words). The question becomes, how do
we generalize what we know about the seed words (e.g., that
they are concrete) over an entire lexicon?

SentProp solves this problem by constructing a weighted
lexical graph and performing two random walks on this
graph. Nodes in this graph are words, and edges in the graph
are constructed by connecting each word to its 25 nearest
semantic neighbors, based on cosine distance. The edges are
weighted by the strength of semantic similarity according
to cosine distance. Once the graph has been constructed,
semantic similarities are transformed to probabilities, and
a transition matrix is computed. The transition matrix
describes the probability of randomly moving from a word

1http://nlp.stanford.edu/projects/socialsent/

to one of its semantic neighbors. Each set of seed words,
concrete and abstract, serve as the origin point for random
walks over the transition matrix. This yields two probability
distributions, representing the proportion of walks which
land on each word in the vocabulary, given infinite walks
from the concrete seed words, and from the abstract seed
words. The final score for each word is then derived based
on whether the proportion of walks from the abstract or
concrete seed words was greater. See (Hamilton et al.,
2016b, p.4) for precise details on how semantic similarities
are weighted and how the transition matrix is computed.

We adopted this approach to evaluate historical concrete-
ness of English words. For each word and a random subset
of seeds, two polarity scores are computed: abstraction
(a) and concreteness (c). These scores are combined using
c/(c + a), which produces a concreteness score between 0
and 1. A value of .5 indicates an equal proportion of ran-
dom walk visits from the concrete and abstract seed words
(i.e., the word is of average concreteness). A value closer to
0 indicates a greater proportion of random walk visits from
the abstract seed words, and a value closer to 1 indicates a
greater proportion of random walk visits from the concrete
seed words. The final score for each target word is then com-
puted by averaging the scores for that word obtained using
different random subsets of the seeds. We re-implemented
the SentProp algorithm in our preferred programming envi-
ronment R, allowing for a much larger graph and processing
speed than Hamilton et al. (2016a)’s Python implementa-
tion. Bigger graphs allow us to factor in more context and
more words in the random walk calculation of word scores,
and faster processing makes it possible to increase the num-
ber and size of random subsets of seeds in the calculation.
To rephrase, extended contexts have a positively impact
on the precision of scores, while being able to run more
numerous and larger seed subsets affords a better evalua-
tion of the quality and stability of the seeds. Hamilton et al.
(2016a)’s implementation typically uses graphs of size 6
k and fifty random subsets of seven seeds (from the ten
available on each semantic dimension), while our imple-
mentation extends graph sizes up to 87 thousand and can
run a hundred subsets of 12 seeds (from the fifteen avail-
able) in a very decent timeframe2. Our R code is available
from GitHub3.

A recent study (Dubossarsky et al., 2017) raised an issue
that stems from the use of oft-chosen co-occurrence models
of semantics and measures of semantic similarity. Cosine
distance, the most commonly used measure of semantic
similarity, is necessarily contaminated by word frequency in
certain classes of co-occurrence models, leading to spurious

2On a 2.30-GHz machine with two cores, around 300 words are
processed per minute, including graph building and word scoring.
3https://github.com/bryorsnef/HistoricalConcretenessExtrapolation

http://nlp.stanford.edu/projects/socialsent/
https://github.com/bryorsnef/HistoricalConcretenessExtrapolation
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or inflated indications of semantic change over time. The
class of co-occurrence model we use in this paper is not
considered in Dubossarsky et al. (2017). Although cosine
distance is employed in our model, it is not used as a
dependent variable indicating semantic change. Moreover,
the fastText architecture includes subsampling of frequent
words during training, which should attenuate frequency
effects (Mikolov et al., 2013; Bojanowski et al., 2016). In
what follows, we describe the parameters that we chose for
running the SentProp algorithm, in order to obtain historical
estimates of concreteness.

Seeds Reliable computation of concreteness critically
depends on a selection of seed words. To this end, we
used the frequency list of the 400 million-token Corpus of
Historical American English (COHA) and human norms of
concreteness to 40 thousand English words (Brysbaert et al.,
2014) ranging from 1 (very abstract) to 5 (very concrete).
We identified words that (i) occurred with high frequency
(≥ 500 occurences) in each decade between 1850 and
2000, and were associated with (ii) extreme concrete (>
4.9) or abstract (< 2.2) ratings, as well as (iii) consistent
(SD < 1) ratings on a 1-5 scale. This step yielded 32
concrete seeds and 25 abstract ones. From each group,
we hand-picked 15 words that, according to historical
dictionaries4 had a similarly concrete or abstract meaning
throughout the last 150 years. This resulted in the following
concrete (railroad, tree, bed, bird, neck, ball, baby, water,
sand, cotton, knife, horse, clay, moon, student) and abstract
(belief, existence, principle, responsibility, extent, justice,
theory, purpose, courage, wisdom, chance, imagination,
fate, glory, curiosity) seeds.

Target words All our target words for estimation of
concreteness were extracted from COHA. Adopting the
approach in Hills and Adelman (2015), we applied two
criteria for target word selection. We examined a set of
words that occurred in each decade with an above-a-
threshold frequency of 5 (labeled as SC, or Same Cohort),
and separately, a set of most common words (frequency >

50) in each decade (labeled MF, or Most Frequent).

Embeddings In our experiments, we created embeddings
for each of the 16 decades of the 1850–2000 time
period using fastText (Bojanowski et al., 2016), a recent
extension of the continuous skipgrammodel (Mikolov et al.,
2013), which takes into account morphological information.
Concreteness is partially predictable from surface features
of word forms (Reilly et al., 2017; Reilly & Kean,
2007), such as affixation, length, and consonant clusters.
In addition, incorporating subword information into word

4https://en.oxforddictionaries.com/explore/archaic-words

embeddings yields higher-quality embeddings for smaller
corpora (Bojanowski et al., 2016, p.7), such as the individual
decades of COHA. Likely due to these factors, we found
fastText embeddings greatly increased performance of the
SentProp algorithm compared to the original procedure
for constructing embeddings from Hamilton et al. (2016a).
We built embeddings of dimension 300 with subword
information ranging from character bigrams up to character
6-grams. The number of embeddings, i.e., the size of the
graphs, varied between 44138 (1850) and 86527 (2000)
word vectors. Table 1 shows a by-decade breakdown of
the number of tokens and types, as well as the number of
embeddings in our two sets of target words (SC and MF).

SentProp parameters The SentProp algorithm requires
several user specified parameters, the number of nearest
semantic neighbors to include in the graph, the β parameter,
the tolerance for assessing convergence of the algorithm,
the number of seeds, the number of bootstrap iterations. We
used 25 nearest neighbors, β = 0.9, a tolerance of 1-e8, and
100 bootstrap iterations using ten random seed words out of
the 15 at each pole of the concreteness continuum.

Reliability and validity of concreteness estimates

Reliability

To estimate reliability of the scores produced by SentProp
we average the scores for a number of distinct runs, each
run using a different subset of seed words for the random
walks. If we have a reliable system and good seeds, the

Table 1 Number of tokens, types, targets, and embeddings per decade

Decade Token Type SC MF Embed.

1850 16.2M 96k 24439 14309 44138

1860 16.7M 106k 24439 14913 48973

1870 18.2M 105k 24439 15414 48377

1880 19.8M 111k 24439 16153 52036

1890 20.1M 116k 24439 16312 53934

1900 21.5M 124k 24439 17294 57824

1910 22.1M 123k 24439 17466 57217

1920 24.9M 139k 24439 19440 64789

1930 23.8M 143k 24439 19016 65465

1940 23.6M 145k 24439 18980 65822

1950 23.7M 151k 24439 19395 69399

1960 23.2M 149k 24439 19205 68927

1970 23.0M 153k 24439 19512 70250

1980 24.3M 160k 24439 20960 77667

1990 26.9M 167k 24439 22338 82203

2000 28.4M 169k 24439 23406 86527

https://en.oxforddictionaries.com/explore/archaic-words
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variation between each of the runs should be minimal.
Consider configuration MF: average standard deviation
revolves around 0.05, or 5% of the concreteness scale,
which shows a small variation of scores among random
subsets of seeds. We conclude that our choices of seeds are
reasonable and the computed scores reliable.

Validity

An obvious concern is whether our computed scores are
valid with respects to the psychological construct of con-
creteness. First, do they have face validity, i.e., are words
with high/low computational scores in agreement with
human intuition of what words are concrete/abstract? Sec-
ond, do computational estimates show expected correlations
with human ratings5? Finally, it is logical to assume that if
temporal changes in concreteness take place they are neither
random, nor sporadic, but rather gradient. If so, valid com-
putational scores from adjacent decades are expected to be
more similar to one another than those from decades sepa-
rated by a large temporal distance. We consider these three
tests of validity in turn.

First, are embeddings and semantic similarity a valid
means to extrapolate concreteness? These measures assume
that concrete and abstract words will occur within similar
contexts to each other. Indeed, concrete and abstract
words tend to have first-order co-occurrences with words
with similar concreteness (Snefjella & Kuperman, 2016).
Furthermore, several supervised methods exist to predict
concreteness from co-occurrence models (cf. Mandera et
al., 2015; Hollis et al., 2017) with high accuracy (r >

.75 on unseen test sets) indicating that embeddings do
indeed robustly encode concreteness. We therefore find no
conceptual issues in the use of embeddings to estimate
concreteness.

As a basis for evaluating the validity of our concrete-
ness scores, we used three distinct sets of human ratings,
covering decades 1960 (Paivio et al., 1968), 1980 (Colt-
heart, 1981) and 2000 (Brysbaert et al., 2014). To verify
how accurate the computed scores of concreteness are, we
first looked at the mean scores across all decades for tar-
gets. Table 2 shows the 30 highest (concrete) and 30 lowest
(abstract) scoring words, as well as median words, after
sorting. A quick inspection of the list reflects face valid-
ity: principles, theories and beliefs are abstract words while
oaks, maple and rocks are concrete. In fact, if human ratings
are considered as binary (abstract if below the mid-range
of the concreteness scale, and concrete otherwise), all sixty
extreme words are in agreement with human intuitions. We

5In all our experiments, a Shapiro test of normality was carried out on
each distribution to be correlated. We computed Pearson’s correlation
(r) if both distributions were normal, otherwise we computed the
Spearman’s correlation (ρ).

Table 2 Top concrete and abstract words

Top 30 concrete words

snowball muddy surf clays shrubs rocks

oaks hip sycamore birch blade maple

pebble sandstone beds balls birdie pebbles

willows cottons knives trees penknife necks

sandy blackbird birds bluebird sands mud

30 median words

loving io drugs office commanders

pause soured educated unfinished unfolding

aquatic membrane alas gent colonels

uninhabited gravest sudden supplies orders

collapsed sophie indeed shares keener

curbing retreated stationed raging read

Top 30 abstract words

principles theories theorist unprincipled

theoretical theorists beliefs theorizing

exists opportunity theoretically sensibilities

hypothesis sensibility thesis responsibilities

doctrine existences opportune plausibility

exist possibilities irresponsible impossibility

fundamental unimaginative possibility feasibility

faith persistence

conclude that computational estimates of concreteness have
a high face validity.

While words with extreme scores are in agreement with
human ratings, is the same true of the entire data set?
Figures 1 and 2 show the scatterplots and correlations
between human ratings and computed scores. Figure 1
compares three sets of human ratings of concreteness to
computed scores aggregated across all decades (1850–
2000) while Fig. 2 compares each set of human norms to
concreteness scores computed for the same (or the closest
available) decade in which respective ratings were collected
(1960, 1980, or 2000). All correlations were strong and
significant. Specifically, our unsupervised model’s scores
correlate with Paivio et al.’s at ρ = .81 and .77, MRC’s
at ρ = .71 and .62 and Brysbaert et al. (2014)’s at ρ =
.70 and .70, for SC and MF configurations, respectively.
These results represent a substantial improvement on the
correlations between the same three sets of human ratings
and computed concreteness scores generated with the help
of the Hamilton et al. (2016a)’s original implementation
using their historical embeddings (ρ = 0.57, 0.52 and
0.44, respectively). Our analyses indicated that the main
reason for this increase of prediction accuracy in our
implementation is our use of more informative embeddings,
which encode morphological structure of words and glean
more information from smaller corpora. We conclude
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Fig. 1 Aggregated (1850–2000) computed concreteness scores vs. human ratings (SC)

that both aggregated and decade-specific computational
estimates of concreteness show a good convergence with
human ratings reported in 1968, 1981, and 2014.

Despite observed strong correlations with human ratings
that the present unsupervised machine learning algorithm
gives rise to, there are supervised approaches that perform
better. In Hollis et al. (2017), a subset of 61 thousand vectors
obtained from the 3 million Google news vector dataset and
labeled with recent human judgments/norms was used to
train a linear regression model that produced estimates of
concreteness correlating with the Brysbaert et al. (2014)’s
data at r = .833. Turney et al. (2011) adopts an approach
not unlike ours in that it uses unsupervised embeddings
and a set of seeds to compute concreteness; however, seeds

were selected by supervision and the final model needed
a training set of human abstract/concrete labels6. Based
on the testing set performance, Turney et al. (2011, p.
683) estimate a Pearson correlation of .81 with human
ratings (MRC) and an accuracy of 85% on binary (abstract
or concrete) classification. The maximum correlation any
algorithm could achieve is the split-half reliability of
concreteness norms, .85. However, supervised methods are
not appropriate for historical norm extrapolation as for
most decades no ratings exist to serve as supervision.
Moreover, modern ratings cannot serve as supervision for
a model using historical embeddings as predictors. Such

6Peter Turney, personal communication.
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Fig. 2 Decade-specific computed concreteness scores vs. human ratings (SC)

a model would attempt to predict the modern meanings
of words based on their contexts in the past. This simply
does not answer the question we are interested in: how
concrete were words in the past? We believe the advantages
of an unsupervised approach, at least in the domain of
concreteness, to outweigh the fact that unsupervised scores
show slightly lower correlations with human ratings than
supervised ones.

A further test of the validity of the extrapolated norms
is whether the most contemporary concreteness estimates
show similar correlations between contemporary human
ratings. Brysbaert et al.’s concreteness norms correlate

with valence and arousal norms (Warriner et al., 2013) at
r(13382)=.1, p < .001 for valence and r(13382)= −.17,
p < .001 for arousal. The computed concreteness norms
for the 2000s SC cohort are similar, r(8986)=.12, p <

.001 for valence and r(8986)= −.18, p < .001 for arousal.
Age of acquisition norms from Kuperman et al. (2012)
are moderately negatively correlated with the Brysbaert et
al. concreteness norms, r(22981) = −.39, p < .001, and
our extrapolated norms are similarly negatively correlated
r(11376) = −.37, p < .001.

Our final test of the computed scores’ validity is based
on an assumption that meaning change is gradual and words
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Fig. 3 Clustering of decades using concreteness’ estimates: configu-
ration SC

gain or lose in concreteness over a course of multiple
adjacent decades. If true, we expect decades that are close
in time to show more similarity in their concreteness scores
than decades that are far apart. To test the hypothesis, we
calculated Spearman’s correlations between concreteness
scores (obtained using the SC target words) for all pairs
of decades in our dataset. This generated a square distance
matrix which we analyzed using the hierarchical cluster
analysis with the Ward’s minimum variance option method.
Figure 3 presents the clustering solution and demonstrates
that neighboring decades are assembled in a natural way.
There are three main divisions: 1850–1910, 1920–1940, and
1950-2000. Across the entire cluster analysis, we observed
that less distant decades grouped together first before they
assemble with more distant decades, in line with our
hypothesis of semantic change as a slow process distributed
over time.

In sum, we conclude that historical estimates of
concreteness meet several criteria of reliability and validity.
Historical embeddings7 and concreteness scores8 created
on the basis of the 400 million-token Corpus of Historical
American English (COHA) (Davies, 2002) are available as
supplementary materials.

Study 2: does concreteness change over
time?

As argued in the Introduction, adequacy of using contempo-
rary estimates for diachronic studies of meaning cannot be
taken for granted. This study utilizes our new estimates of
historical concreteness (Study 1) to evaluate recent claims
regarding the presence of diachronic change in concreteness
(Hills & Adelman, 2015). Hills and Adelman (2015) have
examined evolution of concreteness of the English language

7http://kupermanreadlab.mcmaster.ca/kupermanreadlab/downloads/
concreteness-scores.zip
8http://kupermanreadlab.mcmaster.ca/kupermanreadlab/downloads/
embeddings.zip

since 1800 using several historical corpora and have made
claims regarding historical concreteness of both word types
(unique, distinct words in the lexicon) and word tokens
(number of occurrences of available words in the lexicon).
To investigate a possible shift in human judgments of con-
creteness of individual word types, they have compared two
datasets of human ratings separated by 45 years – Paivio
et al. (1968) and Brysbaert et al. (2014). In 900 overlapping
words, there was no evidence of either systematic loss of
concreteness (i.e., semantic bleaching) or its increase (i.e.,
degrammaticalization). For the analysis of word tokens,
Hills and Adelman have utilized Brysbaert et al. (2014) con-
temporary ratings to 40,000 words as a (static) proxy for the
individual word’s concreteness throughout 200 years. Hills
and Adelman have observed an ever increasing tendency of
modern language to preferentially use words that have more
tangible rather than abstract meanings. Specifically, the sum
of word’s concreteness ratings weighted by the word’s fre-
quency of occurrence in a given decade and divided by the
total frequency of words in that decade produced values
that steadily increased from 1800 to 2000 in three histori-
cal corpora of English, both across all parts-of-speech and
in specific part-of-speech groups. In sum, Hills and Adel-
man report that (i) there is no dramatic overall change in
how concrete the words of the English language are, and
(ii) concrete words are used increasingly more often over
the years. Since concreteness is known to improve word
learnability and memorization, Hills and Adelman have sug-
gested that the increasing prevalence of concrete language
may stem from an increased need for learnability of the
English language, prompted by the increase in the number
of second-language English speakers (see Lupyan and Dale
2010 for theoretical motivation for this claim). An alter-
native or additional explanation given by Hills, Adelman
& Noguchi (2016) is a general increase in language use
in communication drives speakers towards memorable and
easy to produce language. Both explanations hinge on an
observed historical increase in concreteness. Study 2 revis-
its this central claim about changes in concreteness of word
types and word tokens over time; we utilize historical con-
creteness estimates derived in Study 1 and a much broader
sample of words (14 thousand to 24 thousand word types).

First, we set out to establish whether the number of
relatively concrete word types increased over time in the
word stock of the English language. Figure 4a and b display
average concreteness for each decade calculated using target
words found in all decades (SC), and while using top-
frequency target words in each decade (MF). Both analyses
revealed highly reliable upward trends (r = .63 and .76).
On the scale from 0 to 1, linear regression estimates of
the time (by year) slope (.0006 and .0009) predict an
increase of .09 or 9% and .135 or 13.5% in average word
type concreteness over 150 years, respectively. To put this

http://kupermanreadlab.mcmaster.ca/kupermanreadlab/downloads/concreteness-scores.zip
http://kupermanreadlab.mcmaster.ca/kupermanreadlab/downloads/concreteness-scores.zip
http://kupermanreadlab.mcmaster.ca/kupermanreadlab/downloads/embeddings.zip
http://kupermanreadlab.mcmaster.ca/kupermanreadlab/downloads/embeddings.zip
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Fig. 4 Historical concreteness, based on 4a word types found in all
decades or 4b the most frequent words in each decade. Vertical bars
represent the 95% confidence intervals

effect in perspective, at this rate, an average English word
would be predicted to reach maximum concreteness in
approximately one millennium.

The observed trend clearly runs counter to the stability
of average word type concreteness examined by Hills and
Adelman between the Pavio and Brysbaert norms, which
are separated by 45 years. While a linear model predicts
an increase in concreteness of 2.7% over 45 years (in
the SC condition), human judgments to the 900 words
shared by Brysbaert et al.’s and Paivio et al.’s ratings
did not reveal a change in any direction. We believe that
the root of this discrepancy is in the common practice
of preferentially collecting semantic norms for relatively
frequent words. Since more frequent words tend to be more

concrete (Brysbaert et al., 2014), it is possible that the
subset of words overlapping between two sets of human
norms primarily represented the more concrete end of
the continuum. This speculation is indeed confirmed by
a comparison of words in Brysbaert et al.’s list that do
overlap with Paivio et al.’s norms (M concreteness = 0.66,
median = 0.73; N = 875) and those that do not (M = 0.51,
median = 0.47; N = 39,079). Thus, the observed stability
of human norms may indeed take place in more frequent
and more concrete words (see the laws of semantic change
in Hamilton et al., 2016a), but not in the remaining bulk of
the lexical space of the English language. This highlights
again that while using present day evidence is a step in the
right direction, it is still problematic in the exploration of
language-evolutionary claims.

The central claim of Hills and Adelman (2015) is a
continuous increase in concreteness of the English language
over time at the word token level. Even if the words
themselves are rather stable in their concreteness (see
above), they argue the change to come from the increasingly
preferred use of relatively concrete words over abstract
ones. Given differences in the word lists used by Hills and
Adelman (2015) and in our Study 1, we first set off to
establish whether the pattern of increase in concreteness
would be observed in human ratings to the target words
that we use in SC and MF lists. Hills and Adelman
operationalized mean concreteness as a sum of word
concreteness weighted by its frequency: the sum is further
normed by the total word token frequency of the decade.
Hills and Adelman (2015) report a Pearson correlation
between mean token concreteness per decade (based on
COHA) and time to be r = .89 (CI 95% [.73, .96]) for
the 40,000 words in Brysbaert et al.’s list. Our replication
with 37058 words showed that mean token concreteness
per decade in COHA was correlated even stronger with
time (r = .97, CI 95% [.94, .99]) when Brysbaert et al.’s
ratings are used. If we only consider the targets for which
we have a score in the Brysbaert et al.’s list, then we see a
similarly strong upward trend (r = .97, p < .001, 14,329
words). In our most frequent list (MF), we saw a correlation
of r = .98 and p < .001. The strong and reliable rise in
mean concreteness over time (based on contemporary static
human ratings) is also replicated in specific parts of speech
including nouns, verbs, prepositions (not shown) using our
word lists as was initially shown in Hills and Adelman.
Thus, we confirm that contemporary ratings of Brysbaert
et al. (2014) applied to historical data do produce a stable
upward trend in concreteness over time, regardless of the
corpus, set of target words, size of the word list, or part of
speech.

Yet, a critical test of a diachronic rise in concreteness is
whether it is observed when a decade’s mean concreteness is
calculated using time-locked estimates of word concreteness
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based on texts from that decade. Our analyses answer
this question in the positive. Figure 5 shows mean token
concreteness using computed scores for three sets of words:
all SC targets (Fig. 5a), words that can be found in both
the target list and Brysbaert et al.’s stimulus list (Fig. 5b)
and most frequent words per decade (Fig. 5c). In all three
cases, one observes a significant (at 1% level) upward trend
[r =.69, .69 and .70] of the mean token concreteness over
time for decades 1850–2000.

In sum, Study 2 finds corroborative evidence of systematic
temporal change in language-wide patterns of using
concrete vs. abstract English words reported in Hills and
Adelman (2015) both at the word type and token level. Not
only do distinct words of the English language undergo a

noticeable shift towards greater concreteness, but also the
language shows a stronger bias towards over-using relatively
concrete words as compared to relatively abstract ones.

General discussion

A central premise of historical studies of lexical semantics is
that word meanings change over time. However, experimen-
tal evidence on what meanings individuals assigned to
words at different times is lacking: e.g., existing norms of
concreteness span over 45 years, and those of valence over
20 years only (see the Introduction). As a consequence,
researchers face two options: to use present-day estimates of

Fig. 5 Token concreteness using computed scores
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various semantic dimensions as a proxy for how words rep-
resented these dimensions historically, or to use other types
of available historical data to arrive at specific semantic esti-
mates for each time period. The former option materializes
in several studies that utilize recently collected static sets
of behavioral norms to characterize evolution of meaning
(e.g., concreteness: Hills & Adelman, 2015; and valence:
Iliev et al., 2016; Morin & Acerbi, 2017). Conversely, this
paper develops the latter option—following on Hamilton
et al. (2016a) research on historical valence—and generates
time-locked estimates of concreteness based on 150 years
of linguistic data. Study 1 describes the novel computa-
tional unsupervised method of Hamilton et al. (2016a) and
our improvements of the method; it also reports computed
scores of historical concreteness as well as their reliabil-
ity and validity. Study 2 utilizes the new scores to examine
Hills and Adelman (2015) claims regarding temporal evo-
lution of concreteness in the English language. Effectively,
we substitute synchronous contemporary ratings with time-
locked decade-specific estimates, with the expectation that
the reanalysis may lead us to different outcomes. Thus,
Study 2 compares the quality of solutions offered by the
former and latter option of studying historical semantics.

The computational approach that we adopted used
Hamilton et al. (2016a) SentProp algorithm. The algorithm
builds a graph of semantic similarities based on texts
from a certain historical period and evaluates the distance
from a given word to the pre-chosen extremely concrete
and extremely abstract words (see Methods). This distance
is a measure of that word’s relative concreteness in
that time period, i.e., a word’s concreteness score. An
important feature of this algorithm is that it is unsupervised,
i.e., it derives its estimates with only a minimal human
input, namely, a small selection of “seed” words that
are extremely abstract and extremely concrete throughout
the entire time period under examination. Thus, the
estimates are virtually independent of human intuition
and are solely based on co-occurrence statistics of words
in historical documents. In Study 1, we outline several
ways in which the original implementation of Hamilton
et al. (2016b) was altered, including our ability to build
larger graphs and a choice of more informative semantic
vectors. The changes led to a dramatic improvement in
the algorithm performance: correlations with human ratings
of concreteness increased from about 0.5 for Hamilton et
al. (2016a)’s original implementation to about 0.7 for our
modified implementation. Study 1 further demonstrates that
the scores are reliable with respect to seed word selection,
and have a high validity: i.e., they show strong correlations
with human concreteness norms (Figs. 2 and 3) and a
sensible temporal organization (Fig. 5). This paper makes
available a database of embeddings and the estimated scores
of concreteness for every decade between 1850 and 2000,

as well as the R implementation of the SentProp algorithm
developed to generate the scores. While our goal was
to estimate generic trends in the historical evolution of
concreteness, the database can be used to track changes
in individual words (i.e., semantic bleaching of the word
disaster) or entire semantic categories (e.g., technological
terms like scythe or radio).

The main findings of Study 2 were that the average
concreteness of the English language, as estimated com-
putationally using historical texts, increases over time; this
trend is visible both in word types and word tokens. Sim-
ply put, the English language both has (i) an ever increasing
number of concrete words in its wordstock and (ii) uses
concrete words more often: for the importance of consid-
ering both types and tokens see Warriner and Kuperman
(2015). These findings demonstrate the utility of the pro-
posed method. Generalization (i) is virtually impossible to
obtain using experimental data, because of the scarcity of
diachronic studies of human behavior. Even when multi-
ple norms exist for a semantic dimension (i.e., concreteness
norms of Paivio et al. (1968) and Brysbaert et al. (2014)
separated by 45 years), they do not embrace a sufficiently
long period and only cover relatively small, demonstrably
skewed subsets of the data. We speculate that the scarce and
skewed nature of evidence is the reason behind a reported
null effect of concreteness in a comparison between the two
sets of human norms in Hills and Adelman (2015). This
stands in stark contrast to our own data, which point to a
linear and strong 13.5% increase in word type concreteness
over 150 years.

Our finding (ii) is nominally in line with Hills and
Adelman’s observation of a preferential use of relatively
frequent words over time. Despite this convergence, we
recommend against the use of static contemporary norms
to evaluate historical changes in lexical semantics. The
static approach can be expected to approximate well
frequency changes in the words that remain stable in their
concreteness, valence, arousal, or some other semantic
property. Under an assumption of stability, the approach
might yield patterns that coincide in the direction of
effect with the estimates based on diachronic data. In the
present case, computational scores revealed a gradual linear
increase in concreteness over time, which was well captured
by the static approach. Had there been an abrupt change
in meanings of many words (as claimed for valence during
the periods of war and civil unrest, see Iliev et al., 2016)
or a periodic fluctuation in meanings of many words over
time, the application of contemporary norms would not have
been able to account for it. Generally speaking, the static
approach is not designed to capture temporal changes in
meanings of individual words or word populations.

Recent papers using contemporary semantic norms (Hills
& Adelman, 2015; Hills, Adelman & Noguchi, 2016; Iliev
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et al., 2016; Morin & Acerbi, 2017) recruit historical data
on the world-wide demographic, economic, and societal
change to propose psychological underpinnings to the
apparent language change. In the case of concreteness,
its increase is linked to a concomitant increase in the
number of second-language English speakers. To simplify
the argument, since concrete words are easier to learn and
retrieve, their growing prevalence is beneficial for the many
individuals who learn this language (Hills & Adelman,
2015). Alternatively, there could be a general pressure to use
memorable, interesting, and easy language due to a crowded
language marketplace (Hills, Adelman & Noguchi, 2016).
These claims are as difficult to confirm or refute as any
correlation between two quantities that increase over time
(see also Koplenig & Muller-Spitzer, 2016). However, the
present computational method introduces a different way to
validate the proposed trends. The SentProp algorithm can be
used to obtain time-locked historical concreteness estimates
for any language, as long as it has available semantic vector
representations (embeddings) for a large number of words.
A language can be selected such that the population of its
speakers (or of non-native learners of that language) did
not grow over time or whose language marketplace became
less crowded. Evidence on whether average concreteness
of this language changed over time at the word type or
token level would point to how valid language learnability
or crowding is as a causal factor. Equally, generating time-
locked estimates for valence or arousal for a variety of
languages will enable a comparison between populations
whose passage through periods of hardship or prosperity
had a different temporal trajectory.

While we found embeddings trained using fastText gave
the highest accuracy for extrapolating concreteness norms,
this model architecture has many parameters which may influ-
ence the accuracy of the derived norms. The effect of varying
the rate of subsampling of frequent words should be explored
in future work, given that frequency effects are known to con-
taminate other co-occurrence model architectures (Dubos-
sarsky et al., 2017). Furthermore, as recommended by Dubos-
sarsky et al., (2017), constructing control corpora using
temporally randomized language samples provides another
means of validating the observed changes in the lexicon over
time. While we discuss aggregate trends in concreteness
over time, future work should explore the trajectories of
individual words or groups of words over time, facilitated
by our open-source computed norms.

In sum, we demonstrate that the SentProp computational
solution to the long-standing quest for quantified historical
semantics is reliable and valid, and can be used to study
aggregated patterns in meaning change. Furthermore, it has
utility for examining individual words and lexical-semantic
categories, as well as for validating proposed psychological
causes of lexical change both within and across languages.
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