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Abstract The conventional statistical methods to detect
group differences assume correct model specification,
including the origin of difference. Researchers should be
able to identify a source of group differences and choose
a corresponding method. In this paper, we propose a new
approach of group comparison without model specification
using classification algorithms in machine learning. In this
approach, the classification accuracy is evaluated against
a binomial distribution using Independent Validation. As
an application example, we examined false-positive errors
and statistical power of support vector machines to detect
group differences in comparison to conventional statistical
tests such as t test, Levene’s test, K-S test, Fisher’s z-
transformation, and MANOVA. The SVMs detected group
differences regardless of their origins (mean, variance, dis-
tribution shape, and covariance), and showed comparably
consistent power across conditions. When a group differ-
ence originated from a single source, the statistical power
of SVMs was lower than the most appropriate conven-
tional test of the study condition; however, the power of
SVMs increased when differences originated from multiple
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sources. Moreover, SVMs showed substantially improved
performance with more variables than with fewer variables.
Most importantly, SVMs were applicable to any types of
data without sophisticated model specification. This study
demonstrates a new application of classification algorithms
as an alternative or complement to the conventional group
comparison test. With the proposed approach, researchers
can test two-sample data even when they are not cer-
tain which statistical test to use or when data violates the
statistical assumptions of conventional methods.
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Introduction

It is frequent in research to compare two groups in order to
learn about differences between them (e.g., Griffiths et al.
2004; Howlin et al. 2000; Kanagawa et al. 2001; Sabbagh
et al. 2006; Yang et al. 2000). For example, comparisons
could be made between samples of men and women, old
and young, or those exposed to control or treatment condi-
tions. Although group comparison can be done in various
data features (such as central tendency, spread, distribution
shape), let’s consider a case of central tendency by com-
paring two group means of a single variable. A t test is the
most frequently used test to compare two means and draw
a statistical conclusion about the group difference in many
disciplines. When an observed group difference is not likely
to happen by chance under a null hypothesis that there is
no group difference (i.e., the probability of obtaining the
mean difference by chance is lower than a significance level
alpha), we interpret this result that the two group means are
not the same.
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Statistical methods rely on an assumption that a model
of interest is correctly specified. The traditional t test, for
example, has two assumptions: a normal distribution and
equal variances (homoscedasticity). If our sample violates
either of them, the results may no longer be valid. Violation
of the statistical assumptions can cause an inflated alpha
error (false-positive error, type I error), falsely rejecting a
null hypothesis when there is no true effect; or a decreased
statistical power, correctly rejecting a null hypothesis when
there is a true effect (Curran et al., 1996; Flora & Cur-
ran, 2004; Hu et al., 1992). In a hypothesis test, statistical
power is the probability to find an effect when it exists. A
statistical test with a high power is desirable so that it can
detect an effect if there is one. Power is mainly a func-
tion of effect size and sample size (Rossi, 2013) and higher
power can be obtained by larger effect size, larger sample
size, or both.

On the other hand, an alpha error occurs when a statis-
tical test finds an effect when there is no true effect. It is
crucial to have an alpha error rate as designed in hypothesis
testing. If we find a statistically significant effect at a signif-
icance level alpha .05, we interpret that the effect is unlikely
to happen by chance because the probability of the effect
under the null distribution is smaller than 5%. If the sta-
tistical test does not maintain the alpha error rate correctly
and produces a higher alpha error rate than designed (alpha
inflation), one cannot draw a proper conclusion based on
the test. For example, if a test produces 20% of alpha error
rather than 5% as set by the predetermined significance
level, researchers who investigate new clinical treatment
might incorrectly conclude that the observed effect is statis-
tically significant (that is, the probability that the observed
effect happens by chance is less than 5%) even though this
finding could in fact happen by chance, as often as one out
of five times. Alpha inflation is often mentioned in multiple
comparisons with suggestions of correction (e.g., Bonfer-
roni correction; Dunn 1961), but alpha inflations in other
cases have not been recognized enough. Researchers could
draw a doubtful conclusion if they are not aware of alpha
inflation in the test; or, if they are aware of alpha inflation in
the test, they would not be able to draw a conclusion because
they cannot be certain about the true effect.

Fortunately, many alternative methods are developed in
case of violation of statistical assumptions. For example,
a non-parametric test equivalent to the independent is the
Mann–Whitney U test in which medians are used instead
of means. Such robust methods show higher statistical
power than standard methods when statistical assumptions,
such as a normal distribution, are violated (Erceg-Hurn &
Mirosevich, 2008).

Means are not the only interests of group comparison.
One may be interested in comparing variances, rather than
means, of a single variable between two groups. It may be

important to be sure that a new drug shows an effect in the
same way among adults and children. In such a case, one can
use Levene’s test (Levene, 1960). If the goal is to compare a
relationship of two variables (correlation) between groups,
one can use Fisher’s z-transformation (Fisher, 1915). There
are many methods to test group differences and their robust
versions are also developed (mainly for normality viola-
tion). Bootstrapping is also an option to empirically find the
confidence intervals for test statistics.

However, all of these methods still assume a correct
model specification on the origin of group difference. In
other words, we should be able to correctly specify where
a group difference may come from and use an appropri-
ate method for it. If we do not have a priori information
about where differences may exist, we do not have a way to
examine if there is any difference between groups.

One may be interested in detecting any group differ-
ence but may not know (or may not be interested in) from
where the differences come.With an advance of information
technology, new types of data are now available. Examples
include Internet user behavior (e.g., page view history and
language usage in social media), consumer behavior (e.g.,
credit card transaction records), and mobile data (e.g., phone
call logs and GPS information). These massive data contain
unique information about people’s behavior. It is not hard to
imagine that it is difficult to specify a model using such new
types of data. On the other hand, the goal may be to avoid
alpha inflation (inflated false-positive errors) for any rea-
son. In clinical trials, we may not know how a new chemical
compound could affect a subject and it may be crucial not
to draw a presumptive conclusion of positive effects based
on uncertain models.

As discussed, many statistical methods are available
for misspecification of distribution such as non-normality
(Hollander et al., 2013; Wilcox, 2012), however misspec-
ification of model (from where differences come) has not
been studied enough. In this article, we will suggest a new
approach of group comparison without model specification.

A new approach of group comparison using classifiers

For data with an unknown model structure, classification
algorithms in machine learning are an alternative to model-
based tests. Classification algorithms do not require model
specification and are widely used in other areas where
a model or a distribution is rarely defined, such as pat-
tern recognition (Jain et al., 2000; Mohammed et al., 2011;
Rosten et al., 2010), bioinformatics (Che et al., 2011; Inza
et al., 2010; Saeys et al. 2012; Upstill-Goddard et al., 2013),
and language processing (Indurkhya & Damerau, 2012;
Ganapathiraju et al., 2004; Sha & Saul, 2006). A main task
of classification algorithm is to categorize data into groups
based on their features. Clustering categorizes unlabeled
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members into a small set of groups that show similar char-
acteristics among group members. While clustering is an
unsupervised approach when true group membership is not
known, a classifier is an supervised approach when group
memberships are at least partially known, and the known
membership information can be used to decide unknown
members (i.e., classifying new members into pre-existing
groups).

A supervised classification assigns a group member-
ship to unlabeled data based upon known features after it
learns group memberships and corresponding patterns in
data. A classifier predicts group membership better than
chance only when there is a distinctive (therefore detectable)
difference between groups. In other words, if there is no
detectable difference between groups, a classifier cannot
predict group membership correctly, and its prediction accu-
racy will be no better than guessing. If it guesses randomly,
it demonstrates approximately 50% accuracy in the case
of two groups. If it assigns group membership signifi-
cantly more accurately than chance, this indicates that there
are differences between groups and the classifier has suc-
cessfully learned the differences in observed features to
decide group membership. The probability of classification
accuracy follows a binomial distribution for two classes.

Classifiers usually do not have assumptions about model
specification including data distribution, and can be useful
if research mainly aims to know whether or not any differ-
ence exists between groups when we do not have sufficient
knowledge to specify a model.

Support vector machine

Among various classification algorithms (see Kotsiantis
2007), support vector machine (SVM; Cortes & Vapnik
1995; Vapnik 1998) is one of the most widely used machine
learning methods because of its simplicity of use and flex-
ibility with different tasks (Bennett & Campbell, 2000),
and has shown excellent performance in many applications
(Wang & Pardalos, 2015), such as computer vision (Drucker
et al., 1999; Han & Davis, 2012; Mohammed et al., 2011;
Osuna et al., 1997; Rosten et al., 2010), bioinformatics
(Brown et al., 2000; Che et al., 2011; Inza et al., 2010; Saeys
et al. 2012; Upstill-Goddard et al., 2013), and fMRI analy-
sis (Poldrack et al., 2009; Serences et al., 2009; Wang et al.,
2007), geosciences (Li et al., 2012; Mountrakis et al., 2011;
Pradhan, 2013), and finance and business (Huang, 2012;
Yang et al., 2011).

An SVM finds a linear decision surface (hyperplane) that
can separate two classes with the largest distance (margin)
between borderline observations (support vectors). If such
a linear decision surface is not found in the original space
(input space), the data is mapped into a higher dimensional
space (feature space) where the separating decision surface

exists. The feature space is constructed by mathematical
projection (kernel trick). The details of SVM would be
beyond the scope of this paper, and there are many resources
that cover the SVM in depth (Vapnik, 2000; Cristianini &
Shawe-Taylor, 2000), and Noble (2006) provides a short
introduction to SVMwithout using technical terms. In brief,
SVM finds the best multi-dimensional separation based on
any available variables through training and the separation is
used to predict a group membership of an unknownmember.

Although SVM is used in the current study, the under-
lying idea is the same for other classification methods.
We could apply this framework using regularized logistic
regression, linear discriminant analysis (LDA), regression
trees (CART; Breiman et al. 1984), or neural networks
(Garson, 1998).

Performance of classifier

If a classifier predicts group membership more accurately
than chance, it is reasonable to conclude that there are group
differences that the classifier is able to detect. The simplest
way to assess the prediction accuracy of classification is to
split data into two sets (a training set and a test set) and
to test classifier performance with the test set after training
a classifier with the training set (i.e., learning patterns in
the training data). Although this is straightforward and sim-
ple, a classification performance is likely to suffer due to
the smaller sample size of training after splitting data into
two.

Amore commonmethod to assess classification accuracy
is k-fold cross-validation (CV; Kohavi et al. 1995). It splits
data into k partitions; a classifier tests its performance with
the data in one of the partitions after trained with the data
in k-1 partitions and it repeats the test and training process
for every partition. CV shows higher power with larger k
because it uses a larger training set, which allows the clas-
sifier to learn the data pattern better, while always keeping
the total test set size the same. If the number of partitions k
is the same as the total sample size N (i.e., k = N , testing
with one element after training with everything else), it is
called leave one out (LOO); this method is often maximiz-
ing the power of the classifier to detect an effect if any is
present (Kohavi et al. 1995).

A two-class classification accuracy follows a binomial
distribution. However, it has been found that CV shows
inflated alpha error (Dietterich, 1998; Salzberg, 1997) due to
dependency in repeated testing and training (von Oertzen &
Kim, under review). An alternative validation method, Inde-
pendent Validation (IV) has been suggested by von Oertzen
and Kim (under review) to measure classifier performance.
IV uses an element for training only after using it for a test
to remove dependency in testing and training. Although it
shows less power than LOO because it has a smaller training



Behav Res (2018) 50:416–426 419

size, the IV shows no alpha inflation. This study adopts IV to
measure classification accuracy and to obtain test statistics.

In this article, we will show how a classifier can be used
as a group comparison test and we will show its perfor-
mance in comparison to widely used conventional tests. We
will first examine univariate data and expand our study to
multivariate data.

Univariate data

Method

We ran Monte Carlo simulations with a single variable to
illustrate how SVMs can be applied in group comparison.
Group differences were made in means, variances, distribu-
tion shapes (kurtosis), or combinations of them. Figure 1
shows how two sample distributions appear in the study con-
ditions. We compared statistical power and alpha error rate
of SVM and conventional tests. For the conventional tests to
compare with, we used t test (homogeneity assumed), Lev-
ene’s test (centered at means), and Kolmogorov–Smirnov
test (K-S test; Massey 1951), which were most widely used
for group comparison of means, variances, and distributions,
respectively.

The K-S test is a non-parametric test, which compares
two single-variable distributions. The K-S test can detect
differences not only in distribution shapes (e.g., skewness

and kurtosis) but also in means and variances of two single-
variable samples. We included this method to investigate
the usefulness of classifiers as a universal assumption-free
two-sample comparison test.

Each simulation concluded that a method detected an
effect (i.e., a group difference), if a p value was smaller
than a significance level alpha. The significance level was
set at .05 in this study. Statistical power was computed as
a percentage of significant results (i.e., p ≤ .05) over total
replications when a group difference truly existed (group
difference > 0). An alpha error rate was computed as a per-
centage of significant results over total replications when
there was no group difference in truth (group difference
= 0).

For data generation, group 1 data were simulated as
x ∼ N(0, 1). Group 2 data were simulated by adding a
mean difference, adding a variance difference, combining
two normal distributions with different variances, and com-
binations of these. The sample size for each group was
100, resulting in 200 in total. Each condition was replicated
1000 times. All computation was done in R (version 3.3.1;
Core Team 2016) and an R package ‘e1071’ (version 1.6-7;
Meyer et al. 2015) was used for SVMs.

For the best results of classification, it is a common
practice to tune parameters in machine learning. In this sim-
ulation study, we did not tune parameters as thoroughly
as we were supposed to do in order to save computation
time. We used only a Gaussian kernel, and tuned a γ ∈

Fig. 1 Illustration of two sample data. The dashed line represents a normal curve and the solid line represents study conditions. a Difference in
means. b Difference in variances. c Difference in distribution shapes. d Differences in means, variances, and distribution shapes simultaneously
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{0.001, 0.01, 0.1, 1} of a Gaussian kernel and a soft-margin
cost C ∈ {1, 10, 100, 1000}. The best parameters were
selected among all combinations of γ and C using tenfold
cross-validation. In the real application, researchers should
search best parameters more thoroughly to obtain the best
classification results.

Statistically significant results of SVMwere based on the
accuracy of group membership prediction. If an SVM pre-
dicts group membership of data more accurately than by
chance, it can be interpreted that an SVM detects group dif-
ferences because two groups are somehow different from
each other. As discussed earlier, the classification accu-
racy of SVM was measured by IV (von Oertzen & Kim,
under review) to maximize its power while not introducing
alpha inflation.

The IV procedure takes an initial training set of data,
which is never used for testing, and a test size, with which
a classifier is tested at each validation. Once a classifier is
trained using the initial training set, the classifier is tested
using a test set of the test size, randomly chosen from the
rest of data. The used test set is combined to the training set
for the next validation, and the classifier is trained using the
increased training set and tested using a new test set. There-
fore, each validation is completely independent in the IV
procedure.

In the current study, an initial training size was 20 (ten
from each group), and a test size for each validation was
two (an instance from each group). An SVM was trained
with the 20 training instances and tested with the two test
instances in the first validation. The two test instances were
then combined to the training set, increasing the training set
by two each time. The validation process ended once the
rest of data were tested. As a result, the SVM was tested

for the total number of instances subtracted by the initial
training set size. For example, the total test set size is 180
for Ntotal = 200. A p value of the method was computed
from the number of correct prediction under a binomial
distribution.

Results

The study results for alpha error and statistical power of
each method and the simulated data characteristics of group
2 are summarized in Table 1. When there was no difference
between groups (condition 1), all methods kept alpha errors
(type I error; false-positive rate) roughly at the desirable
level 5%. As shown in Table 1, the alpha error of SVM was
seemingly much lower than .05. This is because a binomial
distribution is not continuous when a sample size is small.
For N = 200, the smallest number for p ≤ .05 is 112 at
.038, which is the exact result in this study. The next small-
est is 111 at .051, which exceeds the significance level .05;
therefore the cut-off was set at 112. Alpha errors of SVM
will be closer to .05 with a larger sample size.

The study condition to create group differences in means,
variances, and distributional shapes were specifically cho-
sen so that the corresponding conventional tests (t test,
Levene’s test, and K-S test) achieve approximately 30%
of statistical power for M only, SD only, shape only con-
ditions, respectively. As expected, the t test and Levene’s
test showed the highest powers when a difference existed
only in means or variances, respectively (conditions 2, 3).
Unexpectedly, the SVMs achieved a higher power than
the K-S test when a difference existed only in distribution
shapes (kurtosis), even though the K-S test is best known to
compare two distribution shapes (condition 4).

Table 1 Statistical power of t test, Levene’s test, K-S test, and SVM to detect group differences

Condition Method Data characteristics of group 2

(Difference in) t-test Levene K-S SVM Mean SD Kurtosis Skewness

1 None 0.06 0.06 0.04 0.04 0.00 1.00 0.00 0.00

2 M 0.31 0.07 0.19 0.13 0.21 1.00 0.00 0.00

3 SD 0.05 0.29 0.05 0.09 0.00 1.17 0.00 0.00

4 Shape 0.05 0.21 0.32 0.60 0.00 1.00 2.42 0.00

5 M, SD 0.27 0.30 0.22 0.15 0.21 1.17 0.00 0.00

6 SD, Shape 0.05 0.02 0.16 0.45 0.00 1.17 2.42 0.00

7 M, Shape 0.31 0.21 0.52 0.67 0.21 1.00 2.36 0.29

8 All 0.28 0.03 0.38 0.55 0.21 1.17 2.37 0.25

Note 1. Group differences were made in a way to achieve approximately 30% power in M only, SD only, and shape only conditions for t test,
Levene’s test, and K-S test, respectively
Note 2. Group 1 ∼ N(0, 1), resulting in M = 0, SD = 1, kurtosis = 0, skewness = 0. Ntotal = 200 with an equal group size
Note 3. Condition 1 shows alpha errors at the significance level .05
Note 4. Group 2 data characteristics were computed from N = 1,000,000
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The study condition to create group differences in means,
variances, and distributional shapes were specifically cho-
sen so that the corresponding conventional tests (t test,
Levene’s test, and K-S test) achieve approximately 30% of
statistical power for M only, SD only, shape only condi-
tions, respectively. As expected, the t test and Levene’s test
showed the highest powers when a difference existed only in
means or variances, respectively (conditions 2 and 3). Unex-
pectedly, the SVMs achieved a higher power than the K-S
test when a difference existed only in distribution shapes
(kurtosis), even though the K-S test is best known to com-
pare two distribution shapes (condition 4). The t test showed
consistent behavior in all conditions. It was able to detect
when group differences happened in means regardless of
variances and distribution shapes.

On the other hand, the Levene’s test produced peculiar
results when differences occurred in distribution shapes.
The Levene’s test, which is known to compare two sample
variances, detected differences in distribution shapes too,
even though their variances were equal (conditions 4, 7).
This implies that a Levene’s test as a homogeneity test fails
if distribution shapes are not equal between groups. More-
over, the Levene’s test detected group differences well in
SD only and shape only (conditions 3, 4), but it showed
extremely low performance when differences are made in
both (conditions 6, 8; in fact, lower than the significance
level). Despite that, the Levene’s test was the best method
if a difference happens only in variances, given that the
K-S test and SVMs were unsuccessful at detecting group
differences in SD only (condition 3).

The K-S test was able to detect any difference in two
sample distributions. Note that the statistical power of K-S
test in SD only condition was .05, which happened to be at
the significance level and therefore it seemed that the K-S
test did not detect the group difference in variances (Condi-
tion 3). However, that was an issue of statistical power: in
Table 1, the K-S test showed only .05 due to its low power

to detect a difference in SD. In fact, Table 2 (in the next part
of the study) shows that the statistical power of K-S test was
.13 with a larger difference in SD. Compared to the K-S test,
the SVM performance ranged from 60 to 270% to the sta-
tistical power of the K-S test. Although the SVMs showed
a lower power than the K-S test in M only and M & SD
(conditions 1, 5), the SVMs outperformed the K-S test in
all other five conditions. Overall, the SVMs detected differ-
ences in distribution shapes best, and it performed very well
when group differences originated from multiple sources.

As mentioned, the values of each condition to gener-
ate data were chosen so that the conventional tests could
achieve approximately 30% in power. However, the distri-
bution shape difference may have overwhelmed the other
sources in this study. Therefore, we studied more conditions
in which the SVMs showed about 30% power in M only,
SD only, and shape only conditions. This change resulted in
larger group differences in mean and variance and smaller
group differences in distribution shape in simulated data.
These additional results are summarized in Table 2.

As expected, the t test performed well when differences
occurred in means. As before, the Levene’s test detected
differences in variances well only when no difference was
made in distribution shapes (conditions 10, 12). Again, the
SVMs detected a difference in distribution shapes better
than the K-S test did (condition 11). With a larger mean dif-
ference than in the previous set of conditions, the K-S test
outperformed the SVMs when there were mean differences;
the SVMs outperformed the K-S test in other conditions.
The statistical power ranged from 5.9 to 67.0% for the K-
S test and 14.7 to 55.3% for the SVMs. Except the SD &
shape condition (condition 13), where all the methods suf-
fered, the SVMs performed better when group differences
came from multiple sources than from a single source.

When group differences occurred in variances and dis-
tribution shapes together, the t test, of course, did not
perform well because it is not applicable for other than mean

Table 2 Statistical power of t test, Levene’s test, K-S test, and SVM to detect group differences

Condition Method Data characteristics of group 2

(Difference in) t-test Levene K-S SVM Mean SD Kurtosis Skewness

9 M 0.69 0.04 0.49 0.30 0.35 1.00 0.00 0.00

10 SD 0.06 0.77 0.13 0.30 0.00 1.35 0.00 0.00

11 Shape 0.04 0.12 0.15 0.30 0.00 1.00 2.00 0.00

12 M, SD 0.53 0.78 0.55 0.48 0.35 1.35 0.00 0.00

13 SD, Shape 0.05 0.29 0.06 0.15 0.00 1.35 2.00 0.00

14 M, Shape 0.71 0.11 0.67 0.55 0.35 1.00 1.90 0.38

15 All 0.54 0.27 0.41 0.33 0.35 1.35 1.95 0.29

Note. Group differences are made in a way to achieve approximately 30% power in M only, SD only, and shape only conditions for SVMs
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differences. Aside from the t test, all the methods that were
supposed to detect group differences did not do so very well
(condition 13). It appeared that the increased variance and
increased kurtosis caused a counter-effect, rather than caus-
ing a higher magnitude of difference. To confirm this, we
ran an additional simulation, where variance of group 2 was
smaller than group 1, while kurtosis of group 2 was greater
than group 1 as before. The t test, Levene’s test, K-S test,
and SVMs showed statistical power of .05, 1.00, .69, .89,
respectively. The data characteristics of group 2 were M =
0.00, SD = 0.65, kurtosis = 2.00, skewness = 0.00.

Multivariate data

Classifiers also can be conveniently applied in multivariate
data without model specification. Using the similar frame-
work as before, this section further investigated classifiers’
performance in a bivariate case and four-variable case. This
study aims to shed light on performance of classifiers as a
group comparison test in high-dimensional data.

Method

We examined multivariate data of two features and four fea-
tures. In the two-variable case, group 1 data were simulated

as x ∼ Nk(μ, σ), where k = 2, μ =
(
0
0

)
, σ =

(
1 0
0 1

)
.

Group differences were made in covariance, means, and
variances. The group differences in mean and/or variance
were simultaneously made in both variables of group 2. For
example, mean scores of both variables were higher in group
2 than in group 1 by 0.30 each. The magnitude of differ-
ence between groups was chosen so that the SVMs achieve
approximately 20% power. For comparison, Fisher’s z-
transformation (Fisher, 1915) was used to test if a correlation
of two variables in group 1 was different from group 2.

We also examined four-variable data. While the differ-
ences were made in four variables rather than two, the mag-
nitude of difference between groups was exactly the same as
in the two-variable case. For comparison, MANOVA (mul-
tivariate analysis of variance) was used to test if mean dif-
ferences among four variables were statistically significant
between two groups.

As in the previous univariate case, the sample size of each
group was 100, resulting in Ntotal = 200. As before, the
SVMs was tuned only roughly and the IV computed p val-
ues for classification results. Each condition was replicated
1000 times to compute statistical power to detect group dif-
ference. An additional R package ‘MASS’ (version 7.3-45;
Venables & Ripley, 2002) was used to simulate data from a
multivariate normal distribution.

Results

The results are summarized in Table 3. In the two-variable
case, the Fisher’s z-transformation showed high power to
detect group difference in correlations when the group dif-
ference originated from which the test is designed to detect
(conditions 17, 20). Not surprisingly, it did not detect any
group difference when differences did not involve covari-
ances (condition 17, 18, 20). The performance of Fisher’s
z-transformation considerably decreased when group differ-
ences also existed in variances of data (conditions 21, 23).
Consistent to the previous univariate case, the SVMs were
able to detect group differences from any sources, yet with
relatively low power. Again, the SVMs showed higher sta-
tistical power when group differences came from multiple
sources than from a single source.

In the four-variable case, the statistical power of SVMs
to detect group differences was substantially increased from
the ones of bivariate data in all conditions. The extent of
improvement widely varied across conditions. Notably, it
showed surprisingly strong performance when differences
were made in covariances among variables (conditions 19,
21, 22).

As expected, the MANOVA performed better in M only
(condition 17) and the SVMs did so in Var only (condi-
tion 18) and Cov only (condition 19). However, beyond our
expectation, the SVMs showed higher statistical power than
the MANOVA whenever differences came from more than
a single origin, including the conditions where mean differ-
ences existed (conditions 20, 22, 23). Note that the Fisher’s
z, which is a test for correlation, outperformed the SVMs
whenever there was a difference in covariance between
two variables. MANOVA, a test for mean differences, did

Table 3 Statistical power of SVMs in multivariate data

Condition 2-variable 4-variable

(Difference in) Fisher z SVM MANOVA SVM

16 None 0.04 0.03 0.06 0.04

17 M 0.05 0.21 0.73 0.36

18 Var 0.04 0.21 0.05 0.37

19 Cov 0.94 0.20 0.07 0.74

20 M, Var 0.06 0.41 0.61 0.65

21 Var, Cov 0.62 0.27 0.05 0.53

22 M, Cov 0.95 0.35 0.49 0.80

23 All 0.59 0.38 0.43 0.68

Note 1. Group differences are made simultaneously in all variables of
group 2
Note 2. The magnitude of group difference of each condition is the
same in two-variable and four-variable cases
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so with four variables only when group differences were
made in means but nothing else. In sum, the SVMs outper-
formed the MANOVA for all conditions except for M only
(condition 17).

Discussion

In this study, a classifier was adopted as a group compar-
ison test without model specification, producing a p value
of how likely differences would exist between groups using
Independent Validation (IV). SVMs were able to detect
group differences regardless of their origins. The SVMs
detected group differences even better than the K-S test
did when a difference originated from distribution shapes.
Among the methods examined in this study, the SVMs
showed the most consistent performance across conditions.
Moreover, SVMs’ power improved when group differences
came frommultiple sources or when data contained multiple
variables.

Although this study showed potentials of classifiers as a
universal group comparison test, the study conditions were
limited to simple cases. In real application, data are likely
to consist of multiple variables and it is likely that group
differences reside in multiple unknown sources including
intertwined relationships from both observed and unob-
served variables. Another limitation is that group sizes are
rarely equal in real data and classification performance can
be greatly affected when data are highly unbalanced.

An additional limitation important to note is that the pro-
posed method is restricted to a single variable and it is not
readily applicable to two or more independent variables and
their interaction. However, classifiers can be applied to mul-
tiple classes (groups) and we could, in the future, extend this
method to multiple variables. This is worthwhile research to
pursue when moving forward.

As mentioned earlier, unbalanced data could affect clas-
sification results greatly. In addition, the simple classifica-
tion accuracy would not be sufficient when group sizes are
unequal; that is, we need to consider both precision and
recall. In future research, it will be necessary to develop
methods to evaluate results from unbalanced data.

In spite of these limitations, this study demonstrates a
new application of classifiers. As an alternative or comple-
ment to the conventional statistical methods, classifiers can
serve as a tool to detect any differences between groups. To
that end, we have adopted IV in order to evaluate classifica-
tion results and provide researchers with p values as in the
conventional statistical tests.

Interestingly, the SVMs performed better finding differ-
ences in kurtosis than the K-S test, which is known as a
tool to compare distribution shapes. By preprocessing data,
classifiers may be further developed to serve as a test to

compare distribution shapes. Notably, the SVMs performed
well when data departed from a normal distribution. Given
that real data are hardly ever normally distributed in real
data (Micceri, 1989), practical usefulness of classifiers is
even more promising.

In this study, we clearly identified the origins of group
differences. However, it is impossible to do so in a real-
world setting. We never know from which group differences
may come. It could be means, variances, and any higher
order moments like kurtosis, or something we are not even
aware of. Additionally, it is highly likely that group dif-
ferences come from multiple sources simultaneously and
the effects intertwine. It becomes practically impossible
for researchers to specify all possible combinations. In
such cases, classifiers can be a convenient tool to compare
groups without model specification. As shown in the current
study, if differences happen only in the way specified by
researchers, conventional methods support their goal very
well as designed. When that is not the case, classifiers can
offer advantages over conventional tests.

Such model specification includes relationships between
two groups. This study used two independent groups
(between-subject design), but classifiers can apply to related
groups too (within-subject design). The application of
machine learning is very flexible because it does not make
assumptions about the nature of data (e.g., independence
between classes).

A linear relationship with a normal distribution is often
assumed in data analysis. That assumption is especially
prevalent in practice in the social and behavioral sciences.
However, it might not be a reasonable assumption for new
types of data that are brought by technological advance-
ment. With machine-generated data (e.g., GPS locations and
phone call logs), we may have difficulties in specifying
models. For example, one may want to investigate relation-
ships in GPS location data and compare those of a minority
to a majority population. One may also want to investi-
gate relationships of phone call length and text message
frequency of both women and men, and compare those cor-
responding relationships to each other. With website visit
history, researchers may want to investigate relationships
of how often and how long users visit Internet websites
and compare those from mobile phones to personal com-
puters. Model specification, from a choice of probability to
specification of relationships, would be a barrier to answer
research questions using these non-traditional data.

SVMs, or most classifiers in machine learning, can be
used as a model-free group comparison test. The extent of
statistical modeling varies across statistical methods. Some
methods require a higher extent of model specification,
while some other methods less rely on researchers’ model
specification. For example, nonparametric approaches or
resampling methods are greatly flexible in regard to some
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statistical assumptions, such as data distribution. However,
they still need researchers’ model specification: where a
group difference comes from.

In essence, traditional statistical methods intend to help
researchers obtain information from data. Researchers spec-
ify a model based on a priori knowledge, therefore a model
would not work as supposed if researchers’ knowledge is
insufficient or incorrect. In contrast, machine learning aims
to extract information from data in hand without human
intervention. Models are built based on given data and the
modeling process relies minimally on researchers.

Although a classifier has the advantage of finding group
differences from any sources without model specification, a
disadvantage comes from that very advantage. Researchers
do not know from where the group differences come when
differences are detected. Further research is needed to estab-
lish a useful process once group differences are found. This
includes narrowing down sources of differences by combin-
ing with different methods and establishing steps on how to
interpret results and draw a meaningful conclusion.

We do not expect or intend to replace conventional meth-
ods with this new approach, however. We suggest that the
proposed method can answer different questions, which
more traditional methods may not. The classifiers can be
used if a research question is to find any types of difference
between groups; conventional methods are more useful if
a research question is to find a specific difference between
groups. Just like deciding a priority between false-positive
errors and false- negative errors depending on questions to
answer (e.g., for cancer diagnosis, false-positive errors are
more acceptable than the other), a choice between this new
method and the conventional methods depends on research
questions.

It can be crucial to find any types of group differences
particularly in clinical applications or program evaluations.
For example, in medical experiments, researchers may want
to have an additional assurance that control and treatment
groups are the same in multiple aspects after randomiza-
tion. Or, when random assignment is not possible (e.g.,
using pre-existing data or using demographic information
as an independent variable), one may want to examine if
two groups are likely the same except for an independent
variable and dependent variables (i.e., to check results of
matching).

Most importantly, we do not believe only one should
be used over the other. They can be used together in a
complementary way. For example, a combination of a tra-
ditional method and the proposed method can examine if
an independent variable (manipulation) causes differences
other than it is supposed to do. For instance, after a t test
determines a mean difference between control and treatment
groups, classifiers can examine if the manipulation have
caused any unanticipated differences other than means, by

subtracting the means from each group. An investigation of
effective combinations of the methods remains for future
research tasks.

Classifiers have shown their usefulness with big data
(Borders et al., 2005). With technological advances, social
science has started to adopt new methods to collect data,
such as social networks, GPS, ERP (Stahl et al. 2012), and
fMRI (Lemm et al., 2011). Technology allows researchers
to ask new research questions with newly available infor-
mation. It also allows researchers to conveniently collect
thousands of data points, which was hardly imagined few
decades ago. The new data types will provide us with enor-
mous amounts of information, but little is known about
the nature of the data (such as distributions or models),
and it might be useless or impossible to determine given
our rapidly changing information technology. Classification
can be a powerful and convenient statistical test for these
new data types. In the current study, we investigated SVMs
as one example of a classification method. There are also
many other model-free classification methods, such as k-
nearest neighbor, or decision trees (see Kotsiantis, 2007).
Classification methods can work as a universal, robust test
that is an alternative or complement to traditional statistical
methods.

It should not be the standard practice in science to rely
on doubtful assumptions without examination or to simply
ignore the assumptions underlying statistical methods. On
the other hand, it is not desirable to limit research ques-
tions due to lack of current knowledge about the nature of
data. Alternative statistical tests will allow us to explore new
research questions with newly available data types.
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