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Abstract Recent reform efforts in psychological science
have led to a plethora of choices for scientists to analyze
their data. A scientist making an inference about their data
must now decide whether to report a p value, summarize
the data with a standardized effect size and its confidence
interval, report a Bayes Factor, or use other model compar-
ison methods. To make good choices among these options,
it is necessary for researchers to understand the character-
istics of the various statistics used by the different analysis
frameworks. Toward that end, this paper makes two con-
tributions. First, it shows that for the case of a two-sample
t test with known sample sizes, many different summary
statistics are mathematically equivalent in the sense that
they are based on the very same information in the data set.
When the sample sizes are known, the p value provides as
much information about a data set as the confidence interval
of Cohen’s d or a JZS Bayes factor. Second, this equiva-
lence means that different analysis methods differ only in
their interpretation of the empirical data. At first glance,
it might seem that mathematical equivalence of the statis-
tics suggests that it does not matter much which statistic
is reported, but the opposite is true because the appropri-
ateness of a reported statistic is relative to the inference it
promotes. Accordingly, scientists should choose an analy-
sis method appropriate for their scientific investigation. A
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direct comparison of the different inferential frameworks
provides some guidance for scientists to make good choices
and improve scientific practice.
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Introduction

It is an exciting and confusing time in psychological
research. Several studies have revealed that there is much
greater flexibility in statistical analyses than previously rec-
ognized (e.g., Simmons et al. 2011) and that such flexibility
is commonly used (John et al., 2012; LeBel et al., 2013;
O’Boyle Jr. et al., 2014) and potentially undermines theoret-
ical conclusions reported in scientific articles (e.g., Francis
2012). The implication for many researchers is that the
field needs to re-evaluate how scientists draw conclusions
from scientific data. Much of the focus for reform has been
directed at the perceived problems with null hypothesis sig-
nificance testing, and a common suggestion is that the field
should move away from a focus on p values and instead
report more meaningful or reliable statistics.

These reforms are not small changes in reporting details.
The editors of Basic and Applied Social Psychology dis-
couraged and then banned the use of traditional hypothesis
testing procedures (Trafimow & Marks, 2015) and instead
require authors to discuss descriptive statistics. The jour-
nal Psychological Science encourages authors to eschew
hypothesis testing and instead focus on estimation and stan-
dardized effect sizes to promote meta-analysis (Cumming,
2014; Eich, 2014). Many journals encourage researchers to
design experiments with high power and thereby promote
successful replications for real effects (e.g., the “statistical
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guidelines” for the publications of the Psychonomic Soci-
ety). As described in more detail below, Davis-Stober and
Dana (2013) recommend designing experiments that ensure
a fitted model can outperform a random model. Other sci-
entists suggest that data analysis should promote model
comparison with methods such as the difference in the
Akaike Information Criterion (�AIC) or the Bayesian
Information Criterion (�BIC), which consider whether
a model’s complexity is justified by its improved fit to
the observed data (Glover & Dixon 2004; Masson 2011;
Wagenmakers 2007). Still other researchers encourage sci-
entists to switch to Bayesian analysis methods, and they
have provided computer code to promote such analyses
(Dienes, 2014; Kruschke, 2010; Lee &Wagenmakers, 2013;
Rouder et al., 2009).

With so many different ideas for improving statistical
analyses, some scientists might be confused as to what they
should report to convey the information in their dataset that
is related to their theoretical ideas. Does a p value, Cohen’s
d, confidence interval of Cohen’s d, �AIC, �BIC, or
Bayes factor give the most accurate description of the data
set’s information? To the casual reader, it might seem that
proponents of a particular method claim their preferred
summary statistic is the only one that makes sense and
that all other statistics are inferior, worthless, or misrepre-
sent properties of the data. The reality is rather different.
Despite their legitimate differences, many of the proposed
statistical methods are closely related and derive their prop-
erties from the very same information in a set of data.
For the conditions that correspond to an independent two-
sample t test with equal population variances (and the
equivalent two-sample ANOVA, where F = t2), many of
the various statistics are mathematically equivalent repre-
sentations of the information from the data set, and their
corresponding analysis methods differ only in how they
interpret that information. The 16 statistics in Table 1 all
contain equivalent information about a data set; and for
known sample sizes, it is possible to mathematically trans-
form any given statistic to all of the others. A Web app
that performs these transformations is available at http://
psych.purdue.edu/gfrancis/EquivalentStatistics/ and (much
faster) R code (R Development Core Team, 2013) is at
the Open Science Framework https://osf.io/vrenb/?view
only=48801b00b4e54cd595947f9215092c8d.

Readers intimately familiar with the statistics in Table 1
may not be surprised by their mathematical equivalence
because many statistical analyses correspond to distinguish-
ing signal from noise. For less-experienced readers, it is
important to caution that mathematical equivalence does
not imply that the various statistics are “all the same.”
Rather, the equivalence of these statistics with regard to
the information in the data set highlights the importance
of the interpretation of that information. The inferences

derived from the various statistics are sometimes radically
different.

To frame much of the rest of the paper, it is valuable to
notice that some of the statistics in Table 1 are generally
considered to be inferential rather than descriptive statis-
tics, which reflects their common usage. Nevertheless, these
inferential statistics can also be considered as descriptive
statistics about the information in the data set. Although
the various statistics are used to draw quite different infer-
ences about that information, they all offer an equivalent
representation of the data set’s information.

The next section explains the relationships between the
statistics in Table 1 in the context of a two-sample t test. The
subsequent section then describes relationships between the
inferences that are drawn from some of these statistics.
These inferences are often strikingly different even though
they depend on the very same information from the data
set. The manuscript then more fully describes the inferential
differences to emphasize how they match different research
goals. A final section considers situations where none of
the statistics in Table 1 are appropriate because they do not
contain enough information about the data set to meet a
scientific goal of data analysis.

Popular summary statistics are equivalent

Statisticians use the term “sufficient statistic” to refer to a
summary of a data set that contains all the information about
a parameter of interest (many statistics textbooks provide
a more detailed discussion about the definition, use, and
properties of sufficient statistics; a classic choice is Mood
et al. (1974)). To take a common example, for an indepen-
dent two-sample t test with known sample sizes, a sufficient
statistic for the population standardized effect size

δ = μ2 − μ1

σ
, (1)

is the estimated standardized effect size, Cohen’s d:

d = X2 − X1

s
, (2)

which uses the estimated mean and pooled standard devia-
tion from the samples. The statistic is “sufficient” because
you would learn no more about the population standard-
ized effect size if you had the full data set rather than just
the value d (and the sample sizes). It is worth noting that
the sign of d is somewhat arbitrary and that interpreting the
effect size requires knowing whether the mean from group 1
was subtracted from the mean of group 2 (as above), or the
other way around. Interpreting a sufficient statistic requires
knowing how it was calculated. In particular, inferential
statistics cannot be interpreted without knowledge beyond
the information in the data set. The necessary additional
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knowledge depends on the particular inference being made,
which can dramatically alter the conclusions regarding the
information in the data set.

A statistic does not have to be a good estimate of a param-
eter to be sufficient. Hedges (1981) noted that Cohen’s
d is biased to overestimate the population effect size
when sample sizes are small. He identified an alternative
effect size estimate that uses a correction factor to unbias
Cohen’s d:

g =
(
1 − 3

4(n1 + n2 − 2) − 1

)
d. (3)

More generally, any transformation of a sufficient statis-
tic that is invertible (e.g., one can transform one statistic
to the other and then back) is a sufficient statistic. This
means that the familiar t value is also a sufficient statis-
tic for the population standardized effect size because, for
given sample sizes n1 and n2

t = d

√
n1n2

n1 + n2
(4)

and vice-versa, for a known t-value

d = t

√
n1 + n2

n1n2
. (5)

Thus, if a researcher reports a t value (and the sample
sizes), then it only takes algebra to compute d or g, so a
reader has as much information about δ as can be provided
by the data set. It should be obvious that there are an infi-
nite number of sufficient statistics (examples include d1/3,
−(t + 3)5, and 2g + 7.3), and that most of them are unin-
teresting. A sufficient statistic becomes interesting when it
describes the information in a data set in a meaningful way
or enables a statistical inference that extrapolates from the
given data set to a larger situation. Table 1 lists 16 popular
statistics that are commonly used for describing information
in a data set or for drawing an inference for the conditions
of a two-sample t test. As shown below, if the sample sizes
are known, then these statistics contain equivalent informa-
tion about the data set. The requirement of known sample
sizes is constant throughout this discussion.

p value

Although sometimes derided as fickle, misleading, misunder-
stood, and meaningless (Berger and Berry, 1988a;
Colquhoun, 2014; Cumming, 2014; Gelman, 2013; Good-
man, 2008; Greenland & Poole, 2013; Halsey et al., 2015;
Wagenmakers, 2007), the p value itself, as traditionally
computed from the tail areas under the sampling distribution
for fixed sample sizes, contains as much information about a
data set as Cohen’s d. This equivalence is because, for given
n1 and n2, p values have a one-to-one relation with t val-
ues (except for the arbitrary sign that, as noted previously,

can only be interpreted with additional knowledge about the
t value’s calculation), which have a one-to-one relationship
with Cohen’s d.

Confidence interval of a standardized effect size

To explicitly represent measurement precision, many jour-
nals now emphasize publishing confidence intervals of the
standardized effect size along with (or instead of) p val-
ues. There is some debate whether confidence intervals are
actually a good representation of measurement precision
(Morey et al., 2016), but whatever information they contain
is already present in the associated p value and in the point
estimate of d. This redundancy is because the confidence
interval of Cohen’s d is a function of the d value itself (and
the sample sizes). The computation is a bit complicated, as
it involves using numerical methods to identify the upper
and lower limits of a range such that the given d value pro-
duces the desired proportion in the lower or upper tail of a
non-central t distribution (Kelley, 2007). Although tedious
(but easily done with a computer), the computation is one-
to-one for both the lower and upper limit of the computed
confidence interval. Thus, one gains no new information
about the data set or measurement precision by report-
ing a confidence interval of Cohen’s d if one has already
reported t , d, or p. In fact, either limit of the confidence
interval of Cohen’s d is also equivalent to the other statis-
tics. The same properties also hold for a confidence interval
of Hedges’ g.

Post hoc power

Post hoc power estimates the probability that a replication
of an experiment, with the same design and sample sizes,
would reject the null hypothesis. The estimate is based on
the effect size observed in the experiment, so if the exper-
iment rejected the null hypothesis, post hoc power will
be bigger than one half. There are reasons to be skeptical
about the quality of the post hoc power estimate (Yuan &
Maxwell, 2005), and a common criticism is that it adds no
knowledge about the data set if the p value is already known
(Hoenig & Heisey, 2001). Although true, the same criticism
applies to all of the statistics in Table 1. Once one value
is known (e.g., the lower limit of the d confidence inter-
val), then all the other values can be computed for the given
sample sizes.

Post hoc power is computed relative to an estimated
effect size. For small sample sizes, one computes different
values depending on whether the estimated effect size is
Cohen’s d or Hedges’ g. However, there is no loss of infor-
mation in these terms, and knowing either post hoc power
value allows for computation of all the other statistics in
Table 1.
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Table 1 For known sample sizes of an independent two-sample t test, each of these terms is a sufficient statistic for the standardized effect size
of the population.

Statistic Description

Cohen’s d or Hedges’ g Estimated standardized effect size

t Test statistic

p p value for a two-tailed t test

d95(lower) or g95(lower) Lower limit of a 95 % confidence interval for d or g

d95(upper) or g95(upper) Upper limit of a 95 % confidence interval for d or g

Post hoc power from d or g Estimated power for experiments with the same sample size

Post hoc v Proportion of times OLS is more accurate than RLS

� Log likelihood ratio for null and alternative models

�AIC, �AICc Difference in AIC for null and alternative models

�BIC Difference in BIC for null and alternative models

JZS BF Bayes factor based on a specified Jeffreys–Zellner–Siow prior

For given sample sizes, it is possible to transform any value to all the others. OLS ordinary least squares; RLS randomized least squares; AIC

Akaike Information Criterion; BIC Bayesian Information Criterion

Post hoc v

Davis-Stober and Dana (2013) proposed a statistic called
v that compares model estimates based on ordinary least
squares (OLS, which includes a standard t test) where
model parameter estimates are optimized for the given data,
against randomized least squares (RLS) where some model
parameter estimates are randomly chosen. For a given
experimental design (number of model parameters, effect
size, and sample sizes), the v statistic gives the proportion
of possible parameter estimates where OLS will outperform
RLS on future data sets. It may seem counterintuitive that
RLS should ever do better than OLS, but when there are
many parameters and little data an OLS model may fit noise
in the data so that random choices of parameters can, on
average, produce superior estimates that will perform better
for future data (also see Dawes (1979)).

The calculation of v is complex, but it is a function of
the number of regression parameters (two, in the case of a
two-sample t test), the sample size (n = n1 + n2), and the
population effect size R2, which is the proportion of vari-
ance explained by the model. For a two-sample t test the
estimate of R2 can be derived from Cohen’s d:

R2 = d2

(n1 + n2)2/(n1n2) + d2
(6)

Similar to power calculations, v is most commonly rec-
ommended as a means of optimizing experimental design.
In particular, it does not make sense to run an experiment
where v < 0.5 because it suggests that, regardless of the
experimental outcome, a scientist would most likely pro-
duce better estimates by guessing. Nevertheless, v can also
be used in a post hoc fashion (Lakens and Evers, 2014)

where the design is analyzed based on the observed stan-
dardized effect size. Such an analysis is based on exactly the
same information in the data set as all the other statistics in
Table 1.

Log likelihood ratio

Sometimes a statistical analysis focuses on identifying
which of two (or more) models best matches the observed
data. In the case of a two-sample t test, an observed score for
subject i in condition s ∈ {1, 2} is Xis , which could be due
to a full (alternative) model that has an effect of condition:

Xis = μs + εi (7)

where μs may differ for the two conditions and εi is random
noise from a Gaussian distribution having a zero mean and
unknown variance σ 2

F . Alternatively, the data might be due
to a reduced (null) model with no effect of condition:

Xis = μ + εi (8)

where the mean, μ, is hypothesized to be the same for both
conditions. The reduced model is a special case of the full
model and has only two parameters (μ and σ 2

R) while the
full model has three parameters (μ1, μ2, σ 2

F ).
The likelihood of observed data is the product of the

probability density values for the observations in the data
set. For the full model in the conditions of an indepen-
dent two-sample t test, the likelihood is the product of the

Behav Res (2017) 49:1524–1538 1527



density function values (using the equations for the normal
distributions for each value in the two conditions):

LF =
n1∏
i=1

[
1

σ̂ 2
F

√
2π

exp

(
(Xi1 − μ̂1)

2

2σ̂ 2
F

)]

×
n2∏
i=1

[
1

σ̂ 2
F

√
2π

exp

(
(Xi2 − μ̂2)

2

2σ̂ 2
F

)]
(9)

where μ̂1 and μ̂2 are estimates of the means and σ̂ 2
F is an

estimated pooled variance. For the reduced model, μ̂1 and
μ̂2 are replaced by μ̂ and σ̂ 2

F is replaced by σ̂ 2
R .

LR =
n1∏
i=1

[
1

σ̂ 2
R

√
2π

exp

(
(Xi1 − μ̂)2

2σ̂ 2
R

)]

×
n2∏
i=1

[
1

σ̂ 2
R

√
2π

exp

(
(Xi2 − μ̂)2

2σ̂ 2
R

)]
(10)

The means are estimated using the typical sample mean
(μ̂ = X, μ̂1 = X1, and μ̂2 = X2), while the variance
terms are estimated to maximize the likelihood values (most
readers are familiar with the maximum likelihood variance
calculations as being the “population” formula for residuals,
which uses two means for σ̂ 2

F and one mean for σ̂ 2
R).

A model with larger likelihood better predicts the
observed data. How much better is often measured with the
log likelihood ratio:

� = ln

(
LF

LR

)
= ln (LF ) − ln (LR) (11)

Because the reduced model is a special case of the full
model, the full model with its best parameters will always
produce a likelihood value at least as large as the value for
the reduced model with its best parameters, so it will always
be that LF ≥ LR and thus that � ≥ 0. Similar to the criteria
used for judging statistical significance from a p value, one
can impose (somewhat arbitrarily) criterion thresholds on �

for interpreting support for the full model compared to the
reduced model.

It might appear that the log likelihood ratio (�) cal-
culation is quite different from a p value, but Murtaugh
(2014) showed that when comparing nested linear models
(the t test being one such case) knowing the total sample
size n = n1 + n2 and either p or � allows calculation
of the other statistic (essentially the same relationship was
noted by Glover and Dixon (2004)). For an independent
two-sample t test, it is similarly possible to compute the t

statistic from �:

t =
√

(n − 2)

[
exp

(
2�

n

)
− 1

]
. (12)

The corresponding conversion from t to � is:

� = n

2
ln

(
t2

n − 2
+ 1

)
. (13)

So the log likelihood ratio contains exactly the same infor-
mation about a data set as the t value and the other statistics
in Table 1.

Model selection using an information criterion

The log likelihood ratio identifies which of the considered
models best predicts the observed data. However, such an
approach risks over-fitting the data by using model com-
plexity to “predict” variation in the data that is actually
due to random noise. Fitting random noise will cause the
model to poorly predict the properties of future data sets
(which will include different random noise). A systematic
approach to dealing with the inherent complexity of the full
model compared to the reduced model is to compensate
for the number of independent parameters in each model.
The Akaike Information Criterion (AIC) (Akaike, 1974)
includes the number of independent parameters in a model,
m, as part of the judgment of which model is best. For a
given model, the AIC value is:

AIC = 2m − 2 ln(L) (14)

where m is the number of parameters in the model and L

refers to the likelihood of the observed data being produced
by the given model with its best parameter values. The mul-
tiple 2 is a scaling factor that relates AIC to properties of
information theory.

For the AIC calculation, the likelihood is subtracted
from the number of parameters, so smaller AIC values
correspond to better model performance. For the situation
corresponding to an independent two-sample t test, m = 3
for the full (alternative) model and m = 2 for the reduced
(null) model, so the difference in AIC for the two models is:

�AIC = AIC(reduced) − AIC(full)

= −2 − 2 ln(LR) + 2 ln(LF ) = −2 + 2� (15)

When deciding whether the full or reduced model is
expected to better correspond to the observed data set, one
simply judges whether �AIC > 0 (choose the full model)
or �AIC < 0 (choose the reduced, null, model). Unlike the
p < 0.05 criterion, the zero criterion for �AIC is not arbi-
trary and indicates which model is expected to better predict
future data (e.g., Dixon (2013) and Yang (2005)) in the
sense of minimizing mean squared error. Notably, the deci-
sion of which model is expected to do a better job predicting
future data does not indicate that the better model does a
good job of predicting future data. It could be that neither
model does well; and even if a model does predict well, a
mixture of models might do even better (e.g., Burnham and
Anderson (2004)).
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In some practical applications with small sample sizes,
model selection based on �AIC tends to prefer more com-
plex models, and Hurvich and Tsai (1989) proposed a
corrected formula:

AICc = AIC + 2m(m + 1)

n − m − 1
(16)

that provides an additional penalty for more parameters with
small sample sizes. As n = n1+n2 increases, the additional
penalty becomes smaller and AICc converges to AIC. For
model selection, one treats AICc in the same way as AIC

by computing the difference in AICc for a reduced and full
model. For the situation corresponding to an independent
two-sample t test, the formula is:

�AICc = �AIC + 12

n − 3
− 24

n − 4
. (17)

When �AICc < 0, the data favor the reduced (null)
model and when �AICc > 0 the data favor the full (alter-
native) model. Burnham and Anderson (2002) provide an
accessible introduction to the use of AIC methods.

The Bayesian Information Criterion (BIC) is another
model selection approach where the penalty for the number
of parameters includes the sample size (Schwarz, 1978). For
a model with m parameters, the formula is:

BIC = m ln(n) − 2 ln(L). (18)

Model selection is, again, based on the difference in BIC

for two models. For the conditions corresponding to a two-
sample t test, the difference between the BIC for the null
and full models is:

�BIC = − ln(n) + 2�. (19)

When �BIC < 0, the data favor the reduced (null) model
and when �BIC > 0, the data favor the full (alterna-
tive) model. Sometimes the strength of support for a model
is compared to (somewhat arbitrary) thresholds for classi-
fication of the evidence such as “barely worth a mention”
(0 < �BIC ≤ 2) or “strong,” (�BIC ≥ 6) among others
(Kass & Raftery, 1995).

Since � can be computed from t and the sample sizes
for an independent two-sample t test, it is trivial to compute
�AIC, �AICc, and �BIC from the same information.
Thus, for the case of an independent two-sample t test, all
of these model selection statistics are based on exactly the
same information in the data set that is used for a standard
hypothesis test and an estimated standardized effect size.

JZS Bayes factor

A Bayes factor is similar to a likelihood ratio, but whereas
the likelihood values for � are calculated relative to the
model parameter values that maximize likelihood, a Bayes

factor computes mean likelihood across possible parame-
ter values as weighted by a prior probability distribution for
those parameter values.

For the conditions of a two-sample t test, Rouder et al.
(2009) proposed a Bayesian analysis that uses a Jeffreys–
Zellner–Siow (JZS) prior for the alternative hypothesis.
They demonstrated that such a prior has nice scaling prop-
erties and that it leads to a Bayes factor value that can be
computed relatively easily (unlike some other priors that
require complex simulations, the JZS Bayes factor can be
computed with numerical integration), and they have pro-
vided a Web site and an R package for the computations.
Rouder et al. suggested that the JZS prior could be a start-
ing point for many scientific investigations and they have
extended it to include a variety of experimental designs
(Rouder et al., 2012).

Rouder et al. (2009) showed that for a two-sample t test,
the JZS Bayes factor for a given prior can be computed from
the sample sizes and t value. The calculation is invertible
so there is a one-to-one relationship between the p value
and the JZS Bayes factor value. Thus, for known sample
sizes, a scientist using a specific JZS prior for a two-sample
t test has as much information about the data set if the p

value is known as if the JZS Bayes factor (and its prior)
is known. Calculating a Bayes factor requires knowing the
properties of the prior, which means knowing the value of
a scaling parameter, r , which defines one component of
the JZS prior distribution. Since interpreting a Bayes factor
requires knowing the prior distribution(s) that contributed to
its calculation, this information should be readily available
for computation from a t value to a BF and vice versa. The
one-to-one relationship between the p value and the JZS
Bayes factor value holds for every value of the JZS prior
scaling parameter, so there are actually an infinite number
of JZS Bayes factor values that are equivalent to the other
statistics in Table 1 in that they all describe the same infor-
mation about the data set. These different JZS Bayes factor
values differ from each other in how they interpret that infor-
mation; in the same way, a given JZS Bayes factor value
provides a different interpretation of the same information
in a data set than a p value or a �AIC value.

There are additional relationships between p values and
Bayes factors in special situations. Marsman and Wagen-
makers (2016) show that one-sided p values have a direct
relationship to posterior probabilities for a Bayesian test of
direction. Bayarri et al. (2016) argue that the p value pro-
vides a useful bound on the Bayes factor, regardless of the
prior distribution.

Discussion

If the sample sizes for a two-sample t test are known, then
the t value, p value, Cohen’s d, Hedges’ g, either limit of
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a confidence interval of Cohen’s d or Hedges’ g, post hoc
power derived from Cohen’s d or Hedges’ g, v, the log
likelihood ratio, the �AIC, the �AICc, the �BIC, and
the JZS Bayes factor value all provide equivalent informa-
tion about the data set. This equivalence means that debates
about which statistic to report must focus on how these dif-
ferent statistics are interpreted. Likewise, discussions about
post hoc power and v are simply different perspectives of
the information that is already inherent in other statistics.

The equivalence of the p value, as typically calculated,
with other summary statistics indicates that it is not appro-
priate to suggest that p values are meaningless without a
careful discussion of the interpretation of p values. Some
critiques of hypothesis testing do include such careful dis-
cussions, but casual readers might mistakenly believe that
the problems of hypothesis testing are due to limitations in
the information extracted from a data set to compute a p

value rather than its interpretation. The mathematical equiv-
alence between p values and other statistics might explain
why the use of p values and hypothesis tests persist despite
their many identified problems. Namely, regardless of inter-
pretation problems (e.g., of relating a computed p value to a
type I error rate even for situations that violate the require-
ments of hypothesis testing), the calculated p value contains
all of the information about the data set that is used by a
wide variety of inferential frameworks.

If a researcher simply wants to describe the informa-
tion in the data set, then the choice of which statistic to
report should reflect how well readers can interpret the
format of that information (Cumming and Fidler, 2009;
Gigerenzer et al., 2007). For example, readers may more
easily understand the precision of measured effects when
the information is formatted as the two end points of a 95 %
confidence interval of Cohen’s d rather than as a log like-
lihood ratio. Likewise, the information in a data set related
to the relative evidence for null and alternative models may
be better expressed as a JZS Bayes factor than as a Cohen’s
d value. Mathematical equivalence of these values does not
imply equivalent communication of information; you must
know both your audience and your message.

Scientists often want to do more than describe the infor-
mation in a data set, they also want to interpret that infor-
mation relative to a theory or application. In some cases,
they want to convince other scientists that an effect is “real.”
In other cases, they want to argue that a measurement
should be included in future studies or models because it
provides valuable information that helps scientists under-
stand other phenomena or predict performance. Despite
their mathematical equivalence regarding the information in
the data set, the different statistics in Table 1 are used to
address dramatically different questions about interpreting
that information. To help readers understand these differ-
ent interpretations and their properties, the following two

sections compare the different statistics and then describe
contexts where the various statistics are beneficial. The
comparison grounds the statistics to cases that most psycho-
logical scientists already know: p values and standardized
effect sizes. The consideration of different contexts should
enable scientists to identify whether the interpretation of a
reported statistic is appropriate for their scientific study.

Relationships between inferential frameworks

For the conditions corresponding to a two-sample t test,
the mathematical equivalence of the statistics in Table 1
suggests that one can interpret the decision criteria for an
inferential statistic in one framework in terms of values
for a statistic in another framework. Given that traditional
hypothesis testing is currently the approach taken by most
research psychologists and that many calls for reform focus
on reporting standardized effect sizes, it may be fruitful to
explore how other inferential decision criteria map on to p

values and d values.
Figure 1 plots the p values that correspond to criterion

values that are commonly used in other inference frame-
works as a function of sample size (n1 = n2 = 5 to 400).
Figure 1a plots the p-values that correspond to JZS BF

values (using a recommended default prior with a scale of
r = 1/

√
2) often taken to provide minimal “positive” sup-

port for the alternative hypothesis (BF = 3, lower curve)
or for the null hypothesis (BF = 1/3, upper curve) (e.g.,
Rouder et al. (2009) and Wagenmakers (2007)). The middle
curve indicates the p values corresponding to equal support
for either conclusion (BF = 1). It is clear that with regard
to providing minimal support for the alternative hypothesis,
the JZS BF criterion is more conservative than the tradi-
tional p < 0.05 criterion, as the p-values corresponding to
BF = 3 are all less than 0.025, and that even smaller p

values are required to maintain this level of support as the
sample size increases.

In the Bayes factor inference framework, BF ≤ 1/3 is
often taken to indicate at least minimal support for the null
hypothesis. Figure 1a shows that p values corresponding to
this criterion start rather large (around 0.85) for sample sizes
of n1 = n2 = 17 and decrease for larger sample sizes (for
smaller sample sizes it is not possible to produce a JZS BF

value less than 1/3 with the default JZS scale). This rela-
tionship between p values and JZS BF values highlights
an important point about the equivalence of the statistics in
Table 1. Traditional hypothesis testing allows a researcher
to reject the null, but does not allow a researcher to accept
the null. This restriction is due to the inference framework
of hypothesis testing rather than a limitation of the infor-
mation about the data that is represented by a p value. As
Fig. 1a demonstrates, it is possible to translate a decision
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Fig. 1 p values that correspond to various criterion values for other
inference frameworks. a p values that correspond to JZS BF=3 (bot-
tom curve), JZS BF = 1 (middle curve), and JZS BF=1/3 (top curve).
b p values that correspond to �AIC = 0 (top curve) and �AICc = 0

(bottom curve). c p values that correspond to �BIC = −2 (top
curve), �BIC = 0 (middle curve), and �BIC = 2 (bottom curve).
d Log-log plots of p values that correspond to the different criterion
values

criterion for accepting the null from the Bayes factor infer-
ence framework to p values. The justification for such a
decision rests not on the traditional interpretation of the p

value as related to type I error, but on the mathematical
equivalence that p values share with JZS BF values for the
comparison of two means.

Figure 1b plots the p values that correspond to �AIC =
0 (top curve) and �AICc = 0 (bottom curve), which
divides support for the full (alternative) or reduced (null)
model. Perhaps the most striking aspect of Fig. 1b is that
these information criterion frameworks are more lenient
than the typical p < 0.05 criterion for supporting the alter-
native hypothesis. For samples larger than n1 = n2 = 100,
the decision criterion corresponds to p ≈ 0.16, so any data
set with p < 0.16 will be interpreted as providing better
support for the alternative than the null. For still smaller
sample sizes, a decision based on �AIC is even more
lenient, while a decision based on�AICc is more stringent.

Figure 1c plots the p values that correspond to �BIC =
−2 (top curve) and �BIC = 2 (bottom curve), which are
commonly used criteria for providing minimal evidence for
the reduced (null) or full (alternative) models (Kass and
Raftery, 1995), respectively. Relative to the traditional p <

0.05 criterion to support the alternative hypothesis, infer-
ence from �BIC is more lenient at small sample sizes and
more stringent at large sample sizes. The middle curve in
Fig. 1c indicates the p values corresponding to �BIC = 0,
which gives equal support to both models.

To further compare the different inference criteria,
Fig. 1d plots the p values that correspond to the criteria
for the different inference frameworks on a log-log plot.
It becomes clear that the �AIC and �AICc criteria are
generally the most lenient, while the JZS BF criterion for
minimal evidence for the alternative is more stringent. The
p values corresponding to the �BIC criteria for the alter-
native are liberal at small sample sizes and become the most

Behav Res (2017) 49:1524–1538 1531



stringent for large sample sizes. For the sample sizes used
in Fig. 1, the typical p = 0.05 criterion falls somewhere in
between the other criteria.

Figure 2 shows similar plots that identify the Cohen’s d

values that correspond to the different criteria, and the story
is much the same as for the critical p values. To demonstrate
minimal support for the alternative, the JZS BF requires
large d values, while �AIC and �AICc require relatively
small d values. Curiously, the BF = 3, �AIC = 0,
�BIC = 2, and p = 0.05 criteria, which are used to indi-
cate minimal support for the alternative, correspond to d

values that are almost linearly related to sample size in log-
log coordinates. These different inferential framework cri-
teria differ in the slope and intercept of the d value line, but
are otherwise using the same basic approach for establishing
minimal support for the alternative hypothesis as a func-
tion of sample size. Additional simulations indicate that the

linear relationship holds up to at least n1 = n2 = 40, 000.
R code to generate the critical values for Figs. 1 and 2 is
available at the Open Science Framework.

It should be stressed that although a criterion value is an
integral part of traditional hypothesis testing (it need not be
p < 0.05, but there needs to be some criterion to control
the type I error rate), some of the “minimal” criterion val-
ues used in Figs. 1 and 2 for the other inference frameworks
are rules of thumb and are not a fundamental part of the
inference process. While some frameworks do have princi-
pled criteria (0 for �AIC, �AICc, and �BIC and 1 for
BF ) that indicate equivalent support for a null or alterna-
tive model, being on either side of these criteria need not
indicate definitive conclusions. For example, it would be
perfectly reasonable to report that a JZS BF = 1.6 pro-
vides some support for the alternative hypothesis. Many
researchers find such a low level of support insufficient
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Fig. 2 Cohen’s d values that correspond to various criterion values for
various inference frameworks. a d values that correspond to JZSBF=3
(top curve), JZS BF=1 (middle curve), and JZS BF=1/3 (bottom
curve). b d values that correspond to �AIC = 0 (bottom curve) and

�AICc = 0 (top curve). c d values that correspond to �BIC = −2
(bottom curve) �BIC = 0 (middle curve), and �BIC = 2 (top
curve). d Log-log plots of d-values that correspond to the different
criterion values
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for the kinds of conclusions scientists commonly want to
make (indeed, some scientists find the minimal criterion
of BF = 3 to be insufficient), but the interpretation very
much depends on the context and impact of the conclusion.
In a similar way, a calculation of �AIC = 0.1 indicates
that the alternative (full) model should do (a bit) better at
predicting new data than the null (reduced) model, but this
does not mean that a scientist is obligated to reject the null
model. Such a small difference could be interpreted as indi-
cating that both models are viable and that more data (and
perhaps other models) are needed to better understand the
phenomenon of interest.

What statistic should be reported?

From a mathematical perspective, in the context of a two-
sample t test, reporting the sample sizes and any statistic
from Table 1 provides equivalent information for all of the
other statistics and enables a variety of decisions in the
different inference frameworks. However, that equivalence
does not mean that scientists should feel free to report what-
ever statistic they like. Rather, it means that scientists need
to think carefully about whether a given statistic accom-
modates the purpose of their scientific investigations. The
following sections consider the different statistics and the
benefits and limitations associated with their interpretations.

p values

Within the framework of classic hypothesis testing, the p

value is interpreted to be the probability of observing an out-
come at least as extreme as what was observed if the null
hypothesis were true. Under this interpretation, repeated
hypothesis tests can control the probability of making a type
I error (rejecting a true null hypothesis) by requiring p to be
less than 0.05 before rejecting the null hypothesis. As many
critics have noted, even under the best of circumstances,
the p value is often misunderstood and a decision to reject
the null hypothesis does not necessarily justify accepting
the alternative hypothesis (e.g., Rouder et al. (2009) and
Wagenmakers (2007)). Moreover, the absence of a small
p value does not necessarily support the null hypothesis
(Hauer, 2004).

In addition to those concerns, there are practical issues
that make the p value and its associated inference difficult
to work with. For situations common to scientific investiga-
tions, the intended control of the type I error rate is easily
lost because the relation of the p value to the type I error
rate includes a number of restrictions on the design of the
experiment and sampling method. Perhaps the most strin-
gent restriction is that the sample size must be fixed prior
to data collection. When this restriction is not satisfied, the

decision-making process will reject true null hypotheses at a
rate different than what was nominally intended (e.g., 0.05).
In particular, if data collection stops early when p < 0.05
(or equivalently additional data are added to try to get a
p = 0.07 to become p < 0.05), then the type I error
rate can be much larger than what was intended (Berger
and Berry, 1988b; Strube, 2006). This loss of type I error
control is especially troubling because it makes it difficult
for scientists to accumulate information across replication
experiments. Ideally, data from a new study would be com-
bined with data from a previous study to produce a better
inference, but such combining is not allowed with standard
hypothesis testing because the sample size was not fixed in
advance (Scheibehenne et al., 2016; Ueno et al., 2016). You
can calculate the p value for the combined data set and it
is a summary statistic of the information in the combined
data set that is equivalent to a standardized effect size; but
the p value magnitude from the combined data set cannot
be directly related to a type I error rate.

When experiments are set up appropriately, the p value
can be interpreted in relation to the intended type I error
rate, but it is difficult to satisfy these requirements in com-
mon scientific settings such as exploring existing data to
find interesting patterns and gathering new data to sort out
empirical uncertainties from previous studies.

Standardized effect sizes and their confidence intervals

A confidence interval of Cohen’s d or Hedges’ g is often
interpreted as providing some information about the uncer-
tainty in the measurement of the population effect size (but
see Morey et al. (2016) for a contrary view), and an explicit
representation of this uncertainty can be useful in some sit-
uations (even though Table 1 indicates that the uncertainty
is already implicitly present when reporting the effect size
point estimate and the sample sizes).

There are surely situations where the goal of research is
to estimate an effect (standard or otherwise), but descriptive
statistics by themselves do not promote model building or
hypothesis testing. As Morey et al. (2014) argue, scientists
often want to test theories or draw conclusions, and descrip-
tive statistics do not by themselves support those kinds of
investigations, which require some kind of inference from
the descriptive statistics.

AIC and BIC

Model selection based on AIC (for this discussion includ-
ing AICc) or BIC seeks to identify which model will
better predict future data. That is, the goal is not necessar-
ily to select the “correct” model, but to select the model
that maximizes predictive accuracy. The AIC and BIC

approaches can be applied to some more complex situations
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than traditional hypothesis testing, and thereby can promote
more complicated model development than is currently
common. For example, a scientist could compare AIC or
BIC values for the full and reduced models described above
against a model that varies the estimates for both the means
and variances (e.g.,μ1,μ2, σ 2

1 , σ
2
2 ). In contrast to traditional

hypothesis testing, the models being compared with AIC or
BIC need not be nested. For example, one could compare a
model with different means but a common variance against
a model with a common mean but different variances.

One difficulty with AIC and BIC analyses is that it
is not always easy to identify or compute the likelihood
for complicated models. A second difficulty is that the
complexity of some models is not fully described by count-
ing the number of parameters. These difficulties can be
addressed with a minimum description length analysis (Pitt
et al., 2002) or by using cross-validation methods where
model parameters are estimated from a subset of the data
and the resulting model is tested by seeing how well it pre-
dicts the unused data. AIC analyses approximate average
prediction error as measured by leave-one-out cross valida-
tion, where parameter estimation is based on all but one data
point, whose value is then predicted. Cross validation meth-
ods are very general but computationally intensive. They
also require substantial care so that the researcher does not
inadvertently sneak in knowledge about the data set when
designing models. For details of cross-validation and other
related methods see Myung et al. (2013). Likewise, there is
a close relationship between �BIC and a class of Bayes
Factors (with certain priors), and �BIC is often treated as
an approximation to a Bayes Factor (Nathoo and Masson,
2016; Kass & Raftery, 1995; Masson, 2011; Wagenmakers,
2007). The more general Bayes factor approach allows con-
sideration of complex models where counting parameters is
not feasible.

Since both AIC and BIC attempt to identify the model
that better predicts future data, which one to use largely
depends on other aspects of the model selection. Aho et al.
(2014) argue that the AIC approach to model selection
is appropriate when scientists are engaged in an investi-
gation that involves ever more refinement with additional
data and when there is no expectation of discovering the
“true” model. In such an investigative approach, the selected
model is anticipated to be temporary, in the sense that new
data or new models will (hopefully) appear that replace the
current best model. Correspondingly, the appropriate con-
clusion when �AIC > 0 is that the full (alternative) model
tentatively does better than the reduced (null) model, but
with recognition that new data may change the story and
that a superior model likely exists that has not yet been
considered. Aho et al. (2014) further argue that BIC is
appropriate when scientists hope to identify which candi-
date model corresponds to the “true” model. Indeed, BIC

has the nice property that when the true model is among the
candidate models a BIC analysis will almost surely iden-
tify it as the best model for large enough samples. This
consistency property is not a general characteristic of AIC

approaches, which sometimes pick a too complex model
even for large samples (e.g., Burnham and Anderson 2004;
Wagenmakers and Farrell 2004). In one sense, a scientist’s
decision between using AIC or BIC should be based on
whether he/she is more concerned about under fitting the
data with a too simple model (choose AIC) or overfitting
the data with a too complex model (choose BIC).

Although AIC and BIC analyses are often described
as methods for model selection, they can be used in other
ways. Even when the considered models are not necessarily
true,AIC andBIC can indicate the relative evidential value
between those models (albeit in different ways). Contrary to
how p < 0.05 is sometimes interpreted, the decision of an
AIC or a BIC analysis need not be treated as “definitive”
but as a starting point for gathering more data (either as a
replication or otherwise) and for developing more compli-
cated models. In many cases, if the goal is strictly to predict
future data, researchers are best served by weighting the
predictions of various models rather than simply selecting
the prediction generated by the “best” model (Burnham &
Anderson, 2002).

Bayes factors

AIC and BIC use observed data to identify model parame-
ters and model structures (e.g., whether to use one common
mean or two distinct means) that are expected to best pre-
dict future data. The prediction is for future data because
the model parameters are estimated from the observed data
and therefore cannot be used to predict the observed data
on which they are derived. Rather than predict observed
data, a Bayes factor identifies which model best predicts the
observed data (Wagenmakers et al., 2016). The prior infor-
mation used to compute the Bayes factor defines models
before (or at least independent of) observing the data and
characterizes the uncertainty about the model parameter val-
ues. Unlike AIC and BIC, there is no need for a Bayes
Factor to explicitly adjust for the number of model param-
eters because a model with great flexibility (e.g., many
parameters) automatically makes a less precise prediction
than a simpler model.

The trick for using Bayes factors is identifying good
models and appropriate priors. The primary benefit for a
Bayesian analysis is when informative priors strongly influ-
ence the interpretation of the data (e.g., Li et al. (2011)
and Vanpaemel (2010). Poor models and poor priors can
lead to poor analyses; and these difficulties are not allevi-
ated by simply broadening the prior to express ever more
uncertainty (Gelman, 2013; Rouder et al., 2016).
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Like AIC and BIC, Bayes factor approaches can be
applied to situations where p values hardly make sense.
They also support a gradual accumulation of data in a way
that p values do not; for example they are insensitive to
optional stopping (Rouder, 2014). Thus, when scientists
can identify good models and appropriate priors for those
models, then Bayes factor analyses are an excellent choice.

Discussion

There is no “correct” statistical analysis that applies to
all purposes of statistical inference. Although the statis-
tics in Table 1 provide equivalent information about a data
set, they motivate different interpretations of the data set
that are appropriate in different contexts. Classic hypoth-
esis testing focuses on control of type I error, but such
control requires specific experimental attributes that are dif-
ficult to satisfy in common situations. Standardized effect
sizes and their confidence intervals characterize impor-
tant information in a data set, but they do not directly
promote model building, prediction, or hypothesis test-
ing. AIC approaches are most useful for exploratory
investigations where tentative conclusions are drawn from
the currently available data and models. BIC and Bayes
factor approaches tend to be most useful for testing
well-characterized models.

Are we reporting appropriate information
about a data set?

The equivalence of the statistics in Table 1 motivates recon-
sideration of whether the information in the data set rep-
resented by these statistics is relevant for good scientific
practice. The answer is surely “yes” in some situations,
but this section argues that there are situations where other
statistics would do better.

Let us first consider the situations where the statistics in
Table 1 should be part of what is reported. The standardized
effect size represents the difference of means relative to the
standard deviation (for known sample sizes, the other statis-
tics provide equivalent information, but this representation
is most explicit in the estimated standardized effect size).
This signal-to-noise ratio is important when one wants to
predict future data because predictability depends on both
the estimated difference of means and the variability that
will be produced by sampling. Thus, if the goal is to under-
stand howwell you can predict future data values, then some
of the statistics in Table 1 should be reported, because they
all describe (in various ways) the signal-to-noise ratio in the
data set.

It is worthwhile to consider a specific example of this
point. If a new method of teaching is estimated to improve

reading scores by X2 − X1 = 5 points (the signal), the
estimated standardized effect size will be large if the stan-
dard deviation (noise) is small (e.g., s = 5 gives d = 1)
but the estimated standardized effect size will be small if
the standard deviation is large (e.g., s = 50 gives d =
0.1). If the estimates are from an experiment with n1 =
n2 = 150, then for the d = 1 case, �AIC = 65.4,
which means that the full model (with separate means for
the old and new teaching methods) is expected to bet-
ter predict future data than the reduced model (with one
mean used to predict both teaching methods). On the other
hand, if d = 0.1, then �AIC = −1.2, which indi-
cates that future data is better predicted by the reduced
model.

Likewise, the standardized effect size is very important
for understanding replications of empirical studies. Large
values of δ for the population indicate that support for an
effect can be found with relatively small sample sizes. It
also means that other scientists are likely to replicate (in the
sense of meeting the same statistical criterion) a reported
result because the experimental power will be large for com-
monly used sample sizes. It is not necessarily true, but a
large standardized effect size often also means that an effect
is robust to small variations in experimental context because
the signal is large relative to the sources of noise in the
environment.

Prediction and replication are fundamental scientific
activities, so it is understandable that scientists are inter-
ested in the standardized effect size. But what is important
for scientific investigations may not necessarily be impor-
tant for other situations. If we return to the different effect
sizes described above, it is certainly easier for a scientist to
demonstrate an improvement in reading scores when δ = 1
than when δ = 0.1, but an easily found effect is not neces-
sarily important and a difficult to reproduce effect might be
important in some contexts.

In many practical situations, the effect that matters is not
the standardized effect size, but an unstandardized effect
size (Baguley, 2009). If a teacher wants to increase test
scores by at least 7 points, it does not help to only know
that the estimated standardized effect size is d = 1. Rather,
the teacher needs a direct estimate of the increase in test
scores, X2 − X1, for a new method 2 compared to an old
method 1. The teacher may also want some estimate of
the variability of the test scores, s, which would give some
sense of how likely the desired change was to occur for a
sample of students. Since the statistics in Table 1 are all
derived from (or equivalent to) the estimated standardized
effect size, they do not provide sufficient information for
the teacher to make an informed judgment in this case. This
ambiguity suggest that, at the very least, these statistics need
to be supplemented with additional information from the
data set.

Behav Res (2017) 49:1524–1538 1535



For example, if the teacher considers the sample means
and standard deviations to be representative of the popu-
lation means and standard deviations; then for a class of
30 students, the teacher can predict the probability of an
average increase in test scores of at least 7 points. Namely,
when X2 − X1 = 5, as above, one would predict the stan-
dard deviation of the sampling distribution (s/

√
30) and find

the area under a normal distribution for scores larger than
7. If s = 5, this probability is 0.014; while if s = 50,
this probability is 0.41. Note that these probabilities require
knowing both the mean and standard deviation and cannot
be calculated from just the standardized effect size. More-
over, this is a situation where a smaller standardized effect
is actually in the teacher’s favor because the larger stan-
dard deviation means that there is a better chance (albeit still
less than 50 %) of getting a sufficiently large difference in
the sample means. Oftentimes a better approach is to use
Bayesian methods that characterize the uncertainty in the
sample estimates for the means and standard deviations by
using probability density functions (e.g., Kruschke (2010)
and Lindley (1985)).

Depending on the teacher’s interests, one might also want
to consider the costs associated with the possibility of reduc-
ing test scores and then weigh the potential gains against
the potential costs. More generally, a consideration of the
utility of various outcomes might be useful to determine
whether it is worth the hassle of changing teaching meth-
ods given the estimated potential gains. In a decision of
this type, where costs (e.g., ordering new textbooks, learn-
ing a new teaching method) are being weighed against gains
(e.g., anticipated increases in mean reading scores), the con-
cept of statistical significance does not play a role. Instead,
one simply contrasts expected utilities for different choices
based on the available information in the data set and, for
Bayesian approaches, from other sources that influence the
priors. One cannot substitute statistical significance or arbi-
trary thresholds for a careful consideration of the expected
utilities of different choices. Gelman (1998) provides exam-
ples of this kind of decision making process that are suitable
for classroom demonstrations.

These properties are true even when the conclusions stay
within the research lab. If a scientist computes �AICc = 3
(p = 0.025) for a study with n1 = n2 = 150 should he
continue to pursue this line of work with additional exper-
iments (e.g., to look for sex effects, attention effects, or
income inequality effects)? The data so far suggest that a
model treating the two groups as having different means
will lead to better predictions of future data than a model
treating the two groups as having a common mean, so that
sounds fairly promising. But the scientist has to consider
many other factors, including the difficulty of running the
studies, the importance of the topic, and whether the sci-
entist has anything better to work on. Depending on the

utilities associated with these factors, further investigations
might be warranted, or not. A Bayesian analysis would also
allow the researcher to consider other knowledge sources
(framed as priors) that might improve the estimated prob-
abilities of different outcomes and thereby lead to better
decisions.

Ultimately, the statistics in Table 1 summarize just one
aspect of the information in a data set: the signal to noise
ratio. It is valuable information for some purposes, but it is
not sufficient for other purposes. Both creators (scientists)
and consumers (policy makers) of statistics need to think
carefully about the pros and cons associated with differ-
ent decisions and weight them accordingly with statistical
information. In many cases, this analysis will involve infor-
mation that is not available from the statistics in Table 1.
Such uses should further motivate scientists to publicly
archive their raw data so that the data can be used for
analyses not restricted to the statistics in Table 1.

Conclusions

The “crisis of confidence” (Pashler and Wagenmakers,
2012) being experienced by psychological science has pro-
duced a number of suggestions for improving data analysis,
reporting results, and developing theories. An important part
of many of these reforms is adoption of new (to main-
stream psychology) methods of statistical inference. There
is promise to these new approaches, but it is important
to recognize connections between old and new methods;
and, as Table 1 indicates, there are close mathematical rela-
tionships between various statistics. It is equally important
to recognize that these close relationships do not mean
that the different analysis methods are “all the same.” As
described above, different analysis methods address dif-
ferent approaches to scientific investigation, and there are
situations where they strikingly disagree with each other.
Such disagreements are to be expected because scientific
investigations variously involve discovery, theorizing, veri-
fication, prediction, and testing. Even for the same data set,
different scientists can properly interpret the results in dif-
ferent ways for different purposes. For example, Fig. 1d
shows that for n1 = n2 > 200, data that generate �BIC =
−2 can be interpreted as evidence for the null model even
though the data reject the null hypothesis (p = 0.046) and
the full model is expected to better predict future data than
the null model (�AIC = 1.99). As Gigerenzer (2004)
noted, “no method is best for every problem.” Instead,
researchers must carefully consider what kind of statistical
analysis lends itself to their scientific goals. The statistical
tools are available to improve scientific practice in psychol-
ogy, and informed scientists will greatly benefit by putting
them to good use.

Behav Res (2017) 49:1524–15381536
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