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Abstract Although a parsimonious post hoc model may
involve relatively few parameters, many other potential model
parameters may, in effect, be fixed at 0 after examining the
data. Because these fixed parameters could have been varied if
the data had come out differently, one could argue that they
should be included when assessing the complexity of the
model. On the other hand, intuitively, it seems that some
advantage should accrue to identifying a simple and compel-
ling description of the data, even if it is post hoc. This problem
was considered here in the context of factorial designs in
which a potentially parsimonious description of the results
consists of a limited set of simple effects. Monte Carlo simu-
lations were used to establish the effective numbers of param-
eters for various classes of such simple, but post hoc, models.

Keywords Post hoc tests . Model selection . Monte Carlo
simulation . AIC

The present article addresses a problem that often occurs in the
interpretation of research results: In many cases, the pattern of
results from an experiment may not precisely match one’s
expectations; nevertheless, the results may be readily inter-
pretable after the fact. Such a post hoc interpretation may
provide a simple and superficially compelling description of
those results. However, a problem for the researcher (and the
consumer of that research) is that although relatively few
parameters may be needed to describe the results using the
post hoc account, other possible accounts might also have
been considered if the results had come out differently. Thus,

the flexibility of the researcher to entertain a range of different
post hoc interpretations can provide additional degrees of
freedom in matching model predictions to given results. Here,
I describe a quantitative method for estimating the number of
parameters represented by that flexibility. Such a numerical
estimate can be used either informally, in evaluating the re-
searcher’s conclusions, or formally, in a quantitative assess-
ment of the strength of the evidence for the post hoc account.
The plan of the article is as follows. First, I provide a general
description of the flexibility issue and illustrate it with an
example. Second, I describe a quantitative approach to esti-
mating flexibility in some situations on the basis of properties
of the Akaike (1973) information criterion (AIC). Third, I
illustrate the use of the approach by applying it to several
different types of experimental designs. The general conclu-
sion that may be drawn from these example applications is
that post hoc models may be rather more flexible than one
might have expected, and that descriptions of the evidence in
favor of such models need to be adjusted accordingly.

Post hoc flexibility

Post hoc flexibility in the selection of a model can be ana-
lyzed as a variation of the model selection problem. A
common description of this problem is to assume that one
has a set of possible, a priori models and that the task is to
select the best model according to some criterion. Generally,
approaches to model selection involve identifying an appro-
priate criterion, using that criterion to rank the models on the
basis of an associated model-selection index, and then
selecting the model with the best value according to the
selection index (e.g., Zucchini, 2000). Although the choice
of criterion is a critical point of controversy, many of the
indices proposed for model selection have a simple structure,
consisting of a precision component that describes the match
of the model to the data, and a flexibility component that
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penalizes models on the basis of how many different patterns
of data could be fit (e.g., Pitt, Myung & Zhang, 2002). Thus,
to a rough approximation, model selection involves identi-
fying the model that provides the best fit without being
unduly flexible. Generally, flexibility increases with the
number of model parameters that are used in fitting the data,
and increasing the number of parameters typically leads to a
better fit to the data. Model selection indices vary in terms of
how the trade-off between flexibility and fit is quantified.

Although researchers in experimental psychology do not
commonly use such model selection procedures explicitly, an
intuitive counterpart to this process often underlies the inter-
pretation of results. For example, in a factorial design, a re-
searcher may prefer a description of the data that is missing one
or more simple effects because it is theoretically more parsi-
monious or tractable than a full model with all possible degrees
of freedom. In this case, the simpler description is preferred
over the more precise fit of the more flexible model with more
parameters. This preference can be understood as model selec-
tion on the basis of a (typically intuitive) trade-off between
precision and flexibility. The goal of the present article is to
provide numerical estimates that are relevant to assessing this
trade-off when the simpler model is selected post hoc.

Figure 1 provides a hypothetical example. Suppose that one
collected data in a 2 × 2 design examining the probability of an
error in following procedural instructions. In the design, the
instructed task could be either simple or complex, and the
instructions could be either accompanied or not accompanied
by an illustrative figure (cf. Chandler & Sweller, 1991; LeFevre
& Dixon, 1986). In factorial designs such as these, several
nested models might be considered as descriptions of the
results. The constant (or null) model would assume that all of
the means are the same and use one parameter to describe the
results; a model with just a main effect of complexity would
have two parameters; an additive model with main effects of

both complexity and illustration would have three parameters
to describe the means; and a full model would include both the
main effects and their interaction, and so would have four
parameters. Because these models follow naturally from the
structure of the experimental design, they would typically be
considered as a priori models. However, the obtained pattern of
means might also lead one to consider several post hoc con-
trasts on the means as descriptions of the results. For example,
the effect of including the illustration in Fig. 1 is minimal when
the procedure is relatively simple; illustration only seems to
have a substantial effect with complex procedures. The lines in
the graph depict the fit of a linear model in which this effect of
illustration is absent for the simple procedure. Such a model
requires only three parameters to describe the means, rather
than the four needed for a full model. The researcher may prefer
this post hoc interpretation to the more complex, full model that
fits the means exactly because it is simpler and more parsimo-
nious. Indeed, an interpretation in which it is assumed that no
effect of illustration occurs for simple procedures may have
important theoretical and practical implications.

In providing evidence for a description of results such as
these, researchers may rely on significance tests for the
simple effects. In particular, a researcher might argue that
the results support the simple-effect model depicted in the
figure because the effect of illustration is significant with the
complex procedure and fails to reach significance for the
simple procedure. There are many shortcomings to this ap-
proach for describing evidence. For example, the failure to
reject the null hypothesis, by itself, provides at best weak
evidence for the lack of an effect (e.g., Cohen, 1994). Dixon
(2003) demonstrated that describing results purely in terms
of patterns of significance can lead to important distortions in
the interpretation of the results, even in small designs such as
this one. In particular, similar patterns of means can lead to
radically different patterns of significance, whereas very
different patterns of means can lead to the same patterns of
significance. In contrast, a much better approach is to use
model selection indices to compare two models: the simple-
effect model (as depicted by the curves in Fig. 1) and a more
complex model (such as the full model that would match the
means exactly). For example, a commonly used index is
Akaike’s information criterion (AIC; Akaike, 1973). Using
the small-sample approximation to the AIC (AICC; Hurvich
& Tsai, 1989), the simple-effect model has an AICC of
−43.08, whereas the full model has a value of −41.62.
Because smaller or more negative values of the AIC indicate
better models, the model selection index favors the simpler
model, albeit not strongly. (Other procedures might produce
stronger evidence for the simpler model; cf. Glover & Dixon,
2004; Wagenmakers, 2007.)

A difficulty that may arise in this context is that the
researcher may decide that the simpler model is preferable
only after he or she has looked at the data. Although a
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Fig. 1 Hypothetical results illustrating the potential preference for a
simple-effect model
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researcher’s goal is to find the most parsimonious and best-
fitting description of the data, the choice of a simple model
may depend at least to some extent on the observed results.
For example, in Fig. 1, one might argue that that a hidden
parameter in the fit has been set to 0 on the basis of the
pattern results. By this argument, the number of parameters
used in fitting the means might be regarded as four, rather
than the three that are depicted. On the other hand, the simple
model is clearly not as flexible as a full model (with all four
degrees of freedom) because it does not match all of the
means exactly. The question addressed in the present article
is how to estimate the number of parameters used in fitting
the results in such situations.

Estimating the parameters in post hoc models

In many contexts, it is difficult to estimate the flexibility of a
post hoc model. This is because the researcher likely pre-
ferred the post hoc model both because it was simple (i.e.,
had relatively few parameters) and because it was theoreti-
cally plausible. In general, one cannot identify with any
certainty what forms of models might be considered by a
researcher, given such constraints. Rather than solve this
difficult problem, I address a related problem that is more
tractable: How flexible is a model of a particular form? This
is not the flexibility that is actually facing the researcher
because some of the instances of such a model form might
not be plausible, and there may be instances of other model
forms that the researcher might also consider. Moreover, it
does not bear on myriad other forms of researcher flexibility
(such as how to trim the data, whether to discard subjects,
etc.). To be precise, what is estimated in this approach is the
number of parameters involved in selecting a simple model
nested in a more complex design when that selection is post
hoc. Nevertheless, measuring the flexibility in this case may
help assess how compelling the evidence for a particular
simple model might be.

The solution to this problem is based on a property of the
AIC. The AIC is defined as

AIC ¼ −2log f ðxð jθ̂ ÞÞ þ 2k: ð1Þ
The first term in this expression is twice the natural-log

likelihood of the data, given the maximum likelihood esti-
mates of the parameters. The log likelihood of the data
provides a measure of the quality of the fit of the model,
with parameter values being selected to yield the most accu-
rate predictions. The second term is twice the number of
parameters that need to be estimated from the data. The
number of parameters provides an index of the flexibility
of the model, with more parameters implying a greater de-
gree of flexibility. Models are better when the fit is more

accurate with fewer parameters, leading to smaller values of
the AIC. Measuring flexibility purely in terms of the number
of parameters may not be adequate for nonlinear models (cf.
Pitt et al., 2002). However, it may suffice for the linear
models considered in the present article.

As was noted by, for example, Burnham and Anderson
(2002), the AIC index is related to the likelihood of future
data. In particular, a simple transformation yields

� AIC

2
¼ log f ðxð jθ̂ ÞÞ � k ≈ log f ðxNð jθ̂ ÞÞ; ð2Þ

where the right-hand expression refers to the log likelihood
of new data, given the old parameter estimates. In other
words, the AIC approximates how well the model would fit
new data without adjusting any parameter values. In partic-
ular, it indicates that the log likelihood of new data will be
smaller by k, the number of parameters estimated from the
data. This feature of the AIC is a fundamental ingredient of
the index as a model selection criterion and, in some treat-
ments, provides its main rationale. The AIC index indicates,
in effect, that one model is to be preferred over another if it is
likely to provide a better account of new data. However,
Eq. 2 has the side effect that it can be used in the current
context to provide an estimate of k when it is unknown.
Rearranging Eq. 2 yields

log f ðxð jθ̂ ÞÞ � log f ðxNð jθ̂ ÞÞ≈ k: ð3Þ

Because this relationship follows directly from the (fairly
general) derivation of the AIC, it holds regardless of the model
that generated the data and regardless of the match (or lack
thereof) of the fitted model. It is based simply on the facts that
any model with estimated parameters will overfit noisy data to
some extent and that this overfitting is reflected by k in the
formula for the AIC. Equation 3 is used here, in conjunction
with Monte Carlo simulation, to estimate the amount of flex-
ibility of various forms of post hoc models. In linear models, k
is the number of parameters used to estimate the means plus an
additional parameter estimate for the residual error variance.
Thus, k = m + 1, where m is the number of different condition
means estimated in the model. In turn, the number of param-
eters needed for the means can be thought of as the overall
mean plus the number of degrees of freedom or contrasts used
to specify the model. Below, I use the number of parameters
for the means (i.e.,m= k – 1) as a description of the flexibility
of a model.

The Monte Carlo procedure (using the statistical environ-
ment R; R Development Core Team, 2012) capitalizing on
Eq. 3 is as follows: First, a sample of data is generated for the
design under consideration. Because this development only
concerns the propensity of a model to overfit the data, the
relationship between the data and any possible model is
unimportant, and, for simplicity, the data in all conditions
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are independent, standard normal observations. Second, one
writes a function that, given a vector of data, identifies the
best-fitting model of a particular form. The function returns
the estimates of the means and residual variance from that fit.
Third, one compares the log likelihood of those data, given
those estimates, to the log likelihood of new random data,
given those same estimates. The difference between these log
likelihoods is an estimate of k, the number of parameters used,
including the flexibility in selecting the best model of a given
form. Finally, this process is repeated many times, and the
mean and standard error are calculated. In the simulations
below, 50,000 runs were used to produce stable estimates ofm.

One additional detail of this procedure should be men-
tioned. The property given by Eq. 2, as well as the efficacy of
the AIC in general, is based on an asymptotic approximation
for large samples. Thus, in order to achieve an accurate
estimate based on Eq. 3, one might be tempted to use a fairly
large sample size in the simulations. However, the variability
of the log likelihood also increases with sample size, and
this, in turn, means that one would have to use a large
number of Monte Carlo runs in order to obtain stable esti-
mates. In order to increase the efficiency of the Monte Carlo
simulations, a modest sample size was used—50c, where c is
the number of conditions in the design—and a small-sample
adjustment was used to correct the estimates of k. Hurvich
and Tsai (1989) suggested the correction

AICc ¼ −2log f ðxð jθ̂ ÞÞ þ 2k
n

n−k−1

� �
; ð4Þ

where n is the sample size. This leads to the following
adjustment of the estimated number of parameters:

k̂c ¼ n� 1

nþ k̂

 !
k̂; ð5Þ

where k̂ is the estimate derived from the Monte Carlo runs on
the basis of Eq. 3. With this correction, the sample size in the
Monte Carlo simulations is not critical, as long as it is large
enough to produce the asymptotic properties of AIC.

This approach is very general and depends only on the
specification of the function that selects the best-fitting simple
model. Thus, it can easily be adapted to a wide range of designs
and constraints within the context of linear models. In particular,
all that is needed to measure flexibility for any given modeling
problem is towrite a function in R that selects the best-fitting post
hoc model for a set of data, given some constraints on the model
form. The simulation functions developed here could then be
used to estimate the number of effective parameters in a few
seconds. The estimate thus obtained is independent of the details
of any particular set of results or sample characteristics and is
specific merely to the design and the form of the model. Further-
more, the procedure provides an estimate of k, the number of

parameters in the model, and does not require any commitment
to the use of AIC in model selection beyond its well-established
mathematical underpinnings. (The R simulation functions, as
well as the functions used for the model selection problems
discussed below, are provided as supplementary materials.)

Applications

Simple-effect models in 2 × 2 designs

The example described at the outset suggests that, under
some circumstances, one may be interested in fitting a model
that omits one simple effect in a 2 × 2 design. Critically, for
any given set of data, four ways to omit a simple effect are
possible, and the goal here is to estimate the flexibility
inherent in selecting the best-fitting of these four models.
In the example shown in Fig. 1, one might omit the simple
effect of illustration for either the simple procedure or the
complex procedure, or one might omit the simple effect of
complexity for the illustration condition or the no-illustration
condition. Each of these models requires three parameters to
estimate the means. Although some flexibility is being
sacrificed because the means are not fit as well as they would
be with a full model (as is illustrated in the fit shown in
Fig. 1), the selection of one of these four possible models
also adds some flexibility. Thus, one may expect the estimat-
ed number of parameters to be between three (the nominal
number of parameters in the fit) and four (the number of
parameters in a full model that would fit the means exactly).

The results of the Monte Carlo procedure are shown in
Fig. 2. The figure plots the estimated number of parameters
for each of several models. For comparison, the estimates
from three a priori models are shown: the constant (or null)
model in which all means are assumed to be the same, an
additive model that omits the 2 × 2 interaction, and the full
model. The estimated values for these a priori models are all
close to the nominal number of parameters, indicating that
the Monte Carlo procedure accurately recovers model flex-
ibility as indexed by the AIC. Importantly, the simple-effect
model has a mean estimated value of m = 3.87. This value is
nearly 4, the number of parameters in a full model, despite
the fact that with only three nominal parameters, it cannot
match the means exactly in the way the full model does.
Apparently, the flexibility in selecting one of the four simple
effects to drop from a full model provides almost as much
flexibility as estimating an additional mean.

Another simple model form that one might consider in a 2
× 2 design is what I refer to as a “mediated-effect” model. In
this case, one is only interested in one of the two factors, but
entertains the possibility that the effect may be apparent as a
main effect or as a simple effect at either level of the other
factor. With respect to the example used in Fig. 1, one may
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consider a model with an overall effect of illustration, a
model with an effect of illustration for complex procedures,
or a model with an effect for simple procedures. As is shown
in Fig. 2, although the mediated-effect model has only three
nominal parameters, the flexibility of being able to select one
of these three versions increases the number of parameters to
3.80. This result is related to the phenomena discussed by
Simmons, Nelson and Simonsohn (2011) in the context of
significance testing. They noted that allowing for tests across
one or more mediating variables (considered as a priori tests)
increases the potential for Type I errors. If one used the
attained significance level as an index of the strength of the
evidence (Dixon, 1998), both the present result and the
Simmons et al. analysis make it clear that when such tests
are considered post hoc, the evidence is not as strong as is
suggested by the nominal attained significance level.

Finally, Fig. 2 also shows the number of estimated param-
eters in a “one-different”model. In this case, it is assumed that
three of the four condition means are all the same, and that
only one condition differs from the others. For example, in
Fig. 1, one might assume that a significant number of errors
are only found with complex, text-only instructions. Such a
model has only two nominal parameters for the means: the
level of the generally low error rate and the error rate for the
problematic complex, text-only instructions. However, the
estimated number of parameters, including the flexibility in
selecting which condition is different, is m = 3.31. Thus, the
flexibility to select which condition is different from the others
is worth more than an additional parameter.

These simulations are based on the fact that any model with
parameters estimated from the data will overfit results. One
way of thinking about overfitting in this context is that the
observed data consist of both “true” population values and
some amount of random noise. The values estimated for the

model parameters thus reflect the underlying population pa-
rameters as well as the particular set of random noise found in
that sample. If a fitted model is applied to new data from the
same population, the population parameters will be the same,
but the random elements will be different, and the model will
not fit as well. Hence, the model was “overfit” to the original
set of data, in that it matched noise in the sample as well as the
population parameters. (See also Pitt et al., 2002; Zucchini,
2000.) This overfitting is unrelated to the question of whether
a particular estimated model matches the form of the model
that generated the data. For example, suppose that the data in a
2 × 2 design were generated by a model with one different
mean—that is, μ11 ≠ μ12 = μ21 = μ22 = 0. In many cases, the
best-fitting one-different model estimated from the data would
match this structure, with the estimate for μ11 being different
from those in the other three conditions. In these instances, the
match to new data would be relatively good. However, by
chance, the best-fitting one-different model (selected post hoc)
would sometimes have a different structure, with the most
discrepant mean being in a different condition. In such in-
stances, the fit to new data would be relatively poor. The
mathematics underlying the AIC indicate that on average,
the tendency to overfit the results generated by a particular
model would be precisely the same as the tendency to overfit
random data, as measured in the simulations described in
Fig. 2. The Monte Carlo simulations are designed to estimate
the amount overfitting (given some form of post hoc flexibil-
ity), not the tendency to recover the underlying model.

More generally, the distinction between nominal and es-
timated parameters in Fig. 2 hinges on the interpretation of
the best-fitting model. In particular, the value of k in Eq. 1
assumes that the structure of the model being considered was
identified a priori and that only the values of the k model
parameters were estimated from the data. If the structures of
a one-different model, a simple-effect model, and so on, were
in fact identified before collecting the data, the nominal
number of parameters would be appropriate for evaluating
the match of the model to the data using AIC or other model
selection indices. However, the problem addressed by the
Monte Carlo simulations involves circumstances in which
the structure of a particular simple model form is selected
post hoc, after assessing which such structure best matches
the data. This additional flexibility is reflected in the differ-
ence between the nominal and estimated parameters.

Simple-effect models in 2 × 2 × 2 design

It is conceivable that in the previous simulations, the rela-
tively large number of estimated parameters for apparently
simple models was due to the small, 2 × 2 design. For
example, the simple-effect model had only one less nominal
parameter than the full model. Perhaps omitting that one
parameter was not sufficient to demonstrate the advantage
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of constraining one’s account to a simple model form. For
example, the “less one simple effect” model accounts for
four means with three nominal parameters. A more compel-
ling case for simplicity might be had if, in contrast, eight
means were predicted with three parameters. To explore this
possibility, I examined several comparable simple models in
the context of a three-factor, 2 × 2 × 2 design.

To begin with, I estimated the number of parameters
involved in selecting a model that omits the three-way inter-
action and either one or two of the two-way interactions. The
results are shown in Fig. 3. As before, the figure includes the
estimated number of parameters for several a priori models:
the constant model in which all means are assumed to be the
same; a main-effects model that includes only the three main
effects; and a model that omits only the highest-order, three-
way interaction. In all cases, the estimated number of param-
eters is close to the nominal number of parameters needed to
estimate the means. However, a model that omits one of the
two-way interactions, selected post hoc, has an estimated
number of parameters of 6.79; this penalty for flexibility is
comparable to that found in the 2 × 2 design. A post hoc
model that omits two of the two-way interactions has even
more flexibility (relative to the nominal number of parame-
ters). In this case, the model form has an estimated number of
parameters of 6.04. Thus, the conclusion that the simple-
effect model is more complex than one might expect does not
seem to be limited to the 2 × 2 design.

Figure 3 also includes two other estimates, one for a “one-
different” model and one for a mediated-effect model. The
one-different model is comparable to the one-different model
evaluated for 2 × 2 designs: One condition mean is selected
as different, and all of the other means are assumed to be the
same. Although this model is estimated to have substantially
fewer than the eight parameters needed to specify a full

model, it is still much more flexible than the nominal two
parameters needed to fit the means. In the mediated-effect
model, it was assumed that one factor of interest might be
apparent as a main effect or as a simple effect at one of the
two levels of either of the two other factors in the design. (In
this model form, the other two factors were included as main
effects, for a total of four nominal parameters to fit the
means.) The mediated-effect model has more flexibility in
this design than in the 2 × 2 design, and this is reflected in the
larger estimated number of parameters. This result is consis-
tent with the conclusions of Simmons et al. (2011) that
increasing the possible mediating variables in the design
can greatly increase the possibility of Type I errors.

Truncated-linear and bilinear trends

A related but somewhat different issue in post hoc modeling
occurs with trend analysis. Figure 4 shows a motivating
example. In this case, I assume that errors in carrying out a
procedure were measured as a function of the number of
steps in the instructions. For these hypothetical data, a linear
trend would provide a relatively poor fit. A linear plus
quadratic fit would match the results more closely, but such
a model may be difficult to justify theoretically. For example,
there may be no reason to expect that slope would gradually
increase over the levels of the independent variable as pre-
dicted by the quadratic polynomial. Instead, it may be more
reasonable to assume that there are two mechanisms, one that
operates up to five steps and another that operates for larger
values, each producing a linear trend, but with different
slopes. Fitting such a bilinear trend requires three parameters
for the means: the level of the hinge point, the slope of the
left-hand segment, and the slope of the right-hand segment.
In a closely related model, either the left or the right segment
is constrained to have a slope of 0; I refer to this as a
truncated-linear trend. The truncated-linear trend requires
just two parameters, just as a usual linear trend does. How-
ever, both the bilinear and truncated-linear trends have addi-
tional flexibility in the choice of the hinge point. The tech-
nique developed here can be used to estimate the number of
parameters entailed by this flexibility.

The results are shown in Fig. 5. The estimated numbers of
parameters for the a priori constant, linear, quadratic, and cubic
polynomial models are all close to the nominal number of
parameters, as expected. The numbers of parameters for both
the bilinear and the truncated-linear models were both about
one greater than the number of nominal parameters, suggesting
that flexibility in selection of the hinge point for these models
counts (approximately) as an additional parameter. It is quite
possible, though, that such post hoc models may be more
interpretable than a model using a similarly flexible polynomi-
al. For example, for the hypothetical experiment in Fig. 4, the
truncated-linear trend has about the same number of parameters
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as a quadratic trend. However, the mechanism that could
produce a quadratic trend in that context is unclear; in contrast,
it may be easy to argue that procedure length has little effect
when there are fewer than five steps, and that memory limita-
tions progressively come into play with longer procedures. The
present technique provides a means of estimating the flexibility
in selecting the hinge point in such models.

Discussion

The procedure outlined in this article provides a straightfor-
ward method for estimating the flexibility of post hoc
models. When the post hoc models under consideration are
limited to a simple model form (generated, e.g., by eliminat-
ing effects in a factorial design), the results suggest that
selecting one of the models in that class is, in several cases,
worth approximately an additional parameter. This may be
surprising, given the apparent parsimony of such models.

These results are broadly consistent with the results of
Simmons et al. (2011) demonstrating that undisclosed “re-
searcher degrees of freedom” in the context of null hypoth-
esis significance testing lead to an inflated Type I error rate.
The post hoc modeling described here can be regarded as an
instance of “hypothesizing after the results are known”
(Kerr, 1998). Thus, the present simulations provide a quan-
titative estimate of the dangers raised by Kerr. I would
emphasize, though, that post hoc models can often be valu-
able and informative when the evidence in their favor is
compelling. Indeed, a simple, theoretically interpretable de-
scription of a set of results can be an important contribution.
The issue is how to regard the strength of the evidence for
that interpretation when it depends on post hoc theorizing.
The present technique is a tool that may be useful in that
context.

Although I believe the quantitative estimates of flexibility
developed here are useful, those estimates would rarely
match the actual flexibility that might be exercised by a
researcher. This is because the researcher typically would
not consider model forms that are theoretically implausible.
Such plausibility constraints come from a variety of sources:
identifiable mechanisms that could produce a pattern of
results, consistency with existing theoretical ideas or suppo-
sitions, related evidence from previous investigations, and so
on. Although not all versions of a simple model form might
be considered, other models that have a different form may
be plausible. Thus, it is not obvious in general whether the
flexibility estimated using the present procedure would over-
or underestimate the flexibility in selecting a simple post hoc
model. As I outlined at the outset, my goal was not to provide
a definitive answer to this more general question, but rather
to solve one tractable problem—the flexibility involved in
selecting one version of a simple model form—on the ex-
pectation that this will be useful in describing or interpreting
evidence. Nonetheless, it may be possible in some cases to
adapt the methodology to estimate flexibility more precisely
if the researcher can identify how many of the possible
simple models might be considered. For example, fewer
parameters would be needed in the simple-effect model of
Fig. 1 if only two of the four possible models have a reason-
able interpretation. The Monte Carlo techniques developed
here could be used to measure such flexibility in any given
context.

When the evidence in support of a particular post hoc
interpretation is described in terms of model selection indices
such as AIC or the Bayesian information criterion (BIC), the
estimated number of parameters derived from the present
procedure could be incorporated directly into the values of
the index. For example, if the fit shown in Fig. 1 were
assumed to be a post hoc selection from among simple-
effect models, the number of mean parameters would be
3.87 rather than 3, and the AIC for the model would be
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−41.10. With this new AIC value, the model would no longer
be preferable to the full model (which has an AIC of −41.62).
Because the parameter estimates are based on a property of
the AIC, using those estimates with the AIC or comparable
indices to select the best model should perform similarly to
the use of AIC in other contexts (e.g., Vrieze, 2012). In the
language of Zucchini (2000), a simple model form would
constitute an approximating model family, whereas a fitted
model would involve a choice of model structure and pa-
rameter values based on the data. The model selection prob-
lem would be to select the best approximating family; the
selected model structure within a given form would, in
effect, be a parameter estimate.

The estimated number of post hoc parameters can simi-
larly be incorporated into descriptions of the evidence de-
rived from such indices. For example, Glover and Dixon
(2004) suggested reporting an “adjusted likelihood ratio” or
an “evidence ratio” (Burnham & Anderson, 2002). Masson
(2011) and Wagenmakers (2007) have described a calcula-
tion of an estimate of the Bayesian posterior odds for com-
paring two models on the basis of the BIC. The calculations
of such measures could be modified to incorporate an esti-
mate of post hoc flexibility on the basis of the present
procedure by simply substituting the estimated number of
post hoc parameters for the nominal number of parameters in
the formulas. In some cases, it may be appropriate to incorpo-

rate the estimated k̂ in the calculation of the AIC, BIC, or
adjusted likelihood ratio. In other cases, given the ambiguity
described previously about the actual flexibility of the research-

er, it may be more suitable to select a value of k̂ using a more
heuristic approach. For example, in designs like those consid-
ered here, a researcher may simply increase the number of
parameters by one in a description of the evidence. If the
evidence remains compelling with such an adjustment, one
should be much less concerned about the post hoc selection
of a model.

Although the present estimates of post hoc modeling
flexibility are most readily applied in the context of model
selection indices such as the AIC, the basic approach could
be extended to post hoc tests in null hypothesis significance
testing. Although a variety of procedures are extant for
performing significance tests involving post hoc compari-
sons, most do not readily apply to the post hoc selection of
simple models as articulated here. To develop something
like the present method for significance testing, one could
use Monte Carlo simulations to estimate the effective de-
grees of freedom in a contrast when that contrast is selected
from a set of possible contrasts post hoc. Indeed, the calcu-
lations in such simulations would be closely related to those
used here, but with a somewhat different treatment of the
error variance. The results of such simulations could provide
insights into established procedures for correcting for post

hoc tests. However, a wide range of other difficulties with
null hypothesis significance testing, beyond the treatment of
post hoc flexibility, make it difficult to recommend such an
approach (e.g., Cohen, 1994; Dixon, 2003; Gigerenzer, 2004;
Wagenmakers, 2007)

In conclusion, I argue that a simple, theoretically plausible
interpretation of a set of results is generally desirable. How-
ever, when that interpretation is developed after considering
the results, some care is required in describing the evidence
for that interpretation. The present method provides a tech-
nique for quantifying that evidence that may be appropriate
under some circumstances. More generally, the results high-
light the importance of assessing, at least informally, the
flexibility associated with such post hoc theorizing.
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