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Abstract In this article, we propose a contrastive account of
explanation generation. Though researchers have long wres-
tled with the concepts of explanation and understanding, as
well as with the procedures by which we might evaluate ex-
planations, less attention has been paid to the initial generation
stages of explanation. Before an explainer can answer a ques-
tion, he or she must come to some understanding of the
explanandum—what the question is asking—and of the ex-
planatory form and content called for by the context. Here
candidate explanations are constructed to respond to the par-
ticular interpretation of the question, which, according to the
pragmatic approach to explanation, is constrained by a con-
trast class—a set of related but nonoccurring alternatives to
the topic that emerge from the surrounding context and the
explainer’s prior knowledge. In this article, we suggest that
generating an explanation involves two operations: one that
homes in on an interpretation of the question, and a second
one that locates an answer. We review empirical work that
supports this account, consider the implications of these con-
trastive processes, and identify areas for future study.
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Philosophers have focused their studies of explanation on the
necessary and sufficient criteria according to which a propo-
sition counts as a good explanation, but psychologists have
cast their net more broadly, examining, among other topics,
why people engage in explanation, what implications
explaining has for other cognitive activities, and what cogni-
tive structures underlie explanation. This work has considered
a number of interesting questions but has largely overlooked
the process of generating explanations—that is, how ex-
plainers interpret a question and generate candidate answers.
Researchers have recognized that explanation generation is a
constructive process (Chi, 2000; Hale & Barsalou, 1995) that
draws upon prior knowledge (Lombrozo, 2006) and relies on
some form of structured mental representation (Chi, 2000;
Keil, 2006). However, we lack a clear articulation of how
these components are engaged during the generation of an
explanation.

In this article, we propose a framework theory that draws
heavily from prior pragmatic accounts of explanation (e.g.,
van Fraassen, 1980) and identifies two critical operations that
play different functional roles in the generation of an explana-
tion. According to this contrastive account, what makes an
explanation explanatory is not that it has the correct content
or type, but the fact that the explanation can distinguish the
topic, what we want to explain, from a set of relevant but
nonoccurring alternatives. In its current form, our account
aims to highlight the critical junctures in processing that en-
able a cognitive agent to home in on a particular interpretation
of a question and then produce a response. We hypothesize
that two operations need to occur. The first involves gleaning
the topic of the explanation—what the question is asking—
and distinguishing that topic from other topic options noted
explicitly in the question. The topic is then further specified in
comparison to a class of relevant but nonoccurring alterna-
tives—an implicit contrast class—indicated by the context in
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which the question is asked. The second operation involves
constructing the form and content of the explanation by con-
sidering how an answer might Bgrip^ the topic at hand, but fail
to engage the other members of the contrast class. Critical to
this account is the notion that the Bexplanatoriness^ of an
explanation can be understood only in situ and only once a
contrast class has been entertained.

Some notions of what is required to generate
an explanation

Much of the current interest in explanation has stemmed from
attempts to understand how explanation might be implicated
in particular cognitive outcomes: How the explanation of a
single instance can produce general knowledge, how explana-
tion can increase learning in educational settings, and how
explanation can affect our reasoning about the actions of an-
other person. In exploring these topics, various lines of re-
search1 have illuminated particular aspects of, or processes
involved in, generating an explanation.

Computer scientists have looked to explanation to motivate
the development of formalized models of reasoning and judg-
ment. One approach, dubbed explanation-based learning or
EBL, features machine-learning programs that evaluate spe-
cific instances in terms of prior knowledge in order to produce
useful generalizations (see Ellman, 1989, for a review).
Although the processing varies depending on how a particular
model is formalized, information about a target event is cap-
tured in a schema or other knowledge structure that can be
generalized to new situations. Recent Bayesian models of ex-
planation have taken a different approach. Within a particular
causal system, these models generate a hypothesis, or expla-
nation, for an outcome based upon the probabilities associated
with unobserved but potentially explanatory variables (Pacer,
Williams, Chen, Lombrozo, & Griffiths, 2013). In general,
this work indicates that generating an explanation relies on
access to prior knowledge and requires some way to structure
that information in terms of what is to be explained.

Research examining the self-explanation effect (Chi, de
Leeuw, Chiu, & LaVancher, 1994) has shown that positive
learning outcomes are associated with generating explana-
tions. In this line of research, the integration of new informa-
tion with prior knowledge occurs during the construction of
new, or the revision of existing, mental models (Chi, 2000).
This focus on the role of structured knowledge representations
in explanation reflects a longstanding claim in cognitive
psychology that internal models underlie our abilities to

generate inferences, reason about complex systems to solve
problems, and ultimately understand the world around us
(Gentner & Stevens, 1983; Johnson-Laird, 1983).2 The work
examining self-explanation supports the ideas that prior
knowledge plays a multifaceted role and that structured rep-
resentations of that knowledge are referenced in the course of
explanatory processing.

Research examining social reasoning also provides insight
into explanatory processing. When someone speeds through a
stop sign or holds the door open, we spontaneously generate
an explanation in order to understand the cause of those be-
haviors. Theorists have hypothesized that complex causal
structures underlie these attributions (e.g., Read, 1987), and
that contrastive processing (Cheng & Novick, 1992; Hilton,
1990; McGill & Klein, 1993) plays a role in identifying rele-
vant causal relationships. The possible cause is revealed by
contrasting a particular case with alternate cases in which the
effect does not occur: We assess whether X caused Y by com-
paring situations in which Y occurs to others in which Y is
absent. If this contrast draws out X as the difference between
the two situations, X is recognized as the cause for Y. Hilton
(1990; Hilton & Erb, 1996) used this contrastive approach to
develop an account of how people generate causal explana-
tions. He suggests two processes are involved: causal
diagnosis, a stage in which a probable causal connection is
identified, and causal explanation, a stage in which the con-
dition that does the explanatory work is selected by means of
the contrastive processing. This work provides a rich set of
processes that allow one to identify what causal information
might be relevant when generating explanations.

In summary, prior research has posited the importance of
constructive and comparative processes that rely heavily upon
prior knowledge organized into useful mental structures.
There is also evidence for distinct stages that address particu-
lar aspects of the emerging explanation. Although each of
these approaches offers something to our account of how ex-
planations are generated, we do not see a fully realized ap-
proach emerging from any one of them. In the formal model-
ing approach, little consideration is given to how the topic of
the explanation is determined. In the self-explanation re-
search, the focus is on abstract knowledge structures, so there
is little grounding in the situations or contexts in which the
explanations are being generated. The causal attribution liter-
ature does not make room for the plurality of explanatory
forms that exist. We hypothesize that the lack of a fully real-
ized approach may be the result of considering generation
only retrospectively, that is, by hypothesizing about what
might lead to particular explanatory outcomes. For instance,
Colombo (2017) recognizes that multiple forms of explana-
tion are possible and then hypothesizes that a Bpreliminary1 Note that this is not an exhaustive accounting of all research that has exam-

ined some aspect of the generation of explanation. Instead, it represents im-
portant lines of inquiry that illustrate how the field has approached the topic.
Throughout the article, we will engage with other important studies of expla-
nation as they relate to our proposal.

2 Interestingly, the notion of a mental model was introduced within an account
of explanation (Craik, 1967).
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step^ in generating an explanation involves identifying the
kind of explanation the individual intends to offer. Although
we agree that we must account for explanatory pluralism, we
do not believe that explainers begin with a sense of the kind of
explanation they would like to offer and then go searching for
answers that satisfy that form of explanation. Instead, we be-
lieve a richer story can be told about how the processes in-
volved in generating an explanation unfold. Our goal is to
provide a useful framework that allows us to consider how
these various pieces of the puzzle fit together.

The contrastive approach to the generation
of explanations

According to our view, the process of responding to a prompt
for explanation requires two contextually constrained opera-
tions that focus the explainer by steering her away from a
dizzying array of options. These operations employ such cog-
nitive processes as memory retrieval, selective attention, and
reasoning, but are not fully reducible to these processes
outside of the context. We can only understand these
operations by attending to the way in which they read from
and integrate the background knowledge of the explainer and
the features of the situation at hand. Like van Fraassen (1980)
and Hilton (1990), we recognize the pragmatic constraints on
explanation, and like Hilton (1990, p. 78), we recognize that
intrapersonal explanations—explanations initiated by oneself
instead of by another person—will operate within the same
framework.

Consider a parent making pizza with a child who asks:
BWhy does cutting onions make you cry?^ The child recog-
nizes that cutting an onion does, in fact, make the parent cry:
That is the explanandum. The request asks the parent to pro-
vide some utterance that specifies why cutting an onion makes
the cook cry. The parent has a rich web of knowledge about
cooking and onions and the world that will have to be navi-
gated in constructing an appropriate response to the inquiry in
this situation. We hypothesize that two operations are in-
volved in generating such an explanation.

Operation I: The context focuses the explainer
on a particular explanandum

In the question posed by the child, there are at least four
explananda on which an explainer might focus:

(1) What is it about cutting onions such that you cry when
working with them?

(2) What is it about cutting onions such that you cry during
that activity?

(3) What is it about you such that you cry when cutting
onions?

(4) What is it about crying such that you do it when cutting
onions?

To be explanatory, the explanation has to address the ap-
propriate topic.We propose that selection of the topic is highly
constrained, but not determined, by situational factors. As is
developed in Sperber and Wilson’s (1986) relevance theory,
an interaction between the individual’s context (including pri-
or knowledge, goals, currently activated information) and the
situation-specific input occurs in such a way that it privileges
the information that will have the greatest effect on the current
processing. If the parent and child are both focused on the
onions after working with a number of other pizza ingredi-
ents—that is, if onions are temporally accessible and salient
items—Topic 1 should stand out as the relevant topic of the
question. Instead, if the parent has been recently helping the
child to understand various bodily functions—for example,
crying—the presence of that goal would alter the context
and the focus might shift to Topic 4. For the purposes of our
discussion, we assume that the first option, onions, is identi-
fied as the relevant topic. We propose that without contextual
cues the generation of an explanation cannot get off the
ground. Yet, contextual constraints receive only glancing con-
sideration in existing accounts of explanation generation. For
instance, Cimpian (2015) suggests that when asked Bwhy so
many children’s menus at restaurants have macaroni and
cheese as an option,^ we immediately zero in on what he
identifies as the Bmain constituents^ of the prompt: children
and macaroni and cheese. However, this fails to address how
menus and restaurants are removed from consideration as
topics for the explanation. The account that he offers is in-
sightful and draws out many interesting ideas about how ac-
cess to particular information in memory plays a role in deter-
mining what goes into the explanation. However, we argue
that it does not fully acknowledge the importance of context
when identifying the topic of the explanandum. Without that
initial accomplishment, explanatory processing cannot
proceed.

In the pizza case, the topic is further specified in terms of
possible but nonoccurring alternatives that are identified via
contrastive processing. The points of emphasis in the ques-
tions above prompt different alternative cases: In Topic 1,
BWhat is it about cutting onions (and not w) that makes the
parent cry?^ In Topic 2, what is it about cutting (and not x)
such that performing that action on the onions makes the par-
ent cry? In Topic 3, BWhat is it about the parent (and not y)
such that she cries when cutting onions?^ And in Topic 4,
BWhat is it about crying (and not z) such the parent does it
when cutting onions?^ As was noted above, we focus on
Topic 1. There are many ways to interpret this question, be-
cause there are an infinite number of ways for something not
to be an onion. Generating an explanation is only possible if
the explainer can limit—quite drastically—those options. This
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quandary, of how to pinpoint a topic, has been directly ad-
dressed by philosophers through the introduction of contrast
classes. For decades, epistemologists have debated the role
that relevant alternatives play in the analysis of knowledge
(Dretske, 1981; Goldman, 1976; Schaffer, 2008); Garfinkel
(1990) and van Fraassen (1980) have recognized the role of
contrast in social and scientific explanation; and Sinnott-
Armstrong (2008) has defended contrastivism as a constitu-
tive aspect of reasoning in any form. All of these accounts
capitalize upon a basic insight: Situation-specific contrasts
enable us to specify what is relevant about a topic. We hypoth-
esize that a person who could not perform these culling (i.e.,
highlighting and eliminating) operations would find herself
cognitively stalled, unable to understand a question and un-
able to build any traction regarding its answer.

Continuing on, we have to specify the topic of our expla-
nation, onions. Beyond being simply an onion, we can think
of that object in a number of ways: vegetable, projectile, sa-
vory ingredient, and so forth, each of which prompts a partic-
ular assemblage of prior knowledge (Ross & Murphy, 1999;
Shafto, Kemp, Mansinghka, & Tenenbaum, 2011). In the con-
text of making a pizza, the question asks not about onions as
projectiles or layered things, but as pizza ingredients: BWhy
does cutting onions—and not other pizza ingredients—make
cooks cry?^ Access to knowledge related to a particular class
membership is impacted by contextual factors (Macrae,
Bodenhausen, &Milne, 1995), although the inherent qualities
of the related knowledge can play a role (Cimpian, 2015;
Patalano, Chin-Parker, & Ross, 2006). Since the organization
of conceptual knowledge reflects potential contrasts (Davis &
Love, 2010; Goldstone, 1996; Verheyen, De Deyne, Dry, &
Storms, 2011; Voorspoels, Storms, & Vanpaemel, 2012), ac-
cess to a particular sense of onion would activate appropriate
candidates for the contrast class. In the pizza-making case,
alternatives from the list of possible pizza ingredients (e.g.,
garlic, peppers, tomatoes, cheese, pineapple, and sausage)
serve as candidates for the contrast class. All of the pizza
ingredients regularly associated with pizza in that household
are available, but the situation at hand will serve as a critical
constraint on this list of possible candidates. For example, if
the child were in kindergarten, the context might point to
another vegetable that goes on pizza—for example, a toma-
to—as the relevant contrast to the onion. However, if the child
were home from college, that comparisonmight be too coarse.
Instead, the contrast might shift to something that shared with
the onion not only the quality of being a pizza ingredient, but
also the quality of being smelly—for example, garlic. Each of
these potential contrasts would bring forth different arrays of
knowledge, which would, in turn, impact the subsequent ex-
planation. In the first case, the onion’s intense smell might
become the focus of the explanation, because the intensity of
the smell is what differentiates onions from tomatoes. In the
second case, garlic also has an intense smell, so the explanation

might focus on some deeper difference between onions and
garlic. This could require access to knowledge that associates
smell with chemicals, some of which could be irritants (but we
do not want to get ahead of ourselves in this account).

By focusing the explainer on a particular contrast class, the
local context targets a specific difference between members of
some class. This reveals to the explainer the topic of the question
and the particular puzzle that the answer will need to address in
order to serve as explanatory. At the end of the first operation,
the explainer has identified onions as the topic of the explana-
tion, and that topic has been specified further by its contrast
class. The knowledge drawn out by the onions (not tomatoes)
contrast is available at the start of the second operation.

Operation II: The explainer figures out how to relate
an answer to the explanandum, but not to the other
members of the contrast class

Despite the processing that has taken place in the first opera-
tion, the parent in our example still cannot respond. A partic-
ular point of inquiry has been identified—what is it about
cutting onions, versus tomatoes, such that you cry whenwork-
ing with onions—but a potential answer must now be located.
According to our account, the form and content of the expla-
nation emerge as the result of two closely aligned processes.
First, the conceptual knowledge activated within the first op-
eration is captured within a structured knowledge representa-
tion—for instance, an internal model (see Chaigneau,
Barsalou, & Sloman, 2004; Keil, 2006)—that contains both
relevant concepts and their relations. Second, the comparison
of this internal model to the explanandum highlights particular
information that establishes the form and content of the expla-
nation. In our example, knowledge associated with pizza,
knives, cutting, onions, and tomatoes, among other relevant
things, is organized and compared to the explanandum. Out of
the comparison between the onion and the tomato, the smell is
noted as an inconsistency—a point at which the cutting of the
onion deviates from what would be expected, given what is
known about cutting tomatoes. Whether it represents some
unexpected element in the explanandum (Weiner, 1985), an
abnormal state (Hilton & Slugoski, 1986), or failure of expec-
tations or norms (Hitchcock & Knobe, 2009; Schank, 1982),
the highlighted discrepency reveals a space that becomes the
focus of the explanatory processing. To explain, the answer
must connect up with that point in the explanandum, but not
do so with what has been revealed about the contrast class
members. As we noted above, if tomato provides the contrast,
an answer about the smell released by cutting the onion will
respond to that space in the explanandum, but not connect up
with what occurs when cutting tomatoes. However, that re-
sponse is insufficient when garlic is the contrast, because an
answer about smell connects up to both the explanandum and
the contrast. Although it is beyond the scope of this account to
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fully articulate the processes that act on the internal model
during this operation, we hypothesize that this work reflects
some form of alignment processing (e.g., Gentner &
Markman, 1997) or other type of relational reasoning
(Dumas, Alexander, & Grossnickle, 2013; Holyoak, 2012;
Hummel, Licato, & Bringsjord, 2014). As this process un-
folds, the content of the explanation—the knowledge associ-
ated with onion smell and smelling—is being assembled, but
the issue of what form the explanation will take remains.

Although much of the work related to explanation genera-
tion has focused specifically on causal explanations, multiple
forms of explanation are available (Colombo, 2017;
Lombrozo, 2012; Saatsi & Pexton, 2013; Van Bouwel &
Weber, 2008; although see Skow, 2014). The form provides
the way in which the answer relates to explanandum, for ex-
ample, as a mechanism that causes the crying, as an adaptation
that contributes to the onion’s survival, or as an essential fea-
ture of the onion. A causal relation might identify a chemical
eye irritant in the onion that results in crying. A functional
relation might view that same chemical as a defense mecha-
nism that serves the purpose of deterring onion killers. And a
principled relation (Prasada & Dillingham, 2009) might iden-
tify a quality thought to be essential to the very being of the
onion. We propose that the explainer settles upon a form for
the explanation by running through the internal model to lo-
cate (a) a relation that holds between the answer and the topic,
but not the answer and the contrast class, and (b) a relation that
is not discouraged by the situation at hand.

It is our view that though several relations might satisfy
relation (a), the explainer’s experience of the actual situation
in which the question is asked serves to narrow that possibility
space. In the onion case, on the basis of the parent’s vast store
of prior knowledge, the parent could respond to the college
student’s query by saying that onions have a defense mecha-
nism that heads of garlic do not.3 Nothing in the explainer’s
prior knowledge alone eliminates the functional form of ex-
planation as a possibility. But, in this context, cutting the on-
ion is not viewed as a threatening behavior. On the contrary,
cutting the onion moves the pizza making along. The context
speaks against the appropriateness of the functional explana-
tion: that style of explanation would confuse, instead of satisfy
the college student, who is looking for the chemical source of
the irritation. We could imagine a context in which the func-
tional explanation would be appropriate. For instance, if the
parent and the kindergartener were being silly, the parent
might explain that the onion makes her cry, and the tomato
doesn’t, as a way to exact justice for the knife injury. In this
context, the causal explanation that details a chemical mech-
anism would kill the mood. It would be inappropriate. In both
the kindergartener and the college student cases, prior knowl-
edge gives the explainer a possibility space, but the actual

facts of the local situation help the explainer to pick and
choose among those possibilities. The possibility space is so
permissive that the explainermustmine the context to identify
the appropriate form.

Evidence for the contrastive account

We have all experienced situations in which we responded
to a question with an inappropriate answer: I (Seth) once
had a student ask why he hadn’t received any points for
an answer on an exam. Without missing a beat, I launched
into a 5-min explanation of my exam grading, detailing
which responses warranted full credit, partial credit, or no
credit. But the student was simply pointing out that I had
failed to write down the points he earned along with my
other feedback. A more controlled illustration of contex-
tually based shifts was provided by Hilton and Erb
(1996). Participants were told that a watch face broke
when hit with a hammer and then asked to rate how rel-
evant the hammer hitting the watch was to this occurring.
Without any specific context, the relevance of the hammer
to the explanation was rated as quite high. However, when
participants were informed that the event occurred during
Ba testing procedure in the factory,^ they rated the rele-
vance of the hammer lower, likely because another fea-
ture—for example, the quality of the watch face—became
relevant in that situation. Interestingly, the shift in context
impacted the ratings of the relevance of the hammer in the
explanation, but not the rating of whether it was true to
say the hammer caused the break. This suggests the
change in context affects the perceived topic of the expla-
nation, whereas the causal relations at play remain stable.
Other studies have shown that additional situational fac-
tors—for example, the goal of the explainer (Hale &
Barsalou, 1995) or the wording of the request (Rips &
Edwards, 2013)—can affect the identification of the topic.

A recent study of category-based explanation provides
evidence for the role of the contrast class in explanation
generation. Building off the work of Williams and
Lombrozo (2010), Chin-Parker and Cantelon (2016)
asked participants to explain the category membership of
a target set of robots, Deegers (see Fig. 1). Those expla-
nations were intermixed with prompts to explain the cat-
egory membership of a second set of robots, either
Lokads or Koozles. Although the prompt to explain the
category membership focused on a single category at a
time, BWhy is this robot a Deeger type?,^ the presence
of the alternate category led the participant to define the
request as, BWhy is this robot a Deeger (not Koozle/
Lokad)?^ All the participants focused on the variation of
the features as the topic of their explanations, but the
contrast available defined which features were drawn out
as informative. The participants were sensitive to a3 We thank our reviewer for the opportunity to address this potential objection.
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property of the features that was bound to the contrast
class—that is, whether the features differentiated the cat-
egories—as opposed to something inherent in the catego-
ry itself. The specification of the contrast class is also
influenced by the prior knowledge activated in a given
situation. Williams and Lombrozo (2013) asked partici-
pants to explain the category membership of items that
had either knowledge-laden labels—for example, indoor
robot or outdoor robot—or generic labels—for example,
Glorp robot or Drent robot. When explaining the category
membership of indoor/outdoor robots, the participants
tended to focus on features that might be relevant to
where the robot operated—that is, the foot shape. When
the category labels were uninformative, the participants
tended to focus on the antenna length, which was a sim-
pler and less variable feature of the robots. In both con-
ditions, the contrastive processing helped to draw out par-
ticular features for consideration, but the specification of
the contrast class varied depending on the context.

The pattern of results found in Chin-Parker and Bradner
(2010) supports the notion that context plays a role in both
Operation I and Operation II. Participants were asked to gen-
erate an explanation of an animated clip (see Fig. 2 for a
screenshot of the end of the animation). The clip showed a

form, the squiggle figure on the left, pressing on a lever that
initiated a series of events that resulted in a liquid being de-
posited on the ground. The participants had watched an initial
set of animated clips before explaining the target clip.
Participants in the nonsystematic condition watched a set of
animated clips in which a form pressed on a lever, initiating a
series of events resulting in material being dumped on the
ground. Participants in the systematic condition watched a
set of animated clips in which the same events occurred, but
the material released was returned to the form that had initiat-
ed the action. Figure 3a and b provide screenshots from an
example of each type of clip. All participants received the
same prompt after viewing the target clip, but the explanations
they generated differed according to how the initial set of clips
they had seen contrasted with the target clip.

The general experimental context was the same for all
participants, so they all focused on the events in the clip
as the topic for their explanations. However, as the initial
clips offered different contrast, the specification of that
topic differed between the groups. For a participant in
the nonsystematic condition, the levers and connections
in the initial clips differed from the target clip, so the
contrast highlighted the mechanisms involved in releasing
the material. The focus on these mechanisms highlighted
causal relations, so participants in that condition tended to
generate causal explanations. In the systematic condition,
the food spilled onto the ground in the target clip instead
of returning back to the form, so the contrast highlighted
what could be considered a disruption of the system. In
this situation, the focus on the purpose of the events
highlighted functional relations, the role the mechanisms
played in a system, and participants in that condition
tended to generate functional explanations. This pattern
of results fits well with the findings of Hale and
Barsalou (1995). Participants focused on a comprehensive
system tended to produce functional explanations.
Participants focused on the events occurring within that
system (and not into the broader system in which those
events occurred) tended to produce causal, or mechanistic,
explanations. In that study, a shift in the initial context,
achieved by altering the goal of the explainer, accounted
for this variation in the explanatory form. In Chin-Parker
and Bradner (2010), the shift in the contrast class affected
the explanatory form. In both cases, the form of explana-
tion was tied to constraints on the processing that oc-
curred as the topic of the explanation was being defined.

The virtue of our account of explanation generation
is that it points to how and why explainers employ
different forms of explanation in different circumstances.
We consider there to be strong evidence for the role that
the context plays in the generation of explanations. We
also think that a growing body of evidence suggests that
contrastive processes underlie the specification of the

Fig. 1 Robot categories from Chin-Parker and Cantelon (2016).

Fig. 2 Final scene of the target clip from Chin-Parker and Bradner
(2010). After watching this clip, participants were asked, BPlease provide
a possible explanation for what you just saw in the previous clip.^
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explanandum. However, we also recognize that further
study will be required so we can better understand the
specific role that these constraints are playing in each of
the operations we propose.

Concluding comments on the contrastive account

We argue that elements of the context—for instance, im-
mediate goals and objects at hand work progressively
to home in on some approp r ia t e sense of the
explanandum. Once the question has been specified, the
processing turns to the selection of both an answer and an
explanatory form that satisfies the questioner. During this
stage, the explainer uses contextual information to narrow
down the multiple possible explanatory relations that
might be available through the existing internal model of
the situation.

Several criteria for what guides the evaluation of ex-
planations have emerged, such as simplicity (Lombrozo,
2007), coherence (Thagard, 2006), and elaboration
(Rottman & Keil, 2011). These proposals identify quali-
ties that an explanation should have in order to count as a
good explanation (or the best one), but do not address the
process through which generation unfolds. We have of-
fered an account of explanation generation, not evalua-
tion, so it is important to note that there is no guarantee
that the explanations generated according to this process
will be the best ones. Despite the naturalness of explana-
tion, our explanations often fall short of being ideal (Keil,
2006; Wilson & Keil, 2000). There are several ways in
which an explanation might be compromised: Situational
factors can distract or point to irrelevant topics, inade-
quate or false prior knowledge can negatively impact the
ability to establish an appropriate contrast class, and mis-
takes about the needs of the questioner can block access
to the relevant features of the internal model. One virtue
of our account is that it can explain how and why such
problems arise.

Discussion

Implications of the contrastive account

Constraint Pragmatic theorists of explanation are sometimes
derided by philosophers for offering only hand-waving ac-
counts of explanatory relevance. For a pragmatist, it’s more
important that an answer be relevant than true. But when
asked to specify a general account of the concept of relevance,
the pragmatist fails to respond, saying only that it will become
clear in context which answers are relevant. As we described
in the prior sections, empirical study has identified some of the
constraints that play a role in establishing relevance during the
generation of an explanation, but we also recognize that much
work is still to be done in this regard. Our own work examin-
ing explanation (Chin-Parker & Bradner, 2010; Chin-Parker
& Cantelon, 2016) has only started to identify some of the
constraints in place at particular points in the processing.
When determining the topic of the explanation, the context
activates some of the explainer’s prior knowledge to impose
particular constraints on the question’s interpretation via the
contrast class. It is less clear, though, how the context and an
internal model might operate in concert to determine the form
of explanation.We think explanation can be considered some-
thing like similarity, a comparably slippery construct that is
constrained by relevant processing. Instead of searching for
a priori criteria to define similarity, the local process of com-
parison allows a sense of similarity to emerge (Medin,
Goldstone, & Gentner, 1993). The contrastive view proposed
here is similar in this regard—sensitivity to the context and
contrastive processing during the generation of an explanation
allows the explainer to identify candidate answers. So, instead
of pointing to criteria that will establish explanatory relevance
a priori, our account emphasizes the need to better understand
the constituent processes and their roles within this explana-
tory framework.

The constraints that we have identified in this ac-
count will be useful to consider as computational ap-
proaches to explanation are developed. The plausibility

Fig. 3 Examples of each type of initial clips from Chin-Parker and
Bradner (2010). Panel a illustrates a nonsystematic clip, whereas panel
b illustrates a systematic clip. The events that occurred within each clip

were identical, except for where the material fell—either on the ground or
back into the shape that had initiated the actions.
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of a computational model of explanation has increased
in the past decade as theorists have developed new
ways to incorporate prior knowledge into models of
complex cognition. For instance, recent work exploring
causal induction has made use of hierarchical Bayesian
modeling (Tenenbaum, Griffiths, & Kemp, 2006) to ac-
count for the way that prior knowledge limits the hy-
pothesis space over which the probability of a particular
causal relationship is computed. Prior knowledge is used
to indicate which kinds of properties and relations are
relevant for a given situation, populating the model at a
higher level with a Bgeneral causal theory^ (Griffiths &
Tenenbaum, 2009) that limits the possible causal rela-
tionships considered in terms of the data. Similarly,
there has been progress in accounting for how relational
systems—for instance, kinship and categorical relation-
ships—might be discovered by providing information
about the general sets of concepts and relations that
exist, and then computing which of the more explicit
Btheories,^ or specific set of concepts and relationships,
drawn from that initial space fit a particular data set
(Kemp, Tenenbaum, Niyogi, & Griffiths, 2010). In both
cases, without a means to limit the possibility space that
these models consider, the models are unable to proceed
(Jones & Love, 2011). But with appropriate constraints
in place, the models are able to successfully learn rela-
tively complex sets of concepts and their relationships.
Using a very different formal system, Hummel, Licato,
and Bringsjord (2014) provided a compelling account of
the kind of relational processing that could underlie ex-
planation, but again with no specific consideration of
how the topic of the explanation is determined, since
the constituents were specified a priori. We believe that
the constraints we propose in our account—for instance,
situational relevance and contrastive processing—could
serve to inform components of more formal accounts
of explanation generation.

Explanatory pluralismAn important contribution of this ap-
proach is that it makes room for multiple styles of explanation
within a single framework. Although much of the present
work has focused on the functional and causal styles of expla-
nation (e.g., Chin-Parker & Bradner, 2010; Lombrozo, 2009),
other styles of explanation have been considered (Keil, 2006;
Lombrozo, 2012; Prasada & Dillingham, 2009). We do not
think it is in question as to whether people can generate dif-
ferent styles of explanations, but debate continues with regard
to which styles should be considered explanatory. The con-
trastive account we have outlined here sets aside that debate
and instead provides a processing framework from which
multiple styles of explanationmight be realized. It is important
to recognize that this does not mean that, in situ, anything
goes. As we detailed above, there are local constraints on the

generation of explanations. The flexibility of the contrastive
account in this regard is an advantage, in that we can use the
same framework to explore the variety of explanatory styles.
However, there is also a cost to this flexibility. Hilton’s (1990)
conversational model of explanation generation, which shares
some features with the contrastive account described here, is
able to go into greater detail about what occurs during the
contrastive stage, because it focuses only on causal attribution.
Although our account forgoes some of that specificity, we
believe it is useful to provide an account that considers a fuller
range of explanatory styles in order to develop a better under-
standing of the explanatory processes that are shared across
those various styles.

Learning and generalization Explanation has been tied
closely to learning (Chi, 2000; Lombrozo, 2006; Richey &
Nokes-Malach, 2015; Williams & Lombrozo, 2010), so it is
important to consider how the contrastive account informs that
topic. As we argued previously, the operations that cooperate
to specify the explanandum are necessary in order to generate
an explanation. The properties of the event or object that are
not involved in these operations are not fully implicated in the
processing and subsequently less available for future
cognitive tasks. For instance, Legare and Lombrozo (2014)
showed that when children were asked to explain a toy, they
had a harder time remembering the properties of the toy that
did not correspond to the explanations they had generated.
Contrastive processing can be specifically implicated in this
outcome because information not highlighted during the con-
trastive processing may be ignored. As we mentioned before,
Chin-Parker and Cantelon (2016) found that participants did
not consider the properties shared across categories to be im-
portant when explaining membership in a target category,
even though every member of the target category had that
property. Those features were rarely mentioned in the
explanations and did not affect the subsequent classification
task performance. Furthermore, Lombrozo and Gwynne
(2014) showed that the style of explanation used by the par-
ticipant impacts the later generalization of information: After a
participant had provided a mechanistic explanation, there was
a willingness to generalize to entities that shared a particular
mechanism, but after a functional explanation, there was a
willingness to generalize to an entity that shared the same
function. These examples illustrate that the operations that
occur during explanation generation can limit access to infor-
mation, which can, in turn, affect downstream learning and
generalization.

There is evidence that explanation licenses knowledge of
special relationships (e.g., causal schemas) or other generaliz-
able patterns that can then be carried forward, applied to new
cases, and used to bridge inductive gaps (Brem & Rips, 2000;
Lombrozo, 2011; Lombrozo & Carey, 2006). Although we
admit that some data support the idea that this kind of abstract
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and transferable knowledge can emerge via explanation, we
urge caution here. As we have developed in this account, the
cognitive process of generating explanations is thoroughly
site-specific. Answers are direct artifacts of the contextually
situated possibility spaces that they (the answers) are con-
structed to satisfy, so there is reason to be cautious with regard
to how Bexportable^ such answers would be to new cases.
Ultimately, we agree that the generation of explanations is
important to subsequent cognitive processes, but we are con-
cerned that the transfer to new situations might not be as
robust as some accounts suggest. Given that most studies of
generalizability have not varied the context much between the
explanation and transfer phases, it has been difficult to assess
transfer. Shemwell, Chase, and Schwartz (2015) have provid-
ed a useful illustration of these tensions, showing that transfer
to later problems can occur, especially when generalization is
specifically prompted, but even then transfer is not guaran-
teed. There is clear evidence that explanation can play a role
in learning, but we ask that future studies carefully distinguish
(a) the role played by the explanation, which requires the use
of an internal model but is site-specific, and (b) the activation
and use of general knowledge in constructing the internal
model, which might be more generalizable.

In thinking about how generating explanations might affect
later cognitive activity, we think it is useful to consider ac-
counts of transfer that specifically address the situated nature
of knowledge (Yeh& Barsalou, 2006). A basic premise of this
approach is that transfer from one situation to another is fairly
conservative and relies on contextualized, as opposed to more
abstract, information (e.g., Medin & Ross, 1989). We hypoth-
esize that only in a situation with a similar explanandum pos-
sibility space can an individual reengage with the answers
generated in a previous episode; only when the same sense
of the explanandum is activated can we attribute the ability to
abstract and transfer knowledge to some prior act of
explaining. We recognize the speculative nature of these com-
ments. However, they aim to clarify how this account provides
for a different way of thinking about the role of explanation
generation.

Concluding thoughts

The account outlined in this article is intended to identify and
provide a structure for the various processes that occur during
the generation of an explanation. We have not specified all of
the cognitive processes involved. For instance, there is no
indication yet of how the different components of the initial
context (e.g., the physical environment, the internal goals of
the explainer, and the needs of the questioner) might be
weighted when identifying the topic of an explanation request,
and our proposal does not detail the type of memory search
conducted as the contrast class is populated. More study will
be needed here.

As we mentioned previously, this account is geared toward
understanding the generation of explanations. Many people
investigate explanation in hopes of understanding other cog-
nitive tasks, such a justification. For instance, some have ex-
plored the evaluation of explanations with an eye toward se-
curing the epistemic value of a claim on the basis of its ex-
planatory power (Colombo, 2017). Some of the contextual
constraints we identify in this account may not apply to these
other tasks. Chin-Parker and Bradner (2010) found that al-
though the style of the explanations generated by participants
shifted depending on which contrasting clips they viewed, the
ratings of different styles of explanations did not. This sug-
gests that the evaluation of explanations may rely on a differ-
ent set of processes than on which the generation of explana-
tions relies. We urge caution in accepting only those theories
of explanation that can serve one’s preferred theory of justifi-
cation, for that strategy can lead theorists to discount the prag-
matic theory of explanation generation out of hand.

Our approach is an alternative to normative accounts of good
explanation that attempt to identify such constraints a priori, often
by prioritizing particular styles of explanation or particular
qualities of the explanation. Accounts that specify howwe should
evaluate explanations are useful, because we can use the winning
explanations to ground belief and reason well, but they say little
about how explanations are in fact generated. Our account
suggests that contextual and contrastive constraints in place
during the generation of explanations specify the explanandum
and the form and content of the answers that can satisfy the
explanation request. Such constraints make it possible for an ex-
plainer to proceed in the face of an unbounded possibility space.
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