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Abstract
Learning difficulty orderings for categorical stimuli have long provided an empirical foundation for concept learning and
categorization research. The conventional approach seeks to determine learning difficulty orderings in terms of mean classifica-
tion accuracy. However, it is relatively rare that the stability of such orderings is tested over a period of extended learning. Further,
research rarely explores dependent variables beyond classification accuracy that may also indicate relative learning difficulty,
such as classification response times (RTs). Using a family of category structures defined over three binary dimensions and four
positive examples that is well-known for its robust learning difficulty ordering, we report the results of two experiments that test
the stability of the ordering (in terms of both errors and RTs) over multiple category learning sessions. The experimental stimuli
consisted of instantiations of each of the six category structures in the family. These take the form of categories consisting of four
Bflasks^ that vary along the binary features of size (large or small), shape (circular or triangular), and color (black or white).
Experiment 1 shows that when participants are randomly presented instances of all six types, the difficulty ordering remains
stable across all three sessions. This stability is present in terms of mean accuracy (errors) as well as mean RTs. In Experiment 2,
participants were repeatedly exposed to category instances of a single type. In terms of errors, the ordering is revealed in the first
session and disappears in later sessions. The opposite trend is observed for classification RTs: The ordering is not present in the
first session but is revealed in later sessions. This suggests that even when individuals reach a relative degree of expertise in terms
of reduced errors, the original degree of difficulty continues to influence processing. We interpret these results in the context of
the concept learning and perceptual expertise literatures.
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The way in which category specific knowledge is acquired
over time has been a long-standing central topic in the cogni-
tive and perceptual sciences. Accordingly, the influence of
training and experience on learning visual categories has been
the focus of much empirical work (e.g., Gauthier & Tarr,
1997; Scott, Tanaka, Sheinberg, & Curran, 2008; Tanaka,
Curran, & Sheinberg, 2005). This research often involves ac-
counting for the results of concept learning tasks that necessi-
tate classifying category members and nonmembers. Studies

in this area explore questions like the following: Can different
concepts be ordered by their relative learning difficulty? Does
repeated exposure to a concept result in perceptual expertise
and/or expert classification? Is concept acquisition inherently
easier for some individuals? Work in this area has explored
whether different concepts can be ordered by their relative
learning difficulty (e.g., Feldman, 2000; Kruschke, 1992;
Nosofsky, Gluck, Palmeri, McKinley, & Glauthier, 1994;
Shepard, Hovland, & Jenkins, 1961; Vigo, 2013). Indeed,
for certain categories of objects (i.e., categorical stimuli), re-
search has shown that robust learning difficulty orderings can
be established in terms of how accurately subjects classify the
objects as members of the category (Kruschke, 1992;
Nosofsky, Gluck, et al., 1994; Vigo, 2013, 2014; Vigo,
Evans, & Owens, 2015; Vigo, Zeigler, & Halsey, 2013).
Such relative difficulty between categories tells us something
fundamental about our conceptual system. Notably, relative
classification accuracy can be used to reveal which relational
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structures humans are most sensitive to in their environment.
Sensitivity to certain structures likely results in better classifi-
cation of its members, whereas categorical stimuli with struc-
tures for which we are relatively less sensitive likely results in
a corresponding decrease in classification accuracy. In the
current work, we explore the relationship between classifica-
tion accuracy and classification response timewhen categories
are learned over an extended period of time. Some research
suggests that response times do not always reflect an individ-
ual’s level of expertise in terms of accuracy (e.g., Chi,
Feltovich, & Glaser, 1981; Rubenstein, 2013). Indeed, it is
easy to see how different strategies for making a correct re-
sponsemay lead to the same performance in terms of accuracy
but markedly different performance in terms of response time.
In what follows, we explore the possibility that the response
times will differ from error rates when making classification
decisions about object stimuli. It is important for models of
concept learning and perceptual expertise to account for this
relationship between accuracy and response time because the
type of strategy used during a task may provide researchers
with important clues about the nature of underlying cognitive
mechanisms during learning.

Concept learning difficulty orderings for categorical stimuli
form much of the empirical foundation of concept learning
research. As suggested, learning difficulty orderings are re-
vealed by the relative classification error rates for different
categories in a classification task. We now define some terms
that will become critical in the following discussion. These
definitions are similarly presented by Vigo (2014, p. 15) and
Murphy (2002). First, wemust distinguish between Bconcepts^
and Bcategories.^ In short, concepts are the internal mental
representations of categories in the world. That is, concepts
are assumed to correspond to (or represent) objective catego-
ries of objects. These categories are said to be Bdimensionally
definable^ if the set of objects can be characterized in terms of
a shared number of fixed dimensions. Moreover, we will refer
to such a dimensionally definable set of object stimuli as
Bcategorical stimuli.^ We operationalize what will be referred
to as Bconcept learnability^ or Bconcept difficulty^ in terms of
categorization/classification performance. That is, the observ-
able behaviors under consideration will be the proportion of
classification errors and the response times (RTs) for classifi-
cation decisions. The discussion of specific experiments to
come will likely serve to clarify this terminology.

Models of conceptual behavior are generally tested in terms
of classification performance. Specifically, researchers may
obtain average learning times (time taken to learn a concept)
or average learning accuracies (percentage of correct re-
sponses) in terms of correct object classifications for catego-
ries of varying learnability, and then fit model predictions to
the aggregate response data across participants. Research with
learning times typically uses a prespecified learning criterion

and learning proceeds until the criterion is met. In these tasks,
the number of trials/blocks to criterion is the primary depen-
dent variable (e.g., Nosofsky, Gluck, et al., 1994).
Alternatively, research using learning accuracies typically
takes mean proportion of errors as the primary dependent var-
iable (e.g., Feldman, 2000; Vigo, 2013; Vigo et al., 2013).
Additionally, the process by which concepts are learned can
be studied by obtaining the rate of learning throughout an
experimental session, and models can be subsequently com-
pared by quantitatively predicting block-by-block changes in
performance, providing a more comprehensive comparison
than measures of aggregate performance. This approach has
greatly advanced our understanding of concept formation.

Because of their robustness, concept learning difficulty or-
derings provide a stable baseline for the type of comparative
studies between experts and novices that are involved in ex-
pertise acquisition (Chi et al., 1981; Tanaka & Taylor, 1991).
They help tease apart more essential aspects of learning (e.g.,
structural aspects) from aspects that may depend more on
qualitative preferences or long-term memory store. Indeed,
the experimental approach taken here is motivated by previ-
ous work suggesting that relational cognition and pattern de-
tection may play an important role in gaining expertise in
particular categorization tasks (Kroger, Holyoak, &
Hummel, 2004; Vigo, 2013, 2014).

Classification performance for sets of eight object stimuli
that vary along three binary-valued separable dimensions has
been the focus of much empirical work (Kruschke, 1992;
Kurtz, Levering, Stanton, Romero, & Morris, 2013;
Nosofsky, Gluck, et al., 1994; Rehder & Hoffman, 2005;
Shepard et al., 1961; Vigo, 2013; Vigo et al., 2013). In classi-
fication tasks, this set is divided into two categories of four
objects. For the eight possible unique stimuli, there are 70
distinct ways to partition them into two groups of four.
These 70 partitions result in six structurally equivalent types
in that any two instances of a type can be transformed into one
another as a result of dimensional reassignment. To clarify,
these instances are composed of four objects, and these in-
stances are structurally equivalent in that they have the same
category structure description. The 70 partitions are distribut-
ed among the six structurally equivalent types as such: I (6); II
(6); III (24); IV (8); V (24); VI (2). Henceforth, we shall
abbreviate this category structure as 32[4], using notation in-
troduced by Vigo (2013, 2014). The first number (i.e., 3)
stands for the number of dimensions; the index number (i.e.,
2) stands for the arity of the dimensions (in this example,
binary); and the third number (i.e., 4) stands for the number
of object stimuli associated with the structure.

When participants are asked to learn the six structural rela-
tionships that can be partitioned from the 32[4] family, the
following learning difficulty ordering emerges for the six
structures: I < II < [III, IV, V] < VI, where Type I is the least
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difficult to learn, followed by Type II. Types III, IV, and Vare
approximately equivalent in difficulty, and Type VI is the
most difficult. An Binstance^ of a structure type refers to a
categorical stimulus that is defined by the structure type.

The family of 32[4] structure types is of particular interest
because of the dimensional size and cardinality of the catego-
ries. That is, three dimensions defining four positive examples
turns out to be quite tractable for humans. This tractability
seems to be due in part to the 32[4] family’s cardinality being
within the limited boundaries of short-term memory capacity,
which is now believed to be around four chunks of informa-
tion (Cowan, 2001; Luck & Vogel, 1997). Accordingly, learn-
ing a category of four objects, each of which are composed of
three dimensions, seems an appropriate test of category learn-
ing. Because of this privileged dimensional configuration, the
error rates for these category types have been interpreted as
revealing key psychological principles underlying the process
of concept formation, including how object features influence
category learning (Love,Medin, & Gureckis, 2004; Nosofsky,
Palmeri, & McKinley, 1994; Vigo, 2009, 2011, 2013) as well
as how observers distibute attention along object features
(Kruschke, 1992; Nosofsky, 1984; Rehder & Hoffman,
2005). As such, the learning difficulty ordering for this cate-
gory family serves as a particularly relevant benchmark for
models of categorization behavior and concept formation.

A convenient method of showing category membership for
categorical stimuli involves the use of Boolean cubes (e.g.,
Feldman, 2003). Members and nonmembers can be visualized
in the form of a cube when stimulus dimensions take the value
of 1 or 0 (i.e., true or false) in aD-dimensional space. Figure 1
depicts each of the 32[4] structures using Boolean cubes. Sides
of the cube in Fig. 1 represent dimensions. Also, corners with
circles represent positive examples and empty corners repre-
sent negative examples of the category. The thicker gray lines
are meant to show simple relations between object stimuli.
Notice the four simple relations in Type I, whereas Type VI
has no simple relations.

Figure 2 shows a Boolean cube using example stimuli
where the sides of the cube represent the dimensions of size,
shape, and color. Corresponding dimensional changes occur
when shifting along the sides of the cube. Figure 2 also shows
example instances of each category type using the stimuli
depicted in the cube. These flask-like stimuli are used in the
current experiments and have been used in several previous
studies (Vigo, 2013, 2014; Vigo, Doan, Doan, & Pinegar,
2018; Vigo et al., 2015; Vigo et al., 2013). Using stimuli that
have been used in previous work provides the benefit of a
common frame of reference in which meaningful comparisons
can be made between studies. For instance, if our obtained
classification data differs from previous work, we need not
be concerned with the possibility that the chosen object stim-
uli resulted in differential processing. In short, we can expect

participants to process and classify these object stimuli in a
way that is consistent with previous work. It should be noted
that the 32[4] structures have also been studied using different
types of stimuli, including insect stimuli (Vigo et al.,
2015) and clock stimuli (Doan & Vigo, 2016; Vigo & Doan,
2015). In addition, they have been studied using two distinct
empirical paradigms: a serioinformative and a parainformative
paradigm (Vigo, 2013). Under the parainformative paradigm,
all members of the category from which a concept is learned
are presented simultaneously (i.e., in parallel). In contrast,
under the serioinformative paradigm, the members of the cat-
egory are presented one at a time (i.e., serially).

Shepard et al. (1961) were the first to establish the learning
difficulty ordering for the 32[4] structures in a series of experi-
ments in which classification tasks were preceded by identifica-
tion tasks where unique responses were learned for each stimu-
lus. For instance, Shepard et al. used a serioinformative task with
corrective feedback after each classification in Experiment 1.
Subjects classified members and nonmembers of categorical
stimuli until a learning criterion of 32 consecutive correct re-
sponses was obtained. All participants were tested on Types I,
II, and VI, but on only one of either Types III, IV, & V, resulting
in a total of four types per subject. Five consecutive instances of
each of the four types were presented to participants. Spatially
separated stimuli were presented, and features varied in that they
were either a screw or a bolt, a candle or light bulb, and either a
violin or trumpet. The ordering was also observed using geomet-
ric objects in Experiment 2.

This learning difficulty ordering has remained relevant be-
cause of multiple subsequent replications. For instance, these
structures were studied further by Nosofsky, Gluck, et al.
(1994), who replicated the results obtained by Shepard et al.
(1961) while providing block-by-block learning curves suit-
able for quantitative fitting. The resulting learning curves con-
form to the difficulty ordering in terms of percentage of cor-
rect responses, showing a high level representation of the dif-
ficulty of these types in terms of learning category member-
ship across time. Accordingly, models of classification learn-
ing were able to be compared by fitting their predictions to
these data (ALCOVE, Kruschke, 1992; the rational model,
Anderson, 1991; the configural-cue model, Gluck & Bower,
1988).

In addition to these replications of serioinformative tasks,
the ordering has also been replicated using parainformative
tasks (Vigo, 2013; Vigo et al., 2013), where participants are
able to study all category members (and nonmembers) in a
learning phase before classifying objects one at a time.1

Table 1 shows the reported mean classification errors per type

1 Note that it is sufficient for all the members of the category to be displayed
simultaneously for a concept learning task to be parainformative; that is, it is
not necessary that the nonmembers also be displayed.
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in studies that used a parainformative task without feedback.
In all three tasks, participants studied category members and
nonmembers in a 20-second learning phase. Following the

learning phase, participants classified serially presented stim-
uli. Vigo et al. (2015) gathered classification performance
from adults, adolescents, and adolescents with ADHD. The

Fig. 2 Sample stimuli depicting the 32[4] structure types. The Boolean
cube depicted is shown using stimuli from the current study. Sides of the
cube represent the size, shape, and color. Moving along the sides of the
cube results in a corresponding dimensional change. Example instances

of each category type are given for these dimensions. These are the same
stimuli used in a number of previous studies (Vigo, 2013, 2014; Vigo
et al., 2015; Vigo et al., 2013)

Fig. 1 Boolean cubes for the 32[4] structure types. Members of the 32[4]
structure types are denoted by the corners of a cube. Sides of the cube
represent dimensions. Corners with circles represent positive examples,

and empty corners represent negative examples of the category. The gray
lines show simple relations between object stimuli
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data presented in Table 1 correspond to the adult sample.
These studies are of particular interest because the current
work uses the same experimental design.

Additionally, Vigo (2013, Experiment 3) has demonstrated
that upon a brief visual inspection, participants intuitively rank
the difficulty of these structures in accordance with the empirical
ordering in terms of correct classifications. Participants gave
judgments of learning difficulty on a scale of 1 through 10 for
instances of the 32[4] structures, which were simultaneously
presented on each trial. Mean magnitude judgments for each
of the six 32[4] structures were reported as follows: I (1.7) < II
(4.3) < [III (5.5), IV (5.6), V (5.5)] < VI (6.3). Vigo (2013)
interprets this result as evidence for the capacity to form
metacognitive judgments about concept learnability. Further,
such metacognitive judgments are accurate in terms of classifi-
cation performance.

It should be noted that there are studies where the classic
ordering was not observed (Feldman, 2000; Love &
Markman, 2003; Lewandowsky, 2011; Love, 2002;
Nosofsky & Palmeri, 1996; Rehder & Hoffman, 2005) lead-
ing Kurtz et al. (2013) to argue that the classic Type II advan-
tage over Type IV is achieved as a result of (a) the particular
interplay between stimulus material and dimensional assign-
ment, and (b) instructional language that places emphasis on
Brules^ and Bfeatures.^ However, the alternative orderings are
likely due to experimental designs that do not sample from all
possible structure instances. The learning difficulty of these
types is meant to be an aggregated average proportion of per-
formance across all instances of the type, and a limited subset
of these instances will quite likely result in deviations from the
true difficulty ordering.

In summary, classification performance on the six 32[4]
structure types is significant because it provides an empirically
validated difficulty ordering by which concept learning
models can be compared. These results gain new significance
in light of recent developments in the way that fewmodels can
predict the ordering precisely (GCM, Nosofsky, 1984;
ALCOVE, Kruschke, 1992; SUSTAIN, Love et al., 2004;
GISTM-SE, Vigo, 2013) and recent accounts (Feldman,
2000; Goodwin & Johnson-Laird, 2011; Kemp, 2012; Vigo,
2006) do not predict the learning difficulty ordering.

However, it is rare that the stability of such orderings is tested
on classification performances as it unfolds over time. Further,
this research rarely explores dependent variables beyond clas-
sification accuracy, which may also indicate relative learning
difficulty.

Accordingly, the current work reports the results of a cat-
egory learning task testing classification errors and response
times (RTs) on the 32[4] structures over multiple experimen-
tal sessions taking place on consecutive days. Many re-
searchers (see Palmeri & Cottrell, 2009) operationalize the
mechanisms of expertise as a normative outcome of the learn-
ing process. Accordingly, observing classification over time
in the current experiments allows us to consider categoriza-
tion processes as a domain of perceptual expertise. The de-
velopment of expertise goes considerably beyond the accu-
mulation of vast amounts of knowledge. In addition to the
learning effects that commonly result from experience or
training, more complex and accurate perceptual representa-
tions also emerge over time. That is, increased task perfor-
mance and more accurate perceptual representations are typ-
ically associated with a concurrent effect of processing flu-
ency marked by quicker response times as well as a reduction
in the cognitive and attentional resources dedicated to the
task. However, it should be noted that in expertise experi-
ments, reaction time data often do not reflect the individual’s
degree of expertise on a problem-solving task (Chi et al.,
1981). Indeed, from the standpoint of error rates, people
can often perform with similar accuracy on two distinct
problem-solving tasks while resorting to different strategies
(implicitly or explicitly) in solving the problems. The type of
strategy used can provide important clues as to the nature of
its underlying cognitive mechanisms. This leaves open the
possibility that the RTs will differ from the error rates.
Additionally, there is a debate in the decision-making litera-

Fig. 3 Learning phase for an instance of Type I in the current experiment

Table 1 Reported mean classification errors for 32[4] types in studies
using a parainformative task without feedback

Mean classification errors

I II III IV V VI

Vigo (2013) .02 .07 .19 .18 .17 .32

Vigo et al. (2013) .01 .13 .19 .18 .19 .32

Vigo et al. (2015) .02 .12 .17 .19 .20 .30
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ture whether quicker RTs lead to errors in decision-making. It
seems that under certain circumstances, quicker RTs lead to
more errors, whereas in other circumstances quicker RTs lead
to fewer errors. Indeed, there is no correlation between RTs
and accuracy of decisions when sampling across a number of
different decision-making problems (Rubenstein, 2013).
Furthermore, as rigorous cognitive scientists, we are interest-
ed in establishing the robustness of concept learning difficul-
ty orderings rather than relying on intuition. We believe that
the determination of learning difficulty orderings from the
standpoint of RTs is an important and neglected step in
achieving this goal.

We also propose that if concept difficulty is ultimately de-
termined by concept structure and that no amount of training
can change the tested difficulty orderings, expertise must be
domain specific and not structure specific. This would mean
that what best characterizes experts is the nature of the dimen-
sional spaces they learn and not primarily the nature of the
concept structures they learn.

Accordingly, the current work repeatedly exposes partici-
pants to category instances in order to obtain measures of both
classification accuracy as well as classification response times
over time. This is significant because it is possible that the
32[4] learning difficulty might only be obtained when categor-
ical stimuli are novel. It has remained an empirical question
whether the 32[4] ordering is observed after the categorical
stimuli are no longer novel.

The current experiments

Experiments 1 and 2 both test 32[4] category structures so
that the learning difficulty ordering can be assessed across
sessions. Further, both studies involve category learning
tasks in which classification errors and response times
(RTs) are obtained over three experimental sessions taking
place on 3 consecutive days. This procedure is motivated
by the design of previous research exploring the influence
of experience/training on category learning. Precedence is
shown for testing participants on consecutive days
(Nosofsky, Little, Donkin, & Fific, 2011; Nosofsky &
Palmeri, 1997; Nosofsky & Stanton, 2005). For instance,
Nosofsky and Palmeri (1997) and Nosofsky et al. (2011)
both tested participants over 5 consecutive days. Such
studies offer more benefits than experiments that use mul-
tiple sessions on a single day (Palmeri, 1997) in that they
better resemble real-world experiential learning, which
typically requires repeated exposure to domain-specific
stimuli (Myles-Worsley, Johnston, & Simons, 1988).

In Experiment 1, each participant is exposed to all six struc-
ture types of the 32[4] category family in order to determine if
the learning difficulty ordering remains stable over multiple

experimental sessions. The stability of the ordering is tested
both in terms of proportion of classification errors and classi-
fication response times (RTs). Testing multiple category struc-
tures per person allows us to estimate parameters at an indi-
vidual level.

In Experiment 2, each participant is exposed to a single
structure type of the 32[4] category family. The obtained re-
sults are compared with those of Experiment 1 to determine if
the relationship between errors, RTs, and experience varies
according to the number of category structures the participant
must learn.

Experiment 1

Method

Stimuli andmaterialsOur stimuli consist of flasks that vary on
the binary features of size (large or small), shape (circular or
triangular), and color (black or white), in accordance with the
structure types associated with the 32[4] category family.
These stimuli are the same stimuli used by Vigo (2013).
Participants were tested on instances associated with all six
category structures of the 32[4] family. An HPXW4600 work-
station with a Dell 1708FP 15-in. flat-panel LCD monitor (5-
ms response time) was used to display the stimuli.

Participants Forty participants were tested on the six category
structures. Participants completed three sessions on 3 consec-
utive days. All participants were undergraduate students en-
rolled in an introductory psychology course at Ohio
University.

Procedure Participants engaged in a classification task over
the course of three experimental sessions on 3 consecutive
days. In Experiment 1, participants gave eight responses per
block across a 36-block session, resulting in 288 responses
per session. Three 36-block sessions resulted in a total of
108 total blocks per subject over the 3 days. The classifica-
tion task is unsupervised (without feedback) and
parainformative in nature (Vigo, 2013, 2014), meaning that
category members are presented in a learning phase prior to
classification. The learning phase consists of two sets of
bottles spatially separated by a line in the middle of the
screen. The four category members are presented above
the line while the four nonmembers are presented below
the line, and the locations of members and nonmembers
are randomized across trials. Figure 3 shows an example
of what participants saw during the learning phase. Before
the experiment began, participants were told that each dis-
play represents the preferences of a bottle collector and that
their task was to learn which bottles the collector likes.
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Participants were told that the four Bliked^ bottles were pre-
sented above a line on the screen and the four Bnot liked^
bottles were presented below the line on the screen. After
20 s of studying the category members and nonmembers in
the learning phase, individual flasks were serially presented
for classification. Subjects were told that their task was to
classify each individual bottle as either Bliked^ or Bnot
liked^ using the mouse: a left mouse click (labelled BY^)
meant the bottle was Bliked,^ and a right mouse click (la-
belled BN^) meant the bottle was Bnot liked^ by the bottle
collector. After classification responses were given for the
eight bottles, a fixation cross appeared in the center of the
screen, and the next category block was shown. The fixation
cross was presented for 1 second before the next learning
phase was presented. Participants completed three sessions
on 3 consecutive days. Six instances of each structure type
were presented randomly within each session, resulting in a
36-block session lasting approximately 30 minutes each.
Structure instances, as well as the eight objects presented
for categorization, were presented to participants randomly
throughout the experimental session in order to control for
order effects.

Classification accuracy and response times were recorded
on each experimental trial. Response times were excluded
from the analysis if RT < 0.025 seconds. Average response
times per block were excluded if more than half of the trial
RTs were missing. That is, at least four of the eight RTs per
block were needed to be included in the analysis.

Results

Classification errors Mean proportion errors per session for
each of the six structure types are shown in Fig. 4a. Mean
proportion error, standard deviation, standard errors, and 95%
confidence interval for each type in Session 1 are as follows:
Type I (M = 0.01, SD = 0.01, SE = 0.002, CI [0.009, 0.011]);
Type II (M = 0.10, SD = 0.099, SE = 0.016, CI [0.095, 0.105]);
Type III (M = 0.17, SD = 0.076, SE = 0.012, CI [0.166, 0.174]);
Type IV (M = 0.18, SD = 0.091, SE = 0.014, CI [0.176, 0.184]);
Type V (M = 0.18, SD = 0.101, SE = 0.016, CI [0.175, 0.185]);
Type VI (M = 0.28, SD = 0.132, SE = 0.021, CI [0.273, 0.287]).
For Session 2, mean proportion error, standard deviation, and
95% confidence interval for each type are as follows: Type I (M
= 0.01, SD = 0.027, SE = 0.004, CI [0.009, 0.011]); Type II (M
= 0.05, SD = 0.069, SE = 0.011, CI [0.047, 0.053]); Type III (M
= 0.10, SD = 0.086, SE = 0.014, CI [0.096, 0.104]); Type IV (M
= 0.13, SD = 0.096, SE = 0.015, CI [0.125, 0.135]); Type V (M
= 0.13, SD = 0.096, SE = 0.015, CI [0.125, 0.135]); TypeVI (M
= 0.21, SD = 0.136, SE = 0.022, CI [0.203, 0.217]). For Session
3, mean proportion error, standard deviation, and 95% confi-
dence interval for each type are as follows: Type I (M = 0.01,
SD = 0.019, SE = 0.003, CI [0.009, 0.011]); Type II (M = 0.05,
SD = 0.08, SE = 0.01, CI [0.047, 0.053]); Type III (M = 0.09,
SD = 0.077, SE = 0.012, CI [0.086, 0.094]); Type IV (M = 0.11,
SD = 0.08, SE = 0.013, CI [0.106, 0.114]); Type V (M = 0.11,
SD = 0.094, SE = 0.015, CI [0.105, 0.115]); Type VI (M = 0.17,
SD = 0.158, SE = 0.025, CI [0.162, 0.178]).

Fig. 4 a Mean proportion of classification errors for each of the six
structure types within the 32[4] category family across all three sessions
of Experiment 1. Mean classification error values and standard error bars
are presented for each column. b Mean response times (RTs) for each of

the six structure types within the 32[4] category family across all three
sessions of Experiment 1. Mean RT values (in milliseconds) and standard
error bars are presented for each column. Roman numerals indicate the
learning difficulty ordering according to pairwise significance tests
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A two-way repeated-measures analysis of variance
(ANOVA) on the obtained proportion of errors, using session
and structure type as within-subjects variables, revealed a sig-
nificant main effect for both session, F(2, 78) = 37.64, p <
.001, η2p = .491, and structure type, F(5, 195) = 58.40, p <

.001, η2p = .600. Additionally, there was a significant interac-

tion between session and type, F(10, 390) = 4.50, p < .001, η2p
= .103. In all sessions, pairwise t tests show that the mean
proportion errors per type conform to the classic difficulty
ordering, I < II < [III, IV, V] < VI.

Paired samples t tests reveal significant reductions in mean
errors between Session 1 and Session 2 for all structure types,
except Type I, which showed marginal significance, t(39) =
−1.706, p = .096, Cohen’s d = 2.33. Conversely, paired-
samples t tests revealed that mean errors between Session 2
and Session 3 were nonsignificant for all types.

Classification response times Mean response times (RTs) per
session for each of the six structure types are shown in Fig. 4b.
Mean RTs (ms), standard deviation, and 95% confidence in-
terval for each type in Session 1 are as follows: Type I (M =
348, SD = 108.26, SE = 17.12, CI [342.69, 353.31]); Type II
(M = 827, SD = 221.57, SE = 35.03, CI [816.14, 837.86]);
Type III (M = 932, SD = 229.32, SE = 36.26, CI [920.76,
943.24]); Type IV (M = 904, SD = 275.92, SE = 43.63, CI
[890.48, 917.52]); Type V (M = 900, SD = 274.10, SE
= 43.34, CI [886.57, 913.43]); Type VI (M = 1066, SD =
273.63, SE = 43.23, CI [1052.60, 1079.40]). For Session 2,
Mean RTs (ms), standard deviation, and 95% confidence in-
terval for each type are as follows: Type I (M = 311, SD =
87.29, SE = 13.8, CI [306.72, 315.28]); Type II (M = 710, SD
= 150.40, SE = 23.78, CI [702.63, 717.37]); Type III (M =
807, SD = 207.99, SE = 32.89, CI [796.81, 817.19]); Type IV
(M = 840, SD = 208.80, SE = 33.01, CI [829.77, 850.23]);
Type V (M = 783, SD = 176.64, SE = 27.93, CI [774.34,
791.66]); Type VI (M = 986, SD = 251.46, SE = 39.77, CI
[973.68, 998.32]). For Session 3, Mean RTs (ms), standard
deviation, and 95% confidence interval for each type are as
follows: Type I (M = 278, SD = 64.63, SE = 10.22, CI [274.83,
281.17]); Type II (M = 604, SD = 132.32, SE = 20.92, CI
[597.52, 610.48]); Type III (M = 725, SD = 187.88, SE
= 29.71, CI [715.79, 734.21]); Type IV (M = 763, SD =
182.97, SE = 28.93, CI [754.03, 771.97]); Type V (M = 722,
SD = 169.65, SE = 26.82, CI [713.69, 730.31]); Type VI (M =
931, SD = 242.77, SE = 38.39, CI [919.1, 942.9]).

A two-way repeated-measures ANOVA on the obtained
RTs, using session and structure type as within-subjects vari-
ables, revealed a significant main effect for both session, F(2,
78) = 33.94, p < .001, η2p = 0.465, and structure type, F(5, 195)

= 203.59, p < .001, η2p = 0.839. Additionally, there was a

significant interaction between session and type, F(10, 390)

= 3.13, p < .001, η2p = 0.074. In Session 1, paired-samples t
tests show that the mean RTs per type conform to the classic
difficulty ordering, I < II < [III, IV, V] < VI. Paired-samples t
tests showed significant differences between Type IV and
Type V structures in both Session 2, t(39) = 2.646, p = .012,
Cohen’s d = 1.86, and Session 3, t(39) = 2.082, p = .044,
Cohen’s d = 1.47. Other than these differences, all other
paired-samples t tests conformed to the classic difficulty or-
dering in Sessions 2 and 3.

Between Session 1 and Session 2, paired-samples t tests
reveal significant reductions in mean RTs across types, with
the exception of marginal significance shown by Type IV,
t(39) = 1.81, p = .079, Cohen’s d = 1.65, and Type VI, t(39)
= 1.85, p = .073, Cohen’s d = 1.93. Between Session 2 and
Session 3, paired-samples t tests reveal significant reductions
in mean RTs for all types except Type VI, t(39) = 1.73, p =
.092, Cohen’s d = 1.41.

Recall that response times were excluded from the anal-
ysis if RT < 0.025 seconds. There was an average of 11.45
(SD = 0.94) excluded RTs per session in Experiment 1 (out
of 288 responses per session; i.e., 36 blocks with eight re-
sponses each). Excluded response times did not differ sig-
nificantly across sessions: Session 1 (M = 12.35, SD = 1.49);
Session 2 (M = 9.55, SD = 1.46); Session 3 (M = 12.45, SD =
1.89); F(2, 117) = 1.03, p = 0.36. Average response times
per block were excluded if more than half of the trial RTs
were missing (five of the eight RTs per block). This only
occurred in nine blocks across all participants in Experiment
1. The reported pattern of results remains the same if these
data are not excluded from the analyses.

Order effects We looked for order effects in the data from
Experiment 1. Specifically, we looked for cases where Type
II and Type VI are presented back-to-back to participants. We
chose Type II and TypeVI for this analysis because we believe
that if any order effects exist they would exist between these
two types. This is because they are the extreme cases, where
Type II is nontrivial yet relatively easy, and Type VI is diffi-
cult. In other words, a simple rule can be formed for Type II,
and there is no simple rule for Type VI. Across all 40 partic-
ipants, there were 147 instances of Type II directly proceeding
Type VI and 142 instances where Type VI directly preceded
Type II. In terms of average errors, Type VI seems to become a
bit easier when it is presented after Type II (M = 0.19, SD =
0.02) as compared with when it is presented before Type II (M
= 0.23, SD = 0.02). However, these means are nonsignificant,
t(281)= −1.40, p = .08. There was no significant difference in
errors for Type II whether it was presented before (M = 0.07,
SD = 0.01) or after (M= 0.07, SD = 0.01) Type VI, t(283) =
1.65, p = .969, Cohen's d = 0.07. Additionally, we looked for
order effects in the response time data for these two types.
There was no significant difference in response times (ms)
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for Type II whether it was presented before (M = 720, SD =
20.86) or after (M = 697, SD = 21.87) Type VI, t(286) = 0.77,
p = .22, Cohen's d = 1.08. Likewise, there was no significant
difference in response times (ms) for Type VI whether it was
presented before (M = 1004, SD = 32.79) or after (M = 1017,
SD = 29.39) Type II, t(282) = 0.30, p = .38, Cohen’s d = 0.42.

Discussion

The reported data from Experiment 1 suggests that if partici-
pants are randomly presented instances of all six structure
types, the difficulty ordering remains stable across all three
sessions. This stability is present in terms of mean accuracy
(errors) and nearly shown in terms of mean response times
(only marginal p values between Types IVand V create devi-
ations from the ordering).

Recall that learning difficulty orderings for categorical
stimuli have long provided an empirical foundation for con-
cept learning and categorization research (e.g., Feldman,
2000; Nosofsky, Gluck, et al., 1994; Shepard et al., 1961;
Vigo, 2013; Vigo et al., 2015; Vigo et al., 2013). The current
experiments were designed to extend this empirical work in
two critical areas. First, the stability of the 32[4] difficulty
ordering was tested by obtaining classification data over mul-
tiple sessions. Second, classification RTs were treated as a
measure of concept learning difficulty by considering the rel-
ative RT orderings. The conventional approach in this area of
research has sought to establish difficulty orderings in terms of
mean classification accuracy (proportion of correct/incorrect
classification responses) from a single learning session. We
are unaware of a study testing the stability of such orderings
over a period of extended learning. The observed results of
Experiment 1 seem to be the first to show that this learning
difficulty ordering remains stable over time and across multi-
ple learning sessions. This is significant because it is possible
that the 32[4] learning difficulty might only be obtained when
categorical stimuli are novel. It has remained an empirical
question whether the ordering remains after the categorical
stimuli are no longer novel. The stability across sessions of
Experiment 1 provides further support for the robust learning
difficulty ordering associatedwith the 32[4] structures. Indeed,
given the number of replications of the ordering, one might
consider it an empirical law of human classification learning.

Experiment 2

Method

Stimuli and materials As in Experiment 1, the stimuli are
flasks that vary on the binary features of size (large or small),
shape (circular or triangular), and color (black or white) in

accordance with the structure types associated with the 32[4]
category family. Participants were tested on instances associ-
ated with one of the six category structures of the 32[4] family.
An HP XW4600 workstation with a Dell 1708FP 15-in. flat-
panel LCD monitor (5-ms response time) was used to display
the stimuli.

Participants A total of 180 participants were tested on one
of the six category structures (n = 30 per structure), de-
scribed above. Participants completed three sessions on 3
consecutive days. All participants were undergraduate stu-
dents enrolled in an introductory psychology course at
Ohio University.

Procedure Participants engaged in a classification task over
the course of three experimental sessions on 3 consecutive
days. The procedure in Experiment 2 is nearly identical to
the procedure used in Experiment 1. In Experiment 2, partic-
ipants gave eight responses per block across a 24-block ses-
sion, resulting in 192 responses per session. Three 24-block
sessions resulted in a total of 72 total blocks per subject over
the 3 days.

Results

Classification errors Mean proportion errors per session for
each of the six structure types are shown in Fig. 5a. Mean
proportion error, standard deviation, and 95% confidence in-
terval for each type in Session 1 are as follows: Type I (M =
0.03, SD = 0.019, SE = 0.003, CI [0.029, 0.031]); Type II (M =
0.09, SD = 0.071, SE = 0.01, CI [0.086, 0.094]); Type III (M =
0.18, SD = 0.10, SE = 0.02, CI [0.173, 0.187]); Type IV (M =
0.20, SD = 0.085, SE = 0.02, CI [0.193, 0.207]); Type V (M =
0.21, SD = 0.102, SE = 0.02, CI [0.203, 0.217]); Type VI (M =
0.28, SD = 0.124, SE = 0.02, CI [0.273, 0.287]). For Session 2,
the mean proportion error, standard deviation, and 95% con-
fidence interval for each type are as follows: Type I (M = 0.01,
SD = 0.007, SE = 0.001, CI [0.0096, 0.0104]); Type II (M =
0.03, SD = 0.029, SE = 0.005, CI [0.028, 0.032]); Type III (M
= 0.12, SD = 0.105, SE = 0.019, CI [0.113, 0.127]); Type IV
(M = 0.13, SD = 0.08, SE = 0.015, CI [0.125, 0.135]); Type V
(M = 0.14, SD = 0.099, SE = 0.018, CI [0.134, 0.146]); Type
VI (M = 0.14, SD = 0.123, SE = 0.023, CI [0.132, 0.148]). For
Session 3, the mean proportion error, standard deviation, and
95% confidence interval for each type are as follows: Type I
(M = 0.004, SD = 0.005, SE = 0.001, CI [0.0036, 0.0044]);
Type II (M = 0.03, SD = 0.028, SE = 0.005, CI [0.028, 0.032]);
Type III (M = 0.08, SD = 0.0770.014, CI [0.075, 0.085]); Type
IV (M = 0.10, SD = 0.084, SE = 0.015, CI [0.095, 0.105]);
Type V (M = 0.10, SD = 0.079, SE = 0.015, CI [0.095, 0.105]);
Type VI (M = 0.10, SD = 0.129, SE = 0.024, CI [0.091,
0.109]).
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A repeated-measures ANOVA on the obtained proportion
of errors, using session as a within-subjects variable and struc-
ture type as a between subjects variable, revealed a significant
main effect for both session,F(2, 348) = 183.83, p < .001, η2p =

.514, and structure type, F(5, 174) = 21.48, p < .001, η2p =

.382. Additionally, there was a significant interaction between
session and type, F(10, 348) = 10.22, p < .001, η2p = .227. In

Session 1, pairwise t tests show that the mean proportion of
errors per type conform to the classic difficulty ordering, I < II
< [III, IV, V] < VI. Pairwise t tests on the data from Sessions 2
and 3 reveal alternative difficulty orderings in terms of classi-
fication errors, I < II < [III, IV, VI, V] and I < II < [III, IV, V,
VI], respectively.

Paired-samples t tests reveal significant reductions in mean
errors between Session 1 and Session 2 for all structure types.
Between Session 2 and Session 3, paired-samples t tests reveal
significant reductions in mean errors for all types except Type
I, t(29) = 1.70, p = .536, Cohen’s d = 1.16, and Type II, t(29) =
1.70, p = .249, Cohen’s d = 1.36.

Classification response time Mean response times (RTs) per
session for each of the six structure types are shown in Fig. 5b.
Mean RTs (ms), standard deviation, and 95% confidence in-
terval for each type in Session 1 are as follows: Type I (M =
366, SD = 27.7, SE = 5.06, CI [334.19, 337.81]); Type II (M =
804, SD = 149.05, SE = 27.21, CI [794.26, 813.74]); Type III

(M = 819, SD = 176.96, SE = 32.31, CI [807.44, 830.56]);
Type IV (M = 854, SD = 217.56, SE = 39.72, CI [839.79,
868.21]); Type V (M = 875, SD = 205.56, SE = 37.53, CI
[861.57, 888.43]); Type VI (M = 1090, SD = 226.69, SE
= 41.39, CI [1075.19, 1104.81]). For Session 2, Mean RTs
(ms), standard deviation, and 95% confidence interval for
each type are as follows: Type I (M = 229, SD = 21.2, SE
= 3.87, CI [216.62, 219.38]); Type II (M = 645, SD =
166.66, SE = 30.43, CI [634.11, 655.89]); Type III (M =
709, SD = 174.56, SE = 31.87, CI [697.60, 720.40]); Type
IV (M = 791, SD = 248.84, SE = 45.43, CI [774.74, 807.26]);
Type V (M = 823, SD = 218.52, SE = 39.40, CI [808.9,
837.1]); Type VI (M = 970, SD = 226.98, SE = 41.44, CI
[955.17, 984.83]). For Session 3, Mean RTs (ms), standard
deviation, and 95% confidence interval for each type are as
follows: Type I (M = 219, SD = 21.96, SE = 4.01, CI [215.57,
218.43]); Type II (M = 585, SD = 159.96, SE = 29.21, CI
[574.55, 595.45]); Type III (M = 699, SD = 186.36, SE
= 34.02, CI [686.83, 711.17]); Type IV (M = 726, SD =
273.74, SE = 49.98, CI [708.11, 743.89]); Type V (M = 763,
SD = 228.01, SE = 41.63, CI [748.1, 777.9]); Type VI (M =
877, SD = 192.42, SE = 35.13, CI [864.43, 889.57]).

A repeated-measures ANOVA on the obtained RTs, using
session as a within-subjects variable and structure type as a
between subjects variable, revealed a significant main effect
for both session, F(2, 348) = 104.66, p < .001, η2p = .376, and

Fig. 5 a Mean proportion of classification errors for each of the six
structure types within the 32[4] category family across all three sessions
of Experiment 2. Mean classification error values and standard error bars
are presented for each column. b Mean response times (RTs) for each of

the six structure types within the 32[4] category family across all three
sessions of Experiment 2. Mean RT values (in milliseconds) and standard
error bars are presented for each column. Roman numerals indicate the
learning difficulty ordering according to pairwise significance tests

1050 Mem Cogn (2018) 46:1041–1057



structure type, F(5, 174) = 62.4, p < .001, η2p = .642.

Additionally, there was a significant interaction between ses-
sion and type, F(10, 348) = 2.56, p = .009, η2p = .069. In

Session 1 and 2, pairwise t tests reveal alternative difficulty
orderings in terms of classification RTs, I < [II, III, IV, V] < VI
and I < [II, III], [III, IV], [IV, V] < VI, respectively. In Session
3, however, pairwise t tests show that mean RTs per type
conform to the classic difficulty ordering, I < II < [III, IV, V]
< VI. Paired-samples t tests reveal significant reductions in
mean RTs between Session 1 and Session 2 for all structure
types. Between Session 2 and Session 3, paired-samples t tests
reveal significant reductions in mean RTs for all types except
Type I, t(29) = 1.70, p = .543, Cohen’s d = 0.37, and Type III,
t(29) = 1.70, p = .646, Cohen’s d = 0.32.

Recall that response times were excluded from the analysis
if RT < 0.025 seconds. There was an average of 4.98 (SD =
0.33) excluded RTs per session in Experiment 2 (out of 192
responses per session; i.e. 24 blocks with eight responses
each). Unlike Experiment 1, excluded RTs differed signifi-
cantly across sessions: Session 1 (M = 6.41, SD = 0.56);
Session 2 (M = 4.76, SD = 0.69); Session 3 (M = 3.75, SD =
0.41);F(2, 459) = 5.66, p < .01. Post hoc comparisons indicate
that the mean number of excluded RTs for Session 1 was
significantly different than Session 3, t(154) = 3.85, p < .01,
Cohen’s d = 5.40. However, Session 2 did not significantly
differ from Session 1, t(154) = 1.86, p = .06, Cohen’s d = 2.61,
or Session 3, t(154) = 1.26, p = .21, Cohen’s d = 1.78. Mean
number of excluded RTs also differed significantly across
types: Type I (M = 0.94, SD = 0.13); Type II (M = 3.04, SD
= 0.44); Type III (M = 6.7, SD = 1.25); Type IV (M = 5.8, SD =
0.60); Type V (M = 4.94, SD = 0.50); Type VI (M = 4.91, SD =
0.63); F(5, 534) = 9.31, p < .001. Post hoc tests reveal that
mean number of excluded RTs for Type I was significantly
different from all other types. Excluded RTs for Type II were
also significant from all other types. All other pairwise tests
were nonsignificant. Recall that average response times per
block were excluded if more than half of the trial RTs were
missing (five of the eight RTs per block). This only occurred
in nine blocks across all participants in Experiment 2. The
reported pattern of results remains the same if these data are
not excluded from the analyses.

First six types analysisWe sought to test whether decreases in
errors were more likely based on (1) howmany structure types
participants were responsible for learning, or (2) the total num-
ber of structure instances encountered. Indeed, perhaps it was
the total number of instances participants are being exposed to
that is causing reduction in errors rather than the fact they are
only being shown one structure type. Since each participant
saw only six instances of each structure type in each session of
Experiment 1, we thought that we could average across only

the first six instances of Experiment 2 instead of averaging
across all 24 instances of each type. This would provide a
comparison where number of instances per type are held con-
stant across the experiments. If there is no decrease in errors in
this new analysis as compared with Experiment 1, then being
exposed to many instances must be what caused the observed
decreases in Experiment 2. If there are decreases in this new
analysis, then the decreases can confidently be attributed to
only being exposed to one type. When only averaging across
the first six types per session in Experiment 2, the mean pro-
portion errors are actually much higher in Experiment 2,
Session 1: I (.06), II (.18), III (.21), IV (.27), V (.25),
VI(.39) relative to the reported mean proportion errors in
Experiment 1 Session 1. However, in Sessions 2 and 3, we
have a very similar pattern of results to when we are averaging
across all 24 instances. Session 2: I (.01), II (.04), III (.11), IV
(.14), V (.14), VI (.15); Session 3: I (.01), II (.02), III (.07), IV
(.08), V (.09), VI (.11). The decrease in errors from Session 1
to Sessions 2 and 3 suggests that the decreases in errors in
Experiment 2 might have a lot to dowith just the sheer number
of instances encountered. However, the drastic decreases in
Sessions 2 and 3 (for Type VI in particular) suggest that only
being exposed to one type is necessary for expertise in at least
some circumstances.

Discussion

In Experiment 2, when participants are repeatedly exposed to
category instances of a single type, the 32[4] ordering is ob-
served in terms of errors in the first session, but not in later
sessions. In terms of classification response times (RTs), the
ordering is not present in the first session, but is revealed in
later sessions.

These results suggest that the stability of the ordering
shown in Experiment 1 (based on error rates) depends on the
number of category structure types observers are exposed to
during learning. When category structures are randomly sam-
pled from all six types (as in Experiment 1), there is stability
across sessions. However, when participants are given in-
stances of a single type (as in Experiment 2) the ordering
varies across sessions. The source of this instability likely
stems from the relative degree of expertise participants are
able to achieve when presented with so many instances of
the same category type. The task of Experiment 2 learners
seems relatively less demanding than that of Experiment 1
learners who are repeatedly exposed to category structures
of varying degrees of complexity. Indeed, Experiment 2
learners provided more accurate classifications than
Experiment 1 learners in terms of aggregate mean classifica-
tion errors. Compare the respective error and RT data from
both studies by examining Figs. 4 and 5. The mean propor-
tions of errors are lower in Experiment 2 across every type
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(with the exception of Type I). This result highlights the im-
portance of how observers generalize under different sampling
situations. Category learning experiments using categorical
stimuli vary in terms of the sampling procedures used. For
instance, Shepard et al. (1961) presented participates with all
six structures, whereas Nosofsky, Gluck, et al. (1994) tested
participants on only two of the six structures. Vigo and his
collaborators (Vigo, 2014; Vigo et al., 2015; Vigo & Zeigler,
2016; Vigo et al., 2013) have employed consistent procedures
when using the 32[4] structures, sampling from all six struc-
ture types. Previous studies that did not sample from all six
structures still observed the ordering. The ordering was ob-
tained because mean errors were taken based on the averaging
across a single experimental session. The current findings
suggest that if participants continued learning a limited set of
category structures independently over the course of multiple
sessions, we could expect the error ordering to disappear over
time.

An additional empirical contribution of the current study
concerns the obtained RT orderings and the treatment of clas-
sification RTs as a measure of concept learning difficulty.
Previous research has not typically explored dependent vari-
ables other than classification accuracy. The results of
Experiment 2 show that RTs might be a better measure of
relative difficulty when measuring performance in an area
where individuals have gained a lot of experience. These re-
sults suggest that as subjects’ performance increases to perfect
or near-perfect levels of classification, reaction times still re-
veal key differences in learning difficulty. This is a result that
might be useful in many real-world applications. For instance,
consider a field where experts rarely make mistakes. It may be
difficult to study their performance in this area using measures
of accuracy given the limited number of errors. Our results
suggest that RTs can be used as a measure of task difficulty,
allowing researchers the ability to order the relative difficulty
of these tasks.

General discussion

In summary, Experiment 1 shows that when participants are
randomly presented instances of all six 32[4] structure types,
the difficulty ordering remains stable across all three sessions.
This stability is present in terms of mean accuracy (errors) as
well as mean RTs. In Experiment 2, participants were repeat-
edly exposed to category instances of a single type. In terms of
errors, the ordering is revealed in the first session and disap-
pears in later sessions. The opposite trend is observed for
classification RTs: The ordering is not present in the first ses-
sion but is revealed in later sessions.

When considering possible explanations for the different
orderings between studies, it might be helpful to consider

previous research in the area of expertise. Work in this area
has established the domain-specific nature of expertise
(Bédard & Chi, 1992; Bukach, Phillips, & Gauthier, 2010;
Searston & Tangen, 2017; Sims & Mayer, 2002; Voss,
Greene, Post, & Penner, 1983). That is, expertise develops
in the domain of application and does not typically generalize
to other areas. For example, if experts with doctoral degrees
are given problems outside of their subject, their performance
is the same as undergraduate students (Voss et al., 1983).
Additionally, expertise in the domain of fingerprint discrimi-
nation does not appear to generalize to other visual materials
(Searston & Tangen, 2017), and expertise in the domain of
classifying modern car models does not appear to translate to
older car models (Bukach et al., 2010). Further, skilled Tetris
players can show spatial expertise within the domain of Tetris-
like shapes, but this does not appear to influence their perfor-
mance on other tests of spatial ability (Sims & Mayer, 2002).
In this context, the results of the current study seem to support
and extend this line of work. Specifically, the relative gains in
classification accuracy for Experiment 2 learners seems to
support the domain-specific nature of categorizing these ob-
ject stimuli. The better accuracy of Experiment 2 learners may
have resulted simply due to receiving more overall instances
of a given type than Experiment 1 learners. The implication is
that conceptual expertise may develop acutely for specific
categories in which we receive an abundance of experience.

Future work in this area is also necessary since this result
seems to be at odds with a large body of research demonstrat-
ing that mixed or interleaved practice (vs. massed practice of
one concept or category) often produces superior learning.
Indeed, superior learning using mixed and interleaved practice
has been shown specifically in the domain of visual categories
(e.g., Hatala, Brooks, & Norman, 2003; Kang & Pashler,
2012; Kornell & Bjork, 2008). Based on these previous stud-
ies, we might expect overall better performance across types
in Experiment 1 rather than the observed result of better per-
formance in Experiment 2. Perhaps our results can be recon-
ciled with this previous work in that these previous studies
often give participants an extensive study phase where they
are taught category membership ahead of the experimental
phase, where participants attempt to recall category member-
ship of relatively complex categories (e.g., matching a
painting with the correct artist; Kang & Pashler, 2012;
Kornell & Bjork, 2008). In the current work, participants are
learning an underlying structure (and associated category
rules) rather than memorizing individual exemplars of a given
category. The ability to learn the correct diagnostic rules for
category membership in the current study may provide an
advantage in cases where only one category type is presented
(Experiment 2). Participants may never master the member-
ship rules for each category type when presented with mixed
types (Experiment 1). However, this is only our best guess at
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describing these discrepancies with previous research, and
more work is needed to tease apart the complex dynamics of
massed versus distributed practice and the relationship each
has with learning over time.

It is helpful to consider how concept learning theories and
their associated formal models account for the current results.
Models that are able to (a) make predictions at the individual
difference level and (b) make predictions about relative degree
of discrimination over time are particularly useful in
interpreting the current results. Our discussion in this section
will focus on two particular models, the generalized invari-
ance structure theory model (GISTM; Vigo, 2013, 2014) and
the generalized context model (GCM; Nosofsky, 1984). We
do this because we decided to focus on difficulty as a key
construct and on models that give difficulty ratings for con-
cepts as operationalized by either error rates or RTs. However,
existing RT models like the exemplar-based random walk
model (EBRW; Nosofsky & Palmeri, 1997; Palmeri, 1997)
model purport to predict individual decisions and how these
decisions change over time. For example, the EBRW does not
give difficulty rating for concept structures, so we focused on
models that do. Additionally, the context effects being studied
are really best addressed with the GISTM and the GCM, for
both are context models. Further, we do not believe it would
be possible to apply the RT-specific models in this case be-
cause we did not give everyone the same category instances
(recall that instances were pooled from all possible instances
at random).

The GCM (Nosofsky, 1984) accurately predicts the 32[4]
category learning difficulty ordering. The core underlying
processes of similarity, choice, and attention are incorporated
in Nosofsky’s (1984) account through the use of ideas from
multidimensional scaling (Shepard, 1962, 1974), choice prob-
ability theory (similarity choice model; Luce, 1963), and a
previous exemplar-based account of category learning
(Medin & Schaffer, 1978), respectively. Another major theo-
retical contribution of the GCM involves the use of attention
parameters (one per stimulus dimension). Using 13 free pa-
rameter values (two attention parameter values per each of the
six structures and one scaling parameter), the GCM accounts
for 100% of the variance per session of Experiment 1 (r2 = 1)
and 100% of the data per session of Experiment 2 (r2 = 1).
This is not surprising because 13 parameters are used to pre-
dict six data points; thus, the model is likely overfitting the
data. The estimated parameters of the model are given in
Appendix 1. These were estimated using Solver, a parameter
estimation program in Excel 2016. Presumably, via the use of
the discrimination parameter c, the GCM suggests that in-
creased discrimination to object exemplars within each cate-
gory type is contributing to reduced errors and reduced re-
sponse times over sessions. However, estimates for this pa-
rameter are nearly the same value for each of the sessions.

Thus, the GCM does not seem to capture the observed learn-
ing effect via its discrimination parameter c. Further, via at-
tention weights per dimension, the model predicts that ob-
servers are paying more attention to diagnostic dimensions
of the category over time and with practice. If this is indeed
the case, then we would expect the estimated parameters to
behave in a predictable manner across sessions of the current
experiment. However, the attention weights do not behave
consistently with the theory, as demonstrated by the tables in
Appendix 1.

In contrast, generalized invariance structure theory, or
GIST (Vigo, 2013, 2014), proposes an alternative notion of
concept learning where observers are invariance pattern detec-
tors. In other words, observers detect abstract symmetries in-
herent in the dimensional structure of a category of objects in
order to determine the degree of diagnosticity and/or redun-
dancy of each of its dimensions. The observer is then able to
ascertain or assess which dimensions should be used in the
formation of concept learning rules. As such, the ability to
detect invariance patterns in categorical stimuli is a necessary
precursor to concept formation in GIST. The core model of the
theory is referred to as the Bgeneralized invariance structure
theory model,^ or GISTM. Without free parameters, the mod-
el is able to account for about 90% (and above) of the variance
in data from recent and historical categorization experiments.
Discrimination in the GISTM refers to the ability to discrim-
inate between invariance-based relational or structural infor-
mation (represented as memory traces referred to a
Bideotypes^) between categories rather than between object
exemplars within categories, as in the GCM. Although there
is a version of the GISTM without free parameters, it is not
useful when analyzing individual differences in concept learn-
ing performance. Instead, we use the variant of the GISTM
that incorporates a distance scaling parameter k (its only free
parameter), which serves to account for individual differences
regarding the ability to extract invariance patterns. That is, by
indicating the overall degree of discrimination between the
invariance of differing category structures, k serves as an in-
dex that summarizes classification performance. Technically,
k indicates the overall degree of discriminability between the
ideotypes and the standard ideotype represented by the zero
point in the coordinates of psychological space. The standard
ideotype represents category structures with zero degree of
invariance. Larger k values indicate better discrimination and
relatively higher discriminability between distances means
relatively higher sensitivity to invariance patterns.

The ability of the scaling parameter k to reflect group dif-
ferences is well demonstrated in recent work reporting differ-
ences in classification performance between populations.
Vigo et al. (2015) tested college-aged adults, non-ADHD ad-
olescents, and adolescents with ADHD on a classification task
that necessitated learning geometric objects in a learning
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phase and subsequently classified members and nonmembers.
Of particular interest for our purposes are the estimated values
of k for each group, which were reported as follows: adults (k
= .76); non-ADHD adolescents (k = .54); adolescents with
ADHD (k = .29). These k values might be interpreted to indi-
cate relative degrees of overall discrimination, where higher
values represent better overall discrimination.

We applied the GISTM-SE to the data from the current
experiments (for further details, see Vigo, 2013, 2014). See
Appendix 2 for the k parameter estimates and overall model
fits. The parameter values were estimated using Solver, a pa-
rameter estimation program in Excel 2016. Note that with the
use of only one parameter value per session (as opposed to 13
for the GCM), the model accounts for the variance in the data
very well. Furthermore, and as shown, these parameter values
are consistent with GIST in that they indicate a gradual in-
crease in overall discrimination by participants across sessions
and reflect the overall improvement in performance reported
above. The parameter k encapsulates scaling, discrimination,
and learning rate in the current study. The model suggests that
the detection of invariance patterns is what observers are
learning across sessions and discriminate between in the cur-
rent learning tasks. In other words, observers are gradually
becoming more sensitive to these invariance patterns over
time.

Further, these results have implications for those inter-
ested in expertise development if one views expertise as
the normative outcome of learning (see Palmeri &
Cottrell, 2009). In this way, the development of expertise
(in terms of its behavioral markers) can be described by
accurately and precisely describing changes in knowledge
representation that results from learning. Viewing exper-
tise as the endpoint of learning affords the use of formal
concept learning models as well as their associated repre-
sentational theories as a theoretical base for the study of
expertise development. The way in which classification
performance unfolds over time due to experience and
training is fundamental to research on both the acquisition
of perceptual skills (i.e., perceptual expertise) and expert
classification. For instance, the difference between novice
and expert classification decisions have been examined in
jobs that require years of studying highly specialized im-
age sets, including radiology (Drew et al., 2013; Evans,
Georgian-Smith, Tambouret, Birdwell, & Wolfe, 2013;
Myles-Worsley et al., 1988; Evans et al., 2011), cytology
(Evans, Wolfe, Tambouret, & Wilbur, 2010), and derma-
tology (Norman, Rosenthal, Brooks, Allen, & Muzzin,
1989). The reported relationship between classification
accuracy and the time course of classification decisions
throughout the learning process may have implications
for training in these fields.

Limitations of the current experiments necessitate future
replications and extensions in this area. For instance, the
current work tested classification performance in a rather
specific domain, using the 32[4] category structure types in
a parainformative task that did not include corrective feed-
back. Advantages of using such a precise method include
high internal validity and results that are easily comparable
to many previous studies. However, it is likely that such a
well-defined specific methodology also reduces the general-
izability of the results. Accordingly, future research should
employ several methodological extensions in order to ex-
pend the current findings. Future studies might use a
serioinformative task (instead of a parainformative task)
and/or provide corrective feedback to participants. Perhaps
most critical, however, is that similar studies be conducted
using category families that vary in their size and dimen-
sionality by sampling from the 84 category structures stud-
ied by Vigo (2013). Additionally, this work should use stim-
uli that better resemble real-world categories. It should be
noted that recent work has already begun to do so (Vigo &
Doan, 2015; Vigo et al., 2015). The use of well-defined
category structures is a scientifically responsible starting
point since they represent the simplest cases and provide
clear quantities that are comparable across experiments.
However, we are assuming that the same cognitive and per-
ceptual processes taking place during these experiments also
take place in the real world when processing everyday stim-
uli. This is an assumption that should be tested in future
work. In addition, although the choice of testing participants
on three consecutive days is based on convention, it is likely
an arbitrary interval. As such, future work might explore the
influence of varying intervals between sessions of classifica-
tion learning.

In conclusion, the two experiments above tested the stabil-
ity of the learning difficulty ordering for the 32[4] category
structure and explored the relationship between accuracy and
response times when participants are tested over a period of
extended learning.We found that when category structures are
randomly sampled from across types there is stability in accu-
racy and response times across sessions. However, when par-
ticipants are given instances of a single type, the ordering
varies across sessions in terms of accuracy but can still be
revealed by response times. Further, we found that the
GISTM-SE was able to fit our data accurately and that GIST
accounts for differences in learning and learning effects, in
general. It is likely that many lines of empirical work in
experience-based learning might be unified under this theoret-
ical framework. It is our hope that this work inspires future
research on concept learning and that the robustness of these
empirical and theoretical relationships are tested in new do-
mains of application.
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Appendix 1 GCM Parameter Estimates

Errors Response Times

Experiment 1 – Session 1

c w1 w2 w3 c w1 w2 w3

I 23.96 0.32 0.35 0.33 24.10 0.67 0.00 0.33

II 23.96 0.33 0.33 0.33 24.10 0.33 0.33 0.33

III 23.96 0.28 0.39 0.33 24.10 0.28 0.39 0.33

IV 23.96 0.28 0.39 0.33 24.10 0.28 0.38 0.33

V 23.96 0.38 0.28 0.33 24.10 0.38 0.29 0.33

VI 23.96 0.33 0.33 0.33 24.10 0.33 0.33 0.33

Experiment 1 – Session 2

I 23.94 0.31 0.36 0.33 23.96 0.36 0.31 0.33

II 23.94 0.33 0.33 0.33 23.96 0.33 0.33 0.33

III 23.94 0.28 0.38 0.33 23.96 0.28 0.38 0.33

IV 23.94 0.28 0.39 0.33 23.96 0.28 0.39 0.33

V 23.94 0.31 0.36 0.33 23.96 0.38 0.29 0.33

VI 23.94 0.33 0.33 0.33 23.96 0.33 0.33 0.33

Experiment 1 – Session 3

I 23.94 0.31 0.35 0.33 23.96 0.33 0.33 0.33

II 23.94 0.33 0.33 0.33 23.96 0.33 0.33 0.33

III 23.94 0.28 0.38 0.33 23.96 0.28 0.39 0.33

IV 23.94 0.28 0.39 0.33 23.96 0.28 0.39 0.33

V 23.94 0.31 0.36 0.33 23.96 0.38 0.29 0.33

VI 23.94 0.33 0.33 0.33 23.96 0.33 0.33 0.33

Experiment 2 – Session 1

I 23.96 0.31 0.36 0.33 24.10 0.67 0.00 0.33

II 23.96 0.33 0.33 0.33 24.10 0.33 0.33 0.33

III 23.96 0.28 0.39 0.33 24.10 0.30 0.37 0.33

IV 23.96 0.28 0.39 0.33 24.10 0.29 0.38 0.33

V 23.96 0.39 0.28 0.33 24.10 0.37 0.29 0.33

VI 23.96 0.33 0.33 0.33 24.10 0.33 0.33 0.33

Experiment 2 – Session 2

I 23.92 0.31 0.36 0.33 23.96 0.35 0.32 0.33

II 23.92 0.33 0.33 0.33 23.96 0.33 0.33 0.33

III 23.92 0.27 0.40 0.33 23.96 0.29 0.38 0.33

IV 23.92 0.27 0.40 0.33 23.96 0.28 0.39 0.33

V 23.92 0.30 0.37 0.33 23.96 0.39 0.28 0.33

VI 23.92 0.33 0.33 0.33 23.96 0.33 0.33 0.33

Experiment 2 – Session 3

I 23.93 0.31 0.35 0.33 23.96 0.35 0.32 0.33

II 23.93 0.33 0.33 0.33 23.96 0.33 0.33 0.33

III 23.93 0.27 0.39 0.33 23.96 0.28 0.39 0.33

IV 23.93 0.27 0.40 0.33 23.96 0.28 0.39 0.33

V 23.93 0.30 0.37 0.33 23.96 0.39 0.28 0.33

VI 23.93 0.33 0.33 0.33 23.96 0.33 0.33 0.33
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