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Decision makers (DMs) often rely on probabilistic es-
timates from external sources to guide their behavior. Ex-
amples include investment decisions made on the basis of 
market forecasts and military and/or diplomatic actions 
guided by intelligence forecasts. This research explores the 
DMs’ use of the estimates as a function of their quality.

The report is organized as follows: First, we review 
pertinent conceptual and methodological aspects of mea-
suring the quality of the estimates. Then, we briefly sum-
marize the evidence regarding how DMs use estimates 
provided by external sources. Finally, we develop a cogni-
tively plausible model for using the estimates, which we 
call the roughly ideal forecast consumer (RIFC) because 
it yields close to optimal performance, and use it in an 
experiment as a baseline against which to assess human 
performance.1 We conclude with theoretical implications 
of the results.

Calibration of Probabilities
The correspondence between estimates and actual 

events is the topic of an extensive literature (e.g., Wall-
sten, Budescu, Erev, & Diederich, 1997). For our pur-
poses, a discussion of calibration suffices. An estimate is 
well calibrated if it matches the relative frequency of the 
events conditional on the estimate. To illustrate, a precipi-
tation forecast of 60% is well calibrated if rain is observed 
within the forecast area on 60 of 100 days on which the 
forecast is used.

We distinguish between the estimate and the observed 
relative frequency conditional on the estimate by refer-
ring to the former as the subjective probability (SP) and 
the latter as the objective probability (OP). The calibra-
tion measure is typically used to characterize the quality 
of a distribution of estimates, each associated with a dif-

ferent event. In this context, calibration is a measure of 
the extremity of the OPs relative to the extremity of the 
corresponding SPs (see, e.g., Erev, Wallsten, & Budescu, 
1994; Wallsten et al., 1997; Yates, 1982, 1990). Accord-
ing to this definition, a set of SPs is well calibrated if (in 
the long run) OP equals SP for all SP; it is overconfident 
when SP is more extreme than OP; and it is undercon-
fident when SP is less extreme than OP. The cases are 
depicted by three advisors’ calibration curves in the left 
panel of Figure 1, which graphs OP (times 100) as a func-
tion of advisor estimate, SP (times 100). The main diago-
nal represents a well-calibrated advisor, for whom OP  
SP for all values of SP. The curve that begins below the 
diagonal, crosses it at the middle, and continues above 
the diagonal represents an underconfident advisor, in that 
events occur (or fail to occur) with more extreme prob-
abilities than he or she estimates. The remaining curve 
represents an overconfident advisor, in that events occur 
(or fail to occur) with less extreme probabilities than he 
or she estimates.

Ideal use of an advisor’s estimate requires treating the 
advisor’s SP, p, not as a probability, but simply as a datum 
that signals the event E with some OP (cf. Clemen & Mur-
phy, 1990; French, 1986; Winkler, 1990). In other words, 
the ideal use of the estimate involves rescaling (i.e., recali-
brating) the SPs to the OPs they actually represent. Our 
primary research question is whether—and if so, how—
human decision makers rescale such estimates.

Previous research tentatively suggests that participants 
are affected by the calibration of their advisors, but the 
work is mute regarding how participants actually rescale 
the estimates. Specifically, Price and Stone (2004) pre-
sented participants with two advisors who made a series 
of forecasts. Participants also saw the outcomes, and thus 
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in units of 10%), the IFC would need to keep track of and 
update 11 values of t.

We believe that the dual requirement of extensive ex-
perience and ample cognitive resources precludes the 
IFC as a plausible model of the unaided human forecast 
consumer. Thus, we create a more plausible model of the 
unaided human forecast consumer by modifying the IFC 
into a roughly ideal forecast consumer (RIFC).

To simplify the exposition of the RIFC, we begin with 
a function relating p to t that has convenient properties 
(Karmarkar, 1978):
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The function specifies that any particular value of p can 
be transformed into a corresponding t via a specific value 
of s. It is unlikely, however, that a single value of s will allow 
a perfect transformation of the entire set of ps into the cor-
responding set of ts. Therefore, the RIFC updates a single 
value s that brings the entire set of ps into close alignment 
with a set of approximated objective probabilities. Building 
on the log-odds form of Equation 2, the RIFC estimates a 
value of s that minimizes d in the following equation:
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A function such as Equation 3 allows the RIFC to use 
observations across all values of p for the purpose of ap-
proximating values of t and thus can yield good levels of 
recalibration with far less experience than is otherwise re-
quired. The primary disadvantage is that it may not adapt 

could learn about the advisors’ calibration. The series of 
forecast–outcome pairings were devised so that the two 
advisors were differentially calibrated. At the end of this 
training phase, participants were asked which advisor 
they would prefer to hire. The primary result was that 
most decision makers preferred to hire the overconfident 
rather than the well-calibrated advisor (for related work, 
see Keren & Teigen, 2001; Yates, Price, Lee, & Ramirez, 
1996; see also Budescu & Yu, 2007). Because participants 
were only asked for their preference, it is not possible to 
determine how they would have used (i.e., rescaled) the 
advisors’ estimates in arriving at their own judgments.

To summarize: Other than the studies mentioned above, 
no research to our knowledge has looked at whether—and 
if so, how—decision makers use advisors’ SP estimates in 
forming their own judgments.2 We next consider a cog-
nitively plausible, approximately optimal model for such 
information use, which we call the RIFC.

The Roughly Ideal Forecast Consumer
Ideal forecast consumers (IFCs) must learn an advisor’s 

distribution of estimates when event E occurs and when it 
does not—that is, P( p E) and P( p Ec), respectively, for all 
values of p. Using Bayes’s rule, the IFC combines its prior 
probability with the experienced conditional distribution 
of events to obtain a posterior probability t P(E p):
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The IFC recalibrates on a relative frequency basis that 
entails substantial cognitive resources (e.g., working 
memory capacity) and sufficient experience with the ad-
visor to form a reliable estimate of t for each value of p. 
And the more values of p one has to keep track of, the 
greater the required cognitive resources. For example, if 
the advisor provides SP estimates of 0 to 1 in units of .10 
(or, equivalently, confidence estimates from 0% to 100% 

Figure 1. Calibration curves of the illustrative advisors (left panel) and the roughly ideal 
forecast consumer (right panel).
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estimate, given the immediately preceding experience. 
Participants observed a new set of statements, each ac-
companied by the advisor’s estimate. Given the statement 
and the advisor’s estimate, participants were required to 
provide their own estimate. There was no trial-by-trial 
feedback in the test phase.

METHOD

Participants
Thirty undergraduates at the University of Maryland participated 

in the experiment for course credit.

Stimuli and Procedure
The stimuli were 672 statements about the relative unemploy-

ment rates3 in pairs of U.S. states, of the form, “X had a LOWER 
unemployment rate than Y.” The procedure started with a brief over-
view of the task. The participants were told that they would form an 
impression about an advisor by observing him make a set of judg-
ments and receiving feedback about the correctness of those judg-
ments. Participants were also told that in a subsequent part of the 
experiment they would receive the advisor’s judgments and then be 
required to make their own. We provided no prescription for how the 
advisor’s judgments should be used and did not mention the notion 
of calibration.

Participants saw a screenshot of a training trial and an explanation 
of the information contained therein prior to the start of training. 
Similar information was provided before the first testing trial.

Three advisors were presented in one of three orders that were 
counterbalanced across participants. The three advisors differed in 
that one was well calibrated, another was underconfident, and one 
was overconfident. There were 160 trials in a training block and 64 
trials in a testing block for each advisor.

The learning trials provided sufficient information for the par-
ticipant to learn about each advisor’s level of calibration. For each 
trial, a statement appeared on the screen along with the picture and 
name of the advisor, and the advisor’s estimate that the statement 
was true. All target statements were of the form “X had a LOWER 
unemployment rate than Y” (e.g., Georgia had a LOWER unemploy-
ment rate than Iowa). When the target statement was correct, the 
feedback “X had a LOWER unemployment rate than Y” appeared 
in blue font. When the target statement was wrong, the feedback “X 
had a HIGHER unemployment rate than Y” appeared in red font.

The test trials immediately followed the learning trials for each 
advisor. On each trial, participants saw a statement, received an ad-
visor’s estimate that it was true, and then gave their own estimate. 
Testing trials differed from the training trials in two ways: (1) There 
was no feedback (the correct statement was not given), and (2) par-
ticipants provided their estimates with a slider anchored Definitely 
false on the left end and Definitely true on the right end, but other-
wise uncalibrated. Responses were recorded as 0 to 100, as a func-
tion of the relative position in which the participant set the slider.

The advisor’s estimate on each training and testing trial was se-
lected from the following values: 20%, 40%, 60%, and 80%. Each 
estimate was selected 40 and 16 times on each advisor’s training 
and testing blocks, respectively. Given percentage estimates of 20%, 
40%, 60%, and 80%, the proportion of true statements that were 
sampled for the overconfident advisor were .35, .45, .55, and .65; 
for the calibrated advisor, .20, .40, .60, and .80; and for the under-
confident advisor, .05, .15, .85, and .95. The calibration curves cor-
responding to these distributions are presented in Figure 2.

RESULTS

The purpose of the analyses is to summarize the rela-
tionship between the participants’ judgments as a function 

well to some calibration curves. We do not imagine that 
human forecast consumers estimate their scaling factor s 
in this fashion and offer a suggestion in the Discussion 
section about how they might do so.

The right-hand panel of Figure 1 illustrates the RIFC’s 
recalibration of the overconfident, well-calibrated, and 
underconfident advisors shown in the left-hand panel. The 
scaling factors, s, estimated by minimizing Equation 3 are 
0.31, 1.00, and 2.23, respectively.

A comparison between the two panels of Figure 1 
shows that the RIFC’s estimates, conditional on the es-
timates of the overconfident and underconfident advisor, 
are closer to proper calibration (i.e., the main diagonal) 
than are the advisor’s estimates. Although better calibrated 
than the advisor’s estimates, the rescaled estimates are not 
always precisely on the diagonal. Thus, although Equa-
tions 2 and 3 are quite flexible, the RIFC cannot use them 
to accommodate all possible calibration curve patterns. 
Because the optimality of the RIFC depends on the cor-
respondence between the advisor’s calibration curve and 
the recalibration function, the RIFC is optimal to greater 
or lesser degrees.

The Human Forecast Consumer
We believe that, like the RIFC, the human forecast con-

sumer does not learn discrete values of t (the objective 
probabilities), but rather seeks a functional relationship 
between ps and ts. Formally, we modify the odds version 
of Equation 2 to account for the recalibration of the human 
forecast consumer,
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Now, the left-hand side of Equation 4 is the DM’s mean 
estimate r  over multiple occurrences of the advisor’s judg-
ment p. The use of r  instead of r acknowledges that in-
dividual trial-by-trial DM responses will vary around a 
central value for each value of p. The value of s in Equa-
tion 4 yields a measure of the human forecast consumer’s 
recalibration (i.e., scaling) of the advisor’s judgments.

The experiment that follows addresses three questions: 
(1) Does the model implied by Equation 4 reasonably 
describe how human forecast consumers rescale the es-
timates? (2) If the answer is affirmative, how do the par-
ticipants’ scale factors compare with the optimal RIFC 
values? (3) Finally, how well do participants and the par-
ticipants’ model recalibrate relative to the RIFC?

In our procedure, adapted from Price and Stone (2004), 
participants learned about and then relied on a number of 
differentially calibrated advisors. Each block of trials cor-
responded to one advisor and involved a learning phase 
followed by a test phase. The learning phase provided 
participants with experience that allowed them to form 
a subjective representation of an advisor’s calibration. 
Participants gained this experience by observing a set of 
statements. For each statement, they saw the advisor’s es-
timate that it was true and feedback as to whether in fact 
it was true. Following the learning phase was a test phase 
designed to examine how participants used the advisor’s 
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error term  is identically normally distributed with mean 
0 and standard deviation j for each advisor j, (2) trials are 
independent, and (3) the empirically derived pooled stan-
dard deviations of r provide unbiased estimates of the j. 
The model, thus, has three free parameters per participant: 
s1, s2, and s3. To test whether the participants distinguished 

of the advisor’s estimate and the advisor’s calibration. We 
believe that the participants were unfamiliar with the task 
domain (unemployment rates) and thus expect the advi-
sor’s estimate and the statistical properties (i.e., the calibra-
tion) of the advisors’ estimates to be the primary influences 
on the participants’ judgments.

Prior to all analyses, we converted responses to log-odds 
by dividing the estimates by 100 to yield probabilities, r, 
and applying the transformation r  ln[r/(l r)]. We trans-
formed the responses back to the 0–100 scale for purposes 
of presentation. Because r is undefined when r equals 0 or 1, 
we substituted .005 and .995, respectively, in those cases 
(for a similar approach, see Dhami & Wallsten, 2005).

The points shown as asterisks in Figure 3 show the 
mean judgments as a function of the advisor’s estimates, 
with a separate panel for each advisor. Judgments were 
most extreme given the underconfident advisor and least 
extreme given the overconfident advisor.

Model-Based Analyses
Question 1 is whether the model embodied in 

Equation 4 reasonably describes the mean judg-
ments. To address the issue, we first write the model  
in a manner that applies to individual trials, which include 
variability, by assuming a multiplicative error term . 
Thus, using j and k to denote the advisor and the trial, 
respectively, and assuming that the recalibration factor s 
and the variance of the error term  vary with the judge, 
the model can be expressed as
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Taking logs yields the more convenient form,
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or continuing with the notation introduced above, let-
ting r  ln[r/(l r)], p  ln[p/(l p)], and ln( ),

  rjk  sj pjk  jk.   (6)

We used maximum likelihood procedures to estimate the 
model separately for each participant, assuming (1) the 

Figure 2. The advisors’ calibration curves.
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Figure 3. Roughly ideal forecast consumer (RIFC), observed, 
and model judgments as a function of the advisor’s estimates.
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Figure 4, which plots the former as a function of the lat-
ter. Linearly regressing the model-based scale factors for 
each participant on the RIFC’s scale factors yields slopes 
that are on average (M  .61, SE  .10) significantly less 
than one [t(29)  3.86, p  .001]. However, the intercepts 
(M  .14, SE  .11) are not different from zero [t(29)  
1.23, p  .21].

Quality of Recalibration
Question 3 asks how well the participants and the par-

ticipants’ models recalibrate relative to the RIFC. To an-
swer these questions, we computed a recalibration score 
(RS) as the mean absolute deviation (MAD) between the 
log-odds of the objective probabilities conditional on the 
advisors’ estimates and the log-odds of a set of recali-
brated estimates (from the participant, the model of the 
participant, or the RIFC). We then averaged the RS values 
across the three advisors, yielding one RS for each set of 
estimates (the participant, the model of the participant, 
and the RIFC). Note that lower values of RS imply better 
performance.

The participants’ RS (M  .77, SE  .05) was signifi-
cantly greater than the RS of their models (M  .69, SE  
.05) [t(29)  2.35, p  .01], which was significantly greater 
than the RIFC’s RS (M  .12) [t(29)  13.27, p  .01]. 
The RS analysis shows that the RIFC better approximated 
the advisor’s OP than did either the participants or the par-
ticipants’ models. Note that this comparison could have 
turned out differently if the mechanism that humans use to 
recalibrate was more effective (flexible) than the RIFC.

DISCUSSION

We began with three questions. The answer to the first, 
does the model implied by Equation 4 reasonably describe 
how human forecast consumers rescale advisors’ esti-
mates, is affirmative. The answer to the second, how do 
the estimated scale factors compare with the optimal RIFC 
values, is that the best-fitting scale factors are less extreme 
than the optimal values, probably as a result of random 
trial-by-trial variability inherent in the responses.

The reply to the third, how well do participants and their 
models recalibrate relative to the RIFC, is that the RIFC’s 
recalibration is the closest to ideal, the models of the par-
ticipants are next closest, and the participants themselves 
are least well calibrated. But it should not be overlooked 
that the participants’ performance nevertheless is still very 
good. The fact that the models of the judges outperform 
the judges has been found in other judgment tasks, such 
as diagnosis on the basis of probabilistic cues (e.g., Gold-
berg, 1970), and most likely is a consequence of the mod-
els’ averaging out the effects of random error.

A remaining open—and very important—question 
concerns the cognitive processes that underlie this sub-
jective rescaling of advisors’ estimates. One possibility is 
that it is due to a set of direct associations between each 
of the estimates in an advisor’s lexicon (the advisor’s SPs) 
and consequent OP (cf. McDaniel & Busemeyer, 2005). 
However, as noted in the introduction, this strategy entails 

among the advisors, we used maximum likelihood ratio 
tests to compare the unequal-scale-factor model to a con-
strained model in which s1  s2  s3. The resulting G2 sta-
tistic is asymptotically chi-square distributed with df  2. 
Additional details about the maximum likelihood ratio 
tests and G2 statistic are described in the Appendix.

The unequal-scale model provided a better fit to the data 
(at  .05) than did the equal-scale model for 26 out of 
30 participants. Thus, we can reject the equal-scale model 
as a likely description of the participants’ estimates, and 
conclude that participants were sensitive to the calibration 
of the advisors’ estimates. The estimated scaled factors ac-
corded to the overconfident, well-calibrated, and under-
confident advisor were 0.45, 0.69, and 1.55, respectively.

The mean model-derived judgments, shown as the 
curves in Figure 3, compare well with the mean data val-
ues. Comparing model and data responses at the level of 
individual participants, the average squared linear corre-
lations (r2) between the two were .72, .75, and .90 for the 
overconfident, well-calibrated, and underconfident4 advi-
sors, respectively. On this basis, it appears that the model 
provides an excellent description of the data at the level of 
individual participants.

Comparing Empirical and RIFC (Optimal) 
Scale Factors

Question 2 asks how the empirically estimated scale 
factors compare with the RIFC’s (optimal) values. We 
quantified this relationship by computing, for each par-
ticipant, the correlation between the optimal RIFC values 
and the participant’s estimates. The average squared linear 
correlation (r2) between the participants’ estimates and 
the RIFC estimates is .73, indicating a strong relationship 
between the two. The open points in Figure 3 show the 
RIFC’s probability estimates obtained by using the op-
timal scale values. They correspond very closely to the 
mean empirical judgments.

That the empirical scale factors are on average less 
extreme than the optimal (RIFC’s) values can be seen in 

Figure 4. Model scale values as a function of roughly ideal fore-
cast consumer (RIFC) scale values. Moving from left to right, the 
data points correspond to the overconfident, well-calibrated, and 
underconfident advisors. Error bars correspond to 1 SE.
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NOTES

1. We use “forecast consumers” and “decision makers” interchangeably.
2. Budescu and Yu (2007) investigated how DMs used SP estimates 

from multiple judges who had correlated information, but they did not 
look at rescaling or calibration issues.

3. The unemployment rates were downloaded from http://data.bls.gov/
map/servlet/map.servlet.MapToolServlet?survey la. To construct the 
statements, we first rank-ordered the states by their unemployment rates, 
then created all 1,250 (  50 * 49/2) pairs of states, and finally indexed 
each pair by the difference in the rank orders of its members (cf. Wall-
sten, Bender, & Li, 1999). The statements consisted of the 672 state pairs 
that had the greatest differences.

4. The computations of r2 for the underconfident advisor were based 
on 29 (out of 30) participants. One participant had no variance among 
the estimates in the relevant cells.

the capacity to store and regularly update multiple streams 
of experience—that is, to store and update distinct values 
of t for each p and for each advisor. The forecast consum-
er’s cognitive strain would be substantial, and therefore we 
doubt that this is the operative mechanism.

Rather than storing and retrieving the OP associated 
with individual estimates, it is more likely that decision 
makers recalibrate advisors’ estimates by forming and 
using a representation that integrates the experiences ac-
crued across different estimates (cf. rule learning, Mc-
Daniel & Busemeyer, 2005). We know that humans can 
learn and use functional relationships between predictor 
variable(s) and a criterion variable (Brehmer, 1974; Kal-
ish, Lewandowsky, & Kruschke, 2004; Kelley & Buse-
meyer, 2008; McDaniel & Busemeyer, 2005), but the 
criterion variable (t) associated with each predictor ( p) 
in this case is inferred from experience, not observed di-
rectly, so the learning process very likely is different in 
this case than in others.

Participants received 160 training trials with each advi-
sor (during which we collected no data) prior to the 64 
test trials, which yielded the data analyzed here. Thus, we 
had no opportunity to observe or test hypotheses about 
the learning process. Assuming the participants implicitly 
adopted a calibration function that is reasonably repre-
sented by Equation 4, we may hypothesize that instead of 
keeping track of multiple estimates of t, they updated the 
scale factor s following feedback on each training trial. 
Models and empirical studies of how they accomplish this 
are the subject of current research and will be described in 
subsequent reports.
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APPENDIX 
Applying the Recalibration Model to Empirical Data

Our first goal is to obtain maximum-likelihood estimates for each participant of the scale factors sj, j  1, 2, 3 
corresponding to his or her use of the three advisors’ estimates. The second goal is to test the constrained model 
in which s1  s2  s3  s against the model in which the sj are not restricted to be equal.

To proceed, rearrange Equation 6 to obtain

jk  r jk sj p jk.

We can express the error term as a deviate, z,

 

z
r s p

jk
jk j jk

j

.

 

(A1)

To achieve Goal 1, we establish the expression

 
L f z jk

jk
U

 
or its log-equivalent

 
T f z

jk
jkU log ,

 

(A2)

where f (zjk) refers to the likelihood of the response rjk (or equivalently of its log-odds deviate transformation zjk 
in Equation A1). The first goal is satisfied by finding, under suitable assumptions, the scale factors sj for each 
participant that maximize LU, the likelihood of the data, (or equivalently TU). The subscript U denotes that the 
sj are allowed to be unequal. Computationally, it is easier to work with TU, the log-likelihood of the data. Recall 
from the text the three assumptions: (1) The error term jk is identically normally distributed with mean 0 and 
standard deviation j for each advisor j, (2) trials are independent, and (3) the empirically derived pooled stan-
dard deviations of r provide unbiased estimates of the j. The quality of the estimated sj for each participant is 
assessed descriptively by comparing the predicted and observed responses, as described in the text.

Goal 2 involves testing whether the scale factors can be constrained to be equal. The model with s1  s2  s3 
is nested within the model in which the sj are not restricted to be equal (Riefer & Batchelder, 1988). Thus, the 
two models can be compared using a maximum-likelihood ratio test:

 G2  2(TE TU), 

where TE refers to the log-likelihood function, Equation A2, for the model constrained to have equal scale fac-
tors. G2 is asymptotically chi-squared distributed with df J 1. We used the G2 test with  .05 to compare 
the equal and unequal scale models.

(Manuscript received January 12, 2009; 
revision accepted for publication February 23, 2010.)
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