
Scientific theories are built on replicable phenomena 
(see, e.g., Falk, 1998; Guttman, 1977; Tukey, 1969; Wainer 
& Robinson, 2003). In sciences with deterministic measure-
ments, the idea of replication is simple: If two researchers 
measure the same phenomenon using the same instruments 
and procedures, they should obtain essentially the same re-
sults. Things are not so simple when the measurements are 
subject to random variability due to measurement error, 
individual differences, or both. In this case, real effects are 
only replicated with a certain probability—often called the 
“replication probability.” Even when a real effect is pres-
ent, some replication failures must be expected as one of 
the unfortunate consequences of variability.

For researchers faced with random variability, it is 
useful to understand the nature and determinants of rep-
lication probability for at least three reasons. First, this 
probability is relevant in assessing the implications of dis-
crepant results (“Is this a real effect that by chance was not 
replicated, or was the initial finding spurious?”). Second, 
it is also relevant when researchers want to show that an 
effect obtained in one circumstance disappears in some 
other situation (e.g., a control experiment); the absence 
of the effect in the new situation is only diagnostic if the 
experiment had a high probability of replicating a true ef-
fect. Third, replication probability is relevant when plan-
ning a series of experiments (“What are the chances that 
I will obtain this effect again in future experiments like 
this one?”).

Unfortunately, there is evidence that many psychologi-
cal researchers do not understand replication probability 
(see, e.g., Tversky & Kahneman, 1971). For example, in 

an oft-cited (e.g., Cohen, 1994) study, Oakes (1986) pre-
sented a group of 70 researchers with a scenario in which 
a two-group comparison resulted in a t test that was sig-
nificant at the level of p  .01. A majority (60%) thought 
that this indicated a 99% chance of a significant result in 
a replication study, although this is patently not the case 
(Oakes, 1986; cf. Haller & Kraus, 2002). More recently, 
others have documented additional confusions regarding 
what is to be expected from replications (e.g., Cumming, 
Williams, & Fidler, 2004).

Because of the importance of replication probability and 
the confusion surrounding it, recent articles in numerous 
disciplines have urged researchers to consider replication 
probability more carefully (e.g., Cumming, 2008; Cum-
ming & Maillardet, 2006; Gorroochurn, Hodge, Heiman, 
Durner, & Greenberg, 2007; Greenwald, Gonzalez, Har-
ris, & Guthrie, 1996; Killeen, 2005; Robinson & Levin, 
1997; Sohn, 1998). Researchers have been offered formu-
las with which to compute the probability of replicating 
their current results, and they have been advised to report 
the resulting replication probabilities as well as—or even 
in preference to—more traditional statistical measures 
(e.g., Greenwald et al., 1996; Killeen, 2005; Psychologi-
cal Science editorial board, 2005).

In this article, I consider further the questions of what 
replication probability is and what factors determine it, 
and I argue for two main theses. One thesis is that there 
are two quite different meanings of the term “replication 
probability,” each of which might be of interest to re-
searchers under some circumstances. It is important to be 
clear about which meaning is under consideration, how-
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cedure is chosen so that the Type I error probability has a 
certain predetermined value—typically set at   .05, as 
already mentioned—when the null hypothesis is true.

When the null hypothesis is really false and some al-
ternative hypothesis is true, the probability of rejecting 
the null hypothesis is called the “power” of the experi-
ment, and the symbol for this probability is 1 . Cor-
respondingly, under a particular alternative hypothesis, 
the probability that a false null hypothesis is incorrectly 
retained is . As is well known (for a review, see, e.g., 
Cohen, 1992), power increases with the true size of the 
effect under study.1 It also increases with the sample size 
of the experiment and with the  level associated with the 
hypothesis-testing procedure. Although the sample size 
and  level of a given experiment can be specified exactly, 
the true effect size is never known exactly in practice, pre-
cluding direct computation of power.

Researchers generally regard an effect as having been 
replicated successfully if the effect is statistically signifi-
cant in both an initial study and a follow-up study, with the 
results of both studies in the same direction (e.g., larger 
mean for group A than for group B; Rosenthal, 1993).2

TWO MEANINGS OF  
“REPLICATION PROBABILITY”

It is useful to distinguish between two legitimate but 
quite different meanings of “replication probability” that 
might be of interest to researchers under different cir-
cumstances. Both may be defined within a frequentist 
framework. One, which I call the “aggregate” replica-
tion probability, is the probability that researchers who 
obtain significant results in their initial experiments will 
also obtain significant effects in identical follow-up ex-
periments.3 As will be discussed in detail, this meaning 
of replication probability applies across a large pool of 
researchers working within a common experimental or 
theoretical context but testing different null hypotheses. It 
refers to the proportion of successful replications across 
all of the different null hypotheses tested. The other mean-
ing, which I call the “individual” replication probability, is 
the long-run proportion of significant results that would 
be obtained by a particular researcher in exact replica-
tions of that researcher’s own initial study. This meaning 
refers to the proportion of significant results within exact 
replications of a particular initial study (i.e., testing a sin-
gle null hypothesis), so it is specific to an individual re-
searcher testing that null hypothesis, independent of other 
researchers working within the same context. Although 
these two definitions of replication probability may sound 
nearly equivalent, they are conceptually different, as is 
developed in the remainder of this section. They are often 
numerically different as well, and a given study’s aggre-
gate replication probability can be either higher or lower 
than its individual replication probability.

Figure 1 helps illuminate the distinction between the 
aggregate and individual replication probabilities using a 
timeline representing an overall research context in which 
many researchers are working. On the basis of a working 
theory, each researcher first randomly chooses one of many 

ever, when discussing replication probability or trying to 
estimate it, because confusion between the two types of 
replication probability can lead to inappropriate conclu-
sions. The other thesis is that in practice, neither of these 
replication probabilities can be estimated at all accurately 
from the data of an initial experiment, so they are both es-
sentially unknowable. Moreover, the latter thesis implies 
that researchers are generally ill-advised to summarize 
their data in terms of estimated replication probabilities, 
despite the importance of these quantities, because the 
estimates that they obtain are nearly meaningless.

This article begins with a short review of the standard 
hypothesis-testing framework in which the question of 
replication probability often arises. The following sections 
examine in detail the two different meanings of “replica-
tion probability,” how each of these probabilities might be 
estimated, and why the estimates are not very accurate. 
The General Discussion then considers how the same con-
ceptual distinctions and estimation uncertainty extend to 
the concept of replication probability within other infer-
ential approaches (e.g., Bayesian).

HYPOTHESIS-TESTING BACKGROUND

Although the framework of null-hypothesis signifi-
cance testing (NHST) remains controversial (see, e.g., 
Abelson, 1997; Cohen, 1994; Kline, 2004; Loftus, 1996; 
Lykken, 1991; Oakes, 1986; Wagenmakers, 2007), even 
its critics acknowledge that it is still in common use and 
that many of its problems stem more from misunderstand-
ing and misuse than from inherent flaws. Therefore, rep-
lication probability is discussed here mainly within this 
hypothesis-testing framework. Importantly, this article 
should not be seen as arguing that NHST is superior to al-
ternative statistical techniques (e.g., confidence intervals; 
cf. Cumming & Finch, 2005), although I do believe that 
NHST is one of a wide range of techniques that can use-
fully be employed, as long as its strengths and limitations 
are clearly understood.

Within the hypothesis-testing framework, researchers 
test for a significant effect by computing the probabil-
ity, under the null hypothesis, of observing data at least 
as discrepant from the predictions of the null hypothesis 
as the data they have actually observed. They reject the 
null hypothesis if this computed probability—sometimes 
called the “attained significance level” or “p value”—is 
less than a predetermined cutoff alpha ( ) level usually 
chosen to be   .05. Although some details of this pro-
cedure and its rationale differ slightly between the Fisher 
and Neyman–Pearson schools of inference (see, e.g., 
Batanero, 2000; Huberty & Pike, 1999), these common 
features characterize the behavior of practicing research-
ers, and the differences are not important for the present 
purposes (cf. Wainer & Robinson, 2003).

As should be known to all who use hypothesis tests, 
the probability of rejecting a true null hypothesis (i.e., of 
obtaining a “statistically significant” result by chance) is 
called the “Type I error probability” or “  level.” Corre-
spondingly, the probability of a correct decision to retain 
a true null hypothesis is 1 . The hypothesis-testing pro-
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(S1). What proportion of them will also obtain a signifi-
cant result in an identical follow-up experiment (S2)? This 
aggregate replication probability, pra, can be computed 
using standard techniques for working with conditional 
probabilities (e.g., Krueger, 2001), which are also used to 
compute the probability that a rejected null hypothesis is 
actually false (e.g., Ioannidis, 2005). Across all research-
ers who obtain significant initial results, the aggregate 
probability of replication is
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For example, with   0.2, 1   .8, and   .05, the 
aggregate replication probability (i.e., the conditional 
probability of a replication in a follow-up experiment, 
given a significant result in an initial experiment) is pra  
Pr(S2 | S1)  .645.

Note, however, that Equation 1 does not yield the 
long-run proportion of significant replications that will 
be obtained by any of the individual researchers work-
ing in this context, so it does not describe the individual 
replication probability. For researchers who chose a false 
null hypothesis, the long-run probability of a replication 
(i.e., individual replication probability) is simply the ex-
perimental power (i.e., pri  1 ). For researchers who 
chose a true null hypothesis, this probability is half of the 
Type I error rate (i.e., pri  /2). In the example of the 
previous paragraph, then, pri  .8 for some researchers 
and pri  .025 for other researchers, but it does not equal 
pra  Pr(S2 | S1)  .645 for any of them. Thus, there are 
two different values of individual replication probability 
under the scenario shown in Figure 1, and neither of these 
equals the aggregate replication probability across all 
researchers.

To make this distinction more concretely, consider 
again the example of   0.2, 1   .8, and   .05. Of 
1,000 researchers working within this context, 200 con-
duct experiments in which H0 is false, and .8  200  
160 of these obtain significant results (ignoring binomial 
variability). For each of these 160 researchers, the indi-
vidual replication probability is .8—namely, the power as-
sociated with their experiments—because this is the long-
run probability of getting significant results in identical 
follow-up experiments. Thus, 128 of the 160 should suc-
cessfully replicate their findings. The other 800 research-
ers conduct experiments in which the null hypothesis is 
true, and only .05  800  40 of these obtain significant 
results. For these 40 researchers who made Type I errors, 
the individual replication probability is /2  .025, be-
cause half of the significant results will go in the wrong 
direction, so only one of the researchers should replicate 
the initial result. The aggregate replication probability of 
pra  Pr(S2 | S1)  .645 is the probability of a significant 
result in a follow-up experiment that is randomly selected 

supposedly false null hypotheses for an experimental test. In 
the simple model shown in this figure, a randomly selected 
null hypothesis is false with probability  and true with 
probability 1 . Once the null hypothesis has been cho-
sen, the researcher conducts an initial experiment to test it. 
If the null hypothesis is false, the probability of a significant 
result in the initial experiment is the experimental power, 
1 . If the null hypothesis is true, on the other hand, the 
probability of a significant result in the initial experiment 
is . Finally, if the results of the initial experiment are sta-
tistically significant, the researcher carries out a follow-up 
experiment to see whether the effect is replicated. If the null 
hypothesis is false, the probability of a significant result in 
the follow-up experiment is again the experimental power 
(i.e., 1 ). If the null hypothesis is true, the probability of 
a significant replication in the follow-up experiment is only 

/2, because half of the significant-by-chance results will 
go in the wrong direction (i.e., opposite to the initial result) 
in the follow-up experiment.

Now consider all of the researchers working in this con-
text who obtain a significant effect in an initial experiment 
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Figure 1. Depiction of the sequence of events within a simple 
research context. Many researchers carry out experiments within 
this context, and their experiments are based on a working theory 
used to generate supposedly false null hypotheses (H0s). Each re-
searcher first randomly chooses one of these H0s for test in an 
initial experiment. With probability , the chosen H0 is indeed 
false as predicted, and an alternative hypothesis (H1) is true. With 
probability 1 , the H0 is actually true (i.e., the theory made an 
incorrect prediction). When the chosen H0 is false, as is shown in 
the top half of the diagram, it is assumed for simplicity that the 
probability of rejecting H0 (i.e., experimental power) is always the 
same, Pr(S1 | H0 false)  1 , regardless of the H0. (This amounts 
to the assumption that, within this simple research context, H0 is 
false to the same degree whenever it is false.) When the chosen 
null hypothesis is true (bottom half of diagram), the probability 
of rejecting it is Pr(S1 | H0 true)  . Finally, if the initial experi-
ment results in rejection of H0, the researcher conducts a follow-
up experiment to try to replicate the effect. The probability of 
replication (i.e., of rejecting H0 in the same direction as in the ini-
tial experiment) is again 1  for researchers who initially chose 
a false null hypothesis, and it is /2 for researchers who chose a 
true null hypothesis.
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replication probability depends only on the one particular 
effect that is under consideration.

These two senses of “replication probability” are rel-
evant for answering different questions. A researcher 
who considers replicating a previously observed effect 
probably wants to know about the long-run probability 
of replicating that particular effect—that is, its individual 
replication probability. As I will discuss in the Estimation 
of Individual Replication Probability section, techniques 
have been suggested for summarizing the data from an 
initial experiment to estimate such individual replication 
probabilities. Most of these techniques simply ignore the 
idea that the experiment under consideration was selected 
out of some larger pool (e.g., the scenario depicted in Fig-
ure 1). In contrast, the concept of an aggregate replication 
probability is relevant for a researcher asking how likely 
it is that significant results in a particular research area 
actually represent spurious findings or Type I errors (e.g., 
Oakes, 1986, Table 1.2.1). In this case, the question in-
volves the whole research area, and it must be answered by 
considering the aggregate proportion of significant results 
obtained from real effects versus Type I errors within that 
area. If more of the experiments in the area test true null 
hypotheses, then—as will be discussed in the Aggregate 
Replication Probability section—it is less likely that a sig-
nificant initial effect will be replicated.

Note that the individual replication probability associ-
ated with a particular experimental design is exactly the 
same as the probability of a significant result (in the ob-
served direction) in the initial experiment, because it is 
simply the probability of rejecting the null hypothesis (in 
this direction) in an experiment of this type. For example, 
if the probability of a significant result in an initial ex-
periment with this design was .5, then the probability is 
also .5 for all identical follow-up experiments. One simple 
justification for this claim is that the initial and follow-up 
experiments are independent samples from the pool of all 
possible replications of that experiment, so their results 
do not depend on the order in which they are carried out. 
A priori, the follow-up experiment is just as likely to have 
a smaller p value than the initial experiment as it is to have 
a larger one.4 If the null hypothesis is false, the individual 
replication probability is simply the experimental power. 
If the null hypothesis is true and a two-tailed test is used, 
this probability is /2 (i.e., typically .025). With a true 
null hypothesis, a significant effect will be observed with 
probability , but half of the significant results will go in 
the wrong direction, as noted earlier.

It may be somewhat counterintuitive that the individual 
replication probability is the same as the probability of get-
ting a significant result in the initial experiment, because 
psychologically they seem quite different. A researcher 
might reason, for example: “Before I ran my initial experi-
ment, I would have said it was only 50/50 that I would get 
this effect. Now that I have run the experiment and gotten 
the effect at p  .01, surely my odds of getting it again 
have been improved by these results!”

This reasoning is perfectly valid if the researcher is 
considering the “odds of getting it again” in terms of the 
aggregate replication probability. The initial significant 

from among the experiments with significant initial re-
sults [i.e., (128  1) / (160  40)  .645]. Note that this 
probability is also the weighted average of the individual 
replication probabilities across the 200 researchers who 
obtained significant results in the initial experiment (.8  
160  .025  40) / 200. Now, a given researcher in this 
scenario would have no way of knowing whether an ob-
tained significant effect was real or a Type I error, and 
might therefore decide to regard this aggregate replica-
tion probability as an estimate of that effect’s individual 
replication probability. Nonetheless, it should be kept in 
mind that this value actually reflects the probability of 
a significant effect across replications of many different 
experiments testing different null hypotheses, not across 
many different replications of a single experiment testing 
the same null hypothesis that was tested initially.

Another way to illuminate the distinction between in-
dividual and aggregate replication probabilities is to con-
sider the probability of obtaining j  2 successful repli-
cations. If the probability of single replication is p1, one 
might expect the probability of j independent replications 
to be p1

j. This expectation is correct for individual but not 
for aggregate replication probabilities. For a researcher 
whose individual replication probability is 1   .8, for 
example, the probability of j replications is .8 j, because 
the replications are all independent realizations of that 
researcher’s particular experiment, each of which has the 
same power. The same formula does not apply for aggre-
gate replication probability, however, because multiple 
replications of a particular experiment are dependent, in 
that they all test the same null hypothesis. For a concrete 
illustration of the aggregate probability of j replications, 
consider further the 1,000 researchers working within 
the scenario illustrated in Figure 1, again with   0.2, 
1   .8, and   .05. Of the 128 researchers discussed 
previously who tested a false H0 and then successfully 
replicated their findings in a follow-up experiment, .8  
128  102.4 will also be successful in a second replica-
tion attempt. Of the 1 researcher who tested a true H0 and 
successfully replicated the findings in a follow-up experi-
ment, .025  1  .025 will also be successful in a second 
replication attempt. Thus, the aggregate probability of two 
successful replications, given a significant initial result, is 
(102.4  0.025) / (160  40)  .512. This probability is 
much greater than the square of the aggregate replication 
probability for a single replication (i.e., .512  .6452  
.416), illustrating that the aggregate probability of two 
replications is not p2

ra. See Appendix A for further infor-
mation and illustrations concerning the dependence of ag-
gregate probability on the number of replications, j.

In summary, “replication probability” can be used in 
either of two senses. The aggregate replication probability 
is the probability of a significant result when replicating 
a randomly selected effect out of a large pool of differ-
ent significant effects, whereas the individual replication 
probability is the probability of a significant result across 
many identical attempts to replicate a single significant ef-
fect. The aggregate replication probability depends on the 
larger research context, including all of the effects in the 
pool of initially significant ones, whereas the individual 
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it is impossible to calculate the true individual replication 
probability without making quite specific assumptions. 
One way to see this is to note that any given observed set 
of data might have been obtained under many different 
states of the world, so these data by themselves can never 
specify exactly which state of the world gave rise to them. 
Each different state of the world corresponds to a different 
individual replication probability, so the data simply do 
not uniquely determine the exact probability of replicat-
ing the results. To continue with the coin-flipping analogy, 
for example, we might easily have gotten 30 heads in 50 
tosses from a coin with any true P within the range of at 
least (say) .58–.62. Since the exact individual replication 
probability depends on the exact P, we cannot recover it 
from the observed results.

ESTIMATION OF INDIVIDUAL  
REPLICATION PROBABILITY

Writing about the poor odds of replicating a particular 
significant result, Rosenthal (1993) said “A related error 
often found in the behavioral and social sciences is the im-
plicit assumption that if an effect is ‘real,’ we should there-
fore expect it to be found significant again on replication. 
Nothing could be further from the truth” (p. 542). To illus-
trate that point, he considered an example of a researcher 
working at a power level of .5, noting among other dismal 
facts that for this case “there is only one chance in four 
that both the original investigator and a replicator will ob-
tain [significant results]” (p. 543).

Rosenthal’s (1993) comments, though of course entirely 
correct as stated, seem to imply that individual replication 
probability can be estimated quite precisely, and that it is 
rather low. Note, however, that his assessment of power 
(and hence of individual replication probability) made no 
reference to the data of the initial experiment. Instead, he 
simply assumed that the initial experiment had a power 
level of .5, in which case the follow-up would, too.

How, then, can one use the data of the initial experi-
ment to estimate the individual replication probability 
with the same experimental design? As was noted ear-
lier, experimental power depends on the sample size and 

 level, which are known, and on the effect size, which 
is unknown. The standard approach is to assume that the 
true effect size is equal to the effect that was actually ob-
served in the initial experiment (e.g., Gorroochurn et al., 
2007; Greenwald et al., 1996; Oakes, 1986; Rosenthal, 
1993). From this assumed true effect size, it is straight-
forward to compute power as a function of sample size 
and  level (see, e.g., Cohen, 1988, for relevant formulas, 
or Faul, Erdfelder, Lang, & Buchner, 2007, for a computer 
program that performs such computations). Estimates 
computed using this approach are sometimes referred to 
as “post hoc” (e.g., Onwuegbuzie & Leech, 2004) or “ob-
served” power values (SPSS, 2006).

For example, consider tossing a coin 100 times to test 
the null hypothesis that the true probability of heads is .5. 
Binomial tables indicate that this null hypothesis can be 
rejected ( p  .05, two-tailed) if the observed number of 
heads is greater than 60 or less than 40. Suppose that 65 

result suggests that the effect under study is more likely 
to belong to some population of real effects than to some 
other population of spurious ones, and of course aggregate 
replication probability is higher in the former population 
than in the latter. At the same time, however, the reason-
ing is invalid if it is applied to the individual replication 
probability. The individual replication probability—that 
is, the long-run probability of a significant result with a 
given experimental design—simply does not change when 
that experiment is repeated. The results of the initial ex-
periment may reveal something about the value of power, 
but they do not change that value. This point can be il-
lustrated by an analogy: Suppose we select one coin from 
a large set of coins—some of which may be biased—flip 
the selected coin 50 times, and obtain 30 heads. Under 
these conditions, what is the probability of heads on toss 
number 51? In an aggregate sense, the results of the first 
50 tosses inform us that this coin is more likely to have 
come from a population of coins with a bias toward heads. 
Clearly, though, the probability (i.e., long-term frequency) 
of this coin coming up heads on the next toss is the same 
as it was in the first 50 tosses. The observation of 30 heads 
provides some information about what that probability is 
(and has been all along), but it does not change that proba-
bility. The point is that the results of the initial experiment 
only inform us about the power and individual replication 
probability—they do not change it.

It is worth being explicit that individual replication prob-
ability remains constant, because people seem intuitively 
prone to regard many kinds of probabilities—including 
replication probabilities—as fluctuating depending on 
prior outcomes. True probabilities are usually unknown, so 
we estimate them, and of course our estimates do change 
on the basis of new information, even though the prob-
abilities themselves do not. The “hot hand” and gambler’s 
fallacies provide two obvious examples of how tempting it 
is to believe that probabilities can change across repeated 
events (see, e.g., Ayton & Fischer, 2004; Boynton, 2003; 
Sundali & Croson, 2006). Worse yet, statistical formulas 
and terminology sometimes encourage this misconcep-
tion. For example, Laplace’s “law of succession” says that 
“if we have experienced S successes and F failures out of 
S  F  n trials, the chance of success on the (n 1) st 
trial is (S  1)/(n  2)” (Wilson, 1927, p. 210).5 Taken 
literally, this “law” certainly suggests that the probability 
of success changes with each new trial, although really the 
law describes fluctuations in the best estimate of this prob-
ability rather than in its true value. The temptation to think 
of individual replication probabilities as changing may be 
especially strong because the aggregate replication prob-
ability does change with each new experimental outcome. 
Aggregate replication probability changes, though, be-
cause each new outcome changes the pool within which 
the aggregate probability is computed, not because the 
outcome changes the individual probability for any par-
ticular effect under study.

An important corollary of the idea that individual repli-
cation probability remains constant is that—although we 
may be able to estimate individual replication probability 
from the initial data, as is considered in the next section—
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vidual replication probability is really only .18. This is a 
worst-case estimate of individual replication probability, 
because it is computed using the estimated P value clos-
est to that specified by the null hypothesis. At the other 
extreme, if the true value of P is .74—the largest value in 
the confidence interval—then the individual replication 
probability is .998. This is correspondingly the best-case 
estimate of individual replication probability, computed 
with the estimated P farthest from the value specified by 
the null hypothesis. Critically, any experiment’s true indi-
vidual replication probability will fall between the esti-
mated upper and lower power bounds on the vertical axis 
if and only if its true P value falls between the upper and 
lower bounds on the horizontal axis, and vice versa, as is 
evident from the geometry of Figure 2. Given that a con-
fidence interval for P captures the true P value in 95% of 
all experiments (e.g., Cumming & Finch, 2001), it follows 
that the estimated upper and lower bounds for individual 
replication probability will also capture the true replica-
tion probability in 95% of all experiments.

In summary, the overall conclusion from a confidence-
interval-based analysis of this binomial example is that 
the individual replication probability, initially estimated 
to be .83, could actually be as low as .18 or as high as 
.998—quite a wide range. Even though it is reasonable to 

heads are obtained, a value that is sufficient to reject the 
null at p  .004, two-tailed. To estimate power, one then 
assumes that the true probability is P  .65 (i.e., the ob-
served value). With that true P, binomial tables indicate 
that the probability of obtaining more than 60 heads is .83, 
so this is the estimated power of 100-toss experiments with 
this coin—both the initial experiment and all follow-ups.

In the absence of any other information about the true 
effect size, it may seem reasonable to estimate power—
and hence individual replication probability—by assum-
ing that the true effect equals the effect observed in the ini-
tial experiment (e.g., Posavac, 2002), although problems 
with this approach have sometimes been stressed within 
the statistical literature (e.g., Hoenig & Heisey, 2001). 
Critically, as with any value estimated from data, the re-
sulting value is only an estimate of power, not the true 
value (e.g., Froman & Shneyderman, 2004; Macdonald, 
2003; Sohn, 1998). The observed effect size is subject to 
sampling error, so it is rarely exactly equal to the true ef-
fect size. Consequently, the estimated power is unlikely to 
equal the true power. Instead, the true power will be less 
than the estimated power if the observed effect is larger 
than the true effect, and the true power will be more than 
the estimated power if the observed effect is smaller than 
the true effect. Inaccurate power estimates are a direct 
consequence of variability in the observed effect size, so 
they affect not only this simple power estimate, but other, 
more sophisticated ones as well (e.g., Cumming, 2008, 
Appendix B). For example, as a consequence of this vari-
ability, two identical replications of the same experiment 
will produce different data, and thus different estimates 
of power, even though the true power is the same for both 
(according to the definition of “identical replications”; 
cf. Hoenig & Heisey, 2001). Conversely, two instances of 
different experiments—having true power levels that are 
actually quite different—may produce identical observed 
effects, and thus yield identical estimates of power.

How different might the estimated and true individual 
replication probabilities (i.e., power levels) be? Because 
the only random quantity influencing the power estimate 
is the observed effect size, this question can be answered 
by looking at a 95% confidence interval for the effect 
(Froman & Shneyderman, 2004). Power increases with 
effect size, so an upper bound for power can be estimated 
by assuming that the true effect is the largest value in the 
confidence interval. Similarly, a lower bound for power 
can be estimated by assuming that the true effect is the 
smallest value in the interval. As is illustrated by the fol-
lowing example, these estimated bounds for power will 
capture its true value 95% of the time, just as the confi-
dence interval for the effect captures its true size 95% of 
the time (e.g., Cumming & Finch, 2001).

For example, consider again tossing a coin 100 times 
and obtaining 65 heads, a scenario depicted in Figure 2. 
As was discussed earlier, .65 is the point estimate of P, 
and that value corresponds to an estimated individual rep-
lication probability of .83. A standard 95% confidence 
interval for P, however, indicates that the true P may be 
as small as .56 or as large as .74 (see Appendix B for de-
tails). If the true value of P is really only .56, the indi-
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Figure 2. Illustration of estimated upper and lower bounds for 
individual replication probability in a binomial experiment with 
65 successes in 100 trials. The solid ogive shows the individual 
replication probability (i.e., the probability of 61 or more suc-
cesses) as a function of the true probability of success in each 
trial. As indicated by the circles, the actual experiment yielded 
.65 as the observed proportion of successes; assuming the true P 
is .65 yields an estimated individual replication probability of .83. 
With an observed proportion of .65, however, the 95% confidence 
interval for the true P extends from the lower bound of .56 to the 
upper bound of .74, as indicated by the triangles. Corresponding 
lower and upper bounds for the individual replication probabil-
ity are .18 and .998. Because individual replication probability is 
monotonically related to the true P, the true individual replica-
tion probability falls between its estimated bounds if and only if 
the true P falls between its estimated bounds.
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To show that these results are not associated with some 
peculiarity of the binomial test, Figures 3B and 3C show 
analogous computations for hypothetical experiments that 
would be analyzed using two other statistical tests. Fig-
ure 3B shows computations for experiments in which a 
t test would be used to test the null hypothesis that a true 
mean or a true difference between means, , equals zero. 
Figure 3C shows computations for experiments using an 
observed sample correlation coefficient to test the null 
hypothesis of a zero true correlation in the population as 
a whole (i.e., H0:   0). Again, for each possible signifi-
cant observed t value (panel B) or significant sample cor-
relation r (panel C), the p value was computed and used 
to determine the location on the horizontal axis. Three in-
dividual replication probability estimates were computed 
for each result, assuming that the true effect was equal 
either to the observed value (t or r) or to the upper or lower 
bound of a 95% confidence interval for the true effect (see 
Appendix B for details).

The results shown in Figures 3B and 3C are virtually 
identical to those in Figure 3A. Again, results significant 
at the level of .005–.05 are consistent with effect sizes 
for which individual replication probability could be any-
where in the range of approximately .1–1, with little effect 
of the sample size parameter as it varies within each panel. 
Thus, the conclusions from the binomial test seem to gen-
eralize perfectly well to t tests and tests of correlation.

The overall conclusion reached by looking at confidence 
intervals for observed effects is that only the most highly 
significant results of an initial experiment really provide 
any useful information about individual replication proba-
bility (or, equivalently, about post hoc or observed power), 
regardless of the sample size or the type of statistical test. 
Although researchers can estimate individual replication 
probability by assuming that the true effect matches the 
observed one, in practical terms the error associated with 
the observed effect is usually so large that such estima-
tion seems pointless. Researchers need to be wary, then, of 
precise statements about individual replication probability, 
such as “After obtaining p  .03, there is actually only a 
56.1% chance that a replication will be statistically sig-
nificant with two-tailed p  .05” (Cumming, 2008, p. 287) 
and “a p value of .005 (note the extra zero) means the prob-
ability of exact replication is .80” (Harris, 1997, p. 10; for 
similar claims, see, e.g., Gorroochurn et al., 2007, p. 327, 
and Greenwald et al., 1996, p. 181). As was noted by Fro-
man and Shneyderman (2004), despite recent calls for 
more emphasis on estimating power from available data 
(e.g., Onwuegbuzie & Leech, 2004), the same caveat also 
applies to the post hoc power estimates provided by newer 
statistical software packages. Indeed, even qualitative state-
ments such as “replicability is closely related to the p value 
of an initial study” (Greenwald et al., 1996, p. 180) must 
be regarded as broad generalizations with little diagnostic 
value for any specific experimental result. To get a reason-
ably accurate estimate of individual replication probability 
requires much tighter bounds on the true effect size than 
are usually provided by statistically significant results.

Another remarkable feature of the estimated individual 
replication probabilities that is difficult to see in Figure 3 

expect the individual replication probability to be nearer 
to .83 than to .18 or .998, the possibility that it could be 
anywhere in this wide range means that we should not 
place very much faith in the original point estimate of .83. 
It seems that the initial result of 65 successes actually re-
veals hardly anything about the true individual replication 
probability. In other words, this initial result is consistent 
with a wide enough range of true P values that the indi-
vidual replication probability could be almost anything.

Computations analogous to those illustrated with the 
preceding binomial test were carried out for a variety of 
sample sizes and observed numbers of successes, and Fig-
ure 3A summarizes the results. Computations were car-
ried out for N  100, 500, or 1,000 trials and for every 
possible statistically significant result at each sample size. 
Each significant result was plotted on the horizontal axis 
in terms of its p value (e.g., obtaining 65 successes in 100 
trials represents a p value of .004). The three different esti-
mated individual replication probabilities associated with 
each statistically significant outcome were plotted on the 
vertical axis, with these probabilities estimated from the 
observed proportion or from the upper or lower bound of 
the 95% confidence interval for the true proportion. With 
65 successes in 100 trials, for example, the three estimated 
replication probabilities already noted are the values of 
.998 (solid line), .83 (dashed line), and .18 (dot-dashed 
line), indicated by the three arrows. Similarly, other points 
along the three N  100 curves represent outcomes with 
61–81 successes, and points along the N  500 and N  
1,000 curves represent observed numbers of successes 
corresponding to the indicated p values with those sample 
sizes. All three estimated replication probabilities are al-
most completely determined by the p value independently 
of the sample size, so the curves for N  100, N  500, 
and N  1,000 overlap almost perfectly.

The most remarkable feature of the results shown in Fig-
ure 3A is the wide range of individual replication probabil-
ities that are consistent with a given statistically significant 
experimental result. For experiments yielding p values 
in the range of approximately .005 to .05, the individual 
replication probabilities associated with the upper and 
lower bounds for the true P value cover almost the entire 
0–1 range. In these cases, then, the significant result of the 
initial experiment actually provides almost no constraint 
on the true individual replication probability. The individ-
ual replication probability is tightly constrained only by 
very highly significant initial results, which yield upper 
and lower bounds near 1.0, at the upper left of each panel. 
In short, individual replication probability is known fairly 
precisely only when the effect is so large that this probabil-
ity is near 1. Moreover, this pattern seems to hold virtually 
independently of sample size. Although one might expect 
higher replicability for larger samples, this expected ef-
fect is absent from the figure because of a trade-off be-
tween sample size and effect size. Specifically, to hold the 
p value constant, the observed effect must be made smaller 
as the sample size becomes larger. Using smaller effects 
for larger samples overcomes the replicability advantage 
that would otherwise be expected with the larger samples 
(cf. Cumming, 2008).
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observed result is just significant at p  .05, the true effect 
could be infinitesimal, because the lower bound of the con-
fidence interval for the effect is only slightly different from 
the true value specified by the null hypothesis. Therefore, 
the probability of a significant result (in the same direc-
tion) is only slightly higher under this assumed worst-case 
bound than it is under the null hypothesis (Sohn, 1998). 
For a two-tailed test with p  .05, the probability assigned 

is that the worst-case individual replication probability is 
only slightly greater than .025 when the p value is .05. It 
seems astonishing that individual replication probability 
could actually be less than the Type I error rate—even after 
getting a significant result in an initial experiment—but 
exactly the same pattern was obtained for all sample sizes 
with all three statistical tests. In retrospect, it is not diffi-
cult to see why this happens with two-tailed tests. When an 
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Figure 3. Three estimates of the probability of rejecting the null hypothesis in an identical replication experiment as a func-
tion of the p value of the initial experiment. The solid lines at the top of each panel show individual replication probabilities 
estimated by assuming that the true effect is at the upper bound of the 95% confidence interval for the true effect; these 
are the best-case replication probabilities. The dashed lines in the middle show probabilities estimated by assuming that the 
true effect exactly matches the effect observed in the initial experiment. These are standard point estimates of individual 
replication probability. The dot-dashed lines at the bottom show individual replication probabilities estimated by assuming 
that the true effect is at the lower bound of the confidence interval for the true effect; these are the worst-case individual 
replication probabilities. (A) Estimated probability of rejecting the null hypothesis P  .5 using a binomial test with sample 
sizes of N  100, 500, and 1,000. The three points marked with arrows indicate the values corresponding to the example of 
65 successes in 100 trials, as discussed in the text. (B) Estimated probability of rejecting the null hypothesis that a mean or 
difference of means   0 using a t test with 25, 50, or 100 degrees of freedom (df ) for error. (C) Estimated probability of 
rejecting the null hypothesis that a true correlation   0 for sample sizes of N  25, 50, or 100.
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randomly selects the effect to test in the initial experiment 
from among the set of all effects suggested by the guiding 
theory.

It is easy to see that aggregate replication probability de-
pends markedly on the quality of the theory that led to the 
initial experiment. As an extreme example, researcher W 
might work with a theory so weak that none of its sug-
gested effects are in fact real (i.e., the null hypothesis is 
true in all cases, corresponding to   0 in Figure 1). All 
of researcher W’s significant results would be Type I er-
rors, and the probability of replicating any one of them (in 
the same direction) would always be just /2. Thus, for 
this researcher the skeptic is quite right: The initial data 
would have produced an effect of p  .05 only by chance, 
so the replication’s p value would very likely be larger.

At the other extreme, researcher S might use a theory so 
strong that all of its suggested effects are real (i.e.,   1 
in Figure 1). Assume further that these real effects are so 
large that power is 1   .9 for a typical experiment. 
All of researcher S’s significant results would be correct 
rejections, and the probability of replicating any one of 
them (in the same direction) would be .9. Clearly, aggre-
gate replication probability would be much higher for re-
searcher S than for researcher W, regardless of the p values 
of their initial experiments. Of course, researcher S would 
be far more likely to get significant results in the initial 
experiment than researcher W, but even researcher W 
would get some significant findings occasionally. In fact, 
researcher S would usually get results that were signifi-
cant at p values well below .05, because experiments with 
such high power tend to produce quite low p values. With 
a t test, for example, experimental setups having a power 
of .9 typically yield median two-tailed p values of approxi-
mately .001–.005. For researcher S’s initial result that was 
significant at p  .05, then, the skeptic would be quite 
wrong; this researcher’s replication would usually achieve 
a lower p value than the initial p  .05.

Presumably most researchers work with theories inter-
mediate in strength between these weak and strong ex-
tremes. Critically, though, a very specific assumption about 
theory strength is always needed to compute aggregate 
replication probability. This point is explicitly recognized 
within Bayesian evidence accumulation approaches, in 
which the Bayesian “prior” distribution for the true effect 
size is exactly this sort of assumption. Bayesian analyses 
of scientific evidence accumulation are usually developed 
as an alternative to NHST rather than as a complement to 
it, however (e.g., Falk, 1998; Killeen, 2006; Wagenmakers, 
2007), so the consequences of theory strength for NHST 
have rarely been considered (Krueger, 2001, Figure 2; 
Macdonald, 2005). It may therefore be helpful to consider 
some examples illustrating the influence of this factor on 
values of aggregate replication probability within NHST. 
Ioannidis (2005) presented similar examples illustrating 
the influence of the same factor on the probability that a 
rejected null hypothesis is actually false.

To get an idea of the quantitative influence of theory 
strength on aggregate replication probability, consider two 
researchers conducting experiments with N  100 bino-
mial trials to test the null hypothesis that P  .5 within 

to that tail under the null hypothesis is .05/2  .025, so the 
probability associated with the same tail is only slightly 
larger than this when the true value is only slightly differ-
ent from that specified by the null hypothesis.

AGGREGATE REPLICATION PROBABILITY

The previous section considered estimating the indi-
vidual replication probability from a significant initial 
experiment considered in isolation. Real experiments are 
conducted within a larger research context, however—not 
in isolation—and in some circumstances it may be desir-
able to estimate the aggregate probability of replicating a 
randomly selected experimental effect within this context 
(e.g., for the purposes of a literature review).

For example, I claimed earlier that when a single experi-
ment is considered in isolation, the p value of the replica-
tion is just as likely to be smaller than the initial result as it 
is to be larger, because the order of the two experiments has 
no bearing on their relative p values. A skeptic might reply 
that this claim has no relevance when evaluating research 
within a given area, because the initial results being con-
sidered for possible replication have already been selected 
for being significant. Such selection obviously introduces 
a bias in favor of significant initial results. Therefore, 
the skeptic might argue, the replication is likely to yield 
a larger p value than the initial experiment. The force of 
this argument and the strength of its effect (i.e., how much 
larger the replication p value is likely to be) depend criti-
cally on aspects of the research context.

In this section, I examine some aspects of the research 
context that have implications for aggregate replication 
probability. Given any specific set of assumptions about 
a particular research context, aggregate replication proba-
bility can be computed using a Bayesian approach, as was 
illustrated with Equation 1. Unfortunately, in practice, 
researchers virtually never have the information about 
the research context required to perform such computa-
tions. Nonetheless, it is illuminating to see how strongly 
aggregate replication probability would depend on such 
information if it were available. The strong dependence 
of aggregate replication probability on unavailable in-
formation shows that aggregate replication probabilities 
are generally unknowable, just like individual replication 
probabilities.

Theory Strength and  
Aggregate Replication Probability

The theoretical basis of the initial study is one aspect of 
the research context with major implications for aggregate 
replication probability. A researcher’s choice of experi-
ments is always guided by some theory, whether formal 
or intuitive. Typically, a researcher’s theory suggests that a 
large number of effects should be real, and the researcher 
selects one of those suggested effects for experimental 
test. The researcher then conducts an initial experiment 
to test for the selected effect, and—if a significant effect 
is obtained—conducts a follow-up experiment (cf. Fig-
ure 1). For convenience in modeling this process within a 
frequentist framework, I will pretend that the researcher 
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ity is larger with larger effects to a much greater degree 
when the p value is quite small. For p values near .05, in 
contrast, aggregate replication probability can actually be 
larger when the effects are small than when they are large. 
This is because an observed effect of “only” p  .05 may 
be equally consistent, or even more consistent, with the 
null hypothesis than with the existence of a large effect.

Unfortunately, the effects on aggregate replication prob-
ability shown in Figure 4 are not quantitatively useful to 
researchers in practice, because there is no reason to accept 
the particular assumptions used in computing these prob-
abilities. Indeed, the idea of a dichotomous effect—present 
to a particular degree or not at all—is rather implausible, 
because most theories predict effects that are present to 
different degrees (i.e., some predicted effects are large and 
others are small). Instead, the figure’s results are important 
because they demonstrate how much aggregate replica-
tion probability can depend on the strength of the underly-
ing theory. Indeed, with the assumed variation in theory 
strength and with initial p values in the .01–.05 range, 
aggregate replication probability depends more strongly 
on theory strength than on the actual experimental results. 
Given that the strength of the theory is virtually always un-
known in practice, this dependence reinforces the view that 
researchers have very little basis on which to determine 
aggregate replication probability, despite the availability of 
appropriate computational formulas (e.g., Equation 1).

Number of Opportunities for a Significant 
Result and Aggregate Replication Probability

Another important aspect of the research context that 
influences aggregate replication probability is the number 
of opportunities for obtaining a significant result. In real 
experimental work, for example, researchers often make 
several attempts at rejecting a suspect null hypothesis be-
fore obtaining a significant result. The unsuccessful early 
attempts tend to be regarded as pilot studies whose non-
significant results provide information used to improve 
the experimental protocol. When the null hypothesis is ac-
tually true, though, these multiple attempts simply provide 
multiple opportunities for making a Type I error. Another 
typical situation with multiple opportunities to reject null 
hypotheses arises when researchers test a number of dif-
ferent null hypotheses within a single experiment (e.g., 
testing all possible pairwise correlations among three or 
more measured variables).

As has often been discussed in the literature on hypoth-
esis testing, all scenarios with repeated hypothesis tests 
provide multiple opportunities for Type I errors (see, e.g., 
Shaffer, 1995). This fact is important for the present pur-
poses because aggregate replication probability is smaller 
when there is a higher probability that the initial result was 
a Type I error. Unfortunately, as will be seen in this sec-
tion, it is possible to correct for the contaminating effect 
of number of opportunities (e.g., with a Bonferroni ad-
justment) only by making strong and generally untestable 
assumptions about the strength of the theory underlying 
the initial experiment.

To get an idea of the size of the “number of opportuni-
ties” effect, consider researchers working with a theory in 

their own separate research contexts. Suppose that 90% 
of the effects suggested by researcher S’s theory are real 
(i.e.,   .9), whereas only 10% of the effects suggested 
by researcher W’s theory are real (i.e.,   .1). For both 
researchers, assume that P  .60 for a real effect; bino-
mial tables indicate that this true P value yields a power 
level of 1   .4621. Now suppose that each researcher 
conducts an experiment and observes 63 successes; what 
is the probability that each will successfully replicate the 
results in a follow-up experiment?

Using Bayes’s theorem and binomial tables (for further 
details, see Appendix A), it is possible to compute the con-
ditional probability that a randomly sampled null hypoth-
esis is true, given this experimental outcome within this 
scenario. For researcher S, the result is

 Pr(H0 true | 63 successes)  .0044. 

For this researcher, the aggregate replication probability 
can then be computed as

 Pr(replication | 63 successes)  .4602. 

Parallel computations show that the aggregate replication 
probability is only .3473 for researcher W, given the same 
observed result of 63 successes. Thus, aggregate replica-
tion probability is more than 30% higher for researcher S 
than for researcher W, despite the fact that their initial re-
sults were identical.

Figure 4 summarizes the results of analogous computa-
tions under a variety of scenarios. This figure shows aggre-
gate replication probability as a function of (1) the p value 
in the initial experiment, (2) the probability that the tested 
effect is actually real (i.e.,   .1, .3, .5, .7, or .9), and (3) the 
size of the true effect when the null hypothesis is false. A 
“large effect” was assumed to be an effect that, if observed 
in a sample, would be significant at the .001 level. A “small 
effect” was assumed to be one that would be significant 
at the .05 level. These large and small effect sizes corre-
spond to power (1 ) levels of approximately .9 and .5, 
respectively. The panels in the top, middle, and bottom 
rows present computations for three different hypothesis-
testing procedures (binomial, t test, and correlation). The 
panels on the left show computations for experiments with 
smaller sample sizes, and those on the right show computa-
tions for experiments with larger sample sizes. Once again, 
the patterns are remarkably consistent across sample sizes 
and hypothesis-testing procedures.

Figure 4 shows that aggregate replication probability de-
pends not only on the p value in the initial experiment but 
also—and quite strongly—on the strength of the theory 
used to generate the experimental hypothesis in the first 
place. For one thing, aggregate replication probability is 
higher if more of the theory’s suggested effects are indeed 
real, with aggregate replication probability being espe-
cially low in the examples with only a   .1 probability 
that a suggested effect is real. For another, aggregate rep-
lication probability is typically much larger when a theory 
correctly predicts larger effects (solid lines) than when it 
correctly predicts smaller ones (dashed lines). This is to 
be expected, of course, since power increases with effect 
size. Note, however, that aggregate replication probabil-
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Figure 4. Aggregate replication probability as a function of the p value of the initial experiment and the strength of the background 
theory on which the initial experiment was based. The line thickness represents the probability that a suggested effect is real ( ), vary-
ing from   .9 for the thickest lines to   .1 for the thinnest ones. Solid lines represent theories for which the real effects are larger, 
whereas dashed lines represent theories for which these effects are smaller. (Top) Probability of rejecting the null hypothesis P  .5 
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of rejecting the null hypothesis that a true correlation   0 for the indicated sample size of N  25 or 100.
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ambiguous concept. It can be interpreted either as the 
probability of a significant result for the specific experi-
mental effect under study (“individual” replication prob-
ability, or power) or as the probability of replicating one 
effect randomly selected from a large population of effects 
that might have been selected for study (“aggregate” rep-
lication probability). Since the numerical values of these 
probabilities can differ, researchers must at least decide 
which one they would like to estimate before attempting 
to determine a value.

This same conceptual distinction between two kinds of 
replication probability can be made for any inferential ap-
proach, not just NHST, although the precise definition of 
“replication” varies across approaches. In Bayesian hy-
pothesis testing (see, e.g., Wagenmakers, 2007), for ex-
ample, a researcher might consider whether an initial data 
set favors H0 or H1, and a replication could be defined 
as a follow-up experimental result that favors the same 
hypothesis as the initial experiment. Again, the individual 
replication probability is the probability of such a replica-
tion within the particular experimental paradigm under 
consideration, whereas the aggregate replication probabil-
ity is the overall probability of such a replication for an 
experiment randomly selected from some large pool. As in 
the case of NHST replication probabilities, the individual 
replication probability would depend only on the state 
of the world with respect to one particular experimental 
paradigm, whereas the aggregate replication probability 
would depend on the characteristics of the whole pool of 
experiments from which the initial one was selected.

Another example is Killeen’s (2005) prep statistic, 
which is an estimate of the probability that a replica-
tion will yield an effect in the same direction as the ini-
tial experiment (e.g., an experimental mean larger than 
the control mean). The individual prep is the probability 
of such a replication within the particular experimental 
paradigm under consideration, whereas the aggregate 
prep is the probability of replication across a large pool 
of experiments within some overall experimental context. 
Although Killeen (2005) did not explicitly acknowledge 
this distinction, he apparently intended his prep to be taken 
in the sense of individual replication probability, because 
he derived it without explicitly considering the larger re-
search context from which the experiment was selected. 
Critical analyses of Killeen’s (2005) prep, on the other 
hand, have analyzed it in both individual and aggregate 
terms without emphasizing the distinction between these 
two senses (e.g., Doros & Geier, 2005; Iverson, Lee, & 
Wagenmakers, 2009; Iverson, Wagenmakers, & Lee, in 
press). Neglecting this distinction may exacerbate the dif-
ficulty of understanding prep, especially when both senses 
are considered in the discussion.

Replication Probabilities Are Mostly Unknown
At a practical level, the present results illustrate several 

facts that must discourage researchers from attempting 
to estimate either of these two types of replication prob-
ability. With respect to individual replication probability, 
the problem is that the initial data generally provide very 
little information about the probability of replicating the 

which exactly half of the suggested effects are real (i.e., 
  .5). Suppose that each researcher tests a given null 

hypothesis across k opportunities and obtains exactly 
one significant result. For any assumed real effect size, 
Bayes’s theorem can again be used to compute aggregate 
replication probability, conditional not only on the p value 
of the initial result but also on the number of opportuni-
ties (see Appendix A for further details). Figure 5 displays 
the results of such computations for the same hypothesis-
testing procedures and sample sizes used in constructing 
Figure 4.

The results in Figure 5 reveal quite a strong decrease in 
aggregate replication probability as the number of oppor-
tunities increases, especially when the p value of the initial 
result is in the range of .05 to .01. Furthermore, the figure 
reveals an interaction between the number of opportunities 
and the size of the theory’s effects that may be rather coun-
terintuitive. Aggregate replication probability decreases 
rapidly with the number of opportunities for theories that 
predict large effects, whereas it decreases rather slowly 
for theories that predict small effects. This interaction is 
so large that aggregate replication probability can actually 
be lower when theories suggest large effects (solid lines) 
than when they suggest small effects (dashed lines). This 
surprising result can be understood by considering the 
implications of the unsuccessful opportunities (i.e., fail-
ures to get significant results). If an effect is large when 
it is real, several failures actually provide rather strong 
evidence that there is no real effect and, hence, that the 
significant effect eventually obtained is just a Type I error. 
In that case, it is correspondingly unlikely that the effect 
will be replicated.

Perhaps the most disturbing conclusion from Figure 5 
is that there is no way to correct the estimated aggregate 
replication probability for the number of opportunities 
without making very specific assumptions about theory 
strength. With an initial p value of .03 obtained after three 
nonsignificant pilots, for example, one might go to the ap-
propriate panel of Figure 5 and read off the corresponding 
aggregate replication probability from the thickest line 
(i.e., “4 op.”). But the researcher would have to assume 
either the small effect or the large effect in order to know 
which of these two thickest lines to use. Moreover, these 
lines were computed assuming that exactly 50% of the 
suggested effects were really present, and aggregate rep-
lication probabilities depend on this percentage as well 
(e.g., in Figure 4). Even when the researcher knows exactly 
how many opportunities there were to obtain a significant 
result, then, the aggregate replication probability still can-
not be appropriately computed in practice, because these 
influential aspects of theory strength are unknown.6

GENERAL DISCUSSION

Two Meanings of “Replication Probability”
The results of this investigation highlight conceptual 

and practical complexities that researchers must face 
when attempting to estimate the probability of replicat-
ing an initial significant result. Conceptually, the most 
important problem is that “replication probability” is an 
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observed effect and from the upper and lower bounds of 
a 95% confidence interval for the true effect, so they are 
analogous to individual replication probabilities. What is 
perhaps surprising is that the probability of a significant 
effect can be quite high in the follow-up—around .5—even 
if there was virtually no effect at all in the initial experi-
ment (i.e., p level near 1.0). Again, the wide range from 
the lowest to the highest probabilities simply reflects the 
statistical uncertainty regarding the size of the true effect.

The uncertainties highlighted in this article also have 
implications concerning the use of pilot studies to obtain 
power estimates, which are analogous to individual rep-
lication probabilities. Researchers embarking on a new 
line of experimentation may want to conduct small pilot 
studies to get initial estimates of effect size on which to 
base power calculations for a main study that is to fol-
low. The temptation to do this is certainly increased by 
exhortations to compute post hoc power (e.g., Greenwald 
et al., 1996; Onwuegbuzie & Leech, 2004) and by the 
availability of convenient software for performing the rel-
evant calculations (e.g., SPSS, 2006). The present results 
suggest, however, that such pilot studies will rarely be use-
ful for this purpose, because they will not provide narrow 
enough constraints on the effect size to constrain power 
very much. Although one can of course use a pilot study’s 
observed effect size to estimate power, the resulting esti-
mated power value could be quite misleading because of 
statistical error in the effect size estimate (cf. Figures 3 
and 6). There are many reasons for carrying out pilot stud-
ies, but obtaining an estimated effect size for power com-
putations would not appear to be one of them. Researchers 
who do want to estimate power from pilot studies should 
at least compute a confidence interval for the true effect 
size and then compute best-case and worst-case power es-
timates corresponding to the boundaries of this interval.

Meta-Analysis and  
Aggregate Replication Probability

Given the importance of theory strength for aggregate 
replication probability, one might try to assess this strength 
empirically to improve estimates of pra. With sufficient 
literature reviews and meta-analyses (e.g., Cohen, 1962; 
Lipsey & Wilson, 1993; Richard, Bond, & Stokes-Zoota, 
2003), it might eventually be possible to formulate reason-
able assumptions about a theory’s strength. For example, 
one might estimate empirically what proportion of sig-
nificant initial results in an area turn out to be replicated. 
As attractive as this approach might seem, the problem of 
selection artifacts creates significant obstacles for it. For 
example, the bias against publication of nonsignificant re-
sults tends to mean that published effects are, on average, 
larger than true effects (see, e.g., Rosenthal, 1979). Such 
bias works to make the theories predicting these effects ap-
pear stronger than they actually are. As a further example, 
consider the biases that would influence researchers select-
ing an effect for study in a meta-analysis. No really large 
effect would be selected, because such effects are so easy to 
establish that meta-analysis is unnecessary. Furthermore, it 
is unlikely that many truly nonexistent effects would be se-
lected either. Such effects are by definition only observed 

result in an identical follow-up experiment, at least when 
the initial result is not too highly significant (i.e., when 
.005  p  .05). Although it is possible and convenient 
to estimate replication probability by assuming that the 
true effect matches that of the initial significant result, 
such an estimate ignores the statistical variability of that 
initial result. The true effect is almost certainly somewhat 
larger or smaller than was initially observed, so the true 
replication probability is almost certainly different from 
the value estimated under this assumption. Allowing for 
statistical variation between the observed effect and the 
true effect, initial results seem in most cases to be compat-
ible with an alarmingly wide range of possible individual 
replication probabilities, ranging from nearly 0 in the 
worst case, to nearly 1 in the best (cf. Figure 3). In other 
words, given most sets of initial results, individual repli-
cation probability is essentially unknown, and researchers 
should have little confidence in any estimate of it. Perhaps 
this conclusion should not be surprising, given the strong 
dependence of power on effect size. Prior to the initial 
study, the researcher was not even sure whether the effect 
was present. Simply obtaining enough information to es-
tablish that it is present does not necessarily provide very 
precise information about its exact size.

With respect to aggregate replication probability, the 
discouraging fact is that pra depends a great deal on the 
strength of the theory that suggested the initial experi-
ment. If the theory is relatively strong, in the sense that 
its suggested effects are mostly present and mostly large, 
then aggregate replication probability can be quite high. 
If the theory is relatively weak, suggesting effects that 
are mostly small or absent, this probability can be quite 
low. In practice, of course, researchers often work with 
relatively new theories, so they have little or no basis on 
which to judge theory strength, and this severely limits 
their ability to estimate aggregate replication probability. 
The problem is even worse when there were two or more 
opportunities to obtain the initial significant result. Not 
only does the aggregate replication probability depend 
on the number of opportunities, but the magnitude of this 
“number of opportunities” effect also depends greatly on 
theory strength (cf. Figure 5).

The overall practical conclusion from the present in-
vestigation of individual and aggregate replication prob-
abilities is that researchers simply cannot expect to have 
a good estimate of the probability of replicating an initial 
significant effect in either of these two senses of “replica-
tion probability.” Even though it would be very convenient 
to be able to estimate these replication probabilities from 
the initial results, too much variability and too many un-
knowns exist for this goal to be achievable.

Although the present article has focused on the probabil-
ity of replicating a significant initial effect, very similar ar-
guments could be made about the probability of obtaining 
a significant effect following a nonsignificant initial result 
(i.e., p  .05). For example, Figure 6 shows three estimates 
of the probability of a significant effect in a follow-up ex-
periment after a nonsignificant initial result, as a function 
of the p value in the initial experiment. As in Figure 3, the 
three probability estimates were computed both from the 
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1993). From that fact, he concluded that “empirical stud-
ies have now shown that the null hypothesis is rarely true” 
(Hunter, 1997, p. 5). This conclusion is not valid, however, 
because these meta- analyses checked a biased set of null 
hypotheses (i.e., those receiving meta-analyses). The null 
hypotheses may have been true for quite a few effects that 
received too little empirical investigation to warrant meta-
analyses.

Implications for NHST
What are the implications of uncertain replication prob-

ability for the wider debate concerning the utility of NHST 
as a statistical tool (e.g., Estes, 1997; Fraley & Marks, 
2007; Krueger, 2001; Morgan, 2003; Nickerson, 2000)? 
NHST has previously been criticized because p values are 

significantly at the Type I error rate. The many negative 
results emerging from initial investigations of these effects 
would discourage researchers from undertaking enough ad-
ditional studies to support a meta-analysis. Thus, it seems 
clear that meta-analyses will tend to examine effects that 
are small yet real rather than examining a representative 
cross-section of all effects that have been studied. Because 
of such biases in the selection of effects for meta-analysis, 
no survey of existing meta-analyses can be used to make 
inferences about the likely size of all experimental effects. 
These influences of sampling bias on the topics chosen 
for meta-analysis are easy to overlook. Hunter (1997), for 
example, noted that almost all published meta-analyses—
across a wide range of research domains—have concluded 
that the effect under study was real (Lipsey & Wilson, 
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tion, individual replication probability is estimated from 
each experimental outcome by assuming that the true 
population proportion P exactly matches the observed 
value (i.e., i/100), so each observed value in panel A 
corresponds to one estimated pri. As noted in the earlier 
section, these pri values are the same as post hoc power 
values (e.g., Onwuegbuzie & Leech, 2004) and observed 
power values (SPSS, 2006), and they can be computed 
whether the result of the initial experiment is significant 
or not. Panel D shows aggregate replication probability, 
which is estimated from the observed results using Equa-
tion 8, in this case for an arbitrary example with equally 
likely prior probabilities of the alternative hypotheses H0: 
P  .5 and H1: P  .6.

The important point illustrated by panels C and D is that 
both types of estimated replication probability vary sub-
stantially from one replication to the next, which further 
illustrates the fact that neither true replication probability 
can be estimated very precisely from the results of a single 
experiment. Again, however, the uncertainty about these 
replication probabilities can be traced directly back to the 
sampling variability of i, because there is a one-to-one 
mapping from the points in panel A to those in panels C 
and D. Thus, the uncertainty associated with pri and pra 
also reflects the variability inherent in experimental re-
sults rather than a flaw specific to NHST.

Finally, panels E and F illustrate equivalent variation in 
two other kinds of summary measures that have been sug-
gested as improvements over NHST’s p values. Panel E 
shows variation in a binomial analogue of Killeen’s (2005) 
prep. As mentioned earlier, Killeen (2005) considered dif-
ferences in experimental versus control group means, and 
he defined the probability of replication, prep, in terms of 
the probability of replicating an effect of a particular di-
rection of effect (i.e., whether the control or experimental 
mean was larger). For a binomial experiment designed to 
assess H0: P  .5, an analogous prep can be defined as the 
probability of more than 50% successes, and this can be 
estimated by assuming that the true probability matches 
the observed proportion of successes (i.e., i/100), as was 
done for panel C. As with all of the other summary mea-
sures, prep estimates vary substantially across replications 
because of variation in the observed number of successes 
from which they are computed.8

Similarly, panel F shows variation in the Bayes factor 
(see, e.g., Kass & Raftery, 1995), another measure that 
has been suggested as an improvement over p values (e.g., 
Wagenmakers, 2007; see also Glover & Dixon, 2004, for 
a similar proposal). In brief, the Bayes factor is a measure 
of the relative likelihood of the data set under each of two 
competing hypotheses, chosen arbitrarily for this example 
to be H0: P  .5 versus the particular H1: P  .6. A log 
Bayes factor of 1, for example, means that the data are 
101  10 times more likely under one hypothesis than 
the other, and Bayesians would consider this positive evi-
dence for the favored hypothesis (e.g., Raftery, 1995). The 
Bayes factor is also computed directly from the number of 
successes, so it too varies across replications in a manner 
deriving entirely from the variation of i (panel A). With a 
true P of .51, for example, one might observe 49 successes 

“very unreliable” (Cumming, 2008, p. 286); that is, they 
tend to vary widely across identical replications of a given 
experiment. In addition, it now appears that the p value 
provides relatively little information about the probabil-
ity of replication. It is certainly tempting to conclude that 
these uncertainties indicate deep flaws within NHST itself 
(e.g., Cumming, 2008; Sohn, 1998; Thompson, 1996).

As compelling as these criticisms may appear, it is ac-
tually quite unfair to regard them as indicative of a prob-
lem unique to NHST. The unreliability of p values and 
the uncertainty of replication probabilities arise purely 
out of sampling error, not out of flaws in NHST. After 
all, p values and estimated replication probabilities are 
merely statistics computed from the overall set of experi-
mental results. These quantities vary across replications 
precisely because the overall results vary, and this same 
sampling variability creates comparable uncertainty re-
garding the measures associated with every other inferen-
tial technique.

Figure 7 illustrates this argument concretely using the 
example of a binomial experiment with 100 trials. Panel A 
illustrates the sampling distribution of the most basic 
summary measure of the experimental outcome—the 
observed number of successes, i. The probability of each 
outcome i depends on the true probability of success, P, 
as is illustrated by the different sampling distributions for 
P  .51 and P  .59. Each distribution is plotted as a se-
ries of points to emphasize the fact that there is a discrete 
set of possible experimental outcomes, i  0, 1, . . . , 100. 
It is clear from these probability distributions that the ob-
served number of successes can vary widely across identi-
cal replications (i.e., with a fixed value of P).

Panel B shows the corresponding sampling distribu-
tions for another summary measure of the experimental 
results—namely, the p value obtained when testing the 
null hypothesis H0: P  .5. Each experiment’s p value de-
pends only on its observed number of successes, so there 
is a one-to-one mapping from the points in panel A to the 
points in panel B, as is illustrated by the arrow showing 
the p value computed for i  44.7

Inspection of panel B shows that p values do vary widely 
across replications of an identical experiment. With P  
.51, for example (open squares), a given replication might 
yield a p value approaching either of the two extreme pos-
sibilities (i.e., 0 or 1). This variability clearly shows the 
unreliability of p values that was emphasized by Cum-
ming (2008). Critically, however, the one-to-one mapping 
from the points in panel A to the points in panel B makes 
it obvious that the variability of p values is a direct reflec-
tion of the underlying variation in the observed numbers 
of successes. In short, the problem of unreliable p values is 
simply another manifestation of the problem of sampling 
variability. Analogous unreliability necessarily plagues 
every measure computed from the relevant sample statis-
tics, as is illustrated in panels C–F, so this unreliability is 
in no way peculiar to NHST.

Panels C and D illustrate analogous variability in the 
estimated individual and aggregate replication prob-
abilities, pri and pra, respectively. As was discussed in 
the Estimation of Individual Replication Probability sec-
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and reducing measurement error, not by improving sta-
tistical techniques. Different inferential methods may be 
especially well suited to answering different questions, 
though. For example, NHST is oriented toward assessing 
the plausibility of a particular (null) hypothesis in isola-
tion, whereas Bayesian methods emphasize comparisons 
among two or more alternative hypotheses. Most standard 
methods are based on the same underlying sample sum-
mary values, however (i.e., the so-called “sufficient” statis-
tics that capture all of the relevant information available in 
the sample), so they are equally sensitive to sampling vari-
ability at the point of drawing inferences from new data.

Precise p Values Versus Unknown Replication 
Probabilities—A Double Standard?

Given the sampling variability present in all inferential 
measures used to summarize experimental outcomes, it 
may seem strange that inferential techniques are based 
on very precise assessments of the particular observed 
experimental results. When using NHST, for example, re-
searchers reject the null hypothesis if the p value is .049 
but not if it is .051, despite the obvious possibility that a 
replication would yield a result on the other side of the .05 
borderline. Similarly, a researcher using Bayesian meth-
ods might conclude that the data increase the likelihood 
of H1 relative to H0 by a factor of precisely (say) 10.43, 
despite the possibility that a replication could easily coun-
teract that evidence entirely, favoring H0 over H1 by the 
same margin. Even confidence intervals, which explic-
itly acknowledge the uncertainty involved in generaliz-
ing from samples to populations by providing a range of 
possible values for a population parameter, are computed 
precisely. For example, the confidence interval for a mean 
might cover the precise range 287.3–423.7. What justifies 
the computation of such precise values from such vari-
able results? Are we, as one reviewer suggested, applying 
a “double standard” when we claim to know the p value 
precisely but to have little idea of the replication prob-
abilities pri and pra?

Not at all. Precise calculations from experimental re-
sults, including p values, summarize the information 
obtained from the sample, which is indeed known with 
great precision. In a given experiment with 100 binomial 
trials, for example, the obtained number of successes in 
that sample is observed exactly. From that number, the 
exact p value associated with that sample can also be 
computed, as can exact values for prep, the Bayes factor, 
and any other summary of the results in that sample. The 
p value, for example, does indicate precisely how unusual 
the particular observed data are, given the predictions of 
the null hypothesis. Similarly, the Bayes factor indicates 
precisely how likely those particular data are under each 
of two alternative hypotheses. Thus, the p value, the Bayes 
factor, and other summary measures associated with the 
current sample can be determined exactly from the results 
already collected, just as the observed number of suc-
cesses is known exactly.

Unlike the characteristics of the sample, the character-
istics of the population are not known exactly once the 

and conclude there was positive evidence in favor of H0 
(i.e., log Bayes factor  1.06), or one might observe 
61 successes and conclude there was positive evidence in 
favor of H1 (log Bayes factor  1.05). Thus, Bayes factors 
are also rather variable, just like the NHST-based mea-
sures, because of the sampling error associated with the 
underlying number of successes.

In summary, the main lesson illustrated by Figure 7 is 
that all measures derived from overall experimental out-
comes are subject to the natural variability inherent in 
those outcomes. It is unfair to single out NHST for the 
criticism that its p values, replication probabilities, and 
other measures are “unreliable”; these measures are no 
more unreliable than the experimental outcomes from 
which they are computed. Exactly corresponding vari-
ability is present in other inferential approaches (e.g., 
Bayes factors), so the uncertainties associated with rep-
lication probabilities have no direct implications for the 
controversy regarding which inferential approach is best. 
In fact, the one-to-one correspondence of each measure 
to the number of successes, i, implies that the measures 
in the different panels are all monotonically related to one 
another within a given experimental design. Thus, even 
though these measures might have numerically different 
variances, the measures all provide exactly the same in-
formation about the experimental outcome, in the tech-
nical “information transmission” sense of Shannon and 
Weaver (1949). Note, for example, that the curves for the 
true success proportions of P  .51 and P  .59 intersect 
at the same experimental outcome in all panels (i.e., the 
outcome corresponding to i  55), so all measures yield 
equivalent partitions of the outcomes into those favoring 
P  .51 versus those favoring P  .59. In this sense, the 
different ways of summarizing a given set of data are all 
informationally equivalent.

The informational equivalence of the different mea-
sures in Figure 7 has not always been fully acknowl-
edged. In discussing Killeen’s (2005) prep, for example, 
Wagenmakers (2007) noted correctly that “the prep statis-
tic can be obtained from the NHST p value by a simple 
transformation” (p. 780). He seemed to conclude from 
this equivalence, however, that “prep inherits all of the 
p value problems” (p. 780) and therefore must be flawed. 
Also considering Killeen’s (2005) work, Doros and Geier 
(2005) similarly commented that “any measure that is no 
more than a simple transformation of the classical p value 
(see Killeen’s [2005] appendix) will inherit the short-
comings of that p value” (p. 1006). By such reasoning, 
however, every other measure derived from i would also 
inherit these problems, including not only prep but also 
the Bayesian measures (e.g., panel F) often put forth as 
an improvement.

Indeed, this informational equivalence may be quite 
surprising, because we intuitively expect more sophisti-
cated methods of statistical analyses to be more success-
ful in overcoming variability. Unfortunately, even the best 
statistical methods have limited resolution because of the 
variability of the basic data being analyzed. Ultimately, 
variability must be overcome by increasing sample size 
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16, 424-429.
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for science. Psychonomic Bulletin & Review, 13, 549-562.
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vival of a flawed method. American Psychologist, 56, 16-26.
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sample has been observed, and this is why pri and pra are 
not known exactly even though p is. Replication prob-
abilities are used to predict what will happen with future 
samples, so they require knowledge about the whole pop-
ulation—not just about the current sample. Replication 
probabilities can be estimated from a sample, just like 
population proportions or means, but the error associated 
with these estimates may be quite large (see, e.g., Fig-
ure 3). Thus, precise calculations with sample data lead 
to imprecise conclusions about populations. This does 
not reflect a double standard, but instead simply reflects 
the researcher’s different levels of knowledge about the 
sample versus population.
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NOTES

1. The exact definition of the true effect size depends on the null 
hypothesis being tested, and this article considers three possibilities as 
examples. One uses the binomial test to assess the null hypothesis that 
P  .5, where P is the true probability of success. For this test, the true 
effect size is simply the difference P  .5. A second uses a t test to check 
the null hypothesis that   0, where  is either a single mean (i.e., 
one-sample t test), a difference between the means of two conditions 
with paired data (i.e., paired t test), or a difference between the means of 
independent groups (i.e., two-sample t test). For this test, the true effect 
size is / , where  is a measure of the population standard deviation 
of the scores or difference scores being compared. The third test checks 
the null hypothesis that   0, where  is the true population-wide cor-
relation between two variables. For this test, the effect size is simply 
the true value of .

2. Other uses of the term “replication” have also been proposed. For 
example, Rosenthal (1993) suggested that much more weight be given 
to effect sizes than to significance levels. In contrast, Killeen (2005; see 
also Cumming, 2005) proposed that it might be more useful to consider 
an effect to have been replicated if the follow-up study obtained results 
in the same direction as the initial study, without regard to statistical sig-
nificance. Because these proposals have not yet gained wide acceptance 
and NHST is still in common use, however, in this article “replication,” 
for better or worse, will generally be used in the traditional sense re-
quiring statistical significance, with extensions to some other meanings 
considered briefly.

3. For simplicity, in this article I consider only the probability of 
replicating an initial significant result in an identical follow-up experi-
ment (i.e., same population and sample size, measurement error, etc.), 
although in principle the same considerations arise in replications with 
different sample sizes, error variances, and so on.

4. One might try to extend this argument about relative p values to 
obtain an estimate of individual replication probability. Specifically, 
considering a single significant result in isolation, one might estimate 
that the individual replication probability is always at least .5, since the 
replication is just as likely to be “more significant” than the initial ex-
periment as it is to be “less significant.” As will be considered later, 
though, it is not always appropriate to consider a single experiment in 
isolation. Moreover, even when it is appropriate, one must keep in mind 
that this estimated individual replication probability of at least .5 is only 
an estimated value based on observed data—not a true value.

5. This law emerges from a Bayesian analysis in which the probability 
of success is assumed to have a uniform prior distribution across the 
0–1 interval (for a derivation, see, e.g., Murty & Bissinger, 1982).

6. Although it might seem that the researcher would know the number 
of opportunities exactly, this need not always be true in practice. When 
researchers carry out a series of pilot studies, they often make various 
procedural changes from one to the next. If these changes affect power, 
the “number of opportunities” does not increase incrementally with each 
successive pilot study. Since the researcher cannot know the exact power 
level of each study, it is impossible to be sure exactly how the number of 
opportunities depends on the number of such studies.

7. Corresponding points have identical values on the ordinates in the 
two panels but have different values on the abscissas. Note that the dis-
tribution of p values is also discrete, like that of the number of successes, 
even though the p values are not whole numbers.

8. The visual similarity of panels B and E is rather striking. Although 
it is beyond the scope of this article to investigate the precise relationship 
between traditional p values and Killeen’s (2005) prep, I did find that prep 
and 1 p were approximately equal under many scenarios. This same 
relationship is also evident in Equation 3 of Doros and Geier (2005) and 
in Figure 1 of Iverson, Wagenmakers, and Lee (in press).
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APPENDIX A 
Computation of Aggregate Replication Probability

This appendix presents the assumptions and formulas used for the computation of the aggregate replication 
probabilities shown in Figures 4 and 5. Two numerical examples illustrating the computations are shown in 
Table A1.

Table A1 
Numerical Examples for Computation of Aggregate Replication Probability ( pra)

Hypothesis

Measure  H0: P  .5  H1: P  .6

Pr(Reject H0 & conclude P  .5) .0176 .4621
Prior Pr(H ) .75 .25

Example 1: O  62 Successes
Pr(O | H ) .0045 .0754
Pr(H | O) .1511 .8489
 pra .0176  .1511  .4621  .8489  .3949

Example 2: Observe Three Pilots Retaining H0, and Then O  62 Successes
Pr(3 | H ) .8981 .1556
Pr(O  3 | H ) .0040 .0117
Pr(H | O  3) .5067 .4933
 pra .0176  .5067  .4621  .4933  .2369

Note—The two examples illustrate calculations for binomial experiments with 100 trials. Ac-
cording to the null hypothesis (H0), the true probability of success is P  .5; according to the 
alternative hypothesis (H1), this probability is P  .6. The prior probabilities of the null and 
alternative hypotheses are .75 and .25, respectively. The null hypothesis is rejected and it is con-
cluded that P  .5 if 61 or more successes are observed. In Example 1, the observed data consist 
of a single experiment resulting in O  62 successes. Pr(O | H) is the probability of this observed 
result under each hypothesis, computed with the binomial formula. Pr(H | O) is the corresponding 
posterior probability of each hypothesis, computed using Bayes’s theorem. The aggregate repli-
cation probability pra is computed from these values using Equation 8. Example 2 is analogous 
to Example 1, except that the observed data consist of three pilot experiments in which the null 
hypothesis was retained followed by a fourth experiment with O  62 successes.

For simplicity, I only studied the effects of research context using theories for which predicted effects are 
present, with probability , or absent, with probability 1 . The true size of each effect was adjusted to match 
the observed size that would produce a given p value of .05 or .001. Let Pr(O | H0) and Pr(O | H1) denote the 
probabilities (or probability densities) of any given observed initial results, O, under the null and alternative 
hypotheses, respectively. Then, according to Bayes’s theorem (e.g., Hogg & Craig, 1970),

  (A1)

Aggregate Replication Probability
Given a randomly selected significant initial result, the conditional probability that it will be replicated in the 

same direction in one follow-up experiment is

  (A2)

where /2 is the probability of a significant result in the same direction under the null hypothesisA1 and 1  is the 
power of the experiment when the effect is present (i.e., the probability that it will yield a significant result).

Effect of Number of Opportunities
To study the influence of the number of opportunities, Equation A1 must be elaborated to include k nonsig-

nificant experimental results prior to the initial significant observed result, O. This can be done by conceiving of 
the data as the full set of observations, including all k nonsignificant results as well as the observed significant 
one, O. Under the null hypothesis, the probability of the set of k nonsignificant results is Pr(O | H0)  [1 ]k; 
under the alternative hypothesis, it is Pr(O | H1)  [ ]k. These values may be used to compute the probability of 
H1 given the full set of results via Bayes’s theorem:

Pr |
Pr Pr |

Pr Pr | Pr
H O

H O H

H O H H1
1 1

1 1 00 0Pr |O H

p H O H Ora 0 1| |
2

1Pr Pr ,
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APPENDIX A (Continued)

  (A3)

This value may be used in place of Pr(H1 | O) in Equations A2 and A4 when computing the aggregate replication 
probability after a series of k nonsignificant results followed by a significant one.

Theory Strength and the Probability of Multiple Replications
The results shown in Figure 4 concern the aggregate probability of obtaining a single significant replication, 

but analogous probabilities can also be computed for the probability of j  2, 3, . . . replications. These aggregate 
multiple replication probabilities would be especially relevant to a researcher planning a series of studies—for 
example, when preparing a grant proposal.

How should the probability of j successful replications be computed? Initially, it might seem that if the 
probability of a single replication is pra, the estimated probability of j replications should be p j

ra. The situation 
is somewhat more complicated, however, when theory strength is taken into account, because the different 
replications are not all independent. Instead, they all depend in the same way on the theory that suggested the 
initial experiment, as the following analysis illustrates. Consequently, the probability that a randomly selected 
significant initial effect will be replicated in j consecutive follow-up experiments is

 pra  ( /2) j Pr(H0 | O)  (1 ) j  Pr(H1 | O). (A4)

As extreme examples, consider researchers A and B working with two different theories. Researcher A’s theory 
predicts only real effects (i.e.,   1), but the effects are only moderate in size, so any given effect is detected with 
a power of 1   .5 in a typical experiment. For this researcher, there is a 50% chance that any given replication 
attempt will succeed, so the probability that j successive replication attempts will all succeed is pra  .5 j.

For researcher B, in contrast, only half of the theoretically predicted effects are real (i.e.,   .5), but these 
effects are so large that experimental power is virtually 100% (i.e., 1   1). This means that the probability of 
a single successful replication attempt is approximately .5 for researcher B, just as it was for researcher A. For 
researcher B, though, the probability of j successful replications does not decline much as j increases, unlike the 
situation with researcher A, because any real effect is virtually always replicable.

Figure A1 illustrates that the aggregate probability of j successful replications can vary with j for the same 
scenarios illustrated in Figure 4. The computations were analogous to those presented in Figure 4 but were based 
on Equation A4, assuming in all cases that the suggested effect was real with probability  .5. With a small 
effect, the aggregate probability of j successful replications is quite close to .5 j, because experimental power is 
approximately .5 for this real effect. With a large effect, though, the aggregate probability of j successful replica-
tions decreases rather slowly as j increases; if the large effect is real, it is replicable with quite high probability.

Figure A1 is important because it illustrates further the complexity of the concept of aggregate replication 
probability. Even with a very specific hypothetical scenario under which the probability of one replication can 
be estimated, the estimated probability of j “independent” replications is not simply p j

ra.

NOTE

 A1. Typically, this is .025 for a two-tailed test with an  level of .05. For tests of proportions, however, the 
desired  and /2 levels cannot be attained exactly, because of the discreteness of the observed number of suc-
cesses. In those cases, the computations used whatever slightly smaller values of  and /2 were possible.

Pr |
Pr Pr |

Pr Pr
H O k

H O H

H O
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1
1 1

1 || Pr Pr |
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Figure A1. Aggregate replication probability as a function of the number of successful replications sought ( j ), the p value 
of the initial experiment, and the strength of the background theory on which the initial experiment was based. The line thick-
ness represents the number of successful replications that are sought. Solid lines represent theories for which the real effects 
are larger, whereas dashed lines represent theories for which the effects are smaller. In all cases, real effects were assumed to 
be present for 50% of the null hypotheses tested. (Top) Probability of rejecting the null hypothesis P  .5 using a binomial 
test with the indicated sample size of N  100 or 1,000. (Middle) Probability of rejecting the null hypothesis that a mean or 
difference of means   0 using a t test with the indicated 25 or 100 degrees of freedom (df ) for error. (Bottom) Probability 
of rejecting the null hypothesis that a true correlation   0 for the indicated sample size of N  25 or 100.
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APPENDIX B 
Computation of Confidence Intervals

For ease of computation, confidence intervals for proportions, means, and correlations have traditionally 
been computed as an observed value plus or minus a half-width, with normal approximations used to establish 
the half-width for proportions and correlations. This traditional approach, which is most closely associated with 
the interpretation of a confidence interval as having a 95% (say) probability of including the true value (cf. 
Cumming & Finch, 2001, Method 1), was used for the computations reported here. Virtually identical results 
were obtained, however, with an alternative approach in which the confidence interval limits were determined 
by adjusting the parameter of the binomial, noncentral t, or noncentral correlation distribution to determine a 
range of parameter values that cannot be rejected by a standard significance test (cf. Cumming & Finch, 2001, 
Method 2; Thompson, 2002).

Proportions
For a binomial test with N trials and i observed successes, a traditional 95% confidence interval for the true 

proportion of successes P can be obtained using the normal approximation to the binomial (see, e.g., Newcombe, 
1998):

 p  HW  P  p  HW, (B1)

where p  i/N and HW  1.96 p(1 p)/N . Other techniques for computing confidence intervals for propor-
tions have been proposed and may have better coverage properties (e.g., Agresti, 2002), but the simpler and more 
traditional binomial approximation was used here because it will be familiar to most readers.

t Tests
Assume for simplicity and without loss of generality that the standard error of the sample mean equals 1. In 

that case, for a t test with df degrees of freedom, a 95% confidence interval for the true mean or difference in 
means, , is

 to  HW    to  HW, (B2)

where to is the obtained t value and HW is the (97.5)th percentile point of Student’s t distribution with df degrees 
of freedom.

Correlations
With an observed correlation r based on N cases, an approximate 95% confidence interval for the true cor-

relation  can be obtained using Fisher’s r-to-z transformation:

 zr  .5[ln(1  r)  ln(1  r)] (B3)

(see, e.g., Hays, 1988). The sampling distribution of zr is approximately normal with zr
 1/ N 3, so confi-

dence interval bounds for z  are

 zr  HW  z  zr  HW, (B4)

where HW  1.96/ N 3. The upper and lower confidence limits for  can then be found from the upper and 
lower bounds for zr by inverting the transformation of Equation B3:

  
(B5)

(Manuscript received October 16, 2008; 
revision accepted for publication February 20, 2009.)
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