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Abstraction in Category Learning
A classic issue in cognitive science is the use of abstrac-

tion in category representations. Prototype theorists (e.g., 
Posner & Keele, 1968; Reed, 1972; Smith & Minda, 2000) 
argue that learning a category involves storing one sum-
mary item that is abstracted across all category examples. 
Exemplar theorists (e.g., Brooks, 1978; Medin & Schaf-
fer, 1978; Nosofsky, 1986), in contrast, argue that learning 
a category involves learning all the individual category 
examples, which implies that no abstraction takes place 
when a category is learned.

In the debate between the prototype and exemplar views, 
there is a clear tension between informativeness and cogni-
tive economy (Komatsu, 1992). A prototype representation 
has an appealing economy, but fails to provide the informa-
tion people appear to use (e.g., Fried & Holyoak, 1984). 
In contrast, an exemplar representation provides detailed 
information, but its lack of any cognitive economy makes 
it somewhat counterintuitive.

In an attempt to resolve this tension, Vanpaemel and 
Storms (2008) introduced the varying abstraction model 
(VAM; see also Vanpaemel, Storms, & Ons, 2005; for re-
lated but different approaches, see Anderson, 1991; Grif-
fiths, Canini, Sanborn, & Navarro, 2007; Love, Medin, & 
Gureckis, 2004). The VAM considers the prototype and 

exemplar representations as endpoints only on the con-
tinuum of abstraction and introduces a range of category 
representations between these two possibilities. These in-
termediate representations balance the opposing pressures 
of informativeness and economy, providing just enough 
representational information to describe the category 
structure in a sufficiently complete way.

Intermediate representations, despite their intuitive ap-
peal, have been largely overlooked in previous research on 
abstraction in category learning. Focusing on four previ-
ously published data sets, which in their original analy-
sis provided no evidence for abstraction, Vanpaemel and 
Storms (2008) reported preliminary explorations of par-
tial abstraction. Using the VAM, no evidence for partial 
abstraction could be found in one data set, but based on 
the three remaining data sets, it could be concluded that 
some abstraction had occurred during category learning.

One objection that may be raised against the study of 
Vanpaemel and Storms (2008) is its lack of generality. 
Compared with the impressively large number of stud-
ies supporting exemplar theory (see Nosofsky, 1992, for 
an overview), the weight of the evidence for partial ab-
straction is somewhat meager, given that it has only been 
demonstrated in three different data sets. Therefore, one 
purpose of the present research was to continue the inves-
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edge, the first to use the marginal likelihood to evaluate 
the prototype model, the exemplar model, and the other 
models in the VAM family against empirical data.

Probably the most important reason the marginal like-
lihood is so often talked about but rarely applied is the 
technical sophistication required to calculate it, especially 
in contrast to the rather straightforward calculation of the 
maximal likelihood. Therefore, a question of interest is 
whether the marginal likelihood is needed to reach trust-
able conclusions. Obviously, if complexity differences be-
tween models are small, a complexity-insensitive method 
(such as the maximal likelihood) will perform just as well 
as a complexity-sensitive method (such as the marginal 
likelihood). In this case, the method that is equally suc-
cessful, but easier to compute, is the preferred one. A sec-
ond purpose of the present research was to investigate the 
model complexity differences between the models in the 
VAM family, using a large recovery study. This affords 
insight into the relative utilities of complexity-sensitive 
versus  -insensitive model evaluation methods in a VAM 
analysis.

Outline
We begin by describing the 30 data sets and reviewing 

the VAM. After the two model evaluation methods have 
been explained, the VAM is applied to the 30 data sets, 
using both the maximal and the marginal likelihood. The 
VAM analysis provides further evidence for partial ab-
straction in category representations, irrespective of the 
model evaluation method. Finally, the recovery study in-
dicates that all members of the VAM family are, roughly, 
equally complex, thus justifying the use of complexity-
insensitive model evaluation methods in a VAM analysis.

The 30 Data Sets

We consider 30 previously published data sets from 
different seminal category learning tasks, reported in six 
articles by Nosofsky and his collaborators (Nosofsky, 
1986, 1987, 1989; Nosofsky, Clark, & Shin, 1989; No-
sofsky & Palmeri, 1997, 1998). All tasks involve learning 
various two-category structures over a small number of 
stimuli varying on two dimensions. In each task, a sub-
set of the stimuli is assigned to Categories A and B, and 
the remaining stimuli are left unassigned. In most tasks, 
the training- test procedure is used, consisting of a training 
phase followed by a test phase. During the training phase, 
the category structure is learned. Only the assigned stimuli 
are presented and the participant classifies each presented 
stimulus into either Category A or Category B. Following 
each response, corrective feedback is presented. During 
the test phase, both the assigned and the unassigned stimuli 
are presented. Generally, corrective trial-by-trial feedback 
continues to be provided on trials in which assigned stimuli 
are presented, but is withheld on trials in which unassigned 
stimuli are presented, because there are no correct or incor-
rect answers for these trials. The relevant data for modeling 
are the categorization decisions from the test phase.

Some properties of the 30 data sets are shown in 
Table 1. A more detailed description of the experimen-

tigation of partial abstraction and to extend the generality 
of the findings of Vanpaemel and Storms by considering 
a larger number of data sets, spanning a broad variety of 
conditions. In particular, the present study focuses on 30 
different data sets, all previously presented by Nosofsky 
and his collaborators, all of which have been previously 
interpreted as providing evidence in favor of the absence 
of abstraction.1

Model Evaluation in Category Learning
The present research involves two other extensions of 

the earlier work reported by Vanpaemel and Storms (2008). 
Both extensions concern a methodological objection that 
can be raised against the study by Vanpaemel and Storms: 
Following the dominant model evaluation strategy in the 
prototype versus exemplar debate, they evaluated the differ-
ent models in the VAM family on their optimal fit to human 
data. Evaluating models on their optimal fit, however, ig-
nores differences in model complexity, which is the inher-
ent flexibility of a model. It has been argued that ignoring 
model complexity results in an unfair evaluation, since a 
more complex model generally provides a better optimal 
fit than a simple model does. Therefore, a model evaluation 
method sensitive to model complexity should be used (e.g., 
Cutting, Bruno, Brady, & Moore, 1992; Myung, Forster, & 
Browne, 2000; Myung & Pitt, 1997; Pitt & Myung, 2002; 
Roberts & Pashler, 2000; Shiffrin, Lee, Kim, & Wagen-
makers, 2008; Waldorp & Wagenmakers, 2006).

The simplest way to measure model complexity is to 
count the number of parameters. This idea of complex-
ity lies at the root of model evaluation methods such as 
the likelihood ratio test, the Akaike information criterion 
(AIC; Akaike, 1973) and the Bayesian information cri-
terion (BIC; Schwarz, 1978). Although taking the num-
ber of parameters into account when evaluating a model 
presents an important advance in model evaluation, it is 
sensitive to only one aspect of complexity. In particular, 
the range of the parameters, the parameter prior, and the 
functional form (the way the parameters are combined) 
also play a role in model complexity (e.g., Myung & Pitt, 
1997; Vanpaemel, 2009b).

One model evaluation method sensitive to all these as-
pects of complexity is the marginal likelihood, which is 
at the heart of the Bayesian approach to model evalua-
tion (Kass & Raftery, 1995; Lee & Wagenmakers, 2005; 
Myung & Pitt, 1997). Rather than the optimal fit, the 
marginal likelihood measures a model’s average fit. Un-
fortunately, more than a decade after its introduction in 
psychology (but see Edwards, Lindman, & Savage, 1963, 
for an early example), there are only a handful of stud-
ies relying on the marginal likelihood for model evalu-
ation (e.g., Lee, 2004; Massaro, Cohen, Campbell, & 
Rod riguez, 2001; Navarro & Lee, 2003; Steyvers, Lee, 
& Wagenmakers, 2009). Furthermore, we know of no 
study that has used the marginal likelihood to evaluate 
prototype and exemplar models against empirical data, let 
alone the intermediate models in the broader VAM family. 
Instead, these studies have relied on best fit statistics, such 
as the maximal likelihood and the percentage of variance 
accounted for. The present investigation is, to our knowl-
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Review of the Varying Abstraction Model

At the heart of the VAM is the observation that the pro-
totype and exemplar representations correspond to maxi-
mal abstraction and minimal abstraction, respectively. 
These extreme possibilities suggest a set of intermediate 
representations with a partial level of abstraction. Such 
an intermediate representation consists of a set of sub-
prototypes formed by abstracting over mutually exclu-
sive clusters of category members. This is illustrated in 
Figure 2, which provides the full set of representations 
defined by the VAM for a category with four members in 
a two- dimensional space.

Based on this set of representations, the VAM defines 
a family of categorization models. Such a model is con-

tal procedures can be found in the original studies or in 
Vanpaemel (2007). Collectively, the 30 data sets span a 
range of possibilities for category learning tasks. They 
involve 16 different category structures to be learned, 
shown in Figure 1. Further, they involve different types of 
stimuli, varying from simple geometric shapes, to colors, 
to combinations of visual and auditory stimuli. The data 
sets also vary in the number of participants, training tri-
als, and test trials. Several of the tasks involve a variety of 
instruction conditions, including participants being told 
to follow rules. Some also report data at different stages 
in the learning sequence. The actual data are provided in 
Tables A1, A2, and A3 of Appendix A, reproducing the 
stimulus coordinates, the Category A response frequen-
cies, and the sample sizes, respectively.

Table 1 
Details of the 30 Data Sets

Data 
Set

   
Reference
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Condition

 
 

 
N

 
 

 
n

   
s

 1 Nosofsky (1986) – Shepard circles 2 2 Criss-cross 225 Participant 1 150m 219a 1
 2 Nosofsky (1986) – Shepard circles 2 2 Criss-cross 225 Participant 2 150m 225a 1
 3 Nosofsky (1986) – Shepard circles 2 2 Diagonal 225 Participant 1 150m 250a 1
 4 Nosofsky (1986) – Shepard circles 2 2 Diagonal 225 Participant 2 150m 225a 1
 5 Nosofsky (1986) – Shepard circles 2 2 Dimensional 225 Participant 1 150m 225a 1
 6 Nosofsky (1986) – Shepard circles 2 2 Dimensional 225 Participant 2 150m 200a 1
 7 Nosofsky (1986) – Shepard circles 2 2 Interior–exterior 225 Participant 1 150m 256a 1
 8 Nosofsky (1986) – Shepard circles 2 2 Interior–exterior 225 Participant 2 150m 144a 1
 9 Nosofsky (1987) 2 Munsell colors 2 1 Brightness 780 – – 10 49
10 Nosofsky (1987) 2 Munsell colors 2 1 Criss-cross 225 – – 10 24
11 Nosofsky (1987) 2 Munsell colors 2 1 Saturation A 225 – – 7.5a 24
12 Nosofsky (1987) 2 Munsell colors 2 1 Saturation B 225 – – 10 40
13 Nosofsky (1989) – Shepard circles 2 2 Angle 75 – 46a 4a 41
14 Nosofsky (1989) – Shepard circles 2 2 Criss-cross 225 – 78a 4a 37
15 Nosofsky (1989) – Shepard circles 2 2 Diagonal 225 – 78a 4a 43
16 Nosofsky (1989) – Shepard circles 2 2 Size 75 – 46a 4a 37
17 Nosofsky, Clark, &  

 Shin (1989)
1 Shepard circles 1 1 Interior–exterior 75 Free 43a 5 122

18 Nosofsky  
 et al. (1989)

2 Shepard circles 1 1 Interior–exterior 75 Rule 1 43a 5 30

19 Nosofsky  
 et al. (1989)

2 Shepard circles 1 1 Interior–exterior 75 Rule 2 43a 5 28

20 Nosofsky  
 et al. (1989)

3 Pitch and line  
 length

1 1 Conjunctive rule 225 Free 1 31a 5 30

21 Nosofsky  
 et al. (1989)

3 Pitch and line  
 length

1 1 Conjunctive rule 225 Free 2 31a 5 30

22 Nosofsky  
 et al. (1989)

3 Pitch and line  
 length

1 1 Conjunctive rule 225 Rule 19a 5 30

23 Nosofsky &  
 Palmeri (1997)

2 Munsell colors 2 1 U7 75 – 19 8 31

24 Nosofsky &  
 Palmeri (1997)

2 Munsell colors 2 1 U8 75 – 19 8 31

25 Nosofsky and  
 Palmeri (1998)

1 Shape and  
 brightness

1 1 Interior–exterior 75 Beginning  
 blocks

10 3 164

26 Nosofsky &  
 Palmeri (1998)

1 Shape and  
 brightness

1 1 Interior–exterior 75 Middle  
 blocks

20 3 164

27 Nosofsky &  
 Palmeri (1998)

1 Shape and  
 brightness

1 1 Interior–exterior 75 End  
 blocks

40 3 164

28 Nosofsky &  
 Palmeri (1998)

2 Shape and  
 brightness

1 1 Interior–exterior 75 Beginning  
 blocks

5 1 120

29 Nosofsky &  
 Palmeri (1998)

2 Shape and  
 brightness

1 1 Interior–exterior 75 Middle  
 blocks

10 1 120

30 Nosofsky &  
 Palmeri (1998)

2 Shape and  
 brightness

1 1 Interior–exterior 75 End  
 blocks

20 3 120

Note—r, metric;  similarity function; k, number of models in the VAM; N, number of trials per stimulus per participant in the training phase; 
n, number of trials per stimulus per participant in the test phase; s, number of participants; mminimal value (actual value unreported); aapproxi-
mate average value.
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ous multidimensional scaling (MDS) analysis. Similarly, 
let j  ( j1, j2) denote the coordinate locations of subpro-
totype j. These subprototypes are defined by partitioning 
the set of category members and abstracting the centroid 
for each cluster. Formally, if Q  {Q1, Q2, . . . , Qq} de-
notes a partition with q clusters of a category with n mem-
bers and nj ( j  1, 2, . . . , q; 1  nj  n) denotes the 
number of category members in cluster Qj, subprototype 

j is defined by

 jk
j

lk
x Qn

x
l j

1 .  (1)

Given the coordinates of the stimuli and the subproto-
types, the distance between stimulus xi and subprototype 

j is computed according to the Minkowski r-metric:

structed by choosing a representation for each of the rel-
evant categories and combining these representations with 
the assumptions about similarity, selective attention, and 
response rule incorporated in Nosofsky’s (1986) general-
ized context model (GCM), arguably the most successful 
exemplar model of category learning. By design then, all 
the models in the VAM contrast only in their representa-
tional assumptions.

In what follows, the VAM is formally outlined for stim-
uli varying on two dimensions in a category learning task 
with two categories, A and B. The more general formula-
tion of the VAM can be found in Vanpaemel and Storms 
(2008).

Let xi  (xi1, xi2) denote the coordinate locations of 
stimulus xi in a two-dimensional space, as found by previ-
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Figure 1. Category structures used in the 30 data sets. Squares denote stimuli assigned to Cat-
egory A, circles denote stimuli assigned to Category B. The remaining stimuli are unassigned.
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Figure 2. The 15 possible VAM representations for a category with four members 
in a two-dimensional space. The subprototypes representing the category are shown 
in black circles and are connected by lines to the original category members, shown 
in white circles. The first panel shows the exemplar representation, where no category 
members are merged; the final panel shows the prototype representation, where all 
four category members are merged into one single item. The remaining panels show 
the representations intermediate to the exemplar and prototype ones, in which a cat-
egory is represented by three (panels B–G) or two (panels H–N) subprototypes.
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Since Q1  A and n1  nA, Equation 1 reduces to 1k  
(1/nA) xl A xlk, which is the familiar definition of the Cat-
egory A prototype A, so 1  A, and thus SA  { A}. 
Hence, Equation 4 reduces to

 s x s xi i, , ,A A  (6)

which is the key definition of the MPM.
At the other extreme, when qA  nA, the category is 

partitioned in nA clusters of one member each. Since Qj  
{xj} and nj  1 for every j, Equation 1 reduces to jk  
xjk. This implies that j  xj for every j, and thus SA  A. 
Hence, Equation 4 reduces to

 s x s x xi i j
xj

, , ,A
A

 (7)

which is the defining feature of the GCM.

Model Evaluation Methods

An intuitively attractive way to evaluate a model is to 
assess whether it is consistent with the empirical data. 
This consistency—or match or fit—between a model’s 
predictions and the empirical data is often expressed 
using the likelihood function (e.g., Myung, 2003). Cru-
cially, parameterized models, such as the GCM and the 
MPM, make different predictions at different parameter 
values, which implies that the likelihood function depends 
on the parameter values. To assess the fit between model 
and data, one therefore has to answer the question: the fit 
at which parameter value(s)? Although many different an-
swers to this question have been advocated, we will focus 
on the two dominant ones.

One commonly used strategy is to measure the fit at 
one single parameter value. When evaluating a model at a 
single value only, it seems reasonable to pick the value at 
which the fit is highest. This is the idea behind evaluating 
a model on its maximal likelihood. By design, the maxi-
mal likelihood reflects the best possible fit of the model. If 
p(d | , M) denotes the likelihood under model M of having 
observed data d given parameter values , then p(d | , M ) 
denotes the maximal likelihood of the model, obtained by 
finding the value of  that maximizes p(d | , M ):

 p d p d p d| ˆ, | ˆ, max | , ,M M M  (8)

where

 ˆ arg max | , .p d M  (9)

To find the parameter value at which to assess the 
 model’s fit under the maximum likelihood approach, one 
needs access to the data. So in a sense, the prediction 
the model makes, at the value , is not a prediction in 
the strict sense, but rather a postdiction, or a posterior 
prediction.

A second strategy is to measure the fit of the model 
across a set of different parameter values. Different pro-
posals about what constitutes the appropriate set of values 
have been made. One attractive proposal is to assess the 
model’s fit at the full set of values allowed by the model. 

 d x w x w xi j

r

i j

r

i j

r
, ,1 1 2 21  (2)

where w is the attention weight parameter measuring the 
relative emphasis given to the first dimension over the 
second, and r is the metric.

Similarity is then modeled as an exponentially de-
caying function of the distance between the stimuli and 
subprototypes:

 s x cd xi j i j, exp , ,  (3)

where c is the sensitivity parameter measuring the rate at 
which similarity declines with distance, and  determines 
the shape of the function.

The similarity between stimulus xi and Category A is 
defined by the sum of the similarities between the stimu-
lus and all the subprototypes representing the category:

 s x s xi i j
Sj

, , ,A
A

 (4)

where SA  { 1, 2, . . . ,  qA
}, the set of qA subprototypes 

representing Category A. Finally, the response probability 
for stimulus xi’s being chosen as a member of Category A 
is computed according to the choice rule

 p x
s x

s x s xi
i

i i

A
A

A B
|

,

, ,
. (5)

Typically, r and  depend on the nature of the stimuli, 
and are therefore not considered free parameters. Gener-
ally, the city-block metric (r  1) is used when stimuli 
vary on separable dimensions, and the Euclidean metric 
(r  2) is appropriate for stimuli varying on integral di-
mensions (see Shepard, 1991, for a review). Furthermore, 
the exponential decay function (   1) is used when the 
stimuli are readily discriminable, whereas the Gaussian 
function (   2) is typically preferred when the stimuli 
are highly confusable (Shepard, 1987). The remaining 
two parameters—the sensitivity c and the attention weight 
w—are free.

A model in the VAM is specified by SA  { 1, 2, 
. . . , qA

} (i.e., the set of qA subprototypes representing 
Category A) and SB  { 1, 2, . . . , qB

} (i.e., the set 
of qB subprototypes representing Category B). The VAM 
encompasses all the models that can be constructed by 
combining all the possible representations of each cat-
egory. In particular, for Categories A and B having nA 
and nB category members, respectively, the VAM gener-
ates bell(nA)  bell(nB) different models, where bell(n) 
denotes the nth Bell number, which counts the number 
of partitions of a set of n members (Sloane, 2003). The 
numbers of models in the VAM generated by the designs 
considered in this article, being 75, 225, or 780, are shown 
in Table 1.

A critical aspect of the VAM is that, at extreme settings 
of qA and qB, it reduces exactly to the GCM and its theo-
retical rival, the MDS-based prototype model (MPM; No-
sofsky, 1987, 1992; Reed, 1972). Consider a Category A 
with nA members. At one extreme, when qA  1, the cat-
egory is partitioned in only one cluster of nA members. 
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Consistent with most previous findings, it will be seen 
that the MPM performs rather poorly relative to the GCM, 
indicating that no abstraction seems to be involved in cat-
egory learning. Crucially, evidence against maximal ab-
straction should not be taken as evidence against the idea 
of any abstraction at all. In particular, the superiority of 
the GCM over the MPM does not rule out the possibility 
that people learning these categories might be relying on 
some intermediate level of abstraction. Such representa-
tions are provided by the VAM. To evaluate the possibility 
of partial abstraction, the 30 data sets are then analyzed 
using the VAM, again using both the maximal and mar-
ginal likelihood. Unlike the MPM-versus-GCM analysis, 
the VAM analysis provides evidence for the use of abstrac-
tion in category learning.

MPM-Versus-GCM Analysis
Table 2 provides the results of the MPM-versus-GCM 

analysis across our selection of the 30 data sets. It re-
ports, for both models, the negative maximized log like-
lihood, ln p( ), the percentage of variance accounted 
for, r2 (based on the parameter values maximizing the 
likelihood), and the negative of the logarithm of the mar-
ginal likelihood, ln p. Note that the model minimizing 
the negative logarithm of the likelihood is to be preferred. 
Details on calculating the maximal and the marginal like-
lihoods are provided in Appendix B.2

Regardless of the model evaluation method, the same 
conclusion is supported. Table 2 provides overwhelming 
evidence in favor of exemplar-based category representa-
tions over prototype-based category representations. For 
only three data sets (Data Sets 4, 6, and 9), the MPM pro-
vides a better (optimal or average) fit than does the GCM. 
Moreover, the difference in fit between the MPM and the 
GCM is rather small in these cases. The superiority of the 
GCM over the MPM is consistent with many previous 
MPM-versus-GCM analyses (see Nosofsky, 1992, for an 
overview).

It is instructive to understand why the MPM performs 
so much worse than the GCM. The evidence in favor of 
the GCM and against the MPM is particularly compelling 
for the 4 data sets using a criss-cross category structure 
(Data Sets 1, 2, 10, and 14), and for the 11 data sets using 
an interior–exterior category structure (Data Sets 7, 8, 17, 
18, 19, 25, 26, 27, 28, 29, and 30). Inspection of these cat-
egory structures explains why the prototype representa-
tion is insufficient as a basis for categorization. For exam-
ple, in Nosofsky’s (1986) interior–exterior structure, the 
prototypes for Category A and for Category B virtually 
overlap; the same is true of the criss-cross structure used 
in Nosofsky (1986, 1987, 1989). In the interior–exterior 
structure used by Nosofsky et al. (1989) and Nosofsky 
and Palmeri (1998), as well, the two category prototypes 
are very close. Note that if the representation for Cat-
egory A is identical to the representation for Category B, 
the similarity of a stimulus to Category A is identical to 
the similarity to Category B, and on account of Equa-
tion 5, performance at chance is predicted. Therefore, it is 
not surprising that the MPM fails to account for the data 

This is the idea behind evaluating a model on its marginal 
likelihood (Kass & Raftery, 1995; Myung & Pitt, 1997). 
The marginal likelihood does not reflect the best possible 
fit, but rather the average fit. Surely, the best fit is in-
cluded in this evaluation, but so are all the other fits, some 
of which might be bad ones. The averaging process that 
results in the marginal likelihood, p(d | M ), is operational-
ized by integrating the likelihood, p(d | , M ), as weighted 
by the prior probability of the parameters, p( | M ), over 
the parameter range :

 p d p d p d| | , | .M M M  (10)

To find the parameter values at which to assess the 
model’s fit under the marginal likelihood approach, no ac-
cess to the data is required. Ideally, these values are given 
as part of the model definition, by specifying the range  
and the prior p( | M ). So the prediction the model makes, 
averaged across the values of , is a prediction in the strict 
sense. To stress that the prediction is made independent of 
any empirical data, it is called a prior prediction.

The maximizing-versus-averaging approach handles 
model complexity in different ways. A complex model 
can generate more data patterns than a simple model can, 
and thus has a higher chance of providing a good fit (i.e., 
making a prediction that matches the empirically observed 
data). The downside of the complex model’s ability to gen-
erate more data patterns is that it also has a higher chance 
of providing a bad fit (i.e., making a prediction that poorly 
matches the empirically observed data). Increasing com-
plexity increases the chance that the model’s best fit is a 
good one, but it does not necessarily increase the model’s 
average fit, since the additional fits might actually be poor 
ones. Hence, if only the best fit matters, a complex model 
has a clear advantage over a simple model. In contrast, 
if the average fit matters, a complex model is penalized 
when it provides bad fits, so the advantage disappears. In 
sum, the maximal likelihood is insensitive to complexity, 
since it ignores how many predictions a model can make. 
The marginal likelihood is sensitive to model complexity, 
and is therefore viewed as automatically implementing 
Occam’s razor.

Abstraction in Category Learning

All of the 30 previously published data sets in our se-
lection have been used in the original articles to evaluate 
the GCM or a closely related model. However, only the 
study by Nosofsky (1987) also reports the fit of the MPM 
to these data. To fill this gap, we first report the evalua-
tion of both the GCM and the MPM against all 30 data 
sets. This MPM-versus-GCM analysis is a useful source 
of comparison to other studies that take an all-or-nothing 
view of abstraction, and contrast the prototype and exem-
plar models to empirical data (see, e.g., Nosofsky, 1992; 
Smith & Minda, 2000; Zaki, Nosofsky, Stanton, & Cohen, 
2003). Unlike these studies, which invariably ignore 
model complexity, the present reanalysis relies on both 
complexity-insensitive and complexity-sensitive model 
evaluation methods.
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results of the VAM analysis are shown in Figure 3 and 
Table 3. The figure shows, for each of the 30 data sets, the 
model in the VAM that provided the highest optimal fit to 
the data (i.e., with the highest maximal likelihood), using 
the graphical conventions adopted earlier (i.e., the subpro-
totypes are shown in black and are connected by lines to 
the original category members, shown in white).

The table reports, for the model in the VAM shown in 
Figure 3, the negative maximized log likelihood, ln p( ), 
the percentage of variance accounted for, r2, and the nega-
tive of the logarithm of the marginal likelihood, ln p.3

Although the MPM-versus-GCM analysis of the 30 data 
sets fails to provide evidence for the use of abstraction, Fig-
ure 3 shows that the VAM analysis does reveal the use of 
representational abstraction in the majority of the 30 data 
sets. In some cases, abstraction seemed to be present to a 

collected using category structures that imply (nearly) 
identical prototypes for both categories.

Interestingly, these structures might not support a to-
tally abstract representation, but they naturally invite 
several partially abstract representations that seem highly 
plausible and intuitively appealing (an observation already 
made in Nosofsky, 1987). The viability of these represen-
tations is tested by analyzing the data using the VAM.

VAM Analysis
As in the MPM-versus-GCM analysis, the model eval-

uation method has hardly any effect on the conclusion. 
When the marginal rather than the maximal likelihood is 
used, only for Data Sets 5, 14, and 15 would a different 
model be preferred. The remarkable agreement between 
both methods will be discussed in more detail shortly. The 

Table 2 
Best and Average Fits of the MPM and the GCM to the 30 Data Sets

Data MPM GCM

Set  Reference  Experiment  Categories  Condition  r2  ln p( )  ln p  r2  ln p( )  ln p

 1 Nosofsky (1986) – Criss-cross Participant 1 0.10 959.75 964.86 96.29 86.82 100.16
 2 Nosofsky (1986) – Criss-cross Participant 2 5.88 615.79 626.82 87.69 131.35 145.12
 3 Nosofsky (1986) – Diagonal Participant 1 76.93 360.40 373.83 98.29 63.20 74.84
 4 Nosofsky (1986) – Diagonal Participant 2 99.26 49.94 63.72 98.07 62.80 74.76
 5 Nosofsky (1986) – Dimensional Participant 1 99.72 39.94 51.65 99.85 34.82 46.58
 6 Nosofsky (1986) – Dimensional Participant 2 98.24 58.39 69.73 97.86 63.62 74.41
 7 Nosofsky (1986) – Interior–exterior Participant 1 19.23 600.19 610.89 70.16 188.09 200.91
 8 Nosofsky (1986) – Interior–exterior Participant 2 22.86 360.10 364.70 60.29 147.83 160.05
 9 Nosofsky (1987) 2 Brightness – 99.65 54.79 67.06 99.64 60.34 72.56
10 Nosofsky (1987) 2 Criss-cross – 1.78 933.65 943.14 98.66 50.36 61.12
11 Nosofsky (1987) 2 Saturation A – 98.12 46.17 57.91 97.53 46.05 57.55
12 Nosofsky (1987) 2 Saturation B – 95.58 131.52 143.84 98.69 58.82 70.90
13 Nosofsky (1989) – Angle – 94.41 103.78 116.11 98.63 56.75 70.32
14 Nosofsky (1989) – Criss-cross – 4.30 240.19 248.35 91.08 56.70 68.31
15 Nosofsky (1989) – Diagonal – 97.82 49.44 62.58 98.55 49.08 61.45
16 Nosofsky (1989) – Size – 99.14 44.27 55.20 99.38 40.77 51.92
17 Nosofsky, Clark, & 

 Shin (1989)
1 Interior–exterior Free 9.83 2,120.70 2,129.90 96.40 156.73 170.30

18 Nosofsky  
 et al. (1989)

2 Interior–exterior Rule 1 3.43 810.76 818.45 81.51 204.06 216.20

19 Nosofsky  
 et al. (1989)

2 Interior–exterior Rule 2 3.88 453.83 461.26 40.60 295.81 306.28

20 Nosofsky  
 et al. (1989)

3 Conjunctive rule Free 1 42.85 138.86 148.96 81.47 75.65 86.81

21 Nosofsky  
 et al. (1989)

3 Conjunctive rule Free 2 50.97 146.64 157.19 95.09 53.46 64.87

22 Nosofsky  
 et al. (1989)

3 Conjunctive rule Rule 59.78 256.50 268.09 94.37 87.14 98.87

23 Nosofsky &  
 Palmeri (1997)

2 U7 – 93.18 171.05 182.73 99.66 32.18 42.79

24 Nosofsky &  
 Palmeri (1997)

2 U8 – 88.07 185.71 200.84 99.42 41.27 52.15

25 Nosofsky &  
 Palmeri (1998)

1 Interior–exterior Beginning  
 blocks

20.21 1,495.70 1,506.10 94.73 183.92 197.30

26 Nosofsky &  
 Palmeri (1998)

1 Interior–exterior Middle  
 blocks

17.80 2,175.50 2,186.70 98.03 135.77 149.45

27 Nosofsky &  
 Palmeri (1998)

1 Interior–exterior End blocks 17.76 2,740.00 2,751.50 98.81 140.16 153.98

28 Nosofsky &  
 Palmeri (1998)

2 Interior–exterior Beginning  
 blocks

16.10 265.34 274.36 76.57 106.40 117.53

29 Nosofsky &  
 Palmeri (1998)

2 Interior–exterior Middle  
 blocks

14.09 509.37 517.71 89.50 112.46 124.60

30 Nosofsky &  
 Palmeri (1998)

2 Interior–exterior End blocks 13.17 2,004.00 2,014.10 90.02 365.13 378.70

Note—r2, percentage of variance accounted for; ln p( ), negative value of the maximized log likelihood; ln p, negative value of the logarithm 
of the marginal likelihood.
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Data Set 1 Data Set 3 Data Set 5 Data Set 7

Data Set 2 Data Set 4 Data Set 6 Data Set 8

Data Set 9 Data Set 10 Data Set 11 Data Set 12

Data Set 13 Data Set 14 Data Set 15 Data Set 16

Data Set 17 Data Set 18 Data Set 19

Data Set 20 Data Set 21 Data Set 22

Data Set 23 Data Set 24

Data Set 25 Data Set 26 Data Set 27

Data Set 28 Data Set 29 Data Set 30

Figure 3. Representations with highest maximal likelihood.
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makes it worthwhile to consider whether a complexity 
sensitive method is needed in a VAM analysis. This ques-
tion can be studied by means of a recovery study, in which 
both methods are evaluated on their ability to recover a 
known representation (Pitt, Kim, & Myung, 2003).

A separate recovery study was conducted for each of 
the 30 data sets. Each study involved generating artificial 
data sets from each model in the VAM and evaluating all 
models in the VAM to these sets using the maximal and 
the marginal likelihood. For each of the 30 data sets, and 
from each model in the VAM involved, 100 artificial data 
sets were generated, implying that the recovery study con-
sisted of 535,500 artificial sets. Given that each model 
in the VAM was evaluated separately using each of these 
data sets, the recovery study involved close to 2  150 
million model fits.

A simulated data set from a model was created from the 
parameter values obtained by fitting the model to the empir-
ically observed data, using maximum likelihood estimation. 
From these parameter values, the response probabilities 
according to the model were computed using Equation 5. 
Sampling error was added by generating, for each of these 
probabilities, a set of binary-valued responses according to 
the binomial probability distribution. The number of hypo-
thetical responses was the same as in the sample size in the 
published data set. Each simulated data set consisted of the 
number of times each stimulus was chosen in Category A. 
All models of the VAM were evaluated separately with re-

limited extent only, involving a single pair of stimuli being 
merged (e.g., Data Sets 7, 8, 12, 14, 17, 20, 23, and 30). 
Evidence for more abstraction was found in 9 other data 
sets (Data Sets 3, 10, 15, 16, 18, 19, 25, 28, and 29), where 
two separate pairs of category members are being merged. 
Some data sets supported highly—albeit not fully—ab-
stract representations involving either three (Data Sets 1, 
2, and 5) or four (Data Sets 4 and 224) pairs of stimuli 
being merged, or the merging of a triplet as well as one 
or more pairs (Data Sets 6, 9, and 11). The representation 
best capturing Data Set 13 is the closest to a prototype one, 
although one exemplar remains unmerged. Importantly, 
for 4 data sets, there is no evidence for abstraction, since 
the exemplar representation is the representation with the 
highest optimal fit (Data Sets 21, 24, 26, and 27).

Model Evaluation in the VAM

In both the MPM-versus-GCM analysis and the VAM 
analysis, the maximal and marginal likelihoods implied 
virtually identical conclusions. This observation suggests 
that the complexity differences between the models in the 
VAM family are small and that the use of a complexity-
 insensitive model evaluation method is justified. The prac-
tical advantage of complexity-insensitive methods over 
complexity-sensitive methods is that the former are com-
putationally mild, whereas the latter are computationally 
challenging. This difference in technical sophistication 

Table 3 
Best and Average Fits of the Best Model in the VAM to the 30 Data Sets

Data Set  Reference  Experiment  Categories  Condition  r2  ln p( )  ln p

 1 Nosofsky (1986) – Criss-cross Participant 1 97.03 70.49 83.26
 2 Nosofsky (1986) – Criss-cross Participant 2 94.60 82.89 95.13
 3 Nosofsky (1986) – Diagonal Participant 1 99.68 45.73 57.67
 4 Nosofsky (1986) – Diagonal Participant 2 99.47 48.02 61.52
 5 Nosofsky (1986) – Dimensional Participant 1 99.93 31.42 43.34
 6 Nosofsky (1986) – Dimensional Participant 2 99.40 45.42 56.25
 7 Nosofsky (1986) – Interior–exterior Participant 1 87.76 109.70 122.24
 8 Nosofsky (1986) – Interior–exterior Participant 2 83.50 89.45 101.61
 9 Nosofsky (1987) 2 Brightness – 99.85 42.31 54.19
10 Nosofsky (1987) 2 Criss-cross – 99.09 44.65 55.73
11 Nosofsky (1987) 2 Saturation A – 98.52 41.09 53.00
12 Nosofsky (1987) 2 Saturation B – 99.04 56.45 68.76
13 Nosofsky (1989) – Angle – 99.56 39.86 52.88
14 Nosofsky (1989) – Criss-cross – 93.78 47.70 58.80
15 Nosofsky (1989) – Diagonal – 98.93 46.81 58.89
16 Nosofsky (1989) – Size – 99.62 36.47 47.64
17 Nosofsky, Clark, & Shin (1989) 1 Interior–exterior Free 97.66 134.40 148.03
18 Nosofsky et al. (1989) 2 Interior–exterior Rule 1 87.54 171.96 184.23
19 Nosofsky et al. (1989) 2 Interior–exterior Rule 2 51.70 256.14 267.06
20 Nosofsky et al. (1989) 3 Conjunctive rule Free 1 83.18 72.81 84.12
21 Nosofsky et al. (1989) 3 Conjunctive rule Free 2 95.09 53.46 64.87
22 Nosofsky et al. (1989) 3 Conjunctive rule Rule 96.74 57.24 69.08
23 Nosofsky & Palmeri (1997) 2 U7 – 99.63 30.58 42.29
24 Nosofsky & Palmeri (1997) 2 U8 – 99.42 41.27 52.15
25 Nosofsky & Palmeri (1998) 1 Interior–exterior Beginning blocks 95.63 170.48 183.88
26 Nosofsky & Palmeri (1998) 1 Interior–exterior Middle blocks 98.03 135.77 149.45
27 Nosofsky & Palmeri (1998) 1 Interior–exterior End blocks 98.81 140.16 153.98
28 Nosofsky & Palmeri (1998) 2 Interior–exterior Beginning blocks 85.71 82.84 94.15
29 Nosofsky & Palmeri (1998) 2 Interior–exterior Middle blocks 90.52 107.92 120.01
30 Nosofsky & Palmeri (1998) 2 Interior–exterior End blocks 93.22 327.59 341.21

Note—r2, percentage of variance accounted for; ln p( ), negative value of the maximized log likelihood; ln p, negative value of the 
logarithm of the marginal likelihood.
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performance of the maximal likelihood and the marginal 
likelihood is extremely robust across all these conditions.

A second point is that the version of the VAM used in 
the recovery study is a baseline version of the VAM, using 
as few parameters as needed. Two additional parameters 
have sometimes been used in the GCM, and could easily 
be incorporated in the VAM. Both of these parameters re-
late to the response rule of Equation 5. The first of these 
additional parameters is the bias parameter , which re-
flects response bias to Category A. The second parameter 
is the response-scaling parameter , which reflects the 
amount of determinism in responding (Ashby & Maddox, 
1993; Navarro, 2007). The modified response rule using 
both additional parameters becomes

 p x
s x

s x s x
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A legitimate question is whether complexity differences 
are still small when this modified version of the VAM is 
used. When this modified response rule is incorporated in 
all the different models of the VAM family, all models still 
have identical parameters with identical ranges and priors, 
and still have extremely similar functional forms. There-
fore, we suspect that adding these additional parameters 
to the VAM will not introduce complexity differences be-
tween the different models in the VAM.6

General Discussion

In an effort to escape from a limiting focus on ex-
treme representational assumptions in category learn-
ing research, Vanpaemel and Storms (2008) introduced 
the VAM and applied it to a limited number of data sets. 
The present study extends the findings of Vanpaemel and 
Storms in three ways: It considers a much broader range 
of data; it relies on a complexity-sensitive model evalua-
tion method; and it reports a large recovery study afford-
ing insight into the relative utility of complexity-sensitive 
versus -insensitive methods.

To understand the aim of a VAM analysis, it is useful to 
realize that formal modeling can serve at least two differ-
ent purposes, depending on the status of the model (see, 
e.g., Vanpaemel, 2009a, for some examples). One is to 
regard the model as a theoretical model, implementing a 
particular theory about the nature of a cognitive process. 
The goal of formal modeling of psychological data is then 
to test the model against empirical data. To the extent that 
the model passes the empirical test, support is provided 
for the theory embodied by the model. A second possi-
bility is that the model is used as a measurement model. 
The goal of modeling is then no longer to test the theory 
formalized by the model, but to test hypotheses about pa-
rameter values.

The two distinct purposes of formal modeling map onto 
a common distinction in statistics. In its first, theoretical, 
sense, modeling data relies on model evaluation, com-
parison, and selection, where some quantitative statement 
is made about the degree to which different competing 

spect to the artificial data, under both the maximal likeli-
hood and the marginal likelihood.

This, then, allows us to calculate the recovery rate (the 
percentage of correctly classified data sets) for each data 
set and under each model evaluation method. A data set 
is correctly classified if the generating model is chosen as 
the preferred model. Hence, the recovery rate measures 
the ability of the model evaluation method to recover 
the true model that generated the data. It turned out that 
the recovery rates under each model evaluation method 
were extremely close to each other, with the correlation 
between the recovery rates being as high as .9998. The 
recovery rate for each data set and each model evaluation 
method is shown in Table C1 of Appendix C. These nearly 
identical recovery rates indicate that the models in the 
VAM family are closely matched in terms of complexity. 
This finding implies that the use of a complexity- sensitive 
method is not required, and a complexity- insensitive 
method suffices.

Discussion
The small complexity differences between the models 

in the VAM family should not be overly surprising. It has 
been suggested that the following four dimensions con-
tribute to model complexity: the number of parameters, 
the range of the parameters, the prior over the parameters, 
and their functional form (i.e., the way in which the pa-
rameters are combined; e.g., Myung & Pitt, 1997; Vanpae-
mel, 2009b). One of the main features of the VAM is that 
all its instantiations are equated on the first three of these 
dimensions: They have the same number of parameters 
with the same range and the same prior. The models do 
differ in their functional form, but the functional forms 
differ very slightly, only to the extent that a different SA 
enters Equation 4.

The finding that the complexity differences between 
the different models in the VAM are negligible cor-
roborates a previous finding by Pitt, Myung, and Zhang 
(2002), who conducted a similar recovery study. Their 
study was based on a single data set (taken from Shin & 
Nosofsky, 1992) and involved the GCM and the MPM 
only. As in the present study, their main finding was that a 
complexity- sensitive method did not perform better than 
a complexity- insensitive method did.5 The present result 
generalizes Pitt et al.’s (2002) results in two important 
ways: The present study involved 75, 225, or 780, instead 
of only 2, models, and involved data from 30 experiments 
rather than from a single one.

A legitimate concern relates to the generality of this find-
ing. A first point in this regard is that model complexity is 
not absolute, but rather depends on the experimental design, 
which includes the category structure and the sample size 
(e.g., Myung, Pitt, & Navarro, 2007; Pitt et al., 2002; Van-
paemel, 2009b). This implies that complexity differences 
may not be negligible across all possible experimental de-
signs and sample sizes. It is therefore reassuring that the 
present recovery study involved 30 different experimental 
conditions, based on 16 different category structures, and 
spanning a large range of sample sizes, and that the equal 
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similar stimuli (such as representations E and G in Fig-
ure 2) seem more likely than many of the others. These 
intuitions are ignored using the maximum (and marginal) 
likelihood method. Lee and Vanpaemel (2008) have re-
cently proposed a theoretically grounded way to formalize 
a prior distribution over the models that captures these in-
tuitions. The key to their hierarchical Bayesian analysis is 
the inclusion of a process that generates the different VAM 
representations. By extending the VAM with a generative 
process, it is possible to specify a prior distribution over 
the different models, giving most a priori weight to the 
pure exemplar and prototype representations and to the 
representations in which merging is driven by similarity.

Against these limitations, one important strength of the 
maximum likelihood method is its computational simplicity. 
It is straightforward to use, requiring only a likelihood and 
an optimization algorithm. Given the negligible complexity 
differences among the models in the VAM family and the 
computational simplicity of the maximal likelihood, it is an 
attractive method for model evaluation in the VAM.

Abstraction
The second goal in this article was to provide further 

evidence for abstraction in category learning. Our VAM 
analyses showed that for most data sets, some abstraction 
seems to be involved in the representation, thereby gen-
eralizing the earlier findings of Vanpaemel and Storms 
(2008) to a larger set of conditions. This demonstration is 
important because, on the basis of an MPM-versus-GCM 
analysis, most of these data sets provide evidence against 
representational abstraction.

Importantly, for four data sets, using the VAM, no evi-
dence for abstraction was found, which indicates that there 
are situations in which no abstraction seems to be used. 
This highlights the intended contribution of the VAM. The 
VAM does not posit that category learning will always in-
volve abstraction. Beyond doubt, conditions exist in which 
no abstraction will be involved at all. Rather, it hopes to 
shift the focus from the question of whether abstraction 
is involved to the more interesting and vastly more chal-
lenging goal of pinning down these conditions—that is, to 
understand when abstraction is bound to take place.

In this regard, 6 of the 30 data sets deserve special at-
tention. In particular, Data Sets 25, 26, and 27 correspond 
to test performance from the beginning, middle, and end 
of one category learning task. Each data set corresponds 
to a different stage of learning. Also Data Sets 28, 29, 
and 30 correspond to test performance at different stages 
of learning. These data sets afford insight into the issue of 
representational change over time. It has been suggested 
that at the early stages of learning, representations are 
abstract and only become sufficiently detailed as learn-
ing matures (see Smith & Minda, 1998; but see Nosof-
sky & Zaki, 2002, for a contrasting view). The present 
VAM analysis shows that, for both groups, there is some 
evidence for a gradual loss of abstraction over time. In 
particular, the VAM analysis shows a shift from a moder-
ately abstract representation (Data Sets 25 and 28) toward 
a pure (Data Set 27) or a near (Data Set 30) exemplar 
representation.

models, implementing different theories, are supported 
by the observed data. In contrast, modeling data in the 
second, measurement sense relies on parameter estima-
tion, where some quantitative statement is made about the 
values of the unknown parameters of interest on the basis 
of observed data.

At face value, the VAM analysis presented here seems to 
rely on model evaluation. However, the models being eval-
uated are the individual models in the VAM family, rather 
than the VAM family as a whole. One can usefully think of 
all the different models in the VAM family as corresponding 
to different values of some abstraction parameter (albeit not 
the typical continuously varying quantitative one). From 
this perspective, the goal of a VAM analysis— inferring the 
best model in the VAM—corresponds to inferring the value 
of this abstraction parameter. In this sense, in a VAM analy-
sis the VAM is applied as a measurement model and relies 
on parameter estimation to estimate the level of abstraction 
involved in people’s category representation.

Model Evaluation
One goal of the present study was to evaluate whether a 

complexity-sensitive but technically challenging method 
such as the marginal likelihood is called for in a VAM 
analysis, or whether a complexity-insensitive but rela-
tively straightforward method such as the maximal likeli-
hood is sufficient. A first hint that both methods perform 
alike was found in the analysis of the empirical data; vir-
tually identical conclusions were drawn, regardless of the 
method used. The equivalence of both methods was ad-
dressed in more detail using a recovery study, involving 30 
different experimental setups. It was found that recovery 
did not improve when model complexity was incorporated 
in the model evaluation. The similar performance of both 
methods indicates that complexity differences between 
the different models in the VAM are rather small, so a 
VAM analysis can safely rely on a method insensitive to 
model complexity.

The maximum likelihood method is not free from limi-
tations. In particular, it ignores two types of prior informa-
tion, about the parameters and about the models. Unlike 
the marginal likelihood, it is insensitive to prior infor-
mation about the parameter values. In the present study, 
it was assumed that no such information was available, 
which was reflected in the use of an uninformative prior. 
However, a researcher wishing to incorporate additional 
information, based on previous data or on theorizing, can 
choose to rely on informative priors (e.g., Vanpaemel & 
Lee, 2010). Since the maximal likelihood does not take 
priors into account, this additional information is wasted 
using this method. In contrast, the marginal likelihood 
naturally takes prior information into account.

A second limitation of the maximal likelihood, which 
holds for the marginal likelihood as well, is that it is in-
sensitive to prior information about the models. Implicitly, 
each model is given equal prior status. However, intui-
tively, some of the VAM representations seem more likely 
than others, even before any data have been collected. 
In particular, both the exemplar and prototype represen-
tations, as well as representations based on merging of 
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Other variables, apart from the time point during learn-
ing, that possibly influence the level of abstraction in 
people’s category representation include category size 
(Homa, Dunbar, & Nohre, 1991; Minda & Smith, 2001), 
category complexity (Feldman, 2003, 2006), the time 
point after learning (Homa, Sterling, & Trepel, 1981; 
Posner & Keele, 1970), time pressure (Lamberts, 1995), 
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& Nosofsky, 1995). We believe that systematically man-
ipulating these and other variables and analyzing the ob-
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into what influences the level of abstraction in people’s 
category representations and, as such, will advance prog-
ress in our understanding of category learning.
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APPENDIX A 
The 30 Data Sets

This appendix reproduces the 30 previously published data sets. Together with Figure 1, which shows the stimulus assignments, 
the tables provided in this appendix contain all details needed for testing different category learning models. Table A1 reports the 
stimulus coordinates. Table A2 reports the observed frequency of Category A decisions for each stimulus, as well as the average 
number of observations per stimulus. This average sample size equals the number of participants (s) multiplied by the average num-
ber of test trials per participant (n) from Table 1. In most tasks, every stimulus was presented the same number of times during the 
test phase. However, for the 12 data sets collected by Nosofsky (1986, 1989), the number of test trials varied for each stimulus. For 
these tasks, the number of observations is reported in Table A3, separately for each stimulus. Also in the Saturation (A) condition of 
Nosofsky (1987), the sample size was not identical for every stimulus. Unfortunately, only an averaged sample size was reported in 
the original publication and the sample size per stimulus could not be reconstructed.

Most of these data have been reproduced from the tables found in the original publications. The only exceptions are the stimulus 
coordinates from Nosofsky and Palmeri’s (1997) Experiment 2 and Nosofsky and Palmeri’s (1998) Experiments 1 and 2. In these 
studies, the derived MDS representations are only presented graphically, so the values reported in Table A1 have been read off from 
a figure. Also, apart from the 12 data sets reported in Nosofsky (1986, 1989), the remaining 18 data sets have been reported in the 
form of response proportions, rather than response frequencies. The frequencies shown in Table A2 have been recalculated from the 
originally published proportions. For these data sets, the rounding of the proportions in the original publications might have resulted 
in small deviances between the frequencies presented in Table A2 and the frequencies actually observed in the original studies.

Table A1 
Stimulus Coordinates

 
 
 
 

Nosofsky 
(1989)

Nosofsky, 
Clark,  
& Shin  
(1989)

 
Nosofsky, 

Clark,  
& Shin

 
 

Nosofsky  
& Palmeri

Nosofsky  
& Palmeri 

(1998)
  Nosofsky (1986) 

Participant 1
 Nosofsky (1986) 

Participant 2
  

Nosofsky (1987)
  Experiments 

1 and 2
  (1989) 

Experiment 3
  (1997)  

Experiment 2
 Experiments 

1 and 2

xi  xi1  xi2  xi1  xi2  xi1  xi2  xi1  xi2  xi1  xi2  xi1  xi2  xi1  xi2  xi1  xi2

 1 1.855 1.532 1.356 1.430 2.543 2.641 0.312 0.241 0 0 0 0 0.6 1.5 0.2 0.3
 2 0.687 1.617 0.492 1.211 0.943 4.341 0.918 0.264 3.422 0 7.632 0 1 0.65 0.8 0.3
 3 0.436 1.633 0.349 1.235 1.092 1.848 1.405 0.187 8.655 0 9.527 0 1.4 1.4 2.25 0.3
 4 1.331 1.647 1.088 1.121 1.558 2.902 2.062 0.227 11.941 0 12.655 0 0.3 1.2 2.75 0.3
 5 1.615 0.469 1.413 0.528 2.258 0.430 0.228 0.640 0 2.787 0 2.884 0 0.2 0.2 0.75
 6 0.531 0.558 0.412 0.425 0.194 0.572 0.844 0.662 3.422 2.787 7.632 2.884 0.5 0.75 0.8 0.75
 7 0.500 0.590 0.518 0.382 2.806 0.202 1.324 0.687 8.655 2.787 9.527 2.884 1.8 0 2.25 0.75
 8 1.373 0.535 1.275 0.215 1.177 1.038 1.885 0.623 11.941 2.787 12.655 2.884 1.2 1.2 2.75 0.75
 9 1.522 0.657 1.477 0.302 1.543 1.040 0.374 1.555 0 7.545 0 3.573 – – 0.2 2.2
10 0.395 0.518 0.388 0.294 2.775 3.149 0.916 1.501 3.422 7.545 7.632 3.573 – – 0.8 2.2
11 0.648 0.469 0.607 0.368 0.528 3.766 1.473 1.544 8.655 7.545 9.527 3.573 – – 2.25 2.2
12 1.513 0.481 1.317 0.539 1.709 3.773 2.128 1.520 11.941 7.545 12.655 3.573 – – 2.75 2.2
13 1.427 1.770 1.389 1.189 – – 0.135 2.352 0 9.518 0 5.422 – – 0.2 2.75
14 0.301 1.639 0.313 1.153 – – 0.889 2.412 3.422 9.518 7.632 5.422 – – 0.8 2.75
15 0.767 1.541 0.673 1.187 – – 1.451 2.493 8.655 9.518 9.527 5.422 – – 2.25 2.75
16 1.764 1.512 1.414 1.518 – – 2.061 2.382 11.941 9.518 12.655 5.422 – – 2.75 2.75

Note—xi, the ith stimulus; xij, value of stimulus xi on dimension j.

(Continued on next page)
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APPENDIX A (Continued)

Table A3 
Sample Size for Each Stimulus for Selected Data Sets

Data Set  t1  t2  t3  t4  t5  t6  t7  t8  t9  t10  t11  t12  t13  t14  t15  t16

 1 210 214 244 215 220 224 206 234 214 211 201 220 216 193 249 229
 2 220 256 190 206 240 216 225 231 227 249 214 222 222 223 221 237
 3 226 251 234 260 220 273 260 256 228 243 295 257 250 262 224 261
 4 219 214 197 236 208 229 231 229 231 218 230 243 213 218 239 244
 5 217 254 194 219 242 240 227 198 218 231 221 221 204 235 220 258
 6 203 189 223 205 182 185 207 216 179 202 192 228 202 182 202 203
 7 257 240 257 284 252 251 226 258 249 268 246 251 270 254 273 262
 8 146 129 170 142 144 135 144 140 144 147 167 131 146 141 135 139
13 82 271 306 82 82 287 262 82 287 82 82 263 82 82 251 82
14 216 232 74 211 74 74 240 74 74 223 74 74 232 74 223 236
15 86 258 267 86 293 86 257 86 86 268 86 266 86 269 229 86
16 74 259 74 74 269 74 247 265 74 74 225 237 74 237 74 74

Note—ti, number of times stimulus xi was presented in the test phase.

Table A2 
Average Sample Size and Observed Frequency of Category A Responses for Each Stimulus

Data Set  t  k1  k2  k3  k4  k5  k6  k7  k8  k9  k10  k11  k12  k13  k14  k15  k16

 1 219a 7 27 183 206 58 73 152 187 193 147 46 66 212 149 35 13
 2 225a 30 95 164 192 101 88 155 169 176 131 62 75 199 122 22 18
 3 250a 226 231 165 92 214 206 109 44 208 108 31 12 209 71 13 3
 4 225a 216 199 139 41 203 193 53 14 219 151 36 6 189 75 6 3
 5 225a 213 253 192 218 185 193 187 162 24 33 31 40 0 0 0 0
 6 200a 196 185 214 197 155 150 152 165 59 86 57 58 9 11 7 4
 7 256a 19 78 76 65 36 179 161 99 60 206 171 101 32 128 116 39
 8 144a 14 48 54 24 38 95 89 41 61 131 122 33 40 70 34 15
 9 490 483 488 467 487 261 420 454 19 47 2 0 4 – – – –
10 240 233 15 217 21 138 136 163 16 196 8 207 228 – – – –
11 180a 176 85 163 76 170 102 7 152 10 166 15 10 – – – –
12 400 379 33 344 33 337 85 18 347 97 381 209 160 – – – –
13 167a 79 155 48 2 81 190 60 2 262 47 11 4 76 47 24 2
14 150a 48 94 45 162 34 34 138 47 53 120 33 24 180 44 63 41
15 175a 40 200 242 83 65 49 180 70 8 57 42 199 3 27 58 55
16 150a 72 255 72 73 234 66 208 226 23 18 55 58 2 8 3 3
17 610 31 329 104 37 116 506 226 49 110 525 555 238 49 464 531 195
18 150 6 62 49 6 9 130 116 17 12 143 138 25 17 141 138 20
19 140 32 39 36 5 114 117 117 21 111 125 120 44 53 61 76 23
20 150 32 85 107 118 63 47 94 109 59 45 60 82 54 41 51 31
21 150 35 103 119 127 56 58 83 98 46 45 68 90 50 36 42 30
22 150 21 97 140 141 12 65 103 111 8 38 60 81 8 20 26 26
23 248 239 230 246 27 3 17 14 1 – – – – – – – –
24 248 235 235 243 26 7 29 4 19 – – – – – – – –
25 492 33 349 97 32 39 385 137 67 90 442 367 262 66 418 413 277
26 492 17 405 57 21 29 433 114 38 64 469 419 259 31 439 435 270
27 492 5 426 28 8 18 464 84 35 46 481 451 265 14 466 451 265
28 120 11 13 18 10 75 76 72 54 79 90 95 91 23 39 60 64
29 120 4 6 4 4 97 101 64 19 83 105 116 102 9 36 56 57
30 360 3 4 5 3 325 347 207 30 270 343 353 327 10 103 175 172

Note—t, number of times each stimulus was presented in the test phase; ki, number of times stimulus xi was classified in Category A. aAverage 
value; for data sets indicated with a superscript a except Set 11, the sample size per stimulus is provided by Table A3.

(Continued on next page)
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APPENDIX B 
Calculating the Likelihood

Likelihood Function
Both the maximal likelihood and the marginal likelihood rely on the likelihood function p(d | , M), which indicates the fit between 

data d and model M at parameter value . The empirical data d consist of, for each of the m stimuli presented in the test phase, the 
counts ki of the number of times stimulus xi was chosen in Category A out of the ti trials in which it was presented. It is assumed that 
the counts ki follow a binomial distribution:

 ki ~ Binomial( pi, ti), (B1)

where pi  p(A | xi), the response probability as defined in Equation 5.

Parameter Priors
Apart from the likelihood, the marginal likelihood also requires a prior distribution for each of the free parameters involved, which 

expresses the belief, before the data are collected, in which values of the parameters are likely and unlikely. On the basis of experience 
with previous related studies, or on theoretical grounds, a researcher can have a priori reasons to assume that some values are more 
likely than others. This information can be translated in an informative prior. In the absence of such information, an uninformative 
prior is more apt, which is intended to reflect a state of ignorance by not favoring any parameter values over others. Our analyses 
assumed uninformative priors for both parameters:

 w ~ Uniform(0, 1) (B2)

and

 c2 ~ Gamma( , ), (B3)

with   .001 set near zero. The Gamma( , ) distribution is the standard (near) noninformative prior for a precision (see Spiegelhal-
ter, Thomas, Best, Gilks, & Lunn, 1994).

Calculation of the Marginal Likelihood
The marginal likelihood in Equation 10 was evaluated by imposing a W  C grid on the two-dimensional parameter space, imply-

ing the following numerical approximation (see, e.g., Lee, 2004; Pitt et al., 2002):

 p d Z
WC

p d w c p w p ci j i j
j

C

i

W

( | ) | , , ,M M
11

 (B4)

where {w1, w2, . . . , wW} and {c1, c2, . . . , cC} are sets of parameter values defining the extent and the resolution of the grid. The 
constant Z reflects the ranges of w and c. All reported applications made use of a grid that extended from 0 to 1 for w and from 0.01 
to 10 for c, increasing in steps of 0.001 for w and 0.01 for c.
 

(Manuscript received July 22, 2009; 
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 Data Set  Maximal Likelihood  Marginal Likelihood  

 1 98.00 98.15
 2 97.40 97.36
 3 77.99 78.66
 4 83.37 83.69
 5 17.38 17.63
 6 26.36 26.26
 7 63.31 63.38
 8 48.46 50.07
 9 49.18 49.47
10 98.82 98.80
11 48.50 48.64
12 88.68 88.86
13 39.61 40.00
14 87.38 87.55
15 54.14 54.33

APPENDIX C 
Recovery Rates

16 31.07 31.97
17 94.44 94.72
18 86.93 87.32
19 78.15 79.31
20 56.74 57.06
21 66.91 67.21
22 88.20 88.32
23 87.76 88.23
24 87.80 87.05
25 96.29 96.76
26 97.27 97.56
27 97.52 97.72
28 62.41 62.79
29 84.79 85.97
30  93.40  93.71  

Table C1 
Recovery Rates (in %) for the 30 Data Sets Using the Maximal and Marginal Likelihood

 Data Set  Maximal Likelihood  Marginal Likelihood  

 




