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In this article, I propose a simple and efficient sequen-
tial stopping rule (SSR) that should augment the usual 
null hypothesis significance test in many experiments in 
the biomedical and biobehavioral sciences. Sequential or 
adaptive methods have long been available to avoid an in-
flation of alpha (Wald, 1947), but they require mathemati-
cal sophistication and are therefore not easily accessible to 
many researchers. Stopping rules and adaptive designs are 
well known in clinical trials in which an interim assess-
ment of the results before the end of a trial can save lives 
and in which adjustments must be made in order to avoid 
an inflation of alpha (Bretz, Koenig, Brannath, Glimm, & 
Posch, 2009). In this article, I improve a simple SSR tech-
nique proposed by others (Botella, Ximénez, Revuelta, & 
Suero, 2006; Frick, 1996; Ximénez & Revuelta, 2007). 
It can augment the usual null hypothesis test in ordinary 
planned experiments as long as the data can be collected 
in stages. It requires no additional education or statisti-
cal software. Alpha is controlled at its nominal level. The 
widespread use of this technique can save money and, in 
animal experiments, thousands of lives each year.

The null hypothesis significance test has many faults 
(see the Should We Be Doing It This Way? subsection in 
the Discussion section), and one of them is inefficiency. 
In a typical planned experiment, the investigator does a 
power analysis, conducts an experiment, and analyzes the 
data once, for better or worse. Small errors in the estima-
tion of parameters in the power analysis can yield large er-
rors in the power of the test, and if the obtained p value is 
not less than the desired alpha, the investigator may be left 
with little to say after all the trouble. Or, if the experiment 

was overpowered, resources and subjects may have been 
wasted in order to detect a larger-than-expected effect. In 
either case, human or animal subjects may have been used 
needlessly in the experiment. This inflexible procedure, 
in which an experiment is stopped after testing a fixed 
number of subjects, is called the fixed stopping rule. It is 
the way the null hypothesis test was designed.

Adding sample size to an already completed experiment 
in order to increase power will increase the Type I error 
rate (alpha) unless extraordinary measures are taken (e.g., 
Timmesfeld, Schäfer, & Müller, 2007), but unfortunately, 
many investigators are not aware of this. More than a few 
investigators submitting Institutional Animal Care and 
Use Committee (IACUC) protocols to our office describe 
this erroneous procedure as a good thing, because it is ef-
ficient and saves animals. They say that they conduct the 
experiment with a few animals in a pilot study, test at the 

  .05 level, and then make a decision as to whether to 
publish, add additional animals, or abandon the project. In 
fact, they are not necessarily saving animals, because they 
are increasing the probability that the animals will have 
been used to support a conclusion that is unfounded. The 
investigators are correct about one thing, however, and 
that is that the procedure is efficient if the null hypothesis 
is false. They are often able to reject the null hypothesis 
with many fewer animals than would be predicted for the 
same power with a power analysis.

The technique proposed here is derived from Frick 
(1998), who described a simple SSR that applies to ordi-
nary planned experiments in which the goal is to decide 
whether a treatment has an effect and, if so, in which di-
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very near the selected alpha regardless of the number of 
subjects to be added per iteration (n added ). I have aban-
doned the reliance on a fixed lower criterion of   .01, 
and instead find a combination of both criteria to produce 
an experimentwise alpha near .005, .01, .05, or .10. This 
new version of the method provides good power and ef-
ficiency with large effects across a selection of sample 
sizes and allows the investigator to design an experiment 
adding 1–10 subjects per group per iteration. The tech-
nique is useful when data can be collected in stages with 
a few subjects at a time and is particularly appropriate 
when subjects are rare, expensive, or ethically constrained 
(e.g., operated humans or animals, pain studies, death as 
an endpoint, etc.).

Although the description of the derivation of the power 
curves and tables of lower and upper criteria is a bit te-
dious, the method for designing experiments is simple 
and straightforward. To find the appropriate criteria, one 
first looks up the desired effect size and experimentwise 
alpha in a graph to determine the available models that can 
produce the desired power. One then chooses the desired 
number of subjects to be added at each iteration (called 
n added ) and consults a table for the selected model to 
determine the lower and upper criteria to be used in the 
experiment.

A caution on terminology is in order to prevent confu-
sion. Lower and upper criteria are the probability values 
that allow one to declare significance (lower criterion) or 
to stop the experiment because the p is too high (upper 
criterion). The lower and upper bounds are the sample 
size per group at the first iteration (lower bound) and the 
size beyond which the experiment will not proceed in 
later iterations (upper bound). The fixed stopping rule is 
the rule in which a fixed number of subjects is tested be-
fore stopping and analyzing the data for better or worse. A 
fixed-criteria SSR is a rule (such as COAST or CLAST) 
that allows subjects to be added sequentially, either indi-
vidually or in clusters, and in which the same fixed lower 
and upper criteria are used for each type of test regard-
less of the lower and upper bounds or the n added at each 
iteration. All SSRs are at least as efficient as the fixed 
stopping rule and are usually more efficient (see below). 
In the variable-criteria SSR proposed here, customized 
criteria are used for each set of lower and upper bounds 
and each level of n added. These are decided on at the 
beginning of the experiment, and the criteria are obtained 
from a table. The variable-criteria SSR is generally a bit 
more efficient than the fixed-criteria sequential stopping 
rules, and, importantly, it holds alpha constant for dif-
ferent upper and lower bounds and different n added per 
iteration.

METHOD

These Monte Carlo studies were conducted using custom pro-
grams in the C programming language that were executed on a 
Dell XPS 400 computer equipped with dual Intel Pentium D CPU 
2.80GHz processors, 1.00 GB of RAM, and mirrored 169-GB hard 
drives. Data were sampled using a pseudorandom number generator 
based on Ran2() (Press, Teukolsky, Vetterling, & Flannery, 1992), 

rection. The SSR, called COAST (composite open adap-
tive stopping rule), allows an investigator to conduct null 
hypothesis tests in stages, analyzing the data at several 
points along the way, without inflating alpha beyond .05. 
The investigator collects data from a few subjects and 
conducts a t test or ANOVA. If the p value is less than a 
lower criterion of .01, the investigator declares the effect 
significant at the   .05 level and stops testing. If the p 
is greater than an upper criterion of .36, the investigator 
stops the experiment and retains the null hypothesis. If p is 
between these two values (uncertain), additional subjects 
are added and the process is repeated. The SSR is highly 
efficient and may use 30% fewer subjects to generate the 
same statistical power as a traditional fixed stopping rule. 
It is an excellent choice for experiments in which an in-
definite number of subjects can be added to an experiment 
a few at a time until a decision is reached one way or the 
other about the null hypothesis. However, if the number of 
potential subjects is limited, the experimenter may need 
to stop early, before a decision is reached about the null 
hypothesis, and this can reduce alpha and the efficiency of 
the technique. That is, the observed alpha may be .02 in-
stead of .05, and as many subjects may be required as with 
a fixed stopping rule if many more than 1 or 2 subjects are 
added at each iteration.

A derivative rule, CLAST (composite limited adaptive 
stopping rule; Botella et al., 2006), was designed for re-
searchers who have a more limited pool of potential sub-
jects. The investigator selects a sample size on the basis 
of the fixed stopping rule via a power analysis. Testing 
begins with half of that fixed sample size, and subjects can 
be added 1 or a few at a time until a maximum sample size 
of 1.5 times the fixed-sample n is reached. Botella et al. 
agreed with Frick (1998) that the lower criterion should 
always be .01, primarily because it is a customary alpha 
used by researchers, and the authors empirically selected 
an upper criterion using Monte Carlo simulations. For a 
one-tailed, dependent-samples t test, the upper criterion 
was .25; for twofold contingency tables, it was .35; for 
a general fixed-effects ANOVA with four groups, it was 
.50; and for linear contrasts among four means, it was .45 
(Ximénez & Revuelta, 2007).

The sample sizes tested using a dependent-samples 
t test with COAST or CLAST were rather large ( 16) 
and the effect sizes rather small, as were appropriate to the 
experiments in social and cognitive psychology for which 
they were designed. The later application of CLAST to 
ANOVAs included some beginning sample sizes as low 
as 2 per group, but the effect sizes tested were so small 
that the method was not seriously validated for the smaller 
sample sizes and larger effects that are common in experi-
mental biomedical and biobehavioral research. A savings 
in sample size would happen best with large samples, be-
cause at some point with small samples one would reach a 
basement so that further reductions are difficult.

In the present article, I validate the method with small 
sample sizes and large effect sizes and present a method to 
set both the lower and upper criteria of an SSR for a t test 
or one-way ANOVA so that the Type I error is maintained 
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The experimental designs include both independent- and 
 dependent-samples t tests with either a one- or two-tailed hypoth-
esis (four variations) and a one-way ANOVA with four independent 
groups. The first to be described is the independent-samples t test 
with a two-tailed alpha. The generated p values are identical to those 
for a one-way between-groups ANOVA for fixed effects with two 
groups.

Two-Tailed, Independent-Samples t Test
All simulations were conducted 100,000 times except for the con-

trived example in Table 1B (to reduce the size of the table). The fol-
lowing parameters were included in the simulations.

The combinations of lower/upper bounds (models) were 3/9, 3/15, 
4/10, 4/18, 5/12, 5/19, 6/12, 6/18, 7/14, 7/21, 8/24, 8/32, 9/27, 9/36, 
10/30, and 10/40.

which returns uncorrelated uniform deviates between 0 and 1.0 with 
a period greater than 2  1018. The function was seeded on the first 
call using the system clock so that each sequence would be differ-
ent. Because of the seeding and the large period of the generator, 
it is improbable that any long sequence of numbers was correlated 
or repeated in these simulations. In most cases, these random num-
bers were transformed to a unit normal distribution, and samples of 
220 of the generated numbers were accumulated and analyzed for 
normality in each run. The normal deviates were then transformed 
linearly using the desired means and standard deviations to create 
the generated samples. In some cases, skewed data were generated 
by taking the absolute value of the random normal deviate before a 
linear transformation with the mean and standard deviation to pro-
duce a markedly positively skewed (third z-score moment ~1.0) and 
slightly leptokurtic distribution.

Table 1A 
Illustration of a Theoretical Distribution of 10,000 Observations After  
Four Sequential t Tests With ns Equal to 10, 11, 12, and 13 per Group  

Assuming That All Observations Are Independent

Cumulative Cumulative
  Test 1  Test 2  Test 3  Test 4  f  p ( )

n tested 10 11 12 13
S1 500 500 500 500 500 .05
U1S2 0 155 155 155 655 .0655
U2S3 0 0 48.05 48.05 703.05 .0703
U3S4 0 0 0 14.8955 717.9455 .0718 (EPR)
Uncertain 3,100 961 297.91 92.3521 810.2976 .0810
U3NS4 0 0 0 190.6624 1,000.96 .1001
U2NS3 0 0 615.04 615.04 1,616 .1616
U1NS2 0 1,984 1,984 1,984 3,600 .36
NS1 6,400 6,400 6,400 6,400 10,000 1.0
 Total 10,000 10,000 10,000 10,000

Note—The lower criterion was .05, the upper criterion was .36, the lower bound was n  10/
group, the upper bound was n  13/group, and the n added per group with each sequential test 
was 1. Si, Ui, and NSi, the numbers that were significant (S, p  .05), uncertain (U, .05  p  
.36), or not significant (NS, p  .36) on the ith test (e.g., U1S2 is the number that were uncertain 
on the first test and significant on the second test); Cumulative f, cumulative frequency, includes 
the total number determined to be significant in all experiments, ~718, or a cumulative alpha of 
.0718 (in bold). In Test 1 with n  10, 5% of the 10,000 experiments (500) were significant, 31% 
(3,100) were uncertain, and 64% (6,400) were not significant. In Test 2, the 3,100 uncertain in 
Test 1 were tested again after adding a subject to each group (n  11), and 5% were significant 
(155), 31% were uncertain (961), and 64% were not significant, etc. The cumulative frequencies 
illustrate that the outcomes of all 10,000 experiments are accounted for.

Table 1B 
Illustration of the Results From a Monte Carlo Simulation of  

10,000 Observations of the Same Design in Which the Cumulative  
Alpha for All Significant Tests, .0846 (in Bold), Is Greater Than  

the Value in the Model That Assumes Independence

Cumulative Cumulative
  Test 1  Test 2  Test 3  Test 4  f  p ( )

n tested 10 11 12 13
S1 503 503 503 503 503 .0503
U1S2 0 135 135 135 638 .0638
U2S3 0 0 112 112 750 .075
U3S4 0 0 0 96 846 .0846 (EPR)
Uncertain 3,097 2,321 1,826 1,449 2,295 .2295
U3NS4 0 0 0 281 2,576 .2576
U2NS3 0 0 383 383 2,959 .2959
U1NS2 0 641 641 641 3,600 .36
NS1 6,400 6,400 6,400 6,400 10,000 1.0
 Total 10,000 10,000 10,000 10,000

Note—Alpha, which must be estimated from simulations, is greatly inflated with this 
experimental strategy of testing repeatedly with   .05. For a simulation, the empirical 
proportion of rejections (EPR) is an estimate of alpha if the null hypothesis is true and 
an estimate of power if the null hypothesis is false.
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impossible to meet both of the previous conditions for stability in 
the criteria.

The use of eight independent replications was necessary, primar-
ily for the more stringent alphas of .01 and especially .005, because 
the events were rare enough even with 100,000 samples that multiple 
simulations were required to achieve stability. Stability was easier to 
achieve for the   .05 and .10 levels with fewer simulations.

To begin a simulation, a single pair of lower and upper bounds 
was selected on the basis of pilot simulations, the effect size was 
set to zero (point null hypothesis true), and an initial 100,000 ex-
periments were randomly sampled in two independent groups from 
populations with identical means and standard deviations, with the 
n in each group equal to the lower bound. A two-tailed t test was 
performed between the groups, and the resulting p value was saved 
for each of the 100,000 tests. One subject was then added to each ex-
isting group, and the 100,000 t tests were performed again with the 
augmented sample size. The process was repeated, adding 1 subject 
per group at each iteration until the total sample size in each group 
was equal to the upper bound. This produced a first file of 100,000 
p values at each of the sample sizes from the lower bound to the 
upper bound under the null hypothesis. The process was repeated at 
each of the different levels of n added to produce additional files. 
For example, in the 7/21 model, there were 15 columns of p values in 
the first file in which n added was 1 (from 7 to 21, inclusive). In the 
second simulation, 2 subjects were added at each iteration, so there 
were 8 columns in the file, representing ns of 7, 9, 11, 13, 15, 17, 19, 
and 21. For 3 subjects added, there were 5 columns, representing ns 
of 7, 10, 13, 16, and 19. Note that the process was stopped at 19 be-
cause the addition of 3 subjects would exceed the upper bound of 21. 
Table 2 gives the number of levels of n added for each model; seven 
levels were used with the 7/21 model, so one file was created at each 
level of n added for 7 total files. The entire process was replicated 
eight independent times, for a total of 56 total files in the null hy-
pothesis condition of the 7/21 example. These files represented the 
basic data set for the null hypothesis for each model, and this data set 
was then probed using different criteria in order to determine a set 
of criteria for each level of n added that satisfied the two conditions 
for accuracy in the null hypothesis condition.

Determination of EPR
For each file, the first column represented the number of subjects 

at the lower bound, and the last column represented the number of 
subjects tested when the addition of n added subjects would exceed 
the upper bound in the next iteration (see the examples in the previ-
ous paragraph). Each line represented a single complete experiment 
after all iterations. All lines of the file were sorted into order on the 
basis of the first column of p values. The p values in the first column 
that were less than or equal to the lower criterion were counted and 
eliminated in all columns. Values of p greater than the upper crite-
rion were also eliminated in all columns. The remaining p values 
in the second column thus represented only the experiments in the 
uncertain range ( p greater than the lower criterion and less than or 
equal to the upper criterion) of the first column. The remaining lines 
of the file were then sorted on the basis of the values in the second 
column in order to determine the number of values less than or equal 
to the lower criterion or above the upper criterion. The uncertain 
ranges of each successive column were sequentially analyzed in this 
fashion for each augmented n until the upper bound was reached or 
until a decision about the null hypothesis had been reached for all 
experiments.

The EPR is difficult to calculate mathematically, and that is why 
it is approximated in simulations (Botella et al., 2006; Frick, 1998). 
Tables 1A and 1B demonstrate the technique for determining the 
total EPR for a small example with the null hypothesis true (effect 
size  0), a lower criterion of .05, an upper criterion of .36, lower 
and upper bounds of 10 and 13 per group, an n added of 1 per itera-
tion, and 10,000 experiments. Table 1A gives the expected number 
at each iteration as if all of the tests were independent and easy to 

The ranges of n added per iteration were 1–6 in smaller mod-
els and up to 1–10 in the largest model. The number of iterations 
was determined by the lower and upper bounds and the number of 
n added as follows. In the first iteration, both samples contained the 
number of subjects at the lower bound (e.g., 7 for the two models 
with 7 as a lower bound and either 14 or 21 as an upper bound). In 
the second and successive iterations, both groups were augmented 
by n added. The process was stopped when the addition of n added 
subjects would exceed the upper bound. Thus, the 7/21 model re-
quired more iterations than the 7/14 model because of the larger 
upper bound.

The standardized effect sizes included 0 (null), 0.8, 1.0, 1.2, 1.4, 
1.6, 1.8, and 2.0. The standardized effect size for an independent-
samples t test is the difference between the means divided by the 
pooled standard deviation. Cohen (1988) labeled 0.8 as a large ef-
fect, but it is the smallest effect in this set.

The four levels of experimentwise alpha were .005, .01, .05, and 
.10.

Estimation of Alpha
In a simulation in which the point null hypothesis was true (ef-

fect size  0.0), alpha was estimated as the empirical proportion 
of rejections (EPR; Botella et al., 2006). The EPR is the propor-
tion of experiments in which the obtained p was less than or equal 
to alpha after all iterations, and the method is demonstrated in Ta-
bles 1A and 1B and described below.

For the initial simulation, the lower and upper criteria were esti-
mated on the basis of a rough guess, and the EPR for those criteria 
was determined in each of eight independent simulations of 100,000 
t tests using the same criteria for all simulations. A 95% confidence 
interval for the grand EPR, the observed alpha, was determined on 
the basis of the standard error of the eight independent means. The 
percentage deviation of the grand mean EPR from the nominal alpha 
was also calculated. If the nominal alpha (e.g.,   .05) was not con-
tained within the 95% confidence interval, or if the absolute value of 
the percentage deviation of the grand mean from the nominal alpha 
was greater than 1.0%, the criteria were adjusted either upward or 
downward. The data set was again probed with the revised criteria 
to produce a new set of means and a new standard deviation of the 
means. The lower and upper criteria for the simulation were thus 
adjusted by successive approximations until two conditions were 
both met: (1) the nominal alpha fell within the 95% confidence in-
terval for the mean EPR, and (2) the percentage deviation of the 
mean EPR from the nominal alpha was 1% or less. For example, for 
the   .05 level, the value .05 had to be included in the 95% con-
fidence interval for the mean EPR based on the eight simulations, 
and the mean EPR had to fall between .0495 and .0505 ( 1%). The 
successful identification of a pair of criteria in this fashion typically 
required about 10–30 computer-assisted approximations from the 
data set. The lower and upper criteria for the final run that satisfied 
both conditions are reported in Table 2 and were used in subsequent 
simulations for the estimation of power for various effect sizes when 
the null hypothesis was not true. The calculated EPR for those simu-
lations in which the null hypothesis was false then served as an esti-
mate of power for the selected effect size.

These criteria are not unique. Other combinations of lower and 
upper criteria could satisfy both conditions as well. However, it was 
also necessary to set an upper limit on the number of significant 
digits for the lower and upper criteria. For example, it might be pos-
sible to set a constant upper criterion, such as .45, and have all of the 
adjustment for alpha made with the lower criterion (the opposite of 
COAST and CLAST). To do so would require as many as five or six 
significant digits for the lower criterion, and such false precision is 
highly undesirable. For that reason, I established two general rules 
that were almost always obeyed: (1) The criteria should be limited 
to three significant digits, and (2) the upper criterion for p should 
fall within the range of .2–.5. There are a few exceptions to these 
general rules, and they were broken only when it was otherwise 
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transformed linearly to produce effects of desired sizes without 
affecting the underlying distribution or correlation. Other details 
of the simulations, including all of the models of lower and upper 
bounds in Table 2, are the similar to those for independent samples, 
except that new criteria were not derived. Instead, I used the criteria 
from the independent-samples tests in Table 2 to determine whether 
new tables were necessary. Figures of the estimated power of the 
tests were constructed.

One-Tailed (Directional) Tests
A limited number of one-tailed tests was conducted in order to 

compare them with the two-tailed tests to determine the degree to 
which a table of criteria for a two-tailed test can be used to determine 
one-tailed probabilities. These included the models 3/9, 4/18, 5/19, 
6/18, 7/21, 8/24, 9/27, and 10/30.

One-Way ANOVA With Four Groups
All 16 models from the independent-samples t test were tested 

using the criteria from Table 2 with four independent groups instead 
of just two groups in a one-way ANOVA. As with the independent-
samples t test, eight replications of 100,000 experiments were con-
ducted with the null hypothesis true (the four population means were 
identical). The data were plotted to demonstrate the stability of alpha 
at nominal levels of .005, .01, .05, and .10. Power values were esti-
mated for eight large effect sizes with the standardized effect size f 
varying from .4 to .75 in increments of .05 (Cohen, 1988).

RESULTS

The Variable Criteria
The lower and upper criteria for all models tested are 

displayed in Table 2. To read the table, one must first se-
lect an experimentwise alpha, a model of lower and upper 
bounds, and a number of subjects to add to the uncertain 
groups at each iteration (n added ). For example, for an 
alpha of .05, a lower bound of 5 subjects per group, an 
upper bound of 19 subjects per group (model 5/19), and an 
n added of 4 subjects per group, the lower and upper cri-
teria are read from Table 2 as .0260 and .200, respectively. 
These lower and upper criteria from Table 2 constrain 
alpha for the entire experiment very close to the selected 
alpha. See the Recommendations for Use subsection in 
the Discussion section.

As was noted in the Method section, the pairs of criteria 
were determined by successive approximations. These ap-
proximations proceeded by adjusting the lower criterion 
until the grand mean EPR was in the general neighbor-
hood of the nominal alpha, and then by adjusting the upper 
criterion until the conditions were met (95% confidence 
interval contains nominal alpha, and grand mean EPR is 
within 1% of nominal alpha). One could liken these to the 
adjustments on a microscope for coarse focus (lower cri-
terion) and fine focus (upper criterion). As can be seen in 
Figure 1, changing the upper criterion from .25 to .50 has 
only a very small effect on the observed EPR. On the other 
hand, small changes in the lower criterion produce large 
changes in the observed EPR. This is one reason that the 
upper criteria appear to move in haphazard fashion from 
one pair of criteria to another and that the lower criterion 
sometimes requires several significant digits to put the 
EPR in the correct range. Identifying pairs of criteria that 
change smoothly from model to model or stay within a 

calculate. Table 1B gives the result of a simulation. Notice how, in 
the theoretical computation in Table 1A, the size of the uncertain 
region rapidly diminishes as 64% of each iteration is eliminated as 
not significant. In the simulation in Table 1B, the uncertain region 
begins very near the theoretical value but, instead of diminishing, 
stays large throughout testing. When 10 subjects per group have al-
ready been tested and the mean difference is in the uncertain range, 
the addition of a single additional subject per group will only very 
rarely cause a wide change to significant or not significant. Instead, 
the observations are correlated, and the uncertain range stays large. 
This produces a larger pool of potential Type I errors at each itera-
tion, and as a result, the estimated alpha is increased from the theo-
retical value of .0718 in Table 1A (already a bad inflation of alpha) 
to .0846 in the simulation in Table 1B.

Determination of Lower and Upper Criteria
Lower and upper criteria for four levels of alpha were determined 

independently by successive approximations at each level of n added 
for each model (i.e., combination of lower and upper bounds) in the 
null hypothesis condition until the two conditions in the Estima-
tion of Alpha section (above) were met. Note that the values at each 
level of n added were determined from a new simulation instead of 
by re-using the original data from the data set with an n added of 
1 per iteration. This prevents any bias or correlation in the criteria 
based on the vagaries of a particular data set. Each pair of criteria 
was based on the average EPR derived from the eight independent 
simulations of 100,000 t tests in the basic data set when the null 
hypothesis was true.

Estimation of Power and Mean Sample Size
Using the stable criteria from the null hypothesis condition just 

described, a simulation of 100,000 t tests was conducted with each 
of seven standardized true effect sizes, d, equal to 0.8, 1.0, 1.2, 1.4, 
1.6, 1.8, and 2.0 (Cohen, 1988). For the 7/21 combination for ex-
ample, this resulted in a total of 49 files written (seven true effect 
sizes times seven different n added values). The EPR calculated for 
these files served as an estimate of the power of the test at each of 
the levels of effect size, alpha, and n added. In addition to the EPR, 
the means and standard deviations of the sample sizes for those itera-
tions at which the samples became significant were calculated.

The total number of models tested in the main experiment was 
16, 1 for each combination of lower and upper bounds. Additional 
simulations were conducted as necessary, also with 100,000 samples 
each, to determine the behavior of the method under fixed-criteria 
rules borrowed from SSRs such as COAST or CLAST (Botella 
et al., 2006; Frick, 1998; Ximénez & Revuelta, 2007) or with skewed 
distributions. These simulations using COAST or CLAST criteria 
sometimes deviated from the published rules for using the methods. 
When using COAST criteria, the process was stopped at an upper 
bound rather than proceeding indefinitely until a decision about the 
null hypothesis had been reached for all experiments. When using 
CLAST criteria, an n from a fixed stopping rule was not always the 
exact midpoint of the lower and upper bounds. Thus, the compari-
sons here show how the fixed sequential stopping criteria would be-
have outside the formal constraints suggested in these publications 
(Botella et al., 2006; Frick, 1998; Ximénez & Revuelta, 2007). In 
one case, there is a formal comparison of the variable-criteria SSR 
with CLAST, as was intended by Ximénez and Revuelta (2007). 
This is the only example actually labeled CLAST (see Figure 2). The 
others are referred to as fixed-criteria SSRs.

Dependent-Samples t Tests
For dependent samples (one-sample, matched-sample, or corre-

lated samples t tests), pairs of scores were sampled from two popula-
tions of scores in which the distributions were unit normal and the 
correlation between the populations was .50. The difference scores 
for pairs of scores sampled in this fashion have a population mean 
of 0.0 and a population standard deviation of 1.0. The scores were 
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Table 2 
Lower and Upper Criteria for Each Combination of Alpha and n Added  

for Each Model of Lower and Upper Bounds

Alpha

Lower/Upper .00500 .01000 .0500 .1000

Bound Model  n Added  Lower  Upper  Lower  Upper  Lower  Upper  Lower  Upper

3/9 1 .00110 .200 .00250 .200 .0150 .430 .0500 .219
2 .00150 .250 .00320 .330 .0200 .330 .0550 .260
3 .00180 .300 .00400 .240 .0220 .450 .0550 .350
4 .00260 .300 .00520 .470 .0290 .450 .0630 .440
5 .00270 .250 .00530 .430 .0300 .390 .0630 .450
6 .00280 .200 .00530 .450 .0300 .400 .0640 .450

3/15 1 .00080 .290 .00200 .200 .0150 .260 .0300 .470
2 .00110 .300 .00230 .400 .0150 .450 .0450 .320
3 .00130 .340 .00300 .280 .0250 .200 .0600 .250
4 .00160 .310 .00370 .250 .0280 .200 .0590 .290
5 .00190 .370 .00390 .410 .0250 .350 .0600 .330
6 .00200 .290 .00490 .200 .0260 .330 .0600 .350

4/10 1 .00120 .190 .00260 .200 .0158 .450 .0400 .350
2 .00160 .200 .00330 .450 .0200 .380 .0500 .310
3 .00190 .250 .00400 .250 .0250 .270 .0550 .340
4 .00260 .200 .00530 .450 .0300 .360 .0630 .450
5 .00260 .470 .00530 .450 .0300 .370 .0640 .450
6 .00260 .300 .00530 .450 .0300 .425 .0650 .450

4/18 1 .00086 .350 .00200 .200 .0150 .260 .0350 .360
2 .00100 .450 .00250 .219 .0150 .410 .0450 .300
3 .00130 .390 .00300 .310 .0250 .190 .0450 .390
4 .00156 .425 .00400 .150 .0300 .160 .0550 .300
5 .00200 .200 .00400 .350 .0300 .200 .0600 .320
6 .00200 .260 .00400 .390 .0250 .350 .0600 .330

5/12 1 .00120 .200 .00270 .200 .0190 .210 .0500 .229
2 .00172 .200 .00360 .360 .0210 .440 .0500 .340
3 .00190 .280 .00400 .430 .0250 .275 .0550 .350
4 .00269 .200 .00530 .450 .0290 .450 .0630 .450
5 .00260 .200 .00530 .450 .0290 .460 .0630 .470
6 .00260 .380 .00530 .450 .0300 .400 .0630 .470
7 .00260 .300 .00530 .450 .0340 .210 .0630 .490

5/19 1 .00088 .400 .00180 .420 .0140 .310 .0340 .390
2 .00100 .497 .00240 .275 .0190 .220 .0450 .300
3 .00140 .350 .00290 .460 .0200 .310 .0450 .400
4 .00170 .200 .00350 .275 .0260 .200 .0510 .350
5 .00200 .200 .00438 .200 .0260 .280 .0560 .360
6 .00200 .200 .00380 .490 .0250 .350 .0610 .310
7 .00200 .250 .00400 .390 .0300 .210 .0550 .410

6/12 1 .00140 .200 .00300 .420 .0200 .230 .0550 .200
2 .00179 .600 .00370 .400 .0219 .350 .0500 .360
3 .00200 .500 .00420 .450 .0250 .290 .0550 .370
4 .00273 .200 .00540 .380 .0300 .360 .0630 .510
5 .00273 .200 .00540 .380 .0300 .450 .0640 .440
6 .00270 .200 .00540 .440 .0300 .430 .0640 .450

6/18 1 .00094 .400 .00200 .500 .0165 .240 .0390 .330
2 .00120 .320 .00270 .260 .0180 .300 .0440 .330
3 .00140 .330 .00300 .320 .0200 .300 .0490 .320
4 .00160 .250 .00375 .200 .0230 .270 .0520 .330
5 .00190 .500 .00400 .350 .0250 .300 .0590 .320
6 .00190 .500 .00420 .300 .0260 .300 .0590 .330

7/14 1 .00130 .450 .00290 .200 .0200 .200 .0550 .200
2 .00189 .500 .00390 .210 .0250 .200 .0500 .400
3 .00210 .200 .00430 .450 .0250 .360 .0550 .380
4 .00270 .100 .00560 .400 .0313 .350 .0640 .510
5 .00270 .200 .00560 .450 .0310 .400 .0640 .500
6 .00273 .500 .00550 .450 .0300 .430 .0640 .470
7 .00273 .200 .00550 .430 .0300 .430 .0640 .460

7/21 1 .00094 .500 .00200 .400 .0150 .300 .0350 .400
2 .00120 .220 .00250 .350 .0200 .210 .0450 .310
3 .00140 .500 .00300 .490 .0200 .319 .0450 .410
4 .00160 .250 .00340 .350 .0250 .200 .0500 .370



SEQUENTIAL STOPPING RULES    9

Table 2 (Continued)

Alpha

Lower/Upper .00500 .01000 .0500 .1000

Bound Model  n Added  Lower  Upper  Lower  Upper  Lower  Upper  Lower  Upper

5 .00200 .200 .00406 .500 .0250 .310 .0550 .380
6 .00200 .210 .00410 .480 .0250 .350 .0600 .310
7 .00200 .240 .00400 .430 .0300 .200 .0550 .410

8/24 1 .00090 .200 .00200 .320 .0150 .300 .0350 .390
2 .00110 .500 .00250 .350 .0160 .420 .0440 .310
3 .00130 .500 .00300 .260 .0200 .280 .0500 .290
4 .00150 .220 .00312 .400 .0200 .340 .0500 .320
5 .00160 .410 .00343 .400 .0250 .210 .0500 .380
6 .00200 .250 .00438 .275 .0250 .350 .0600 .310
7 .00200 .200 .00400 .500 .0250 .350 .0600 .320
8 .00200 .280 .00430 .300 .0300 .200 .0600 .320

8/32 1 .00078 .400 .00187 .238 .0150 .250 .0350 .350
2 .00094 .310 .00210 .300 .0150 .340 .0360 .400
3 .00110 .300 .00250 .270 .0190 .260 .0400 .400
4 .00120 .430 .00280 .250 .0190 .300 .0500 .290
5 .00140 .450 .00330 .235 .0250 .200 .0500 .340
6 .00156 .219 .00310 .355 .0300 .150 .0450 .450
7 .00170 .230 .00390 .200 .0250 .250 .0500 .410
8 .00180 .200 .00390 .230 .0260 .245 .0550 .340

9/27 1 .00094 .210 .00200 .290 .0130 .450 .0450 .250
2 .00100 .480 .00230 .370 .0150 .450 .0500 .245
3 .00120 .450 .00280 .260 .0200 .250 .0600 .210
4 .00150 .210 .00310 .400 .0200 .350 .0450 .440
5 .00170 .260 .00375 .220 .0240 .230 .0550 .300
6 .00170 .250 .00375 .220 .0250 .240 .0500 .400
7 .00210 .280 .00410 .500 .0250 .350 .0550 .400
8 .00200 .400 .00410 .450 .0250 .350 .0550 .400
9 .00200 .300 .00410 .450 .0250 .350 .0550 .430

9/36 1 .00078 .400 .00187 .238 .0150 .250 .0350 .350
2 .00094 .280 .00200 .355 .0150 .330 .0370 .380
3 .00100 .280 .00210 .480 .0190 .230 .0530 .240
4 .00120 .300 .00270 .290 .0200 .250 .0450 .350
5 .00130 .400 .00300 .266 .0230 .220 .0420 .450
6 .00150 .300 .00310 .450 .0200 .370 .0450 .430
7 .00170 .300 .00375 .270 .0250 .250 .0530 .340
8 .00160 .350 .00375 .240 .0250 .250 .0500 .410
9 .00170 .280 .00375 .240 .0250 .260 .0540 .350

10/30 1 .00090 .200 .00200 .270 .0150 .280 .0350 .380
2 .00110 .200 .00230 .390 .0150 .440 .0400 .350
3 .00120 .400 .00270 .390 .0190 .280 .0440 .350
4 .00132 .310 .00280 .360 .0200 .280 .0460 .350
5 .00150 .290 .00320 .320 .0200 .350 .0490 .340
6 .00160 .450 .00350 .450 .0230 .290 .0490 .420
7 .00200 .280 .00410 .500 .0240 .410 .0530 .450
8 .00200 .290 .00410 .450 .0240 .420 .0530 .450
9 .00200 .320 .00410 .430 .0250 .350 .0540 .430

10 .00190 .340 .00420 .300 .0250 .360 .0550 .420

10/40 1 .00078 .350 .00180 .240 .0150 .250 .0350 .350
2 .00094 .290 .00200 .300 .0150 .320 .0400 .330
3 .00100 .330 .00240 .240 .0190 .230 .0430 .330
4 .00125 .260 .00280 .210 .0200 .240 .0450 .330
5 .00130 .240 .00280 .270 .0200 .270 .0490 .310
6 .00140 .220 .00290 .340 .0210 .280 .0490 .330
7 .00150 .230 .00310 .370 .0230 .250 .0490 .360
8 .00164 .380 .00380 .200 .0240 .270 .0500 .400
9 .00180 .200 .00375 .275 .0250 .250 .0500 .400

10 .00180 .200 .00370 .280 .0250 .260 .0500 .420

Note—To conduct an experiment, first identify the available models from the appropriate power curves in 
Figures 6, 8, or 10. Select the number of added subjects (n added ) desired for each iteration of the experiment, 
then look up the model here and identify its lower and upper criteria. Test the number of subjects at the lower 
bound and calculate p. If p is less than or equal to the lower criterion, reject the null hypothesis at your selected 
level of alpha; if p is greater than the upper criterion, stop the experiment and retain the null hypothesis; other-
wise, add n added subjects and retest. Repeat this procedure until the upper bound is reached. An effect in the 
uncertain range at the upper bound is not significant. The observed alpha will remain stable for the experiment 
at the nominal level.
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with ANOVA; Ximénez & Revuelta, 2007), the alpha was 
held below .05, as was advertised. However, as was rec-
ognized by Frick (1998), Botella et al., and Ximénez and 
Revuelta, these fixed-criteria techniques lose efficiency 
because of a serious reduction of alpha as the number of 
n added increases. If the null hypothesis is false, the first 
few subjects may be consumed just to bring the power 
back to the level of alpha.

Clearly, the problem of a deflation of alpha in this cir-
cumstance cannot be solved by varying the upper criterion 
alone. Holding alpha constant requires a combination of 
variable lower and upper criteria. The other curve in the 
figure, labeled “BAD,” is for the inappropriate strategy, 
using .05 as a lower criterion in sequential testing at the 
.05 level.

certain narrow range without exceeding three significant 
digits in the lower bound is a formidable and maybe im-
possible task.

Comparison With Fixed-Criteria SSRs
Figure 1 gives an example of the estimated alpha deter-

mined this way for the 9/27 combination of lower/upper 
bounds across nine levels of n added. The results generalize 
to all other sets of lower and upper bounds. Alpha for the 
variable-criteria technique is held constant for all n added 
during the experiment. When simulations were analyzed 
using fixed-criteria for the lower and upper bounds of, 
say, .01 and .36 (as was recommended in COAST; Frick, 
1998), .01 and .25 (as was recommended for the t test in 
CLAST; Botella et al., 2006), or .01 and .50 (for CLAST 
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Independent Samples, 9/27,  = .05
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Figure 1. Estimates of alpha under the null hypothesis in the 
variable-criteria SSR and various fixed-criteria SSRs at a lower 
bound of 9 and an upper bound of 27 subjects with an overall 
experimentwise alpha of .05. Fixed criteria derived from COAST 
and CLAST SSRs (.01/.25, .01/.36, .01/.50) do limit alpha below 
.05, but they diverge sharply from .05 when more than 1 subject 
is added per iteration of the experiment. The variable- criteria 
SSR proposed here holds alpha constant at .05. The BAD case rep-
resents an example of testing experiments sequentially at the .05 
level. Alpha is greatly inflated by the BAD strategy. As the number 
of subjects added per iteration between 9 and 27 increased from 
1 to 9, the number of tests decreased from 19 at 1 per iteration 
to only 3 at 9 per iteration, so the inflation of alpha was directly 
related to the number of tests conducted. Clearly, an alteration 
of the upper criterion alone cannot constrain alpha near .05. The 
general pattern of the figure is representative of all combinations 
of upper and lower bounds tested.
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the mean and standard error of the mean of the sample 
size at the rejection of the null hypothesis for CLAST 
and for the variable-criteria SSR at all six levels of 
n added, averaged over all seven effect sizes (0.8–2.0). 
Although both tests lost some sample size efficiency 
at higher levels of n added, the variable-criteria SSR 
typically required fewer subjects than did CLAST. Thus, 
the equality of power between the two techniques in the 
left side of the figure came at the expense of slightly 
higher sample sizes in the CLAST case. This is a direct 
result of having an observed alpha much lower than the 
nominal alpha in CLAST. For comparison purposes, a 
power analysis for the fixed stopping rule with an an-
ticipated standardized effect size, d, of 1.2 indicates that 
the optimal sample size for a two-tailed alpha of .05 and 
a power of .8 is 12 subjects per group. Both SSR tech-
niques were considerably more efficient than the fixed 
stopping rule.

The level of observed power, or the EPR, for two dif-
ferent strategies in Figure 2 were fairly constant across 
different levels of n added for a given effect size, and this 

Figure 2 illustrates a direct comparison of the variable-
 criteria SSR with CLAST according to the rules for 
CLAST for ANOVAs (Ximénez & Revuelta, 2007). The 
CLAST rule requires that we begin testing with 50% 
fewer subjects and stop testing with 50% more subjects, 
so our lower and upper bounds are 6 and 18. The best 
criteria discovered for ANOVAs were .01 and .50, so 
we use those limits for CLAST (although the published 
experiment used four groups instead of two). The simu-
lation was conducted 100,000 times for each of eight ef-
fect sizes from null through 2.0 and for levels of n added 
from 1 to 6 for a total of 48 independent simulations. As 
in Figure 1, the variable-criteria rule held the estimated 
alpha nearly constant at .05 when the null hypothesis 
was true, but, also as in Figure 1, the estimated alpha 
for CLAST was considerably less than .05 and diverged 
seriously at higher levels of n added. Other than that, the 
CLAST and variable-criteria SSRs had nearly the same 
observed power at all of the different effect sizes and 
n added level (the effect sizes 1.6 and 1.8 are omitted for 
clarity in the figure). The right side of the figure gives 
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Figure 2. Comparison between the variable-criteria SSR and CLAST with a two-
tailed alpha of .05. The CLAST test used the lower and upper criteria of .01 and .50 
for an independent-groups ANOVA (Ximénez & Revuelta, 2007). According to the 
CLAST rule, sampling began at 6 subjects and terminated at 18 subjects per group. 
The different simulations included increments of sample size from 1 to 6 subjects per 
group per iteration (i.e., maxima of 13 separate tests at 1 subject added per iteration 
and 3 tests at 6 subjects added per iteration). Left panel: The variable-criteria SSR 
held alpha constant under the null effect condition and matched CLAST for power 
at seven levels of effects (effects 0.8–2.0; levels 1.6 and 1.8 omitted for clarity). Right 
panel: The mean of the sample sizes at the time of the rejection of the null hypothesis 
when averaged over the seven effect levels for the variable-criteria SSR and CLAST 
and displayed across six levels of n added. Both tests lost some efficiency with increased 
n added per iteration. The power of CLAST in the left panel came at the expense of 
additional sample size compared with the variable-criteria SSR. For sample size com-
parison, the fixed stopping rule with a standardized effect size of 1.2 requires 12 sub-
jects per group for a two-tailed alpha of .05 and a power of ~0.8. Error bars represent 

1 standard error of the mean.
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Sample Size Efficiency and Power
As was expected, the efficiency of SSRs for reduc-

ing the sample size required to produce significance at 
a given level of power is limited by the lower bound. At 
very low initial lower bounds (3 or 4), it becomes difficult 
to reduce the sample size from the fixed stopping rule 
(there are basement effects). Figure 5 displays the mean 
and standard deviation of the sample size at the time of 
the rejection of the null hypothesis in our variable-criteria 
SSR tests with all of the larger upper bounds, as well as 
the sample size that would be required in order to produce 
the same power with a fixed stopping rule. The SSR al-
lows greater sample size efficiency with larger bounds 
and larger power (larger effect sizes). Nevertheless, the 
variable-criteria SSR was at least as efficient as the fixed 
stopping rule in all circumstances tested.

Figure 6 displays power curves for the two-tailed, 
 independent-groups t tests for all tested sets of lower and 
upper bounds at the .005, .01, .05, and .10 levels of experi-
mentwise significance. The smaller upper bounds are on 
the left side, and the larger upper bounds are on the right 
side. Although all of the other examples in this article have 
focused on the .05 level of experimentwise alpha, the gen-
eral pattern of results holds very well for either the more 
conservative or the more liberal alphas. The power curves 
can be used to select models to produce significance with 
high sample-size efficiency relative to the fixed stopping 
rule. For example, if the anticipated effect size is 1.2 for 

was generally true for all of the fixed and variable SSRs, 
although there was often a slight increase in power with 
the largest levels of n added. In order to simplify the pre-
sentation, Figures 3, 4, and 5 present data that are aver-
aged across all levels of n added.

Figure 3 displays the mean sample size at the rejec-
tion of the null hypothesis averaged across all levels of 
n added at each level of effect size tested for each of the 
simulations with the same 9/27 lower/upper bounds given 
in Figure 1. The curve labeled “Fixed N” in Figure 3 is the 
sample size required by the fixed stopping rule to produce 
the same power as was achieved by the variable-criteria 
strategy. The fixed N size was similar for all SSR tests be-
cause the powers of the tests were similar at various effect 
sizes, as is demonstrated for the 9/27 model in Figure 4. 
The principal message is that the average sample sizes 
when using either fixed or variable SSRs were less than 
or equal to those when using the fixed stopping rule for 
the same observed power. The best strategy in terms of 
sample size efficiency is the “BAD” test, but, as we have 
found, it gains its efficiency at the expense of a greatly 
inflated alpha. The next best is the variable-criteria SSR 
described here, followed by the fixed-criteria strategies of 
.01/.25, .01/.36, and .01/.50. 
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Figure 3. Mean sample size at the rejection of the null hypoth-
esis averaged across all levels of n added at each level of effect 
size for each of the simulations with the 9/27 lower/upper bounds 
given in Figure 1. Sample size for a fixed-N power analysis at 
comparable power to the variable-criteria SSR is at the top. The 
variable-criteria SSR was more efficient in terms of sample size 
at all levels of effect size than the fixed-criteria SSRs. The BAD 
strategy was most efficient because of its hugely inflated alpha 
(see Figure 1). The results are representative of all of the combina-
tions of lower/upper bounds in terms of the relative performance 
of the different strategies.
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Figure 4. Estimated power averaged across all levels of n added 
at each level of effect size for each of the simulations with the 
9/27 lower/upper bounds given in Figures 1 and 3. The different 
strategies are similar in terms of power across the different effect 
sizes. With the exception of the BAD test, all fixed-criteria SSRs 
required slightly larger sample sizes to achieve a similar level of 
power compared with the variable-criteria SSR (see Figure 3).
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Figure 5. Means of the sample sizes at the time of the rejection of the null hypothesis in independent-samples, two-tailed t tests 
when using the variable-criteria SSR at several different lower/upper bounds, as well as the sample size that would be required to 
produce the same power with a fixed stopping rule (Fixed). The variable-criteria SSR allows greater sample size efficiency with 
larger bounds and larger effect sizes (i.e., larger powers). The variable-criteria SSR was at least as efficient as the fixed stopping 
rule in all circumstances tested. Error bars represent 1 SD.
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Effect Size d

Independent-Samples t Tests

Figure 6. Power curves for independent-samples t tests for different levels of experimentwise alpha (.005, .01, .05, .10) at all lower 
bounds tested in combination with the smaller (left side) and larger (right side) of the two upper bounds for each. The different models 
are given as lower/upper bound (e.g., 10/30). Given a standardized effect size and a desired alpha and level of power, one can determine 
the models (combinations of bounds) that will yield at least that level of power in a two-tailed test. Each point is the average of 100,000 
independent simulations at each level of n added for that model, so it is approximate for a given level of n added. The criteria to use for 
the selected model at various levels of n added are found in Table 2.



SEQUENTIAL STOPPING RULES    15

After conducting the 16 new simulations for the null 
hypothesis with two-tailed, dependent-samples tests in 
Figure 8 using the criteria of Table 2, I also conducted 
simulations to determine the estimated power of the tests 
using the same criteria with the same effect sizes, d, used 
in the independent-samples experiments (i.e., 0.8, 1.0, 1.2, 
1.4, 1.6, 1.8, and 2.0). These power curves are displayed 
in Figure 8.

Skewed Distributions
In all of the preceding analyses, I have used data that 

were normal in the underlying distribution. The t test is 
known to be robust with respect to a violation of the as-
sumption of normality (Boneau, 1960). That is, alpha 

an experiment, the desired power is .80, and the desired 
experimentwise alpha is .01, we can look at the two .01 
graphs for a power of .80 and observe that the 8/24 model, 
with the smaller upper bound, or the 8/32 model, with 
the larger upper bound, will provide about that level of 
power. We then select the n added per iteration for the 
experiment, identify the lower and upper criteria for that 
level of n added in Table 2, and then apply these rules 
consistently during the experiment. For the 8/32 strategy, 
for instance, the tabled lower and upper criteria are .0025 
and .27 for an experimentwise alpha of .01 and an n added 
value of 3. Thus, beginning with a sample size of 8, add-
ing 3 subjects per group per iteration to experiments for 
which a decision has not yet been made about the null 
hypohesis, and using no more than 32 subjects per group, 
the alpha will remain constant at .01 and the power of the 
overall experiment will be approximately .80. Space does 
not allow the printing of efficiency curves for all levels 
of significance, but the particular example cited would 
produce a significant result with a mean of 14–15 subjects 
per group compared with an n of 18 for similar power with 
the fixed stopping rule.

One-Tailed and Dependent-Sample t Tests
Because the criteria in Table 2 were derived from simu-

lations using two-tailed, independent-samples t tests, it 
is of interest to know whether the same criteria can be 
used in one-tailed tests or in dependent-samples t tests 
or whether we must generate a separate Table 2 for each 
type of test. Figure 7 displays the estimated alphas from 
simulations with an effect size of zero (null hypothesis 
true) for dependent-samples or one-tailed tests using the 
criteria from Table 2. Alpha was estimated from 100,000 
independent simulations of various sample-size models 
on the basis of criteria from Table 2. The two-tailed tests 
included all 16 models of lower and upper bounds repre-
sented in Table 2. The one-tailed tests included the fol-
lowing 8 models: 3/9, 4/18, 5/19, 6/18, 7/21, 8/24, 9/27, 
and 10/30. Thus, the simulations included independent-
samples (between-subjects, B) and dependent-samples 
(within-subjects, W) t tests with either a one-tailed or a 
two-tailed hypothesis. The 16 new simulations for the 
two-tailed, independent-samples tests (B2tail) strikingly 
validate the criteria from Table 2 for the same type of test. 
The criteria from Table 2 also apply very well to a one-
tailed test with independent samples (B1tail). When ap-
plied to within-subjects tests (W2tail, W1tail), there was 
a tiny but consistent increase in alpha. Because the error is 
very small, I decided against publishing a separate version 
of Table 2 for within- subjects tests. The criteria in Table 2 
can be used with any of these types of t test, although the 
investigator should be aware of the small positive bias in 
alpha when Table 2 is used for within-subjects tests.

When conducting a one-tailed test, it is important to 
note that the experimenter should use the actual p from 
the one-tailed test and the criteria for the desired actual 
alpha from the table. Using the criteria for a two-tailed 
alpha of .10 will not yield correct results for a one-tailed 
test at the .05 level.

Figure 7. Estimation of alpha from simulations of dependent-
samples or one-tailed t tests using criteria from Table 2. Alpha 
was estimated from 8–16 independent simulations of various 
sample-size models, and the data are displayed as the mean 
and a 95% confidence interval for the mean. The confidence 
interval in most cases is smaller than the height of the symbol. 
The two-tailed tests included all 16 models of lower and upper 
bounds represented in Table 2. The one-tailed tests included the 
following eight models: 3/9, 4/18, 5/19, 6/18, 7/21, 8/24, 9/27, and 
10/30. The simulations were repeated for each model to include 
 independent- ( between-subjects, B) and dependent- (within-
subjects, W) samples t tests with either a one-tailed or two-tailed 
hypothesis. The 16 new simulations for two-tailed, independent-
samples t tests (B2tail) validate the criteria from Table 2. The cri-
teria from Table 2 also apply well to a one-tailed test with inde-
pendent samples (B1tail). When applied to within-subjects tests 
(W2tail, W1tail) there was a tiny but consistent increase in alpha. 
The criteria in Table 2 can be used with any of these types of t test, 
although the investigator should be aware of the small bias in 
alpha when using within-subjects or matched-sample tests.
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Effect Size d

Dependent-Samples t Tests

Figure 8. Power curves for dependent-samples t tests for different levels of experimentwise alpha (.005, .01, .05, .10) at all lower 
bounds tested in combination with the smaller (left side) and larger (right side) of the two upper bounds for each. The different models 
are given as lower/upper bound (e.g., 10/30). Given a standardized effect size and a desired alpha and level of power, one can determine 
the models (combinations of bounds) that will yield at least that level of power in a two-tailed t test. Each point is the average of 100,000 
independent simulations at each level of n added for that model, so it is approximate for a given level of n added. The criteria to use for 
the selected model at various levels of n added are found in Table 2.
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n added listed in Table 2. The lower bound is on the ab-
scissa. Above each lower bound, at each level of alpha, the 
results are plotted in side-by-side clusters of points with 
the smaller of the upper bounds on the left of the cluster 
and the larger upper bounds on the right of the cluster. All 
levels of n added are plotted for each model in Table 2, 
although the points are mostly printed on top of one an-
other near the nominal alpha. Each individual point is the 
average of eight independent simulations with 100,000 
experiments. The power is so great in this demonstration 
that a point is significantly different from the nominal 
alpha if the point does not touch the line. Thus, for some 
levels of n added, the observed alpha demonstrated a con-
sistent bias away from alpha, particularly at the .10 level. 
Because the results were particularly stable and fairly ac-
curate for the .05 and .005 levels, and because the level 
of control of alpha is far superior to that demonstrated 
with the COAST and CLAST alternatives, I have decided 
that separate tables like Table 2 for the ANOVA are not 

and power remain relatively constant even when the data 
analyzed are from a highly skewed distribution. To test 
the effect of a highly skewed distribution on the behavior 
of the variable-criteria stopping rule, 100,000 tests were 
conducted with a skewed distribution at the .05 level of 
significance using the lower and upper criteria for the 
model with a lower bound of 7 and an upper bound of 
14 (7/14). Only selected data are displayed in Table 3, to 
conserve space, but the data were consistent at all levels 
of effect size. The alpha and power of the procedure were 
only marginally affected by skewness of the samples. It is 
probably safe to use the variable-criteria SSR with skewed 
data as long as that is the only violation of the assump-
tions for the t test. Other violations, such as heterogeneous 
variances and unequal sample sizes, and combinations of 
violations, remain to be examined for this procedure. Nev-
ertheless, equal or nearly equal sample sizes in each group 
are highly recommended.

One-Way ANOVA With Four Independent Groups
Figure 9 shows the empirical proportion of rejections 

when the null hypothesis was true for simulations of a 
one-way ANOVA with four independent groups for all 
16 models of lower and upper bounds and all levels of 

Table 3 
Simulated Data From a Highly Positively Skewed Distribution 
Analyzed and Compared With the Normal Distribution Using 
the Lower and Upper Criteria for the .05 Level of Significance 

for the Model in Table 2 With Lower/Upper Bounds of 7/14

Effect n Normal Skewed

Size  Added  EPR  Mean N  SD  EPR  Mean N  SD

Null 1 .0486 8.7 2.0 .0575 8.7 2.0
2 .0508 8.7 2.0 .0479 8.8 2.0
3 .0497 9.1 2.3 .0479 9.1 2.3
4 .0503 8.2 1.8 .0477 8.3 1.9
5 .0498 8.6 2.3 .0495 8.7 2.4
6 .0507 9.4 2.9 .0542 9.4 2.9
7 .0510 9.7 3.4 .0476 9.7 3.4

1.0 1 .5763 8.7 2.0 .6135 8.8 2.1
2 .5670 8.7 2.0 .5863 8.6 2.0
3 .6038 9.2 2.4 .6190 9.2 2.4
4 .5185 8.4 1.9 .5350 8.3 1.9
5 .5502 8.9 2.4 .5815 8.9 2.4
6 .6152 9.9 3.0 .6254 9.8 3.0
7 .6465 10.6 3.5 .6520 10.4 3.5

1.4 1 .8528 8.1 1.7 .8720 8.1 1.7
2 .8460 8.1 1.7 .8502 8.1 1.7
3 .8791 8.5 2.1 .8819 8.5 2.1
4 .8063 8.0 1.7 .8086 7.9 1.7
5 .8303 8.4 2.2 .8460 8.3 2.2
6 .8919 9.1 2.9 .8861 9.0 2.8
7 .9074 9.6 3.4 .8964 9.4 3.3

1.8 1 .9685 7.5 1.1 .9716 7.5 1.2
2 .9667 7.5 1.2 .9633 7.5 1.2
3 .9812 7.8 1.6 .9790 7.7 1.6
4 .9510 7.5 1.4 .9446 7.5 1.3
5 .9615 7.7 1.7 .9622 7.7 1.8
6 .9837 8.1 2.3 .9804 8.1 2.3
7 .9884 8.3 2.7 .9823 8.3 2.7

Note—Neither the empirical proportion of rejections (EPR, an estimate 
of alpha or power) nor the sample size efficiency was markedly affected 
by the skewness. It is probably safe to use the variable-criteria SSR with 
skewed distributions if that is the only deviation from the assumptions 
of ANOVA.

Four-Group ANOVA

Figure 9. Alphas estimated from the empirical proportion of 
rejections when the null hypothesis was true in a four-group one-
way ANOVA (all population means equal) using the criteria from 
Table 2. Each circle is the mean of eight simulations of 100,000 
ANOVAs. The left half of each cluster is the smaller of the upper 
bounds, and the right half of each cluster is the larger of the 
upper bounds. Each column represents the proportion of rejec-
tions at the .005, .01, .05, or .10 level at all levels of n added dis-
played in Table 2 (from 6 to 10 points each). Note that the criteria 
in the table were based on a two-independent-groups t test, and 
the same criteria here generalize very well to a four-independent-
groups ANOVA.
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rion or greater than an upper criterion. If the initial power 
analysis is inaccurate, the SSR is forgiving, because the 
effects of a larger size can be detected and stopped with 
smaller sample sizes, and the effects of smaller size can be 
detected with larger sample sizes without inflating alpha.

Previous studies of the merits of SSRs used the same 
lower and upper criteria for all experiments of a type 
(t test, correlation, etc.), and this fixed-criteria strategy 
caused alpha to be drastically reduced and efficiency to be 
lost when adding more than 1 or 2 subjects per iteration. 
The present results with the variable criteria improve these 
SSRs by holding alpha very close to a target value of .005, 
.01, .05, or .10 when 1–10 subjects are added at each itera-
tion. This variable-criteria SSR produces power equal to 
the fixed-criteria SSRs with even fewer subjects, because 
alpha—the lower limit of power when the null hypothesis 
is false—is not degraded in the variable-criteria SSR as it 
is with COAST or CLAST.

On average, the tests of significance using the proposed 
variable criteria will produce significance before the upper 
bound is reached as long as the actual effect size is similar 
to the predicted effect size. Thus, the upper bound is not 
a good predictor of the number of subjects that will be 

necessary. Future researchers with a more mathematical-
theoretical approach may discover a way to solve these 
problems for exact criteria and could replace Table 2 with 
a single mathematical function that could then be made 
available for computers. In the meantime, it appears safe 
to use these methods with two to four independent groups 
of subjects on the basis of power curves in Figures 6, 8, 
and 10 and the criteria in Table 2. The power curves for the 
four-group ANOVA are displayed in Figure 10.

DISCUSSION

The fixed stopping rule for a null hypothesis test domi-
nates research design and analysis in the biomedical and 
biobehavioral sciences. With the fixed stopping rule, an 
investigator conducts a power analysis and calculates the 
sample sizes for an experiment, and then the data are col-
lected for all subjects and analyzed for better or worse.

In those same experiments, an SSR could produce sig-
nificance on average with up to 30% fewer subjects than 
the fixed stopping rule. SSRs are efficient because experi-
ments are conducted in iterations that allow stopping of 
the study when an obtained p is less than a lower crite-

Effect Size f
Figure 10. Power curves for a completely random four-group one-way ANOVA for different levels of experimentwise alpha (.005, .01, 

.05, .10) at all lower bounds tested in combination with the smaller (left side) and larger (right side) of the two upper bounds for each. 
The different models are given as lower/upper bound (e.g., 10/30). Given a standardized effect size and a desired alpha and level of 
power, one can determine the models (combinations of bounds) that will yield at least that level of power. Each point is the average of 
100,000 independent simulations at each of 6–10 levels of n added for that model, so the power is only approximate for any given level 
of n added. The criteria to use for the selected model at various levels of n added are found in Table 2.
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ertheless be useful in such research, especially when it is 
necessary to determine whether an effect exists before one 
devotes a large amount of resources to determine the size 
of the effect. SSRs are excellent for pilot studies.

SSRs are good for research in which the experiments 
can be conducted in stages by adding 1 or a few subjects 
at a time and when the results are known soon after the 
subjects are tested. The method is recommended in exper-
iments in which subjects may be difficult to obtain or ex-
pensive, when the procedure requires considerable surgi-
cal or other time-consuming preparation, or when the use 
of a large number of subjects as a matter of course is ethi-
cally objectionable, such as in studies of pain. The method 
would not often be useful in experiments in which the re-
sults will not be known for months or years, because every 
iteration of the experiment would then require months or 
years. However, SSRs can be useful for relatively long 
experiments in laboratories that are capable of conduct-
ing multiple experiments at a time. Instead of devoting 
all of the laboratory’s resources at once to a single large 
experiment using the fixed stopping rule, smaller replica-
tions of experiments can be planned to overlap, so that 
various iterations of several experiments are conducted 
simultaneously and the laboratory is continuously busy 
and productive. On average, all of these experiments will 
require fewer subjects and resources if they use the SSR 
approach.

Steps for Using the Variable-Criteria SSR
To use the variable-criteria SSR described in this ar-

ticle for an experiment involving a t test, one needs to 
follow several simple steps. As with a fixed stopping 
rule, the investigator must first select an alpha and the 
desired power for the entire experiment and estimate the 
size of the effect in standardized units. This is done using 
previous data or by establishing a minimum effect size 
that would be considered interesting or important. Many 
power analysis programs calculate this easily from pro-
vided means, standard deviations, and correlations. Then 
do the following:

1. Examine the power curves in Figure 6 for an 
independent- samples t test, in Figure 8 for a dependent-
samples t test, or in Figure 10 for a one-way ANOVA for 
four groups, using the alpha, desired power, and antici-
pated effect size to determine the available models (com-
binations of lower and upper bounds) that are capable of 
producing the desired amount of power under the selected 
conditions.

2. Select any of these models on the basis of the needs 
and constraints of the experiment. Using larger lower 
bounds generally provides more power. One should use 
a lower bound that is large enough to convince review-
ers and readers in the field that an effect is real if it is 
reported as significant, because one will have to stop test-
ing if the p with that number of subjects is less than the 
lower criterion.

3. Decide how many subjects to add per iteration and 
look up the selected model in Table 2. This determines the 
lower and upper criteria to use in the experiment.

used in a successful experiment. This upper bound will 
ordinarily be reached only if the effect size is very small 
or absent, or if, for reasons of bad luck (Type II error), the 
result remains in the uncertain zone throughout testing 
until the upper bound is reached. There is no requirement 
that the experimenter test all of the subjects all the way to 
the upper bound. As Frick (1998) pointed out, the primary 
consequence of stopping early is that the observed experi-
mentwise alpha will be reduced.

In models with the same upper bounds and different 
lower bounds (e.g., 4/18 vs. 6/18 or 5/12 vs. 6/12) the ob-
served power may be a bit higher when using the larger 
lower bound. This may be because initial tests with smaller 
power (lower n) can cause the investigator to retain the 
null hypothesis (i.e., commit a Type II error) in a few cases 
before there is sufficient power in the experiment to gen-
erate a significant result. Therefore, when given a choice 
between models with similar upper bounds, the model 
with the larger lower bound may be preferred.

In models with the same lower bounds and different 
upper bounds (e.g., 10/30 and 10/40) the model with the 
larger upper bound is always more powerful. However, if 
subjects are rare enough, or if the ethical consequences of 
the experiment are severe enough, it may be obvious at the 
beginning of the experiment that the number of subjects at 
the larger upper bound will never be used. Stopping very 
early in such conditions could cause alpha to be seriously 
reduced. For that reason, I have included two sets of upper 
bounds for each lower bound. Alpha will be held near the 
nominal level for all of the models, so investigators work-
ing with limited numbers of subjects will not be forced 
to use the criteria for the larger upper bound when it is 
obvious from the beginning that alpha will be reduced by 
early stopping.

One good way to determine the preferred upper bound 
is to estimate the size of the effect that would be implied 
by a power analysis with the number of subjects at the 
upper bound. If the size of effect is trivial or uninterest-
ing, the experiment is overpowered, and the smaller upper 
bound should be selected.

Recommendations for Use
SSRs are appropriate for some but not all experimen-

tal circumstances of null hypothesis significance testing. 
They are good when the goal is to determine whether or 
not a treatment has a significant effect and when the in-
vestigator is satisfied with a yes or no answer to that ques-
tion (Frick, 1998). The efficiency of the method allows 
an answer with considerably fewer subjects on average 
than the fixed stopping rule. SSRs would not be employed 
for experiments in which the goal of the experiment is to 
determine the size of an effect with the most accuracy, 
although it may be possible to develop such an applica-
tion. The width of a confidence interval for an effect size 
in an experiment is determined in part by the sample size, 
and, all other factors being equal, larger sample sizes give 
smaller confidence intervals. Sample size planning for 
such experiments can include the techniques suggested 
by Maxwell, Kelley, and Rausch (2008). SSRs may nev-
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can be limited to the fewest subjects necessary. Greenwald 
et al. (1996) demonstrated that a p value of .005 provides 
an 80% chance that an exact replication will be significant 
at the .05 level, and 80% is a value that many investiga-
tors consider to be acceptable power. Therefore, instead 
of conducting multiple independent replications of an ex-
periment with an alpha of .05, a single experiment can be 
conducted with an experimentwise alpha of .005 using the 
variable-criteria SSR described here to improve efficiency 
and save subjects. Because each iteration of the SSR is 
conducted independently, it is similar to an independent 
replication (and can be conducted with different batches 
of animals or drugs or on different days with different ex-
perimenters). Differences between iterations can even be 
removed if the n added is large enough by considering the 
iterations as blocks in an ANOVA. If the null hypothesis 
is rejected with a p less than or equal to the lower criterion 
for the selected model with an experimentwise alpha of 
.005, one can consider the experiment to have at least an 
80% chance of being repeated with a significant finding 
at the .05 level in an exact replication with identical power 
if the observed effect is equal to the true effect.

Using an alpha of .005 under the fixed stopping rule 
would also indicate that the results were replicable. How-
ever, it is wasteful of resources to use an alpha of .005 rou-
tinely with a fixed stopping rule in experiments in which 
the treatments may turn out to have little or no effect. For 
example, the sample size for significance at the .005 level 
for a fixed stopping rule with an anticipated standardized 
effect size of 1.0 is 29 per group. That is a lot of subjects 
for a biomedical or biobehavioral researcher to invest in 
determining that a particular avenue of research is not 
fruitful. However, by conducting the experiment using the 
variable-criteria SSR, the experiment can be conducted 
efficiently in stages, without affecting alpha. Experiments 
with very small or no effects will be stopped on average 
long before 29 subjects per group are tested, and most 
experiments in which a true effect of ~1.0 exists will use 
fewer than 29 subjects per group to reject the null hypothe-
sis at the .005 level. For example, the variable-criteria SSR 
using the 10/40 model with 6 added subjects per iteration 
provides ~80% power to reject the null hypothesis at the 
.005 level and requires on average 24 subjects per group. 
The lower and upper criteria in Table 2 for this model are 
.0014 and .220. This means that if the true effect size is 
zero, 100%  22%  78% of the trials would be stopped 
after only a single iteration with 10 subjects.

An investigator wishing to demonstrate repeatability of 
a result would likely plan two replications of an experi-
ment, each at the .05 level, with the second experiment 
contingent on a significant result in the first. The sample 
size for a single replication of the experiment just illus-
trated would require 17 subjects per group with the fixed 
stopping rule and an alpha of .05. Conducting two inde-
pendent replications at the .05 level would require 34 sub-
jects per group. As was mentioned above, the same goal 
can be achieved with 24 subjects per group on average 
using a variable-criteria SSR and an alpha of .005.

Another method to address replicability is to use the 
obtained p from an experiment to estimate the probabil-

4. Test the number of subjects per group at the lower 
bound. If p is less than or equal to the lower criterion, 
stop testing and reject the null hypothesis at the selected 
experimentwise alpha. If p is greater than the upper cri-
terion, stop testing and retain the null hypothesis. Oth-
erwise, add the number of subjects that you previously 
determined in Step 3, and reanalyze with the augmented 
sample size. For independent-samples t tests, this number 
will be added to each group. Repeat this procedure until 
you have rejected the null hypothesis, retained the null 
hypothesis, or reached the upper bound. If adding n added 
subjects to the sample size would exceed the upper bound, 
and if the p value still in the uncertain region, one must 
retain the null hypothesis. There is not sufficient evidence 
(or power) to declare the result significant.

5. Sometimes an investigator might need to stop an ex-
periment while the result is still in the uncertain region 
and the upper bound of sample size has not yet been at-
tained. From the rule just stated, this result cannot be 
declared significant because the p at the end of the last 
iteration was not less than or equal to the lower criterion. 
The alpha in this circumstance could easily be estimated 
from the data in the simulations, and it will always be less 
than the nominal experimentwise alpha for the procedure. 
Stopping early without a significant result cannot inflate 
the Type I error rate, because a Type I error can be made 
only when the result is significant.

Note that alpha is inflated by the intention of the investi-
gator to add additional subjects when the result is not quite 
significant rather than by the actual addition of subjects 
to an experiment when the result is not quite significant. 
If the investigator begins an experiment with the intention 
of using the variable-criteria SSR with an alpha of, say, 
.05, and finds that the resulting p is less than .01 after the 
first test at the lower bound, the result is significant at p  
.05 (not .01; Frick, 1998). The final obtained p should not 
be reported without explanation, because it is no longer 
an accurate indication of the probability of an event as 
extreme or more extreme than the obtained result.

Planning for Replicability
If the p in an isolated experiment is actually very near 

.05, the investigator is wise to consider it an interesting but 
unconfirmed observation. As was noted by Greenwald, 
Gonzalez, Harris, and Guthrie (1996), an obtained t with 
a p of exactly .05 is the best estimate of the mean of all 
t values in all possible t tests with the same conditions 
and power. That means that one half of all exact replica-
tions would be expected to have larger ts (i.e., significant), 
and the other half would be expected to have smaller ts 
(not significant). Investigators generally want better rep-
licability than that, so they repeat the experiment once or 
twice to confirm that the results will have a good chance 
of being repeated by other investigators.

It is difficult to know in a rational way how many repli-
cations of an experiment are necessary and how many are a 
waste of resources or a needless duplication. If the experi-
ments involve pain in animal or human subjects, for ex-
ample, it is important to have a rational basis for deciding 
that an experiment is likely to be replicated so the testing 
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and wasting subjects. Investigators should become more 
aware of Bayesian and other alternative methods for the 
analysis of laboratory data, report confidence intervals 
for effect sizes, include estimates of population standard 
deviations in publications to assist meta-analyses, and 
avoid the misconceptions and misinterpretations of null 
hypothesis significance test as outlined by many authors 
(reviews: Cumming, 2005; Frick, 1996; Goodman, 1999; 
Greenwald et al., 1996; Killeen, 2005, 2006; Loftus, 1996; 
Meehl, 1967).

Recommendations for IACUCs and  
Other Regulatory Agencies

Regulatory agencies such as the United States Depart-
ment of Agriculture (which enforces the Animal Welfare 
Act), the Office of Laboratory Animal Welfare at the Na-
tional Institutes of Health, and the Association for the As-
sessment and Accreditation of Laboratory Animal Care 
International all require a rational basis for the determina-
tion of the number of animals that are requested and used 
by principal investigators on IACUC protocols. A power 
analysis with a fixed stopping rule is often suggested as 
one way to meet this goal.

SSRs are useful augmentations for many of these tests, 
because they can be much more efficient and result in the 
use of fewer humans or animals in research without a loss 
of statistical power or an inflation of alpha. A sequential 
approach is intuitive and gives investigators a range of 
sample sizes to work with in order to determine in an it-
erative fashion whether an avenue of research is worth 
pursuing.

In the justification for the number of animals to be 
used in an experiment, the investigator should report 
the model for the variable-criteria SSR that best fits the 
anticipated results. The IACUC should then approve 
the number of animals for the experiment at the upper 
bound. Experiments in which the null hypothesis is true 
will tend to be stopped early, before that many subjects 
have been tested. Also, the investigator will not be penal-
ized for being imperfectly precognizant of the size of the 
effect. The only circumstance in which an investigator 
changing to a valid SSR will use more subjects on aver-
age than with the previous method is when the previous 
method is the BAD and inappropriate strategy of testing 
multiple sequential tests at the .05 level to determine sig-
nificance (see Figure 1).
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