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On the communication of information by displays
of standard errors and confidence intervals

W.K. ESTES
Harvard University, Cambridge, Massachusetts

Asurvey of practices regarding the presentation of information about reliability of means in psycho
logical research publications over the last century reveals some advance in quality of communication,
greater for tabular presentations than for graphic presentations, but also substantial room for improve
ment. In this article, problems of interpretation and communication associated with presentations of
standard errors and confidence intervals in research reports are examined from both statistical and
psychological perspectives. Four general principles of effective communication are proposed and il
lustrated in application to presentations of data from common psychological research designs, with
special attention to problems arising in connection with repeated measures.

Contributors to psychological journals are continually
admonished that mean values presented in figures or ta
bles should be accompanied by measures ofvariability
for example, standard errors ofmeans (henceforth SEMS)

or confidence intervals (CIs).l The advice is unexception
able, but one may question how well it is followed.

TRENDS IN REPORTING OF VARIABILITY

Granted that reporting measures ofvariability and doing
it effectively are high-priority objectives for psycholog
ical scientists, what do we know about the level and qual
ity of this reporting? I have run across no systematic re
views in the literature, and, to alleviate my curiosity, I
engaged in some informal sampling during rest stops in
the preparation ofthis article. Starting with early history,
I examined a favorite resource, Ebbinghaus (1885/1913),
and found that reporting variability had gotten off to a
surprisingly good start, probable errors ofmeans (essen
tially the same as standard errors) being conscientiously
included in nearly all ofthe large number of tables. A fol
low-up of that observation showed, however, that it was
a flash in the pan. The first 10 volumes ofAmerican Jour
nalofPsychology (published over the period 1887-1899)
yielded not a single instance of a mean being accompa
nied by a standard error or equivalent, and the same was
true of the first volume (1916) ofJournal ofExperimen
tal Psychology (JEP). Proceeding more systematically, I
scanned each 10th year ofJEP from 1930 through 1990.2

Standard errors appeared occasionally in tables in 1930,
and the frequency increased steadily until, by 1970, the
inclusion of SEMs or standard deviations (SDs) in tables
ofmeans was fairly common. Surprisingly, though, even
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in 1990, a substantial number of tables of means con
tained no associated measure of variability.

Progress was slower with respect to the display ofmea
sures of variability in figures. I found no instances from
1930 through 1960, and 1970 yielded only one-95%
confidence intervals around the best-fitting line through
a sequence of plotted means. In 1980, SEM bars appeared
in a few articles, and, in 1990 (and 1995, which I added
for good measure), SEMbars or CIs (in both cases, always
attached to sample means) appeared in about one article
per issue.

It is apparent that the enormous improvement in visual
quality of figures and tables published in psychological
research journals over the past century has been accom
panied by some, though only slowly accelerating, im
provement in efficiency of communicating information.
The situation is somewhat better for tables than for fig
ures. Tables of means in JEP articles of recent years in
clude measures ofvariability in a majority ofcases. How
ever, the measures are often SDs rather than SEMs, even
when the latter would be much more pertinent to the con
clusions under consideration; when data come from com
plex designs, information as to how the measures were
computed is typically scanty or absent, as is any discus
sion ofproblems of interpretation of the measures.' With
respect to figures, the communication ofinformation about
variability associated with means displayed in line or bar
graphs has scarcely emerged from the dark ages. The in
clusion of SEMsor CIs is still rare, and, when they do ap
pear, the situation is even worse than for tables with respect
to the provision of relevant background information.

This brief survey gives rise to two questions: (1) What
accounts for the glacial slowness in progress toward uni
form and effective communication of information about
variability? (2) When measures ofvariability ofmeans are
presented, do they serve their purposes well?

Regarding the first question, several decades ofediting
journals has led me to think that a great many researchers
in psychology do not understand the theoretical and com-
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putational bases of common measures of variability of
means well enough to calculate them from the data of
commonly used experimental designs, to display them
effectively in figures, or to integrate them meaningfully
into presentations of results. One reason for this defi
ciency is that treatments of such common measures as
SEMs and CIs in the literature on statistics in psycholog
ical research have not kept pace with innovations in re
search design. For the simplest designs, involving only
comparisons of performance by independent groups of
subjects, the definition and computation ofSEMS usually
are clearly described; however, for the very common de
signs in which repeated measures are obtained on the
same subjects, the problem of computing correct esti
mates of SEMs, and therefore also CIs, is rarely men
tioned (one of the few exceptions being G. R. Loftus &
E. F.Loftus, 1988).

Regarding the second question, my experience suggests
that the incidence of misleading presentations of mea
sures ofvariability is far from trivial and that it is not no
tably lower in psychological journals than in others, even
though psychologists might be expected to use psycho
logical principles advantageously to guide practice. Text
books and guidelines for journal contributors indicate
that measures of variability should be presented in par
ticular ways-for example, as bars attached to points rep
resenting mean scores in figures. But does insertion ofa
bar in a figure or a number in a table necessarily commu
nicate the desired information to readers? There are sev
eral reasons why the answer may be in doubt. (1) Al
though SE MS and CIs are generated by popular statistical
software at the click of a mouse, they convey informa
tion only to the degree that both author and reader un
derstand the basis for their computation. Often, a statis
tic with a given label can be computed from the data of
an experiment in several different ways, and the mode used
in a particular instance may not be apparent to a reader.
(2) For psychological reasons, some forms of presenta
tion may systematically mislead all but the most sophis
ticated readers. (3) Often, a device is used on different
occasions with the same visual appearance but different
intended meanings and consequent ambiguity.

In this article, I review some basic characteristics of
measures of variability of means (specifically, SEMs and
CIs), assemble a set ofprinciples that could guide their ap
plication in various contexts, and arrive at some recom
mendations regarding presentation in research reports.

MEASURES OF VARIABILITY OF MEANS:
BASIC CONCEPTS

sciences and engineering (under the label probable error)
when it began to infiltrate experimental psychology late
in the last century. The reason why SEM has earned rela
tively widespread usage in psychological research is un
doubtedly its relevance to the everyday task ofassessing
reliability, or replicability, of results. The overweening
importance ofreplicability is perennially highlighted for
psychologists. For example, Arthur W Melton, reflect
ing on problems and practices of the JEP during his 12
year term as editor, remarked that a principal step in the
evaluation of an article always involved "a judgment
with respect to the confidence to be placed in the find
ings-eonfidence that the results ofthe experiment would
be repeatable under the conditions described" (Melton,
1962, p. 553). A frequent contributor to discussions of
methodology, David Lykken, resonated to this theme,
"demonstrating an empirical fact must involve a claim of
confidence in the replicability of the findings" (Lykken,
1968, p. 155), then went on to identify a frustrating prob
lem, "Ideally, of course, all experiments would be repli
cated before publication but this goal is impractical"
(Lykken, 1968, p. 159).

The principal difficulty with widespread dependence
on replication ofexperiments is not that conducting rep
lications is tedious- but that judging the success ofrepli
cations poses an almost intractable problem (Rosenthal,
1993). Happily, although replications are often desirable,
sole reliance on them for evidence about replicability is
unnecessary. Owing to a remarkable fact of statistical the
ory,' it is possible to compute from the data giving rise
to any sample mean a quantity, SEM , that provides an es
timate of the dispersion of the sample means that would
be obtained over a series of replications under the same
conditions. The fact that SEM measures dispersion around
the true mean, which is nearly always unknown, does not
prevent the measure from being extremely useful, but it
does set the stage for common misinterpretations, as will
be shown in the next section.

The related concept ofCI, a product ofrelatively mod
ern statistical theory, is less familiar to psychologists.
The concept is a derivative of that of SE in that its com
putation in any instance requires the computation of an
SEM as a preliminary step, but it embodies also a statis-

Table 1
Comparison of Standard Error of Mean (SE M)

and Confidence Interval (el)

Measure of Variability

Property SEM CI

When they are included in figures, standard error (SE)
bands and CIs typically appear indistinguishable to the
eye. However, the common visual appearance conceals
important differences in the underlying concepts-their
histories, their definitions, and their appropriate interpre
tations. Some ofthe differences are summarized in Table I.
First, the origins ofthese concepts are very disparate. The
conception of an SEM had been long familiar in physical

Origin

Purpose

Attribute
measured

Location
in figure

Engineering practice

Judge replicability
of sample mean

Variability of sample
means

Centered on population
mean

Statistical theory

Judge goodness of
estimate of
population mean

Interval including
population mean
with specified
confidence

Centered on sample
mean
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Figure 1. Mean scores for simulated data of five independent
groups tested on different trials. Standard error (SE) bars are at
tached to chance values in the top panel, to population means in
the middle panel, and to sample means in the bottom panel.

The top panel ofFigure 1 represents a case in which the
investigator is interested in how performance following
various amounts of practice deviates from a hypothe
sized baseline (chance) level of .25. The observed trend
in the sample means looks orderly, but would it be likely
to hold up over replications of the experiment? To ap
proach that question, the now standard procedure is to
compute a measure ofthe variability ofthe sample means

STANDARD ERRORS IN
INDEPENDENT-GROUPS DESIGNS

Modes of Computation
It will be convenient to point out some issues con

cerning the interpretation and presentation of SEs by
considering samples ofdata for which population values
of means and measures of variability are known. The
data curves in the three panels of Figure 1 represent re
sults ofa hypothetical experiment in terms of means for
five independent groups of 25 subjects wfIo were tested
for performance after 1, 2, 3, 4, or 5 practice trials on a
task. The data were produced by a computer program that
sampled values from a normal distribution with an SD
(<1) of .25 and the population trial means shown in the
middle panel of Figure 1.

tical inference about the expected frequency with which
a given CI, if attached to each sample mean over a series
ofreplications, would be found to include the true mean.
Problems involved in deriving SEMS and CIs for common
research designs and in communicating them without
hazard ofmisinterpretation will be a focus of the remain
ing sections of this article.

Recently, G. R. Loftus and Masson (1994) have made
a useful start on this task by reviewing the basic concepts
of SEs and CIs and treating some of the problems of
computing CIs for repeated measures designs. Here, I go
further by discussing some general points of interpreta
tion not covered by G. R. Loftus and Masson, with a focus
on the relation between the mode of presentation of in
formation about variability and the hazards of incorrect
interpretations.

Considering the task of communicating information
about variability from both statistical and psychological
perspectives and drawing on several major treatments of
graphic display (Kosslyn, 1994; Tufte, 1983; Wainer &
Thissen, 1993), as well as my own experience, I have
found that the following general principles provide use
ful guidelines for treatments of specific problems.

Background: Presentations of measures of variability
should include information as to exactly what data the
measures are based on, how their computation was ac
complished, and what question or issue the measures
pertain to.

Consistency: A label or symbol representing a statis
tic should have the same meaning wherever it occurs.

Compatibility: Symbols and other devices presented
in figures should be chosen so that the intended meanings
are compatible with the usual habits and expectations of
readers. 6

Cognitive economy: Symbols and other devices (as
SEM bars around sample means) should be presented in
figures only when they convey information without com
plicating the interpretive task of the reader.

In the following sections, I illustrate the application
of these guidelines to problems that arise, first, in
independent-groups designs and, then, in repeated mea
sures designs.
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for each trial that would be anticipated if the experiment
were replicated many times.

From elementary statistics (or see the review by G. R.
Loftus & Masson, 1994), we know that the desired mea
sure depends only on sample size and the way in which
the scores sampled vary around their true mean, and this
measure can be computed from the simple formula (JM =
(J/yn, where M denotes a sample mean, n denotes the
sample size, (J denotes the SD of scores around the true
(population) mean, and (JM denotes the SD of sample
means around the true mean. In this hypothetical exper
iment, n = 25, and (J = .25, so (JM = .05. An aspect of
the formula for (JM that will be critical for later discus
sions is that it does not depend on the value of the popu
lation mean.

When analyzing an experiment in any actual research
situation, one does not know the true value of (J; therefore,
one must use an estimate ofit based on the observed vari
ability of scores within a sample. The standard measure
of this variability is mean square error (MSe ) , computed
from the sum ofsquared deviations of scores in the sam
ple from their mean, and its use for estimation of (J de
rives from the fact that the average value of MSe is equal
to (J2. In a particular experiment, MS e may be computed
for individual conditions (trials in the example ofFigure 1)
separately, or a single value may be obtained by pooling
error data over conditions, conveniently accomplished in
an analysis of variance (ANOVA). Issues relating to the
choice of procedures will be discussed later in connection
with more complex designs. For purposes of this example,
a single estimate of (J based on the combined data from
all ofthe observed samples was obtained from an ANOVA
on the data for all five trials, which yielded an MSe of .054.
The square root of this value, .2324, provides the desired
estimate of (J, and division by the square root of sample
size yields .2324/5 = .046 as the estimate of (JM' a fairly
close approximation ofthe true value. Henceforth, the de
notation SEM is reserved for the estimate of (JM obtained
from data.

sample means is at least a fair representation ofthe trend
of true means.

In empirical research, investigators do not know the
values of true means, and they often have no interest in
hypothesized values oftrue means, so the most common
practice is to draw SE bars around observed means, as il
lustrated in the bottom panel of Figure 1. Because (JM and
its estimator, SEM , refer to variability of sample means
around true means, the interpretation that the SE bars
show the range within which about two thirds of the sam
ple means should be expected to fall in replications of
the experiment is incorrect.7 To point up this fact, I have
plotted in Figure 2 the sample mean from Trial 3 of Fig
ure 1 together with the frequency distribution of sample
means generated in 100 replications of the hypothetical
experiment. It is apparent that the replication means
cluster symmetrically around the true mean with a ma
jority falling within ±1 SEM ; however, a much smaller
percentage of replication means falls within ± 1 SEM of
the sample mean. The distribution of replication means
around the sample mean is highly asymmetric, and its
SD clearly is larger than the SEM'

It is easy to generalize from this example and show
that in general the variability of replication means around
a sample mean is larger than their variability around the
true (population) mean (Estes, 1991). Whereas the SD of
replication means around the population mean, 11, is
given by the square root of (J2/yn, the SD around a sam
ple mean, Mo, is given by the square root of the quantity
«(J2/n)+ (11- MO) 2, which is larger, unless Mo = 11, and
may be much larger. Consequently, SEM' the standard es
timator of (JM' underestimates the SD of replication
means around the sample mean.

One basis for the persisting practice ofdrawing SE bars
around sample means may be the thought that, because
a sample mean is the best estimator of the population
mean, the quantity 11 - Mowill usually be small and the

Figure 2. Frequency distribution ofsample means in 100 repli
cations of Group 3 of the simulated experiment represented in
Figure 1. The arrows indicate the sample mean (.56) for Trial 3
of Figure 1 and the true mean of the population sampled (.50).

Problems of Communication
The vertical bars of length .046 around the chance

value on each trial in the top panel of Figure 1 mark the
range within which about two thirds of sample means
should be expected to fall over replications of the exper
iment if the true mean of the population sampled were
.25. Observing that all of the sample means fall well above
this range, and progressively so over trials, one would con
clude (correctly) that a value of .25, constant over trials,
for the true means is wildly implausible given the data.

Because we know the values of the population trial
means for this hypothetical experiment, it is possible to
accompany a plot ofthe sample means with one ofthe true
means, as done in the middle panel of Figure 1. The SE
bars have the same interpretation as before, and it is ap
parent that the obtained sample means fall almost en
tirely within the band delineating ±1 SE from the true
means. An investigator would have been correct in in
ferring from the data analysis described that the trend of
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SD ofreplication means around Mowill usually be close
to the SD around J1. However, the thought is misguided.
To illustrate what may actually be expected, Figure 3
shows how the difference between the SDs ofreplication
means around the sample mean and around the popula
tion mean varies as a function of the disparity between J1
and Mo. For each oftwo sample sizes, 10 and 25, the hor
izontalline represents the theoretical SD around the pop
ulation mean, aM' and the rising curve represents the SD
of replication means around the sample mean at each
value of J1 - M o; the vertical difference between corre
sponding points on the rising curve and the aM line for
the given condition signifies the error in taking SE bars
around the sample mean as a measure of variability of
replication means around the sample mean. The points
are plotted at steps of al4 along the abscissa, so it is ap
parent that disparities of al2 or more between J1 and M 0'

which occur with appreciable frequency, will produce
substantial errors.

It is straightforward to go beyond examples and derive
an explicit expression for the SD ofthe distribution ofrep
lication means around a sample mean. Wenote that, ifthe
distribution of scores is normal, the deviation ofa repli
cation mean, M, from the sample mean, Mo, is the dif
ference between two variables, each ofwhich is normally
distributed with mean J1 and variance a2/n . From a gen
eral theorem concerning linear combinations ofnormally
distributed variables (Mood, 1950), it follows that the
variance ofM, - Mois the sum ofthe variances ofM, and
Mo. Thus, the variance of replication means around the
sample mean is simply a2/n + a2/n = 2 a2/n, and the SD
is approximately 1.4 alyn. Furthermore, so long as
samples are drawn independently, this result holds gen-
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Figure 3. Standard deviation of replication means around the
current sample mean (rising curves) and around the population
mean (horizontal lines) as a function ofthe disparity between the
current sample mean and the population mean. The population
standard deviation, a, for the distribution of scores giving rise to
the functions is equal to .25; the parameter n denotes sample size.

erally, even if the distribution of scores is not normal
(Appendix A).

One of the main purposes of plotting sample means
together with SE bars is to give a visual impression of
the trend to be expected in replications ofan experiment.
However, the fact that the impression is often inaccurate
and sometimes grossly misleading seems not to be well
known. Consequently, there is reason for reservations
about the common practice ofprinting these plots as they
come from statistical programs without justification of
their use and their intended interpretation in individual
cases. The practice ofplotting confidence intervals around
sample means involves some additional considerations
and will be discussed in a later section.

STANDARD ERRORS IN
REPEATED MEASURES DESIGNS

Modes of Computation
In this section, I take a step beyond the treatment ofre

peated measures in G. R. Loftus and Masson (1994) by
examining in greater depth a groups X trials design that
is very commonly employed in research on learning, re
tention, generalization, and transfer and that brings up
some additional considerations concerning presentation
of standard errors. As an example for detailed analysis,
I generated a data set for a hypothetical experiment in
which two groups of 25 subjects are tested on five suc
cessive trials. Mean performance curves for the two groups
are shown in Figure 4, and, just as in the case of inde
pendent samples, questions arise as to what measures of
variability might appropriately be displayed along with
the means.

An approach sometimes seen in published studies is
simply to use any standard statistical program to com
pute SEM estimates for each group on each trial from the
formula SEMjj = SDjj lVii, where SDij denotes the sam
ple standard deviation for Group i on Trialj. The results
for this example are shown in Table 2. However, unless
there is reason to believe that population SDs are very
heterogeneous across groups or trials, it is generally con
sidered preferable to obtain a single estimate of SEMjj,
denoted SEM GT , based on the data from all cells of the
design-that is, all group X trial (GT) combinations.f
To enable computation of global estimates of this and
other statistics for this design, it is necessary to conduct
a repeated measures ANaYA on the simulated data.

The model for the design of the hypothetical experi
ment, basic to both the program that generated the sim
ulated data and to interpretation of the ANaYA, takes
the form

Jijk = J1 + a j + f3j + af3ij + Pk: i + f3Pjk:i + eijk, (1)

where Yjj k represents the score for Subject k in Group i
on Trial j; J1 represents the mean score for the population
sampled; a j and f3j represent the effects associated with
membership in Group i and testing on Trial j; af3ij rep
resents the interaction effect for Group i on Trial j; Ph
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Group 2 3 4 5

I
M .35 .42 .67 .62 .81
SEM .10 .10 .09 .11 .10

2
M .12 .19 .35 .45 .56
SEM .11 .11 .11 .12 .10

Note-M = mean; SEM = standard error of mean.

and

()~f3 = (Ia[3D)/(s-I)(t-l),

where sand t denote the numbers ofgroups and trials, re
spectively. All of these terms are discussed, and deriva
tions of the expected mean squares (EMSs) in Table 3 are
given in Estes (1991).

A quantity that is important for computation ofSEs
the pooled mean square within cells ofthe design, MSw
does not appear in the table of mean squares (nor in the
ANOVA output listing) but can be computed from the
relation

Table 2
Standard Errors for Repeated Measures Example
Based on Data of Each Group on Individual Trials

Trial

MSw = [MSp:G+ (t-l)MST(p:G)]lt (2)

(Estes, 1991; Winer, 1971).
To generate the simulated data, convenient values were

chosen for the fixed quantities in Equation 1, and values
for the variable quantities were produced by a random
number generator. The table of scores so obtained? was
entered in a program for an ANOVAassuming fixed ef
fects ofgroups and trials and repeated measures over tri
als, the output being summarized in Table 4.

With the results of the ANOVA in hand, we are ready
to compute a single value of the SE ofa sample mean for
either group on any trial, SEM GT , based on the full data.
This computation and related ones can be understood in
terms of the expressions for the relevant population and
sample statistics summarized in Table 5. The center col
umn presents population variances of means and con
trasts, and the rightmost column presents corresponding
estimators of them in the form of squared SEs that are
computable from the indicated data mean squares. As
seen in the top segment of Table 5, the estimate ofSEM GT

is based on the pooled mean square within cells, MSw,
defined in Equation 2 and obtainable from the mean
squares in the lowermost two rows of Table 4. The cor
responding population value is computed similarly from
the expected mean squares in Table 3 with the result
shown in the top segment of Table 5; as should be ex
pected, the estimate from the data proves to be quite close
to the population value. to

In general, a useful rule of thumb is that one will nearly
always be on sound ground if one uses the mean square
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represents the mean score (over all trials) for Subject k
in Group i; [3Pjk:i represents the interaction effect asso
ciated with testing of Subject k ofGroup i on Trialj; and
eijk represents the random error associated with testing
of Subject k of Group i on Trial j.

Table 3 summarizes the expected mean squares that are
derived from Equation I and that are required to guide the
computation of significance tests and expressions for SEs.

The terms (5ft' (5f(p:G), and (52 in Table 3 are the vari
ances of the random effects in the design (i.e., the last
three terms on the right side of Equation I). The terms
involving ()are measures of the fixed effects of the de
sign, defined as

()5 = (Iaf)/(s-I),

Figure 4. Mean score by trial for two groups in a hypothetical
experiment with a repeated measures design. In the upper panel,
68% confidence intervals have been centered on the points rep
resenting trial means for each group. Standard errors for group
means on any trial, for contrasts comparing group means on any
trial, and for contrasts comparing any group mean with the mean
for that group on another trial are .106, .150, and .076, respec
tively (the latter two being shown graphically by the bars labeled
SEc in the lower panel).



from repeated measures on the same subjects, then, ac
cording to the model for the analysis, deviations of the
trial means from corresponding population values arise
not only from random error (the term eijk in Equation 1)
but also from subject effects (Pk:i and f3Ijk:i in Equa
tion 1) that are correlated over trials. This correlation
needs to be taken into account when one draws any con
clusion from the pattern of sample means over trials be
cause the means will deviate consistently in the same
direction from the population means with higher prob
ability than would be the case for independent groups
that yielded the same SEM bars.

When comparisons of the means of different groups
on anyone trial are at issue, the SE ofa comparison (con
trast), SEc> is more informative with respect to the reli
ability of a group difference than the SE of a sample
mean. Thus, the likelihood of appropriate interpretation
will be enhanced if the presentation of the SEMGT from
the ANOVA in a table of trial means or inclusion of SE

bars based on this value in a figure is accompanied by
mention of the value of the corresponding SEc for such
comparisons (defined in the middle panel of Figure 5) in
a footnote to the table or the caption of the figure.

When one's interest is in the patterns of group means
over trials, then neither of the SEM values given in the
upper and middle panels of Table 5 is informative be
cause neither takes account of the trial-to-trial correla
tion that must be expected in a repeated measures design.
The value of SEc for a comparison between sample
means on different trials is directly relevant, and its value
proves to be much smaller than the value for compar
isons of different groups on individual trials (as may be
seen in the rightmost column of Table 5). It is certainly
appropriate to report SEc> but a display in the form of
SE bars around sample means has no straightforward in
terpretation. A tactic that might be considered is to dis
play an SE bar of length equal to the SEc estimate but
dissociated from the sample mean curves, as illustrated
in the lower panel of Figure 4. Better, perhaps, would be
to cite the values of SEMGT and the SEes defined in the
middle and bottom sections ofTable 5 in the figure cap
tion, as done in the caption for Figure 4.

Table 5
Standard Errors for Cell Means
in Repeated Measures Example

336 ESTES

Table 3
Expected Mean Squares for Groups X Trials Design

Source df Mean Square Expected Mean Square

G s-I MSG nf(Oa)2+ fa) + a 2

T (-I MST ns(Op)2 + a~p:G + a 2

GT (s-I)(t-l) MSGT n(Oap)2 + a~p:G + a?
P:G s(n-I) MSp :G fa) + a 2

T(P:G) s(t-I )(n -I) MST(PG) ahp:G) + a 2

Note-G = groups; T = trials; P:G = subjects in groups; T(P:G) =
trials X subjects in groups.

Table 4
Analysis of Variance on Artificial Repeated Measures Data

Source df Mean Square

G I 3.~

T 4 1.69
GT 4 ~M

P:G 48 1.12
T(P:G) 192 0.07

Note-G = groups; T = trials; P:G = subjects in groups; T(P:G) =

trials X subjects in groups.

within cells, MS w, pooled over all cells of the design, as
the basis for estimating the SE ofa cell mean, SEMGT, for
both independent-groups designs and repeated measures
designs. With respect to SEs of contrasts (comparisons)
between means, when the means of different groups on
anyone trial are being compared, the basis should be the
pooled MSw,but when the comparison involvesmeans for
anyone group on different trials, the basis should be the
appropriate mean square for interaction of the relevant
experimental factor with subjects-within-groups, as
shown in the middle and bottom sections ofTable 5.

Problems of Communication
How the SEMGT value obtained from a repeated mea

sures ANOVA can best be communicated depends on
one's purposes. When the intent is only to convey infor
mation about the probable replicability ofobserved sam
ple means, it is customary to include the SEMGTvalue in
a footnote to a table ofmeans or to attach corresponding
SE bars (±.l 06 in the repeated measures example) to the
points in a figure representing sample means-for ex
ample, the points plotted for both groups in Figure 4.
This tactic is subject to the same reservations discussed
for the independent-groups example in relation to Fig
ure 1, and, at the least, the SEMGT value should be multi
plied by a factor of 1.4 to correct for the systematic un
derestimation of the true variability ofreplication means
demonstrated above.

When one's interest is in how well population means
have been estimated by sample values, SE bars based on
the obtained SEMGT can be appended to theoretical val
ues, as was done for the chance values in the top panel
ofFigure 1 and might be done for the repeated measures
case in Figure 4. However, there is a problem of inter
pretation. When the sample means for successive values
ofthe independent variable, trials in Figures 1and 4, come

Statistic

Group mean
on a trial

Comparison of
group means
on a trial

Comparison of
means of group
on different trials

Population Value

altGT = EMSwln
= .298/25
= .0119

aMGT= .109

at = 2EMSwin
= .0238

ac = .154

at = 2EMST(p:G /n
= 2(.050)/25
= .004

ac = .063

Estimate From Data

SE;'GT = MSwin
= .282/25
= .0113

SEM GT = .106

SEE = 2 MSwin
= .0226

SEc = .150
2 •

SEc = 2MST(p:G/n
= 2(.072)/25
= .006

SEc = .076
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CONFIDENCE INTERVALS

Especially in theoretically oriented research, sample
means are of interest mainly for the information they
yield about the values of population means. It is well
known that a sample mean is the best estimator ofa pop
ulation mean, but it is desirable to accompany this esti
mate with a measure of its precision. The most com
monly used measure is the CI, or confidence band, the
basis for which has been presented in the discussion of
the concept of SE M at the beginning of this article. If, in
any experiment, samples of size n are drawn from a pop
ulation of scores with mean Ji and standard deviation a,
the sample means will be distributed at least approxi
mately normally around u with aMequal to a/Vii. The
distribution shown in Figure 2, for example, comes from
drawing samples of size 25 from a population with a mean
of .50, o of .25., and, therefore, aMof .05. Referring to a
normal curve table, we can determine that a sample mean
will fall within, say, one SE of the true mean-that is,
within a band of length 2 X .05 = .10 centered on .50,
with probability .68. It follows that, with the same prob
ability, a band of length .10 centered on any sample mean
includes the true mean, .50. Consequently, given a partic
ular sample mean, for example the mean of .56 marked
in Figure 2, one denotes the band oflength .10 around. 56,
as a 68% confidence band, or CI, and the endpoints of
the interval as confidence limits.

Inactual research, one does not know the value of aM'
but the explication of the concept of CI just given is un
changed if one replaces aMwith its estimate, SEM, com
puted from the data. Thus, in the example of Figure 2,
the sample yielding the observed mean of .56 has a sam
ple SD of .177 and, therefore, an SEM equal to .055, so a
68% CI would be of length .11.

Conventionally, CIs are computed for probabilities
(C values) associated with commonly used significance
levels and expressed as percentages (e.g., C equal to 95%
or 99%, for the .05 and .01 significance levels) rather
than for probabilities corresponding to aMor SEMunits.
When the sample size is small, probabilities are obtained
from the t rather than the normal distribution. I I These
technicalities are discussed in many elementary texts
and are thoroughly reviewed by G. R. Loftus and Masson
(1994). Here, I wish only to emphasize the basic point
that the concept of CI is based on the distribution of sam
ple means around the population mean, and a CI around
a sample mean conveys information not about the likeli
hood that replication means will fall within the interval
but only about the likelihood that, over a series of simi
lar occasions, the population mean will be found to fall
within the interval.

When sample means come from a repeated measures
design, as the example in Figure 4, SEM, computed in the
manner described in the previous section, can be used to
construct a CI for any GT mean just as in the case of in
dependent groups. InFigure 4, 68% CIs (i.e., intervals of
length 2 X SEM) have been centered on each of the GT

means. Considering anyone GT mean by itself, the in
terpretation is the same as in the case of independent
groups: Over a series of replications of the experiment,
the C-level CI around the mean of a group on anyone
trial will contain the corresponding population mean on
a percentage C of occasions. Thus, just as in the case of
independent groups, the CI provides an indicator of the
precision with which the sample mean, MGT, estimates
the population mean, JiGT'

This CI is useful without qualifications mainly to fa
cilitate comparisons between experiments. For example,
ifplots of the form ofthose in Figure 4 were obtained from
several experiments of the same design conducted with
different experimental parameters, the CIs would pro
vide valid indicators of the relative precision of the JiGT
estimates obtained from different experiments. However,
when one's interest is in the pattern of GT means for a
group over trials in anyone experiment, an interpretation
of the CIs in terms of probabilities must take account of
the nonindependence ofscores for a group over trials in
herent in the repeated measures design.

When interest is specifically in comparing the means
for a particular group on two or more trials, the appropri
ate error estimate (the square root ofMST(p:G/n) can be
entered in the formula for the SE ofa contrast, as shown
in the bottom section of Table 5 and used to construct CIs.
G. R. Loftus and Masson (1994) describe the procedure
in detail and suggest that these intervals, which, ofcourse,
will be different from the CIs computed for individual
GT means, be attached to the GT means in a groups X tri
als graph. Some reservations about that practice will be
discussed below.

RECOMMENDATIONS

In this article, the problem of presenting information
about variability effectively has been addressed from two
perspectives: statistical and psychological. G. R. Loftus
and Masson (1994) give useful discussions of statistical
problems having to do with the measures that are avail
able for various purposes and how the measures can be
computed for research designs more complex than fac
torial combinations of independent groups. I have sup
plemented their treatment at a few points, but my central
focus has been on the psychological question ofhow best
to serve the user.

Background Information
Even in as routine a situation as including SEs in a table

of means, the issue of presenting adequate background
information is not trivial. Consider, for example, Table 2.
As might often be done, the SEMs were computed by a
simple descriptive statistics program that used the
within-cell mean square (MSw) for each group on each
trial as the basis for the SEM accompanying the cell
mean; not unexpectedly, the patterns of SEM values over
trials differ slightly for the two groups. If, however, SE MS

had been requested from the program that computed the
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ANOVA for the experiment, the appearance of the table
would have been different: On each trial, the SEMs for
both groups would have been identical (.10, .09, .10, .11,
and .10 for each group on Trials 1-5, respectively). The
reason for the different result in the second computation
is that the ANOVA program bases the SEMs on the
pooled MS w for each column obtained from subsidiary
ANOVAs for the simple effect of groups on individual
trials. If I had chosen to depart from the program and
compute a single SEM, applicable to all of the cells in the
table, I would have based the computation on a pooled
MSw obtained from the full data of the experiment in the
manner discussed in an earlier section.

Often, in actual research, differences among the esti
mates obtained in these different ways are much larger
than in my hypothetical example; for readers concerned
with comparisons ofexperiments or with aggregating re
sults ofexperiments, as in meta-analyses, it is important
to know the mode ofcomputation used in each case. The
thought that the need for full disclosure could be elimi
nated by imposing uniformity of the mode of computa
tion for all research published in a given journal must be
dismissed out of hand, because, as well brought out by
G. R. Loftus and Masson (1994), the advantages and dis
advantages of the different modes differ importantly
with circumstances. Choosing the mode of computation
requires informed judgment in each individual case. When
the choice has been made, information about the mode
chosen and any special considerations entering into the
decision should accompany the presentation of results,
whether the measures of variability are given in the text
of an article or displayed in tables or figures.

Displaying Standard Errors
Centering SEM bars or CIs on points representing sam

ple means in figures can be an effective way of commu
nicating information about variability, but special atten
tion to the principles of information display is needed in
order to minimize hazards ofmisinterpretation. These two
types of display involve some different issues and need
separate consideration.

As brought out in the earlier discussion, the display of
SEM bars around population means (e.g., chance levels
of performance or means predicted by theoretical mod
elst-) is often a useful practice. Attachment ofSEM bars
to plotted sample means, however, invites misinterpreta
tion. A natural interpretation, and perhaps the one assumed
implicitly by all but the most statistically sophisticated
journal readers, is that an SEM bar gives information about
the reliability of a sample mean by indicating the range
within which about 68% of sample means should be ex
pected to fall over replications ofthe experiment. The per
nicious feature of this interpretation is that it is in part
well founded but in part unfounded. The phrasing of this
interpretation commonly seen in textbooks-for exam
ple, "the interval defined by the sample mean ±2 SE gen
erally contains about 95% of the means (not the individ
uals) that would be observed if samples of the same size

were repeatedly selected" (Dawson-Saunders & Trapp,
1994, p. 86), or "Error bars indicate the range over which
measurements are likely to vary with repeated sampling"
(Kosslyn, 1994, p. 59)-is ambiguous in a major respect:
Error bars indicate the length, but not the location, of the
interval on the vertical dimension ofa figure within which
68% ofreplication means will fall. Referring again to the
hypothetical experiment represented in Figure 1, the SEM

bars of length .046 attached to the displayed mean for
Trial 3 suggest that about 68% of replication means
should fall between .514 and .606; however, because the
value .046 estimates the SD ofreplication means around
the population mean (in this case, .50), the correct ex
pectation is that about 68% of replication means should
fall between .454 and .546. It is the latter expectation that
fits the actual distribution ofreplication means shown in
Figure 2. Furthermore, as brought out in the first section
of this article, the length of the interval around the sam
ple mean that should contain about 68% of replication
means is not .092 (twice the SEM value of .046) but that
value corrected by a factor of 1.4. Thus, if SEM bars are
displayed with the purpose of conveying information
about replicability of sample means, the purpose should
be stated explicitly, and the values displayed should be
corrected for the underestimation.

Though the choice of procedure for displaying mea
sures of variability must allow for individual differences
in style among investigators, I personally recommend that
SEM bars not be attached to plotted sample means. The
reason, referring back to the consistency principle, is
that SEM bars and CIs around sample means look alike
but have distinctly different interpretations. The same
problem is not acute when SEMs are included in tables of
means, because CIs rarely appear in such tables, and, in
any event, labels for the measures included appear in row
or column headings. Even when SEMs are presented in
tables, however, if they are used to support conclusions
about the probable replicability of the sample means, it
must be appropriate to take some account of the system
atic bias inherent in the use of SEMs for that purpose.

Displaying Confidence Intervals
When CIs are presented in figures, they are necessar

ily centered on plotted sample means. If the means are
for independent groups, the interpretation is straightfor
ward. However, when there is any possible ambiguity,
the presentation should be accompanied by an explicit
specification of the population means whose probable
locations are indicated by the CIs. Ifthe means come from
a repeated measures design-for example, the one giv
ing rise to Figure 4-the same comments apply, but it is
even more important to give full information about how
the CIs are computed and what inferences they pertain
to, because there is no standardization in either respect.

For example, G. R. Loftus and Masson (1994) empha
size that, in the case ofgroups X trials curves coming from
repeated measures designs, the investigator may be inter
ested in the pattern ofa group's means over trials rather than
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in the location of particular population means, and that
CIs based on within-cell mean squares (MS w in Table 4)
are not relevant to this purpose. G. R. Loftus and Masson
give a clear exposition of how one can derive quasi-CIs,
based on interaction rather than within-cell mean squares,
that are relevant to such comparisons and suggest that
these be presented in figures to aid judgments about the
patterning of trial-to-trial variation.l! Unfortunately, this
tactic runs afoul of several principles ofeffective commu
nication. Quasi-CIs centered on sample means in a figure
look exactly like actual CIs but they do not have the same
interpretation: the latter give information about the range
within which the population mean corresponding to the
sample mean is likely to fall, whereas the former bear on
comparisons between a particular sample mean and
means for the same group on other trials.

In the interest of consistency and unambiguity ofcom
munication, it seems preferable to exhibit only actual CIs
in figures and to do so only in connection with the issue
of how closely population means are estimated by ob
tained sample means. Questions about patterning can be
addressed in other ways. For example, if the derivations
supplied by G. R. Loftus and Masson (1994) are used to
construct actual CIs around contrasts among means for
a group on different trials, these CIs can be interpreted
in the standard manner to convey information about the
range within which population values ofthe contrasts are
likely to fall. For an example, consider the pattern of
means for one of the groups-say, Group 2-represented
in Figure 4. A contrast that might be of interest is the
slope of a linear regression line fitted to the means. The
estimated slope proves to be .116 and its standard error
.013 (details of the computation being given in Appen
dix B), so expressing the result in the conventional form
.116 ± .013 would communicate 68% confidence that
the true slope falls between .103 and .129.

A property of CIs that may interfere with felicitous
communication of information is the inherent associa
tion ofa CI with a particular choice ofsignificance level.
As discussed above (see note 11), the length of a CI is
obtained by multiplying the appropriate error estimate
by two times the criterion value of t for the significance
level corresponding to the chosen confidence level (e.g.,
the criterion value of t for .05 significance when the con
fidence level is to be 95%). The principle of consistency
implies that, within anyone research report, the CIs ex
hibited in all figures should have the same interpretation,
a requirement that can be met only if a single signifi
cance level is adopted for all tests performed. That prac
tice is widely recommended, but the issue is debatable,
and investigators often deviate from the recommended
practice. (Note the frequency of"* = .05 level; ** = .01
level" and the like in published ANOVA tables).

An additional problem with displaying CIs represent
ing different confidence levels in the same article, or
even in related articles, has to do with compatibility. A
99% CI, ofcourse, implies higher likelihood than a 95%

CI that a population mean falls within a given range; how
ever, attached to a sample mean in a figure, a 99% CI is
larger than a 95% CI and tends to give the impression
that the location ofthe population mean is less sharply con
strained. When different CIs appear in different figures
that are being compared, conflicting connotations add to
the processing demand on the reader. 14

A way of combining consistency with convenience and,
at the same time, eliminating the compatibility problem
is to dissociate the use ofCIs as surrogates for significance
tests from their use as conveyers of visual information
about the precision ofestimates ofparameters. The disso
ciation could be achieved by following a standard prac
tice of using CIs corresponding to conventional signifi
cance levels, such as 95% or 99%, when the CIs appear
in the text of an article in reference to comparisons of
means but using CIs corresponding to SEM units for dis
play in figures when the purpose is simply to give a vi
sual impression of the precision with which a population
mean has been estimated. For the simulated experiment
represented in Figure 4, for example, one might exhibit
68% CI bars in the figure, as has been done in the upper
panel, to serve the latter purpose.l> Even though the data
come from a repeated measures design, the bars represent
genuine CIs, based on the SEM defined in the top panel
of Table 5. However, for the purpose ofassessing the sig
nificance of contrasts between means, either across groups
or across trials, CIs for the desired confidence level would
be computed from the SEs of contrasts defined in the
lower two panels of Table 5.

CONCLUDING COMMENT

In a recent article (Estes, 1997), I noted that the ma
jority of articles presenting research results in contem
porary psychological journals include tests of statistical
significance, usually presented in a stereotyped sum
mary ofsignificance of main effects ofexperimental fac
tors and their interactions based on ANOVAs or similar
analyses. Taking that observation together with the sur
vey reported at the beginning of this article, one might
conclude that the analysis of data, or at least the com
munication ofresults, too often stops with the display of
sample means in tables or figures together with citations
of significance levels that provide virtually no help to
readers concerned with understanding in detail the story
that a set of data has to tell. The response to this unsatis
factory state of affairs suggested by the treatments ofprob
lems ofcommunication in this article is not that investi
gators should be advised to dispense with ANOVAs and
the like but, rather, that they should be encouraged to draw
on the riches contained in the outputs of those global analy
ses for the ingredients ofmeasures of variability ofmeans
or comparisons among them that are directly informative
regarding estimates of replicability of results and infer
ences from sample statistics to population values or pa
rameters of theoretical models.
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NOTES

I. See, for example, Publication Manual of the American Psycho
logical Association (4th ed.), "where means are reported, always in
clude an associated measure ofvariability" (p. 15); G. R. Loftus (1993),
"By default, data should be conveyed as a figure depicting sample
means with associated standard errors" (p. 3); Neely (1995), "In re
porting results, authors should still provide measures of variability....
There are a number of acceptable ways to do this, including reporting
MSEs or confidence intervals" (p. 261).

2. The 1980 and 1990 volumes were Journal ofExperimental Psy
chology: Learning, Memory. & Cognition.

3. Be it understood that I am not aiming criticism at the JEP, which,
I am sure, would rate among the best of research journals in any broader
survey; it was chosen for illustrative purposes only because I have most
of the volumes used conveniently at hand on my office shelves.

4. Replicating experiments is unpopular as well as tedious. During his
JEP editorship, Melton established a section of the journal for brief
Replication Reports, which yielded few published reports and ulti
mately faded away.

5. Clearly, well known to statisticians by the middle of the 19th cen
tury, though none of the histories I have been able to consult identifies
the originator.

6. This principle has been expressed cogently by Wainer (1996):

A graph is nothing but a visual metaphor. To be truly evocative, it must cor
respond closely to the phenomenon it depicts; longer bars or bigger pie slices
must correspond to more; a rising line must correspond to an increasing
amount. If a graphic depiction of data does not faithfully follow this notion,
it is almost sure to be misleading. (p. 43)

7. This common but unsound interpretation apparently derives in
part from seemingly authoritative statements that are to be found in the
physics and engineering literature-for example, "measured value of
time = 2.4 ± 0.1 sec. [0.1 sec. being one SEj is exactly equivalent to the
two statements 'best estimate of time = 2.4 sec.' and 'probable range,
2.3 to 2.5 sec.''' (Taylor, 1982, p. 15).

8. The former procedure has the advantage of not depending on as
sumptions concerning homogeneity ofvariances and correlations ofer
rors, the latter being the advantage of the greater stability attained by
having a single estimate based on many more observations than any of
the single-trial estimates. This tradeoff is discussed by G. R. Loftus and
Masson (1994).

9. Details of the simulation can be obtained from the author on re
quest (preferably via e-mail).

10. The estimate based on MSw is the most convenient one available,
though not quite optimal. The variance ofscores within cells, a~T' is the
sum of the variances of the random effects that contribute to the vari
ability of the constituent scores and can be computed from a~T = a} +
a¥(p:G) + o-. Substitution of~he known values ofthese variances yields
a6T = .30, and therefore, aM

CT
= (a~T)l25 = .012 and aM

GT
= .1095,

very close to the value based on MSw' Estimates ofthe three population
variances are not obtainable from the ANOVA output, so, in practice,
one uses the estimate of alt

GT
based on MSw'

II. A level Cconfidence interval is computed from CI = 2t*/MSe/n,
where t* is the criterion value of t for significance level I - C with
the appropriate degrees of freedom for the given design, n is the num
ber of scores in each sample, and MSe is the appropriate error estimate
(the mean square within cells, MS w, for the case of independent
groups).

12. Strictly, the predictions should be parameter-free-that is, de
rived without use of any information from the data-as is true, for ex
ample, of predictions about probability matching (Estes, 1993).

13. G. R. Loftus and Masson (1994) also consider the problem of com
patibility between the conclusions suggested by a figure and by an
ANOVA on the data represented in the figure. They show how this com
patibility can be improved for a repeated measures design by plotting
means for scores transformed by an adjustment that eliminates inter
subject variance.

14. Tufte (1983, p. 153) points up the principle involved: "The com
plexity of multi functioning elements can sometimes turn data graphics
into visual puzzles, crypto-graphical mysteries for the viewer to decode.
... By contrast, in a non-puzzle graphic, the translation ofvisual to ver
bal is quickly learned, automatic, and implicit."

15. This tactic can be conveniently implemented because many com
mercially available statistics/graphing programs now allow the user to
choose from a menu the length ofCI bars to be plotted, and at least one
(Statview II, Abacus Concepts, Inc., 1987) instructs the user how to se
lect CI bars corresponding to SEM units.

APPENDIX A
Derivation of Variance of Replication Means

Around a Sample Mean

In an experiment, a sample of n scores is drawn from a pOp
ulation of scores having mean J1 and standard deviation a, then,
in replications ofthe experiment, a series ofadditional samples
ofsize n is drawn from the same population. Denoting the mean
of the first sample by M o and any replication mean by M" we
wish to obtain the variance of M, around Mo.

By definition, the desired variance is equal to the population
mean of(Mr - M o)2, that is, E[(Mr - MO)2], where E denotes
mathematical expectation. The quantity M, - M o is obviously
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equal to tM; - tl) - (Mo - f.l), so the variance expression can
be expanded in the identity

E[(Mr - M O)2] = E[((Mr - tl) - (Mo - tl»)2]

= E[(Mr - tl)2 + (Mo - tl)2]

- 2E[(Mr - f.l)(Mo - tl)]·

The quantities E{(Mr - f.l)2] and E[(Mo- tl)2] are the variances
ofMr and Mo,each equal to o-ln, and the expectation ofthe cross
product E[(Mr - tl)(Mo - f.l)] can easily be shown to be zero,
so we arrive at the simple result

E[(Mr - M O)2] = a-tn + a 2/n = 2a2/n ,

and the population standard deviation of replication means around
the sample mean is a/Vii, approximately equal to 1.4a/Vii.

APPENDIXB
Computation of Confidence Intervals for a Contrast

Starting with a brief review of relevant basics, a contrast
among a set of means, Mj , is given by

C = LAjMj, (AI)

where the Aj' the contrast weights, are numerical coefficients that
sum to 0, and the squared standard error ofa contrast is given by

SEE: = MSeLAJln, (A2)

where n is the number ofscores entering into any mean, and MSe
is the appropriate mean square error (Snedecor & Cochran, 1980).
For the particular case of a linear regression function for a set
ofmeans, the slope of the line is a particular case of a contrast,

defined by {3 = LjMjxjILXJ' and x, = Xj - M x , whereXj is the
value ofthe independent variable associated with sample j, and
Mx is the mean oftheXj. This expression is obtained from Equa
tion Al by letting {3 = C and Aj = Xj /LX}.

For the example discussed in the text concerning the curve of
means for Group 2 in Figure 4, the values ofXj (trials) are 1,2,
3,4, and 5, yielding Xj equal to - 2, - 1,0, I, and 2, respectively,
LXJ equal to 10, and Aj equal to - .2, -.1, 0, .1, and .2. Insert
ing the Aj values together with the observed sample means in
Equation A1 yields .116 as our estimate of {3. The same result
could be obtained by entering the data into any statistical pro
gram for a simple regression analysis. The MSe needed to com
pute the standard error of{3 is not generated by any commercial
statistical program that I am familiar with, but it can easily be
obtained by running a repeated measures ANOVA on the same
data, which, in this instance, yields anMSe equal to .045. (Note
that the MSe produced by a regression program is a residual term
that includes a mixture oferror, as defined in the model for the
experiment, and disparities between scores predicted by the re
gression function and the observed scores. The procedure used
in this example, and generalizable to other designs, amounts to
modifying the standard ANOVA by partitioning the sum of
squares for the relevant experimental factor [trials in the exam
pie] into a component associated with the linear contrast-that
is, the regression function-and a remainder [Estes, 1991D. En
tering this value, together with n equal to 25 and the x j calcu
lated above into Equation 2 yields SEJ= .00018 and, therefore,
SEll= .013.
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