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On the continuity of thought and the representation
of knowledge: Electrophysiological and
behavioral time-course measures reveal
levels of structure in semantic memory

JOHN KOUNIOS
University ofPennsylvania, Philadelphia, Pennsylvania

Time-coursestudies of semantic verification are reviewed, discussed, and reinterpreted with the aim
of drawing general theoretical conclusions about semantic memory structure. These reaction time,
speed-accuracy tradeoff, speed-accuracy decomposition, and event-related (brain) potential (ERP)
studies suggest that semantic memory is structured on at least three levels. In particular, specific mod
els of the intermediate (macrostructural) level are discussed and compared. ERP investigations of this
level suggest that context-independent and context-dependent types of semantic information are po
tentially isolable and analyzable.

Research on semantic memory has been one of the
mainstays of cognitive psychology for more than two
decades. Since the early papers of Collins and Quillian
(1969) and Meyer (1970), the focus of this research has
been on exploring how people represent, access, and uti
lize semantic information about natural categories. Of
these interests, the representation of semantic informa
tion has been the primary concern. Indeed, the investiga
tions of the 1970s pioneered the use ofa number ofideas
that have proved important to the study ofknowledge rep
resentation, such as networks, features, exemplars, fuzzy
sets, and so on (for reviews, see Chang, 1986; Kintsch,
1980; E. E. Smith, 1978).

Experimental Approach
The basic experimental approach taken by this body of

work is, in principle, simple. Subjects are presented with
pairs of terms representing common concepts, usually in
the form of a sentence (e.g., "All dogs are animals," or
"Some people are trees"). Insuch a sentence verification
task, subjects must quickly decide whether the semantic
relation given by each sentence is correct or incorrect and
respond to each stimulus with a rapid, accurate button
press to indicate their decision. Since the sentences are
typically rather simple, accuracy is usually high. So, re
action time (RT) has been the dependent variable of pri
mary interest.
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Rationale
The logic of this enterprise is straightforward. It was

hoped that comparing mean RTs to syntactically similar
sentences embodying different semantic relations be
tween the subject and predicate terms would allow infer
ences to be made about the format and organization of
information in semantic memory. This is a different ap
proach from that taken by most researchers in the field of
categorization. These researchers have usually adopted a
variety ofrating andjudgment tasks to study how people
form and utilize different types of concepts (for a recent
review, see Komatsu, 1992). The latter approach has the
advantage of reflecting how people learn and use cate
gories. The drawback is that it is difficult to infer in this
way the structure or format of this knowledge as it is
stored in semantic memory, since rating and judgment
tasks invoke undetermined processing mechanisms that
can transform and obscure important characteristics of
stored knowledge. This is why semantic memory re
searchers have preferred the sentence verification para
digm. RTs to these regimented sentences are fairly quick,
and subjects are, at best, only dimly aware of how they go
about verifying such propositions. The implication is that
the processing mechanisms that allow a subject to verify
these sentences are simple, experimentally controllable,
and probably understandable. Speeded sentence verifi
cation might therefore allow researchers to penetrate
through these processing mechanisms to the underlying
knowledge representations.

Critique of Semantic Memory Research
Unfortunately, by the late 1970s it became clear that this

enterprise might not be so straightforward. A number of
impressive models of semantic memory had been pro
posed and put into competition with each other. But this
"Darwinian" approach did not prove successful. Though
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each of these models had its own set of strengths and
weaknesses (Chang, 1986), there was no clearly superior
model to survive and dominate the field. In fact, in dis
cussing semantic memory, many current introductory
cognition texts frequently describe some of the earliest
of these models (e.g., Collins & Quillian, 1969; E. E.
Smith, Shoben, & Rips, 1974) as exemplifying the field.
What went wrong? There are at least two possibilities.

Blurring of structure and process. The most obvious
difficulty with past semantic memory research is the fa
miliar structure versus process issue (Anderson, 1978;
Chang, 1986; Hollan, 1975; Kounios, 1993; Kounios &
Holcomb, 1992; Kounios, Montgomery, & R. W Smith,
1994; Kounios, Osman, & Meyer, 1987; Rips, E. E. Smith,
& Shoben, 1975; E. E. Smith, 1978; E. E. Smith et aI.,
1974). In brief, this problem concerns whether the accu
mulated database of semantic verification results is best
explained in terms of complex knowledge structures and
relatively simple processing mechanisms (see, e.g., Collins
& Quillian, 1969; Glass & Holyoak, 1975) or relatively
simple knowledge representations and more complex pro
cessing mechanisms (see, e.g., McCloskey & Glucksberg,
1979; Ratcliff& McKoon, 1982; E. E. Smith et aI., 1974).
Tooversimplify a bit, this is another way ofasking whether
people verify propositions by simply looking up something
that is already directly stored in semantic memory, or
whether they must infer or compute the truth ofa statement
on the basis ofinformation stored in a more primitive form.
Answering this question on the basis of RT verification
studieshas proved a daunting task (Chang, 1986; Kounios &
Holcomb, 1992; Kounios et aI., 1987).

Theorists have taken a variety ofapproaches in dealing
with the structure/process question. Since the mid-1970s,
the most common approach has been to assume or assert
that there is little or no structure to stored semantic infor
mation. For instance, supporters of sequential-sampling
feature-comparison models assume minimal structure,
or even ignore the question of structure (e.g., McCloskey
& Glucksberg, 1979; Ratcliff& McKoon, 1982). The par
allel distributed processing (PDP) approach (Rumelhart,
McClelland, & the PDP Research Group, 1986) is based
on the notion that stable knowledge structure is not stored;
it is a statistical abstraction embodied in the weights on
links connecting primitive featural units. Similarly, Bar
salou (1987) argued that there are no stable stored cate
gories: "Invariant representations of categories do not
exist in human cognitive systems. Instead, invariant rep
resentations ofcategories are analytic fictions created by
those who study them" (p. 114). Barsalou argued that
categories are constructed on demand (influenced by con
textual considerations) from primitive, relatively unstruc
tured, stored information.

Premature detail. A second, more subtle, problem is
that the initial strategy used to investigate semantic mem
ory was arguably too ambitious. Initially, a number ofspe
cific models were proposed and tested with varying out
comes. However, the things that made these models so

interesting, namely their detail and specificity, were prob
ably premature. Substantial theoretical detail was in
cluded in many of the best known models in an attempt
to extend the range of empirical phenomena with which
they could cope. Unfortunately, this theoretical "suffi
ciency" was achieved at the expense of theoretical "trans
parency" (see E. E. Smith, 1978).

However laudable the goal, such premature detail had
the effect of rendering empirical tests less informative
than they might have been. This point is not unique to se
mantic memory research. In the conclusion of a review
paper on mental chronometry and models of human in
formation processing, Schweickert and Boggs (1984)
lamented the slow pace ofprogress in that field (perhaps
not coincidentally at about the same time that Chang,
1986, attempted to summarize, evaluate, and salvage as
much as possible from the semantic memory corpus).
They cited and endorsed Broadbent's (1958) proscription
against premature theoretical detail, because "if a de
tailed theory is falsified, in itself this is not progress un
less the set of remaining theories is notably smaller as a
result. He suggests that the optimal strategy is to ask ques
tions so that each answer reduces the number of remain
ing theories by half" (Schweickert & Boggs, 1984,p. 272).
They pointed out that this approach contrasts with that
described by Newell (1973) in a paper revealingly entitled
"You Can't Play 20 Questions With Nature and Win."
Schweickert and Boggs sided with Broadbent in this
methodological/philosophical dispute. As for semantic
memory, most of the published experimental results
seem more geared to test specific aspects of specific
models rather than to excising significant portions of the
model-space. So it can be argued that the history of re
search in this area represents a case study in the risks of
premature theoretical detail. This dilemma clearly im
plies that researchers should, at least for the time being,
focus their experimentation on general questions applic
able to whole classes of theories rather than to issues pe
culiar to specific models.

Overview
In this spirit, general theoretical conclusions about se

mantic memory structure will be drawn from the fol
lowing discussion and reinterpretation of selected stud
ies.' Although the methodological approaches taken by
these studies vary considerably, a common thread binds
them together-namely, that they all involve investigating
the time course of information processing in semantic
verification tasks. In what follows, it is argued that avail
able time-course methods do shed light on the structure
versus process issue, and that such studies indicate that
semantic memory is, in fact, highly structured on several
levels. In addition, specific research strategies for distin
guishing stable semantic memory structure from contex
tually influenced conceptual representations are discussed.
These strategies may enable researchers to investigate
the nature of this structure.
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Relatedness

Figure 1. Additive inverted-U reaction time (in milliseconds)
functions resulting from the manipulation of attitude-value re
latedness and order (VA, value-attitude; AY, attitude-value) in
the verification study of Thomsen, Lavine, and Kounios (in press).

Speed-Accuracy Tradeoff
Another important chronometric technique that has

been applied to the study of semantic verification is the
speed-accuracy tradeoff(SAT) method (Casey & Heath,
1990; Corbett & Wickelgren, 1978; Ratcliff & McKoon,

relatedness (as assessed by a 7-point scale administered
to the same subjects after completing the RT study). As
Figure 1 shows, the graph of RT as a function of (ques
tionnaire) relatedness depicts an inverted-U shaped func
tion (cf. E. E. Smith et aI., 1974): Sentences containing
a subject and predicate of moderate relatedness yielded
the slowest RTs, while sentences containing terms ofhigh
and low relatedness yielded much faster RTs. In addi
tion, sentences in which an attitude was the subject and a
value was the predicate yielded RTs that were faster than
RTs for sentences of the opposite concept order. Most
importantly, order and relatedness had apparently additive
effects on RT. According to additive-factors logic, order
and relatedness therefore influence independent process
ing stages. This interpretation was further supported by
the finding that the order effect vanished when the num
ber of close associates (i.e., the number of value or atti
tude terms judged by subjects to be closely related to a
given value or attitude term) was statistically controlled
for (suggesting a fan effect, Anderson, 1983). Along with
the results of Lorch (1982) and Hampton (1984), the re
sults of Thomsen et al. (in press) are consistent with the
notion that there is a comparatively early stage responsi
ble for encoding/retrieval followed by a decision mech
anism responsible for judging the truth of the sentence.
In this case, the hypothesized early encoding/retrieval
stage is presumably influenced by priming order, while
the later decision stage may be influenced by subject
predicate relatedness (cf. E. E. Smith et aI., 1974).
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CONVENTIONAL TIME-COURSE STUDIES
OF SEMANTIC VERIFICATION

Reaction Time Studies
One approach to studying the time course of semantic

verification is to measure RT in a priming paradigm
(Lorch, 1982; Rosch, 1975). In this approach, the stim
ulus onset asynchrony (SOA) between a category and a
subsequent exemplar term is systematically varied
across a range of values and the effects on RT and accu
racy are examined. The most clear-cut example of this
approach was provided in a study by Lorch (1982, Ex
periment 1) in which he simultaneously manipulated a
measure of strength ofassociation between the category
and exemplar terms (i.e., instance dominance; see Battig
& Montague, 1969) and the category-exemplar SOA for
the purpose of testing alternative predictions of various
classes of spreading-activation models of semantic
memory. He found that strength ofassociation influenced
priming in such a way that RT to verify low instance
dominance category-exemplar pairs was longer than the
RT to verify high instance-dominance pairs. However,
there was no significant interaction between the effects
ofSOA and instance dominance on RT,suggesting that the
priming functions (for low and high instance-dominance
pairs) describing RT as a function of SOA were parallel.
In other words, strength of association and SOA appar
ently had additive effects on mean RT. Lorch interpreted
these results to mean that strength of association deter
mines the asymptotic level of activation achieved on a
trial, but not the duration ofan early activation process.?
According to additive-factors logic (Sternberg, 1969)
this pattern indicates that these factors influence inde
pendent stages of processing.3

Hampton (1984) compared RTs to verify category mem
bership (e.g., oak-is a tree) and property (e.g., sparrow
has wings) statements across three levels of predicate
production frequency (a measure of association strength
similar to instance dominance). He found apparently ad
ditive effects of type of relation (category vs. property)
and production frequency (low,medium, and high) on veri
fication RT. Again, according to additive-factors logic,
these results are consistent with the notion that type ofre
lation and production frequency affect independent pro
cessing stages. These results are also consistent with the
notion that strength ofassociation affects a comparatively
early encoding/retrieval stage that is independent ofa later
decision stage whose duration is influenced by the type
of relation being verified.

More recently, Thomsen, Lavine, and Kounios (in
press) used a sentence verification paradigm in order to
study the organization of social values (e.g., freedom)
and attitudes (e.g., pro-choice) in semantic memory.
Each stimulus sentence was of the following form: "The
concept of [value/attitude] is closely related to the con
cept of [attitude/value]." Thus, the task involved a related
ness rather than a class-inclusion judgment. The important
independent variables were order (i.e., value-attitude or
attitude-value priming conditions) and subject/predicate
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1982). Although several versions of this technique exist
(see the reviews by Pachella, 1974; Wickelgren, 1977),
they all embody the same underlying principle: Instead
ofexamining differences in processing time (i.e., RT) as
a function of experimental manipulations, they measure
response accuracy as a function of the amount of pro
cessing time the subject takes (or is allowed to take). By
measuring response accuracy at a number of levels of
processing time, an SAT function describing the time
course of the accrual of accuracy can be derived. This
technique yields three parameters of particular theoreti
cal interest: the point in time at which response accuracy
or information starts to rise above chance, the rate at
which this information approaches its final asymptotic
level, and the asymptotic level of accuracy itself.

SAT and category verification. Corbett and Wickel
gren (1978) examined these parameters for category
exemplar pairs varying in instance dominance. They found
that the time at which information about the correct re
sponse started to rise above chance was unaffected by the
manipulation of instance dominance, as was the rate at
which this information approached its asymptotic level.
However, the asymptote itself was significantly higher
for exemplars higher in instance dominance. Corbett and
Wickelgren interpreted these results to mean that retrieval
dynamics (i.e., the rate of retrieval of semantic informa
tion from memory) is not affected by the manipulation of
instance dominance, but that the asymptotic strength of
the association between a category-exemplar pair does
vary with this manipulation.

In their discussion ofCorbett and Wickelgren's (1978)
results, Casey and Heath (1990) focused on the bother
some quality ofthis finding. Why should asymptotic ac
curacy be lower for category-exemplar pairs that are
lower in instance dominance? For example, why should
subjects be less accurate when judging that, say, a spider
is an animal, than when judging that a dog is an animal?
After all, a spider is just as much an animal as is a dog.

Casey and Heath (1990) had the idea that the differ
ences in asymptotic accuracy obtained by Corbett and
Wickelgren (1978) could be due to the inclusion of ex
emplars of dubious category membership (i.e., very low
typicality-e.g., is a radio a piece offurniture?) in the low
instance-dominance pairs (see note 2).4 Subjects might
legitimately brand some of these pairs as being invalid,
resulting in an "incorrect" response. This could be the
cause ofthe lower asymptotic accuracy for low instance
dominance pairs. Casey and Heath tested this hypothesis
by replicating Corbett and Wickelgren's experiment, in
cluding some uncertain category-exemplar pairs in the
low instance-dominance condition of their study, and
using only low instance-dominance pairs of certain cat
egory membership in a parallel condition (i.e., the way
Corbett & Wickelgren should, in hindsight, have done it).

Casey and Heath's (1990) results confirmed their in
terpretation of Corbett and Wickelgren's (1978) study.
When very low typicality exemplars were included, as
ymptotic accuracy (but not the rate ofapproach to the as
ymptote) was reduced. However, when none ofthe lower

typicality exemplars were of uncertain category mem
bership, asymptotic accuracy was unaffected by instance
dominance, though the rate of approach to this asymp
tote was lower for the lower typicality stimulus pairs.

However, Casey and Heath (1990) obtained another in
teresting and theoretically significant empirical finding
(the implications ofwhich they did not discuss) that rep
licated one of Corbett and Wickelgren's (1978) results.
In both SAT studies, it was found that the zero-sensitivity
intercept of the fitted SAT functions was not discernibly
affected by differences in typicality. In other words, typ
icality does not seem to affect the point in time at which
information about the correct response starts to grow.
This finding is reminiscent of the additive-factors studies
discussed above in that it suggests that early "upstream"
processes during verification vary little, if at all, in du
ration as a function of instance dominance or typicality.
As shall become evident later, this finding is of consid
erable theoretical importance.

The interpretation of SAT functions. Casey and
Heath's (1990) most salient theoretical assertion is that
their results support models ofsemantic verification char
acterized by a continuous accumulation of response in
formation over the course of a trial (see, e.g., Casey &
Heath, 1989; McCloskey & Glucksberg, 1979; Ratcliff
& McKoon, 1982). The idea is that the continuous ac
crual of response accuracy that characterizes their SAT
data signifies that the underlying accumulation of re
sponse information available to subjects is also gradual
or continuous in nature. Within the context of a semantic
verification experiment, this interpretation is very natural
and intuitive, as several of the major semantic memory
models posit mechanisms by which sets offeatures or at
tributes corresponding to the category and exemplar terms
are compared. Each comparison of a pair of features
yields a small increment in information about the cor
rect response. The comparisons occur either sequentially
or in parallel, with different starting or finishing times
(or both). The result is either a continuous response ac
curacy during a trial or a "quasi-continuous" accumula
tion characterized by a large number of tiny steps.

Unfortunately, this sort of interpretation of SAT data
is unjustified (Kounios et aI., 1987; Meyer, Irwin, Osman,
& Kounios, 1988; Wickelgren, 1977). For instance, sup
pose that on each individual trial, response information
did not accrue gradually, but in a single discrete jump
from a state ofno information about the correct response
to the final state of complete accuracy. If, because of
variability in the stimuli and the fluctuating states of the
subject, the moment in time of this transition varies from
trial to trial, then the SAT function obtained by averag
ing the data over trials (and subjects) will be continuous,
even if the underlying mechanism yields a discrete all
or-none transition on each individual trial. Wickelgren
(1977) pointed out this limitation on the kinds of theo
retical interpretations that can be given to SAT curves
and lamented the unlikelihood of discovering an experi
mental technique that could reveal whether the underly
ing mechanisms really yield continuously accumulating



response information, or whether such decisions are
made discretely.

Speed-Accuracy Decomposition
Fortunately, Meyer and his associates (Meyer et aI.,

1988) developed a technique that sheds light on this issue,
which they called "speed-accuracy decomposition" (SAD;
see also R. W. Smith, Kounios, & Osterhout, 1996). SAD
combines a new experimental procedure and quantitative
analysis that enables the experimenter to remove from an
SAT function the contribution of trials on which subjects
responded from the final state of relatively complete re
sponse accuracy. The resulting speed-accuracy function
quantifies any partial information that may exist, that is,
information about the correct response that is available
from incomplete processing only.

This is accomplished with an experimental procedure
that randomly interleaves two types of trials: (1) conven
tional ("regular") RT trials on which a subject responds
as soon as processing has been normally completed, and
(2) speed-stress ("response-signal") trials on which a re
sponse signal (e.g., atone) presented at some time lag after
the test stimulus indicates that an immediate "best guess"
response is required. Because both of these types of tri
als begin in the same way (i.e., with the presentation of
a test stimulus) and are randomly interleaved, the sub
ject must assume that each trial will be a regular one and
adopt the mental set ofemphasizing accuracy as the pri
mary goal and response speed as a secondary goal. How
ever, if a response signal is presented during the trial, the
subject must suddenly reverse priorities, immediately is
suing a "best guess" response.

Several different response-signal lags can be randomly
intermixed in the same experiment. Plotting the signal
trial response accuracies across these lags yields a con
ventional SAT function. However, this SAT function (like
all others) is contaminated by the inclusion of some tri
als on which the subject responded seemingly because of
the demands of the response signal, but really because
he/she had normally completed processing of the test
stimulus and was ready to respond on the basis of com
plete information about the stimulus. In other words, in
any SAT experiment, some percentage of the responses
are made at particular points in time not because the task
demands a guess at that time, but because even if it were
a conventional RT task, the subject would have responded
at that point in time anyway (i.e., on the basis of com
pleted processing).

This is where the regular-trial RT data come in. They
provide an estimate of the distribution of normal finish
ing times for the verification judgment. These data con
stitute one component of the statistical mixture com
prising the response-signal data (the other component
being trials on which responses were made on the basis
of incompleted processing, that is, "guesses"). The first
step toward disentangling this mixture is to obtain the
durations of the guesses (on the basis of an equation
whose derivation is given in Meyer et aI., 1988). Dura-
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tion is computed by comparing the signal-trial RT dis
tribution (separately for each signal lag) to the regular
trial RT distribution for each time bin of, say, 20 msec.
Use ofa quantitative "race" model allows the removal of
the proportion of trials based on completed processing
(estimated from the regular-trial RT distribution) from
the signal-trial distribution for each time bin. This yields
an estimated RT distribution for guessing responses; that
is, responses incited by the response signal and based
only on incomplete processing.

The second step is to derive the accuracy of these
guesses (on the basis of a separate equation derived in
Meyer et al., 1988). Given the first step, this is easily ac
complished. The signal-trial accuracy for each lag is as
sumed (on the basis of plausible and largely verifiable
assumptions) to also be a mixture of the accuracies ofre
sponses based on complete processing and responses
based on incomplete processing. Using the ratio of these
two types ofprocesses obtained in the first step, the con
tribution of normally completed processes (estimated
from the regular-trial accuracy for each time bin) is re
moved from the signal-trial accuracy (for the correspond
ing time bin). The overall guessing accuracy for that lag
can then be computed by calculating a weighted average
of the guessing accuracies across all time bins. Plotting
guessing accuracy as a function of response-signal time
lag yields a partial-information accumulation function
describing the accumulation of partial information over
the course of the average trial.

SAD and sentence verification. Kounios et al. (1987)
explored the application ofSAD to semantic verification.
They argued that this technique would be a useful tool
for resolving aspects ofthe structure versus process debate.
According to their analysis, models of semantic verifi
cation fall roughly into two basic classes: network search
and feature computation. Network-search models (see,
e.g., Collins & Quillian, 1969; Glass & Holyoak, 1975)
posit that concepts are stored as nodes in an associative
network whose links represent the semantic relations be
tween these concepts. When a category-exemplar pair
(or a sentence relating a category and an exemplar) is
presented for verification, these terms activate their cor
responding nodes. A search is undertaken for an associa
tive path connecting these nodes. If such a path is found,
the stimulus isjudged to be true. Ifsuch a path is not found,
or if contradictory paths are found, the stimulus is judged
to be false. Although the particulars of the various clas
sical network models vary (see Chang, 1986, for a review),
they are generally based on the idea that relations between
concepts are prestored (E. E. Smith, 1978). Verification
therefore usually amounts to a search of the semantic
memory structure. In a simple, "pure" search model, the
verification process should yield a discrete, all-or-none
transition from a state of no information to a state of rel
atively complete information. This follows from the na
ture of the search process. The subject should not have
any information about the truth of a semantic relation
until the search of memory is complete. Once the search
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is finished, complete information becomes available (for
details ofthis rationale, see Kounios, 1993; Kounios et aI.,
1987; Kounios et aI., 1994).

Other models emphasize computation rather than search
(see, e.g., Casey & Heath, 1989; McCloskey & Glucks
berg, 1979; Ratcliff& McKoon, 1982). These models de
emphasize or eliminate the notion ofglobal semanticmem
ory structure, positing that concepts are stored in terms of
lists or sets ofsemantic features. Semantic relations are not
prestored, but are computed on demand by comparing
pairs offeature sets. As explained above, such models pre
dict gradually accruing response information.

Kounios et al. (1987) pointed out that the empirical
status of the structure versus process distinction could
be elucidated by SAD. If the technique yields no resid
ual partial information, then some simple search model
of semantic memory would be supported. On the other
hand, evidence of partial information would favor some
variant of a computational model. They therefore ap
plied SAD to the verification of simple sentences relat
ing category and exemplar terms (e.g., "All dogs are an
imals," "All animals are dogs," or "All dogs are clothes")
and, in fact, found evidence of gradually accumulating
partial information. This information started to accumu
late at about the same point in time regardless of the type
of sentence being verified, and grew at an approximately
linear rate (in units of d') that depended on the type
of sentence. These results therefore support a feature
computation interpretation of semantic verification, al
though other findings (described below) suggest that this
is probably not the whole story (Kounios, 1993). In any
event, Casey and Heath's (1990) conclusion that response
information accumulates gradually in a semantic verifi
cation task was apparently correct, though basing this in
ference on the shapes of SAT functions was incorrect.5

Relationship to other time-course studies. There is,
however, another important point ofcomparison between
the studies ofCasey and Heath (1990) and Kounios et al.
(1987). The latter found that partial information started
to grow at about the same point in time regardless of the
type of relation being verified. They hypothesized that
verification consists of at least two (possibly discrete)
stages, or "superstages," to use Miller's (1988) term. The
early stage is responsible for stimulus encoding and the
retrieval of relevant semantic information. The second
stage accomplishes computational verification in a man
ner that yields usable partial response information. Kou
nios et al. observed that since the duration of the early
stage is not discernibly affected by changes in the type of
class-inclusion relation, these upstream processes seem
to take about the same amount oftime irrespective ofthe
type ofstimulus. This suggests that the corpus ofRT find
ings obtained over the last two decades (see Chang, 1986)
reflects effects on downstream decision processes, that
is, processes that actually compute the truth value of the
retrieved (or constructed) semantic relation. It is more
than suggestive that Corbett and Wickelgren (1978) and
Casey and Heath (1990) have both found that other se
mantic variables (viz., instance dominance and typicality)

also had no apparent effect on the time of onset of infor
mation accrual observed with a different experimental
technique (SAT). When these findings are considered to
gether with Lorch's (1982) priming results suggesting
that an early activation process is unaffected by the ma
nipulation of instance dominance (along with the similar
results by Hampton [1984] and Thomsen et al. [in press]
described earlier), the notion that early processes in a
verification task do not significantly vary in duration is
supported by data obtained with three different experi
mental procedures and considerable variation in stimuli."
As will become apparent later, a fourth-and radically
different-type ofdata suggests the same conclusion.

The granularity of semantic relations. A recent study
by Kounios et al. (1994) similarly applied SAD to the
investigation ofsemantic relations. According to the the
oretical analysis of Chaffin and Herrmann (1988), there
are two general ways to characterize semantic relations
in memory: (I) They can be thought ofas unitary links be
tween concept nodes in a network, or (2) they can be
thought ofas complex concepts in their own right, in which
case they should be decomposable into semantic features
(or "relation elements," to use Chaffin & Herrmann's
term), as are noun concepts.

Following a suggestion by Glass and Holyoak (1975),
Kounios et al. (1994) focused their investigation on the
relation of ownership or possession, because this rela
tion is very different from the kinds of class-inclusion
relations typically used in verification experiments, and
because ownership statements cannot be verified by a
similarity heuristic (cf. E. E. Smith et aI., 1974). For in
stance, the truth of the statement "Many people own
computers" is unrelated to the similarity of people to
computers. Glass and Holyoak argued that an ownership
relation is probably verified by retrieving a unitary own
ership link between semantic network nodes corre
sponding to the subject and predicate terms of such a
sentence. Kounios et al. (1994) argued that if this were the
case, the verification of such sentences should not yield
partial information, because such a unitary link would
have to be retrieved in an all-or-none fashion. However,
if semantic relations are themselves complex concepts
decomposable into elements (as Chaffin & Herrmann ar
gued), then an SAD study utilizing ownership sentences
should, in fact, yield partial information. Kounios et al.
did, in fact, find partial information, thereby supporting
the view that relations, as well as noun concepts, are
granular rather than being discrete, unitary entities. Fur
thermore, their results are consistent with the notion that
partial information (in units ofd') accumulates in an ap
proximately linear fashion over time right up to the level
of information exhibited on regular trials. Kounios et al.
argued that such a linear accumulation would be consis
tent with a model based on the retrieval or comparison of
relational features at a relatively constant rate over time.

Boundary conditions. The SAD studies cited above
indicate that stored semantic representations, whether of
noun or relational concepts, are composed ofsmall-grain
(e.g., featural) information. This, however, might not al-



ways be the case. A study by Kounios (1993) focused on
an ambiguous finding from the original Kounios et al.
(1987) article. The data from the 1987 report exhibited
a peculiar pattern of partial-information accumulation.
This information grew to high levels of sensitivity at late
response-signal lags. However, this growth was much
too slow relative to the speed and accuracy of regular
trial RT responses to predict the latter data. In other words,
extrapolation of the partial-information accumulation
functions to the level of accuracy exhibited on regular tri
als predicted regular-trial RTs that were slower and/or
less accurate than those that were actually obtained.

Kounios et al. (1987) considered two classes of mod
els to explain this phenomenon. The first was a single
process computational model (after simulations by Rat
cliff, 1988) that predicts a reduction in the slope of a
partial-information accumulation function during the
latest phase of a trial because of noise in the system and
the relative weakness of slower processes (i.e., some tri
als are slower because they utilize slower, weaker pro
cesses that yield lower accuracy). The other was a dual
process model combining independent fast-search and
slow-computational mechanisms racing in parallel, the
first one to successfully provide a verification judgment
determining the response. In the latter model, the compu
tational mechanism yields gradually accruing partial in
formation from feature comparisons, while the search
mechanism yields no partial information because it sim
ply looks up discrete, stored relations represented in a
semantic network. Since the hypothetical search yields
no partial information, and since the regular-trial RT re
sults consist of a mixture of responses-those based on
fast search and those based on slow computation-the
regular-trial RTs should seem faster and/or more accu
rate than would be predicted on the basis of the partial
information accumulation functions alone (because the
available partial information is generated by the slow
computational process only).

The most important difference between these two ap
proaches is that the dual-process model posits the exis
tence of a searchable semantic memory structure, while
the single-process model assumes no such structure. Con
sequently, evidence favoring the dual-process model
would also support the notion that semantic memory
might also contain structured coarse-grain information
(e.g., unitary relations, or perhaps even propositions) in
addition to the fine-grain (featural) information.

Kounios (1993) argued that if the dual-process model
were correct, then, in principle, experimental factors might
differentially affect the two processes. In this case, such
experimental factors could produce different effects on
the quickest (i.e., search-based) and slowest (i.e., compu
tation-based) RTs in a conventional sentence verification
(RT) task. In fact, he found such evidence, suggesting that
while the fundamental informational units of semantic
memory may be ofsmall grain size, larger-grain informa
tion is apparently also present and may be utilized in cer
tain situations. In contrast, the SAD study ofownership
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statements by Kounios et al. (1994) indicated that linear
extrapolation of the partial-information accumulation
function nicely predicts the RT and sensitivity exhibited
on regular trials, suggesting that subjects were tapping
only fine-grain information while verifying ownership
statements. This suggests that relational information is,
in general, stored only in fine-grain form, or that this
may be a peculiarity of the ownership relation in partic
ular.

The discovery ofaU-or-none information processing.
More recently, R. W. Smith and Kounios (in press; see
also Kounios & R. W. Smith, 1995) attempted to directly
demonstrate the existence of discrete all-or-none infor
mation processing. In their first experiment, they em
ployed an anagram lexical decision task in which a (non
word) string ofletters is presented and the subject's task
is to determine whether any combination ofthe letters in
the string yields a legal word or not. At the earlier of the
two signal lags Smith and Kounios employed, they found
a tiny but statistically significant trace of partial infor
mation (possibly due to heuristics that subjects may have
employed on a small number of trials), while at the later
lag there was no discernible partial information.

In Smith and Kounios's (in press) second experiment,
they sought to vary this paradigm so as to yield substan
tiallevels of partial information. Since previous studies
had demonstrated that semantic judgments yield partial
information, Smith and Kounios combined the anagram
task with a semantic judgment task. In this new paradigm,
each letter string could be rearranged to form a word. The
subject's task was to determine whether the scrambled
word presented on the screen referred to a highly image
able object or not. Surprisingly, this task yielded no dis
cernible evidence of partial information at either of the
two signal lags employed. Contrary to expectations, this
second experiment provided even firmer evidence ofdis
crete all-or-none processing than did the first. (See Smith
et aI., 1996, for simulations that demonstrate the relia
bility and robustness of these findings.)

The anagram results of Smith and Kounios (in press)
have two important implications for investigations ofdis
crete and continuous representation and processing in
semantic memory. First, they demonstrate that all-or-none
processing does indeed exist and can be detected by SAD,
which supports the applicability of this technique to the
study ofsemantic memory. Second, they indicate, in con
trast to previous results, that semantic judgments (here
based on stored imagistic information) may be accom
plished in an all-or-none fashion, which suggests discrete
knowledge representation. Unfortunately, the latter im
plication must, at present, remain tentative because it will
require further research in order to answer certain impor
tant questions about the processing strategy subjects em
ployed in the anagram-imageability task. For instance,
they may have used imageability information to narrow
the range of legal-word candidates prior to solving the
anagram. In this case, the actual (all-or-none) solution of
the anagram would have occurred last, yielding no par-
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tial information. Clearly, further SAD investigations of
this phenomenon are in order.

Conclusions
Time-course studies such as those reviewed above uti

lize valuable methods capable of shedding considerable
light on issues oflong-standing interest to semantic mem
ory researchers. In particular, these studies suggest two
important conclusions: (1) Differences in verification RT
across the various types of sentences or categorical rela
tions are usually due to differences in the duration(s) of
one or more late decision processes, with little or no effect
on early (e.g., encoding, access, or retrieval) processes.
(2) In such tasks, the retrieved information that these de
cision mechanisms process is mostly small-grain (i.e.,
probably featural) in nature, although it seems likely that
there are situations in which semantic verification is based
on larger, more complex units of information.

These conclusions are both enlightening and frustrat
ing. Although the chronometric methods that gave rise to
them have made possible a considerable reduction in the
semantic memory model space, such studies neverthe
less highlight their own inherent limitations. The ultimate
goal of semantic memory research has arguably been an
elucidation of the format of stored semantic representa
tions rather than an analysis of the (possibly ad hoc) de
cision processes subjects use to verify sentences. The early
access and retrieval mechanisms that provide informa
tion for the decision processes should theoretically yield
a more direct view ofthe nature of these representations.
However, these early processes are comparatively invis
ible to conventional behavioral research techniques, be
cause under only limited circumstances do they provide
information upon which a verification response can be
directly based, necessitating further computation before
a decision can be made. Moreover, these early processes
seem to vary little, if at all, in their temporal duration,
thereby absorbing factor manipulations without discern
ible reactions. This indicates that the sorts of conven
tional chronometric methods described above will prob
ablybe oflimited use in studying these important upstream
processes.

RT and speed-accuracy techniques are means ofana
lyzing the latency and accuracy ofovert responses to stim
uli. In a verification task, these overt responses necessar
ily indicate a subject's verification decision. Consequently,
the most important influences on these responses (as ex
plained earlier) are factors affecting the decision processes.
These factors include characteristics ofthe stored seman
tic representations (as they influence decision processes),
but they also include a host ofcontextual variables that ob
fuscate characteristics of the predecision semantic rep
resentations (Chang, 1986; Gruenenfelder, 1986; Kounios,
1993; McCloskey & Glucksberg, 1979). Since these overt
responses are, at best, contaminated indicators of seman
tic structure, what is obviously needed is a dependent
measure not determined by the decision processes that
drive overt responses. This is where electrophysiology
comes in.

THE ELECTROPHYSIOLOGY OF
SEMANTIC MEMORY

Event-Related Brain Potentials
The human brain continuously generates complex pat

terns ofelectrical activity. A subset ofthis activity can be
measured by attaching electrodes to a person's scalp and
amplifying the faint electrical signals that penetrate the
layers of bone and tissue that separate these electrodes
from the brain. This ongoing electrical activity constitutes
the electroencephalogram (EEG).

Unfortunately, EEG measurements have not yet proved
to be ofgreat use in cognitive psychology. These complex
waveforms represent agglomerations of many disparate
aspects ofbrain activity, including lower autonomic func
tions as well as higher forms ofcognition. Consequently,
it is difficult to tease apart these numerous sources of
electrical activity and their contributions to the overall
waveform.

The event-related potential (ERP) technique circum
vents many of the problems associated with analyzing
the electrophysiology ofcognition. In an ERP experiment,
EEG waveforms (i.e., graphs ofelectrical amplitude as a
function of time) are measured and recorded from the
onset of each stimulus until the end of each experimen
tal trial. These waveforms are then averaged across tri
als for each condition of the experiment. This averaging
serves to wash noise out of the waveform, noise being
defined as any electrical activity not associated with the
requirements ofthe experimental task. The resulting ERP
waveform depicts the subset of the brain's electrical ac
tivity measurable at the scalp that is associated with the
processing of the test stimulus and the execution of any
decision and response that may be required by the task
(Hillyard & Picton, 1987, have provided an excellent in
troduction to ERP research).

The ERP waveform is characterized by a series of peaks
and valleys called "components." According to standard
nomenclature, these components are named after their
polarity (P for positive and N for negative) and either their
temporal order or their latency after the onset of the test
stimulus. For example, P3 is the third positive component;
N400 is a negative component peaking about 400 msec
after the onset ofthe test stimulus. The various components
are thought to be associated with neural mechanisms un
derlying cognitive processes ranging from sensation to
response execution (Hillyard & Picton, 1987; Regan,
1989). Though ERP research may still be considered to
be in its early stages, much work has already been done to
characterize the cognitive processes corresponding to spe
cific ERP components.

N400
Of particular interest to language researchers is the

N400 component (see Osterhout & Holcomb, 1995, for
a recent review). In the initial report that sparked interest
in the N400, Kutas and Hillyard (1980) measured ERPs
to the final words of visually presented sentences that
were displayed one word at a time. They found that sen-



tences ending in a semantically inappropriate final word
(e.g., "He spread the warm bread with socks") yielded a
negative component peaking about 400 msec after the
onset of the final word. In contrast, a sentence ending
with a semantically appropriate final word (e.g., "It was
his first day at work") yielded little or no N400. Kutas
and Hillyard established that the incongruency that in
cited the N400 was specifically linguistic or semantic in
nature (rather than a general surprise reaction) by also
presenting to subjects comparable sentences ending with
a physically aberrant word (i.e., in larger type). This ma
nipulation yielded a slower positive component (P560)
that was experimentally dissociable from the N400.

In later research, Kutas and Hillyard (1984; Kutas,
Lindamood, & Hillyard, 1984) varied the expectedness
of sentence final words. They found that relatively un
expected, but semantically acceptable, final words (e.g.,
"The bill was due at the end of the hour") yielded larger
N400s than did expected endings. Furthermore, anom
alous endings that were semantically related to the ex
pected ending (e.g., "The pizza was too hot to drink")
yielded N400s that were smaller than those produced by
anomalous unrelated endings, but larger than the N400s
produced by the expected endings. These results suggested
that N400 reflects both violations of semantic context and
associative priming between individual words.

More recently, it has been argued that N400 represents
a postlexical integrative process that combines outputs
of earlier, lower level processes into a higher level rep
resentation (Holcomb, 1993; Osterhout & Holcomb, 1995;
Rugg, 1990; Rugg, Furda, & Lorist, 1988). For example,
Brown and Hagoort (1993) performed a lexical decision
experiment in which the target words were preceded by
semantically related or unrelated primes exposed for du
rations too briefto permit their perceptual identification
(i.e., by quick masking). They argued that any evidence
of a semantic priming effect of such briefly displayed
primes on N400s to the target words would indicate that
N400 reflects automatic spreading activation processes.
On the other hand, the failure to find such a priming ef
fect on N400 would indicate that N400 reflects only con
trolled, postlexical integrative mechanisms (Neely, 1991).
In fact, Brown and Hagoort (1993) found that masked
primes yielded no N400 priming effect, in contrast to the
significant priming effect on lexical decision RT and the
significant N400 priming effect obtained for unmasked
primes (see also Holcomb, 1988, 1989, 1993; McCarthy
& Nobre, 1993).

ERPs and Sentence Verification
Fischler and his colleagues (e.g., Fischler, Bloom, Chil

ders, Roucos, & Perry, 1983; see Fischler & Raney, 1991,
for a review) were the first to measure ERPs during a
sentence verification task. They found that predicate N400
was large when the subject and predicate terms of the
sentence were dissimilar (e.g., "A canary is a rock," or
"A canary is not a rock") relative to the case in which the
terms were similar (e.g., "A canary is a bird"). Moreover,
the magnitude of N400 did not seem to be particularly
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sensitive to the truth of the sentence (as indicated by the
first two example sentences), but only to the relation be
tween the subject and predicate terms.

Given what is known about ERPs, it would seem that
this technique should be a useful tool for investigating
semantic memory structure. The fact that the generation
and measurement ofERPs do not necessarily depend on
the subject making a decision and executing an overt re
sponse raised the possibility that aspects of the ERP
waveform may reflect the predecision semantic memory
processes of particular interest. In particular, Fischler
et al.'s (1983) finding that N400 amplitude reflects the
relationship between the subject and predicate terms of
a sentence without reflecting the sentence's truth value
(even when the task requires a truth judgment to be made)
suggests that N400 (and possibly other components) may
be an indicator of predecision mechanisms (e.g., re
trieval) that could yield clues about semantic memory
structure.

Consequently, Kounios and Holcomb (1992) extended
the earlier work of Fischler and his colleagues by mea
suring ERPs during the verification ofa broader range of
sentences. In addition to manipulating the relatedness of
the subject and predicate terms (e.g., dog/animal vs. dog/
furniture), they also manipulated the hierarchical level
of these terms (e.g., dog/animal or dog/furniture vs. an
imal/dog orfurniture/dog) and the quantifier applied to
each sentence (e.g., "All/Some/No dogs are animals").

In Experiment I, Kounios and Holcomb (1992) repli
cated the Fischler et al. (1983) finding that predicate
N400 is larger when the subject and predicate terms are
comparatively unrelated. Furthermore, they found that
the manipulation of sentence quantifier (hence sentence
truth value) had no effect on predicate N400, also remi
niscent of the absence of an effect of sentence negation
obtained by Fischler et al. There was, however, an addi
tional and surprising finding; namely, that the hierarchi
cal level of the predicate term also had an effect on N400
amplitude: Exemplars yielded larger N400s than did cat
egories. Furthermore, this level effect was apparently ad
ditive with respect to the subject/predicate relatedness
effect (Figure 2). A similar level effect was also obtained
on the N400 to the subject term. Experiment 2 confirmed
the existence of this hierarchical level effect in a task re
quiring subjects to make concrete/abstract judgments to
single words; not only was the N400 level effect repli
cated, but it apparently had an additive relationship with
respect to the effect of stimulus repetition. In addition,
there were no significant effects on the peak latency of
N400 in either experiment, further supporting the notion
that upstream processes in a semantic verification ex
periment vary little, if at all, in duration.

These findings were especially surprising when con
sidered in relation to the verification RTs obtained in Ex
periment I. Though there were no significant interactions
among the effects of the three semantic variables on N400
amplitude, these same variables yielded strongly inter
acting effects on mean verification RT (see also Holcomb
& Kounios, 1990).
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Figure 2. Left panel: Predicate event-related potentials at the Cz (i.e., central-midline) electrode site for four
experimental conditions (relatedness x hierarchical level).Stimulus (l.e., predicate) onset is represented by the
vertical calibration bar; horizontal axis represents time in milliseconds. Negative amplitude (microvolts) is
plotted up on vertical axis. Right panel: Mean N400 amplitudes for midline electrode sites (Fz, frontal; Cz,
central; Pz, parietal) as a function of semantic relatedness and hierarchical level (EX, exemplar; CAT, cate
gory). Both panels are from "Structure and Process in Semantic Memory: Evidence From Event-Related
Brain Potentials and Reaction Times," by J. Kounios and P.J. Holcomb, 1992, Journal ofExperimental Psy
chology: General, 121, pp, 468-469. Copyright 1992 by the American Psychological Association. Reprinted
with permission.

Kounios and Holcomb (1992) interpreted the overall
pattern ofresults as follows: (1) Since relatively early com
ponents such as the N400 (i.e., early with respect to RT)
did not discernibly vary in latency, RT differences are
likely attributable to effects on the duration ofone or more
late decision processes (assuming, ofcourse, that the N400
is not a vestigial offshoot ofthe stream ofprocessing lead
ing up to the response, and that there are no relevant early
processes that vary in latency that are not detectable by the
ERP technique). This view is also consistent with the re
sults of the additive-factors, SAT, and SAD studies re
viewed earlier. (2) In contrast to the interactions exhibited
by the RT data, the additive effects of the semantic vari
ables on predicate N400 amplitude suggest that this com
ponent may reflect aspects of semantic memory structure,
because N400 may (directly or indirectly) reflect predeci
sion semantic access or retrieval mechanisms that reveal
characteristics of the knowledge structure(s) within which
they operate. In particular, (3) the additive effects on predi
cate N400 of the subject-predicate relatedness and predi
cate hierarchical-level factors suggest that these factors
may represent orthogonal dimensions ofsemantic memory
structure, the relatedness dimension being relational (i.e., a
property of pairs of words) and the level dimension being
nonrelational (i.e., a property of individual words). And
lastly, (4) this semantic memory structure is also non
propositional, because propositions possess truth value,
while there were no effects of truth value (i.e., quantifier)
on N400 amplitude. Kounios and Holcomb (1992) there
fore argued that the semantic memory tapped in the clas
sic verification paradigm stores single-word meanings and

unquantified relations between concepts. Downstream
processes must construct propositions for verification on
the basis of this retrieved information.

As explained below, subsequent studies call for a par
tial revision and elaboration ofthis overall interpretation.
These subsequent experiments were part ofa separate line
ofERP research that was later discovered to bear an un
expected relationship to the Kounios and Holcomb (1992)
sentence verification study.

Concreteness Effects
An area of research that has rarely made theoretical

contact with traditional semantic memory research (but
see Glass, Millen, Beck, & Eddy, 1985) concerns concrete
ness effects on semantic processing. The standard find
ing (see Paivio, 1990, 1991, and Schwanenflugel, 1991, for
recent reviews) is that people process concrete words and
sentences (e.g., apple, or "He bit into the juicy, red apple")
more quickly and accurately than abstract ones (e.g., lib
erty, or "Liberty is the highest ideal of a civilized soci
ety"). Two main theories address this phenomenon.

Dual-coding theory. Dual-coding theory (Paivio,
1990) states that there are two knowledge representation
systems: a verbal system that contains abstract word
meanings and a concrete system that contains image
based information. These two systems are hypothesized
to be located in the left and right hemispheres of the
brain, respectively. According to dual-coding theory, con
crete words and sentences are processed more quickly
and accurately because they are processed by both sys
tems, since concrete words have both abstract meanings



and associated imagery; in contrast, abstract words are
processed only by the verbal system.

Context availability. The context-availability model
(at least in its strong form, see Schwanenflugel, 1991;
Schwanenflugel & Shoben, 1983) rejects the notion of
multiple types ofrepresentations or representational sys
tems. Instead, it explains concreteness effects in terms
of available inter- or intraitem context to support com
prehension (Kieras, 1978). According to this notion, ab
stract words and sentences are simply more vague than
concrete ones, containing less information and/or fewer
strong connections to related material in semantic mem
ory. This difference in amount of information or number
of strong connections is thought to be quantitative and
not qualitative (Schwanenflugel & Shoben, 1983).

Testing the structural assumptions of dual-coding
theory. A recent ERP study by Kounios and Holcomb
(1994) tested the conflicting structural predictions ofthese
two models. Dual-coding theory posits two independent
(but interconnected) semantic memory structures (verbal
and imaginal) located in the left and right hemispheres of
the brain, respectively. On the other hand, the context
availability model explicitly argues against such structure.
Consequently, Kounios and Holcomb sought evidence of
appropriate hemispheric lateralization of ERPs during
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the processing ofabstract and concrete words. Ifthese two
types of words yield different topographic distributions
of ERPs across scalp electrode sites consistent with the
structural underpinnings ofdual-coding theory, then the
antistructure account ofconcreteness effects provided by
the context-availability model would have to be revised
or rejected. On the other hand, the absence ofa meaning
ful difference in the topographic distributions ofthe ERPs
would weigh against dual-coding theory."

One of the tasks Kounios and Holcomb (1994) em
ployed required subjects to view individual words and
judge whether they were concrete or abstract. Figure 3
shows the average ERP waveforms (at 13 electrode sites)
corresponding to the first presentations of concrete and
abstract words. The top of the figure corresponds to the
front of the head, the bottom of the figure to the back of
the head, the right side of the figure to the right side of
the head, and the left side ofthe figure to the left side ofthe
head. Negative amplitude is plotted up (according to con
vention). Stimulus onset is shown by the vertical calibra
tion bar at the bottom of the figure.

Since such waveforms may be difficult for the un
trained eye to read, and for the sake of simplicity, it may
be helpful to consider Figure 3 in relation to a quantifi
cation of certain aspects of these waveforms. The bot-

Concrete/Abstract Task
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Figure 3. Event-related potential waveforms for concrete/abstract word classification study. From "Concreteness Effects in
Semantic Processing: ERP Evidence Supporting Dual-Coding Theory," by J. Kounios and P. J. Holcomb, 1994, Journal ofEx
perimental Psychology: Learning, Memory, & Cognition, 20, p. 818. Copyright 1994 by the American Psychological Association.
Reprinted with permission.



Electrode Site (hemisphere)

stract words was considerably greater over the left hemi
sphere than the right. This is exactly the pattern pre
dicted by dual-coding theory: Concrete words are pro
cessed by both hemispheres, while abstract words are
processed predominantly in the left. Furthermore, the
top panel of the figure shows a different front/back
topography; the difference in N400 amplitude between
concrete and abstract words is greater at anterior than
posterior electrode sites. Overall, these results provide
firm support for the structural claims ofdual-coding the
ory at the expense of the context-availability model.

ERPs and context availability. The hemispheric ef
fects just described constitute strong evidence against a
purely contextual account of concreteness effects. Nev
ertheless, it would be unrealistic to conclude from these
results that context does not play any role in tasks used
to study concreteness effects. Consequently, Holcomb,
Kounios, and Anderson (1996) performed another ERP
study (similar to Schwanenflugel & Stowe's, 1989, RT
study) to clarify the relative contributions ofcontext and
structure. This experiment involved the presentation of
sentences, one word at a time, in which the concreteness
ofthe sentence stems and final words was separately ma
nipulated. Half of all the sentences were "congruent";
that is, they made sense (e.g., concrete: "The plumber
could not fix the leak in the pipe without his tools"; ab
stract: "The total lack of knowledge on a topic is called
ignorance"). The other halfwere "anomalous" (e.g., con
crete sentence stem with concrete final word: "In order
to bring the crops to market, the farmer had to hitch the
horse up to the juice"; concrete stem with abstract final
word: "Remember to bring the corkscrew so that we can
open the bottle ofvintage deduction"; abstract stem with
abstract final word: "Convicted ofa crime he didn't com
mit, the young man knew there was no such thing ssfool
ish"; abstract stem with concrete final word: "Mad that
his sister had blamed him, Jimmy said that it wasn't his
potatoes"). As the examples show,each concrete sentence
stem predicted a concrete final word, whether or not the
actual final word rendered the sentence anomalous. Sim
ilarly, abstract sentence stems predicted abstract final
words. Final-word predictabilities for concrete and ab
stract congruent sentences were equated by asking a sep
arate group of subjects to produce best-completion final
words for each sentence frame. The final group of sen
tences was selected so that the final-word production fre
quency was the same for concrete and abstract congru
ent sentences; final-word length and frequency were also
equated. (Obviously, final-word predictability for con
crete and abstract anomalous sentences could not be
equated.) After each sentence's final word, the subject
had to judge whether or not the sentence made sense and
respond with the appropriate buttonpress.

To summarize, the main focus of the experimental
design employed by Holcomb et aI., 1996, was the final
word of each sentence. Each final word was either con
crete or abstract. Each sentence was (1) either congruent
or anomalous and (2) predicted either a concrete or an ab
stract final word. Congruent sentences that were concrete
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Figure 4. Quantified event-related potential results from
concrete/abstract word classification study. Top panel: mean
N400 to concrete and abstract words (vertical axis) from posterior
to anterior electrode sites (horizontal axis: occipital, Wernicke's,
temporal, anterior-temporal, frontal). Bottom panel: Mean N400
amplitude (microvolts) to concrete and abstract words (vertical
axis) measured at Wernicke's left and right electrode sites (hori
zontal axis). From "Concreteness Effects in Semantic Processing,"
by J. Kounios and P. J. Holcomb, 1994, Journal ofExperimental
Psychology: Learning, Memory, & Cognition, 20, p. 820. Copy
right 1994 by the American Psychological Association. Reprinted
with permission.

tom panel of Figure 4 shows the mean N400 amplitudes
(i.e., the means for the time-window from 300 to
500 msec) for concrete and abstract words plotted as a
function of hemisphere (specifically, the Wernicke's
area electrode site over the left hemisphere and the ho
mologous site over the right hemisphere). As the figure
shows, N400 amplitude for concrete words was virtu
ally identical across hemispheres, while N400 for ab-



always ended with a concrete word, and congruent abstract
sentences always ended with an abstract word. Anomalous
sentences predicted one type of word and could end in
either type.

Figure 5 shows the ERPs to concrete and abstract final
words for congruent sentences. The most important re
sult for these conditions was that there were no statisti
cally significant differences between these waveforms in
any time-window examined (e.g., 150-300,300-500, or
500-800 msec) or at any electrode site. Clearly the con
textual support for each final word provided by the highly
predictive sentence stem that preceded it overwhelmed
any potential structural (e.g., hemispheric) effects of con
creteness. In contrast, there were substantial and interest
ing differences for the anomalous sentences, as shown in
Figure 6.

The left panel of Figure 6 quantifies the average ERP
amplitudes for final words ofanomalous sentences in the
150- to 300-msec (i.e., P2) time-window preceding the
300- to 500-msec window typically used for N400 mea
surements (right panel). The graph shows the amplitudes
for the four conditions ofanomalous sentences: (I) con
crete final word presented after a concrete context (i.e.,
after a concrete sentence stem), (2) concrete final word
after an abstract context, (3) abstract final word after a con
crete context, and (4) abstract final word after an abstract
context. The most striking result revealed by this figure
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is the apparent additivity ofamplitudes yielded by the fac
torial manipulation offinal-word type and preceding con
text in the 150- to 300-msec time-window. In contrast, the
right panel ofFigure 6 shows the results for the same con
ditions in the subsequent time-window (viz., N400, 300
500 msec). Here there is a clear and unambiguous inter
action between the word type and context factors.

A straightforward model can account for these results.
For the anomalous sentences, the amplitude additivity that
characterizes the 150- to 300-msec window suggests that
word type and context are processed by independent and
nonoverlapping populations of neurons during this time
window (ora previous one).8 However, by the next latency
window (N400), this independence clearly disappears; the
N400 datacannot support the notion that these two types of
information are processed independently. This suggests
that for anomalous sentences, stable (i.e., structural) word
type information and stem type (i.e., contextual) informa
tion are initially processed independently, followed by an
attempt to integrate these two types of information.

In contrast, final words ofcongruent sentences showed
no reliable word type effects during any time-window. This
result might, at first, seem to weigh against dual-coding
theory because one might expect concreteness effects to
be evident in this experimental condition. However, the
reason such effects were not found here is likely due to
the nature of the technique employed. ERPs reflect the
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Figure 6. Anomalous-sentence results from Holcomb et al, (1996). Left panel: mean ERP amplitudes
(microvolts) for abstract and concrete flnal words from anomalous sentences in the 150- to 300-msec time
window. Right panel: corresponding results for N400 time-window (300-500 msec).

brain's electrical response to discrete stimulus (or re
sponse) events; ongoing activity that is not significantly
altered by or correlated with such an event is washed out
by averaging the waveforms across individual trials. The
use of sentence frames that were highly predictive of the
meanings ofthe final words probably allowed subjects to
accurately anticipate these meanings. If the final-word
meaning were strongly anticipated or primed, then its
subsequent presentation might not have caused enough
ofa change in the state ofthe brain's semantic represen
tation system to result in an appropriate semantic effect
on the ERP. In this case, one would not expect to detect
final-word concreteness effects.?

Conclusions. The concreteness ERP studies reviewed
above point to several important conclusions regarding
semantic memory. First, the topographic effects found in
the single-word study reported by Kounios and Holcomb
(1994) show the importance of structure, in this case,
theoretical structure corresponding to or derived from
gross anatomical structure. Second, the final-word ERPs
for concrete and abstract congruent sentences (Holcomb
et al., 1996) suggest that a strongly supportive context
can obfuscate the electrophysiological manifestations of
this structure. Third, when the context is not congruent
with the final word, word type and context effects are
initially independent followed by a subsequent interac
tion. These results, together with those of the sentence
verification study by Kounios and Holcomb (1992), sug
gest an interpretation ofthe cognitive processes that cor
respond to the N400. This interpretation is outlined below,
along with its general significance for the study of se
mantic memory structure.

N400 and Semantic Memory
The N400 effects reviewed above can be understood

as manifestations of one or more processes that attempt

to combine information from different sources into a
higher level (i.e., postlexical) concept representation
suitable for further processing (see Osterhout & Holcomb,
1995). This is most clearly illustrated by the sentence
concreteness/context experiment just described (Hol
comb et al., 1996). For anomalous sentences, context and
word type are processed separately and independently
during (or prior to) the 150- to 300-msec time-window;
this amplitude additivity suggests that independent pop
ulations of neurons are responsible for processing these
two types of information, with each neuronal population
contributing independently to the overall amplitude of
this component (but see note 8). This view makes par
ticular sense given that the context preceding the anom
alous final word strongly predicts some other (unrelated)
best completion. It may be that words with little or no over
lap in meaning are represented in populations ofneurons
that do not overlap. Consequently, the additive effects of
context and word type on ERP amplitude in the 150- to
300-msec time-window may signify a nonoverlap of neu
ronal populations representing two unrelated words: the
explicit final word and the one implied or predicted by
the context.

On the other hand, for anomalous sentences, context
and word type interact strongly during the N400 time
window, suggesting that here context and word type in
formation are being processed by overlapping popula
tion(s) ofneurons. Thus, N400 is plausibly interpreted as
marking the attempted integration of two previously sep
arate knowledge representations into a single represen
tation. In this case, the hypothesized integration is, of
course, unsuccessful, because the anomalous nature of
these sentences does not permit meaningful integration.
This contrasts with the case of the congruent sentences,
which show no concreteness effects for either the 150- to
300- or 300- to 500-msec time-windows. As noted, the



absence ofobservable ERP concreteness effects suggests
a virtually complete overlapping ofneuronal populations
corresponding to the meanings of the predicted and sub
sequently presented words.

How can this view be reconciled with the additive ef
fects of subject-predicate relatedness and hierarchical
level on predicate N400 obtained in the Kounios and Hol
comb (1992) sentence verification study? They argued that
this phenomenon was consistent with the notion that re
latedness and hierarchical level are independent dimen
sions ofsemantic memory structure. However, the results
of the Holcomb et al. (1996) concreteness/context study
suggest a revision of this interpretation. Instead of re
flecting a structural factor, relatedness may instead be con
strued as a contextual manipulation (i.e., with the sen
tence subject providing a context for the subsequent
predicate). According to this scenario, the Kounios and
Holcomb sentence verification results do not necessarily
mean that the relatedness manipulation reflects only
structural aspects of semantic memory, but that it may
be, at least partially, a contextual factor. This view is con
sistent with the finding that effects on N400 amplitude
of semantic priming interact with a clearly contextual
variable such as repetition (e.g., Schwartz, Holcomb, &
Kounios, 1990), while the noncontextual hierarchical ef
fect found in the single-word experiment ofKounios and
Holcomb (1992, Experiment 2) did not interact with rep
etition. So, these sentence verification results may also be
interpreted as supporting the independence ofcontextual
and structural effects on upstream processes. However,
in this case, the hypothesized independence of these two
types of information survived the integration process pre
sumably reflected by N400, hence the additive N400 ef
fects. This suggests that integration may sometimes
amount to linearly combining semantic representations
and outputting a relatively simple function of the inputs.
In the case of interacting N400s, (attempted) integration
that is either of another form or that uses different types
of information as inputs can instead be nonlinear, result
ing in a representation with characteristics that may be
very different from the inputs to this process. However,
the integration hypothesis clearly suggests caution in gen
eralizing across experimental tasks, since the type of inte
gration occurring may very well depend upon character
istics ofthe task (Bentin & Peled, 1990; Holcomb, 1988).
Nevertheless, systematic manipulation of semantic and
contextual variables may, in the future, yield a classifica
tion ofconcepts into linear and nonlinear types based on
N400 and other ERP results.

However, N400 does not seem to represent the final
step in the semantic integration process. Kounios and Hol
comb (1992) found no effects of sentence quantifier on
predicate N400. Since a sentence's quantifier determines
its truth value (e.g., "All dogs are animals" vs. "No dogs
are animals"), the absence of an effect of quantifier on
predicate N400 suggests that this integration process did
not (in this task) incorporate truth value into its outputted
representation; hence it is nonpropositional. Subsequent
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mechanisms are likely responsible for constructing the
final propositional representation.

A FRAMEWORK FOR UNDERSTANDING
SEMANTIC MEMORY STRUCTURE

Each of the RT,SAT, SAD, and ERP studies discussed
above reveal something about semantic memory struc
ture. Unfortunately,the term structure has been used some
what equivocally here (and elsewhere). Semantic mem
ory can actually be described as exhibiting at least three
levels ofstructure, referred to below as micro, macro, and
global. Different kinds ofexperimental results elucidate
different levels ofthis overall structure. Each of these lev
els will undoubtedly prove important to future semantic
memory research, as each makes use of some unique the
oretical primitives and different research methods.

Overview
The notion ofa knowledge representation is obviously

an abstraction. Nevertheless, a knowledge representation
must, by definition, be accomplished in (or at least reside
in) a physical medium, in this case, the brain. The physi
cal nature ofthe brain, in turn, imposes certain constraints
on the abstract characteristics of a representation. An
analysis of these constraints is useful in that it provides
a concrete perspective on the otherwise ephemeral qual
ity of a representation.

The analysis begins with the metaphor of a represen
tation as a physical "thing." At the first (micro) level, a
thing must be "made of" something. For this purpose,
most representational frameworks make use of the no
tion ofunits ofknowledge, usually features or attributes,
as a theoretical primitive. Whatever "units" are (e.g., cor
responding to individual neurons or to populations of
neurons), they can be characterized by the qualitative
distinction of type and the quantitative distinction of in
formational grain size. At the second (macro) level, a set
ofunits (corresponding to a neuronal population) can col
lectively comprise or instantiate a representation. Such a
set of units also has grain size, which is a function of the
number of units in the set as well as the grain size of the
individual units. A set of units also has an internal orga
nization specifying the relations among the units; this or
ganization can be described in both structural (e.g., cyto
architectonic) and dynamic (e.g., neurophysiological)
terms. At the third (global) level, a representation has lo
cation (e.g., neuroanatomical) and density (e.g., spatially
distributed or localized). These three levels are discussed
in more detail below and are characterized in Table 1.

Microstructure
As just described, the term microstructure refers to

characteristics of the representational medium, namely,
to the grain size and type of theoretical units constitut
ing a semantic memory representation. 10 Here, the grain
size distinction refers to the amount of information rep
resented by each unit. Unit grain size is therefore related
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Table 1
Levels of Semantic Memory Structure

Note-++, a distinction or relationship by definition or logical impli
cation; +, a probable relationship; ?, it is unknown whether such a rela
tionship exists; 0, the dimensions in question are probably independent.

to the granularity of the overall representation; that is,
where it lies on the discrete-continuous dimension, be
cause a representation composed oflarger grains or chunks
lies closer to the discrete end of this continuum (i.e., if
the number of units is held constant). The unit-type dis
tinction refers to the possibility that representations are
decomposable into qualitatively different types of prim
itive units (e.g., units that are perceptual or abstract in
nature). The relationship, if any, between the unit type and
grain size distinctions is presently unknown.

Table 1 describes some characteristics ofthe three lev
els of structure. Each cell of the table indicates the rela
tionship between a level ofrepresentational structure (i.e.,
micro, macro, and global, given by the rows) and certain
characteristics that are applicable to the levels (given by
the columns). More specifically, each cell notes whether
a difference between two representations at a given level
of structure signifies a difference between these represen
tations in their representational media, differences in the
neuronal populations that instantiate these representations,
or whether entirely different neuroanatomical structures
are responsible for instantiating the two representations.

The left-most column refers to differences between rep
resentations due to differences in the representational me
dium. The two plus signs in the upper left-hand cell indi
cate that this characteristic defines the microstructural
level, in other words, that unit grain size and type define
representational microstructure.

The cell in the second column ofthe first row ofTable 1
refers to whether a difference at the microstructural level
between two representations implies that these represen
tations involve disjoint populations ofneurons (i.e., within
a particular anatomical brain structure; see below). In
other words, must two concepts (or different components
of the meaning of a single concept; see Damasio & Da
masio, 1992) that have a qualitative (i.e., unit type) dif
ference in their representational media be represented by
disjoint populations ofneurons? (Clearly, the quantitative
grain size distinction makes no such implication.) A ques
tion mark has been placed in this cell, since the answer
to this question is presently unknown. For instance, if
(given some mapping of neurons on to theoretical units;
see note 10) a particular neuron can directly participate in
the representation ofconcepts (or components ofconcepts)
composed of only one type of theoretical unit (and per
haps only at a particular level ofgranularity), then differ-

Level

Micro
Macro
Global

Characteristics of the Levels

Different Disjoint
Representational Neuronal

Media Populations

++ ?
o 0
+ +

Separate
Anatomical
Structures

?
o
+

ences between representations in unit type (or unit grain
size) may signify the degree of nonoverlap between the
neuronal populations instantiating the representations.

The third column refers to whether the neuronal pop
ulations responsible for representating two concepts (or
two components of the meaning ofa single concept) that
differ at the microstructural level must be located in sep
arate anatomical brain structures (e.g., the two cerebral
hemispheres or a pair of smaller structures). The ques
tion mark in the upper-right cell ofTable I indicates that
it is presently unknown whether a microstructural dif
ference between two representations necessarily indi
cates that the representations are maintained in separate
anatomical brain structures.

Instead of directly focusing on the issues of unit type
and grain size, most semantic memory research has fo
cused on the appropriate type(s) ofrepresentation to em
ploy in theory construction (e.g., propositional, imaginal,
relational, etc.). There seems to be good evidence for the
existence of qualitatively different types of representa
tions (Paivio, 1990; Shepard & Cooper, 1982). Future re
search may show that a fundamental difference in type of
representation (e.g., verbal vs. imaginal) always implies
a corresponding anatomical distinction, as in Paivio's
(1990) dual-coding theory. However, the microstructural
distinction does not refer to whether two representations
are qualitatively different, but to whether the fundamen
tal primitive units constituting a representation are qual
itatively different. It may be possible to construct quali
tatively different types of representations from a single
type of unit, in which case the existence of two qualita
tively different types of representations does not neces
sarily imply nonoverlapping neuronal populations (or
anatomical brain structures). However, it may be that dif
ferent anatomical structures utilize fundamentally dif
ferent types oftheoretical units as representational build
ing blocks.

There are several techniques for studying representa
tional grain size (reviewed by Meyer et aI., 1988; Miller,
1988). The grain size issue has been primarily addressed
by SAD (Kounios et aI., 1994; Kounios et aI., 1987). On
the other hand, as there are no experimental techniques
specifically designed to investigate distinctions of unit
type, the most profitable approach to this problem may
be a purely theoretical one: Given a specific type ofunit,
is it theoretically possible to construct qualitatively dif
ferent types of representations?

Macrostructure
Representational macrostructure is characterized by

the size ofa representation, with size here defined by the
number and grain size of the units constituting the rep
resentation, and by the internal organization or relational
structure of these units within the representation. Since
there are currently no theoretical or empirical reasons to
think that representational size or organization imply
anything about representational medium, a zero has been
placed in the "Different Representational Media" cell of
the macrostructure row ofTable 1.11 As for the "Separate



Anatomical Structures" cell, there is also currently no rea
son to think that a given anatomical brain structure can
not form representations of different sizes or relational
structures. Consequently, a zero has also been placed in
this cell to indicate that differences in representational
macrostructure probably imply nothing about neuro
anatomy. Instead, the focus of the present discussion of
macrostructure is primarily concerned with the issue of
distinguishable neuronal populations (within a given ana
tomical structure).

Clearly, there is no a priori reason to think that two rep
resentations that differ in size or organization must be in
stantiated in disjoint neuronal populations; hence the zero
in the middle cell of Table 1. Overall, the middle row of
the table suggests that differences in representational size
and internal organization do not, to the best ofour knowl
edge, imply anything about the nature of the representa
tional media, the nonoverlap ofneuronal populations that
form the neural substrate of the representations, or the
anatomical location and density (localized vs. distributed)
of representations. However, in spite of the seeming un
informativeness of the macro level, there is much theo
retical potential here, particularly with regard to the issue
of disjoint neuronal populations.

The additive effects on ERP component amplitudes
obtained in the concreteness/context study of Holcomb
et al. (1996) and the sentence verification study of Kou
nios and Holcomb (1992) indicate that semantic repre
sentations could be associated with disjoint sets of neu
rons, with each set providing an independent contribution
to the amplitude of an ERP component (see also John
son, 1993; Schweickert, 1993). This, of course, weighs
against any fully distributed model of semantic represen
tation, because such models (by definition) assume that
all of the units in a network participate fully in every rep
resentation (for a discussion, see Feldman, 1989; Hin
ton, McClelland, & Rumelhart, 1986). The existence of
disjoint populations of neurons processing different as
pects ofmeaning therefore suggests representational mod
ularity. (A modular representational scheme can, of course,
take advantage ofprinciples ofdistributed representation
within each module.)

In addition, a modular form ofrepresentation can eas
ily account for results such as the hierarchical level effect
on N400 found by Kounios and Holcomb (1992). They
found that exemplar terms yielded larger N400s than did
category terms. Ifconcepts are viewed in terms ofsets of
features, then a category term can be transformed into a
(subordinate) exemplar term by adding features (i.e., in
creasing representational size; cf. Hinton et aI., 1986).
Similarly, an exemplar term can be transformed into a
(superordinate) category concept by subtracting features.
Given an appropriate mapping of features on to neurons,
more neural activity (e.g., a larger N400 negativity re
sulting from the firing of a greater number of neurons)
would be expected during processing of exemplar terms
than during processing of category terms.

One research strategy for investigating semantic mem
ory macrostructure has already been mentioned. Evidence
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ofadditive effects of semantic variables on ERP compo
nent amplitudes suggests modularity of neural represen
tation. Hence, future factorial ERP experiments along the
lines of those reviewed above should yield valuable evi
dence concerning semantic memory organization. There
is, however, one caveat to this approach. Since the conclu
sion that two factors yield additive effects is dependent
on the acceptance of the null hypothesis (i.e., no interac
tion), researchers must take pains to hypothesize addi
tivity based only on very sensitive statistical tests.

A complementary approach to analyzing ERP addi
tivity has been discussed by Johnson (see Johnson, 1993,
for a review). He pointed out that if two factors produce
independent effects on the amplitude of an ERP compo
nent, then these independent contributions are probably
produced by different populations ofneurons (i.e., neural
"generators"; however, see note 8). Obviously, two dis
joint networks of neurons are likely to (but do not nec
essarily) occupy different physical regions of the brain,
so these independent contributions to component ampli
tude are likely to be generated in different locations in
the brain. This would result in different topographic dis
tributions of the effects of the two factors across the var
ious electrode sites on the scalp (i.e., after the amplitudes
have been appropriately normalized; see McCarthy &
Wood, 1985). For example, semantic factors A and B
might yield additive effects on N400 amplitude (i.e., a
nonsignificant A X B interaction). However, if these
(additive) effects originate in different areas of the brain,
then the specific additive relationship between A and B
should vary across electrode sites.

This approach will undoubtedly prove extremely use
ful, although another caveat is in order. The resolution of
topographic ERP maps necessarily depends on the type,
size, spatial orientation, and depth of neural generators,
as well as on the number and distribution of electrodes
over the scalp (Duffy,Iyer, & Surwillo, 1989;Nunez, 1990;
Wong, 1991). Even under the best of circumstances, sur
face electrode recordings may not always yield evidence
of differential scalp topography. For instance, the more
deeply situated within the brain is a generator, the greater
the outward spread (i.e., volume conduction) of the elec
trical field emanating from the generator. This is analo
gous to a flashlight beam growing wider with distance.
Alternately, the generation ofa specific ERP component
may not occur in a relatively small, well-defined region
of neural tissue; the component may be produced by a
large, spatially diffuse collection ofneurons. In this case,
distinct ERP topographies may not be easily discrimi
nated by conventional methods.

It should be kept in mind, however, that additive am
plitude effects do not necessarily directly result from
separate contributions from two or more independent
neural generators. As already discussed, such a pattern
could also occur ifa single neural generator is producing
the ERP component in question, and if that neural gen
erator yields outputs that are a linear combination of its
inputs (see note 8). So, finding additive amplitudes in
the absence ofdifferential topographies may suggest that
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a single generator is responsible for producing the addi
tivity. This conclusion would gain added credibility if the
single topographic pattern were fairly distinct and detailed,
indicating a degree of spatial resolution high enough to
allow one to detect subtle topographic differences result
ing from multiple neural generators.

The notions ofadditivity discussed above, whether re
sulting from a single or from multiple neural generators,
suggest an interesting approach to studying semantic
memory structure, semantic context, and the nature of
concepts. First, consider the case in which one neural
generator yields outputs reflecting a linear combination
ofinputs from two nonoverlapping neuronal populations
influenced by two distinct classes of semantic variables,
structural and contextual:

A = [C + S] + Z.

In this equation, A is the measured amplitude of the com
ponent in question, C is the contribution to this amplitude
from a single generator corresponding to a neuronal pop
ulation representing contextual information, S is the con
tribution from a neuronal population representing stable
(i.e., structural) semantic information, and Z is the con
tribution from all other sources. This is the simplest con
ceptualization, and can be analyzed further. For instance,
it is unlikely that semantic memory structure is organized
along only one dimension; there are a number of seman
tic variables that may reflect real cognitive and neural dis
tinctions. If these semantic factors represent truly inde
pendent dimensions of semantic structure, then they
should yield amplitude effects that are additive with re
spect to each other and with respect to the effects ofcon
textual manipulation:

A = [C + (Sl + S2 + ... + sn)] + Z.

Such a result would argue in favor ofa complex, decom
posable semantic memory structure. The lack of inter
actions among the factors could, however, weaken the
empirical distinction between contextual and structural
factors, unless, for instance, the structural subfactors had
a coherent set oftopographic distributions that was qual
itatively different from the topographic pattern due to
contextual manipulations. Then it could be argued that
the distinction between structure and context is more than
purely theoretical. Structural semantic factors may, how
ever, interact, suggesting that there may exist a stable se
mantic memory structure that is independent of the in
fluence of context, but that this structure cannot be
characterized by independent dimensions, for example,

A = [C + (Sl X S2 X '" X sn)] + Z

(where multiplication represents just one possible form
of interaction). Appropriate experimentation may also
reveal some combination of additive and interacting se
mantic factors.

Similarly, contextual influence on semantic represen
tation may not be monolithic. It may consist ofsubfactors
that are independent:

A = [(Cl + C2 + ... + Cn) + S] + Z;

or that interact:

A = [(CI X C2 X ... X Cn ) + S] + Z.

The discovery of independent dimensions of semantic
context would be just as significant as the discovery of
independent dimensions of stable semantic structure.
Such an analysis could provide invaluable evidence con
cerning the existence of separate neuronal populations
processing different aspects of linguistic context during
comprehension.

In summary, the methods of analyzing amplitude ad
ditivities and scalp topography may reveal whether se
mantic memory is composed of independent structural
dimensions, and whether semantic context is monolithic
or can also be decomposed.

Global Structure
The last row ofTable 1describes aspects of global struc

ture, that is, differences between semantic representations
corresponding to neuroanatomical distinctions. The best
known theory relevant to this notion is probably the dual
coding theory of Paivio (1990), which posits lateralized
representational systems for concrete and abstract mean
ings. Damasio and Damasio (1992) have also offered a
number of hypotheses concerning the functional neuro
anatomy of conceptual representation.

As indicated previously, at the global level, knowledge
representations can be characterized by neuroanatomi
cal location (i.e., the brain regions directly involved in sus
taining or processing a representation) and density (i.e.,
distributed vs. localized). These dimensions are obviously
not independent, as a fully distributed representation
could, in principle, involvea very large portion ofthe brain
and could therefore not easily be analyzed in terms of
neuroanatomicallocation.

Do differences between representations in location or
density imply that separate anatomical structures are re
sponsible for different representations? If so, this would
imply a degree ofmodularity inconsistent with fully dis
tributed representation. However, full distribution does
not seem to be theoretically practical (Hinton et aI., 1986)
or neuropsychologically plausible (Saffran & Schwartz,
1994). Ifat least a weak form oflocalizationism is granted,
then the question ofthe involvement of separate anatom
ical structures must be given at least a qualified "yes,"
hence the single plus sign in the third column ofthe third
row of Table 1. For the same reason, the second column
ofthe third row receives a single plus sign, indicating the
likelihood ofdisjoint neuronal populations given a global
level difference between representations (because differ
ences in location do not necessarily preclude overlap of
neuronal populations). And as for the first column, the
question ofwhether differences in representationalloca
tion or density indicate different representational media
must also receive a tentative "yes" (i.e., a plus sign) if
only because distributed representations make use of
units ofsmaller grain size than do localized (i.e., symbolic)



representations. However, it also seems likely that differ
ences in location are associated with differences in repre
sentational media (Paivio, 1990), although this depends
in part on whether qualitatively different types of repre
sentations (e.g., abstract and concrete) must be constructed
from different sorts ofrepresentational units, or whether
a common type of primitive unit will suffice.

The significance of the distinction between the global
and macro levels may reflect degree of structural stability
ofknowledge representation. For instance, the participa
tion ofdistinct anatomical brain regions in semantic rep
resentation indicates a structural segmentation between
populations ofneurons. On the other hand, the operation
of distinct neural populations within a given anatomical
structure may not reflect the same degree of representa
tional stability at the microstructural level. The represen
tation of two concepts within a given anatomical region
may result in the "segmentation" ofthis region into inde
pendent neuronal populations. However, the geometrical
instantiation of this segmentation may be highly abstract:
Different collections ofspecific neurons within this region
may be involved each time the same concepts are acti
vated. This might signify that a concept is being repre
sented by different, though, in an abstract sense, equiva
lent sets of units each time it is activated. But if some of
these otherwise equivalent sets possess different connec
tions to other representations, then the activation of a par
ticular concept on different occasions could result in dif
ferential contextual influence.

As for research strategies appropriate for the study of
global structure, any method that examines the under
lying functional neuroanatomy is a good candidate. For
example, ERPs can be useful if the researcher goes beyond
quantifying the topographic distributions ofcomponents
and utilizes available methods for inferring the number
and locations ofneural generators, possibly in concert with
magnetoencephalography (Regan, 1989; Wong, 1991).
This may complement neuropsychological (Saffran &
Schwartz, 1994) and functional neuroimaging studies
(Posner & Raichle, 1994).

CONCLUSION

This review has hopefully made five points: (1) Though
the early RT studies ofsemantic memory offered a glimpse
of its structure, that approach was not able to yield rich
enough data to reject competing nonstructural accounts of
the results. (2) Behavioral and electrophysiological time
course measures offer greater insight into the processing
architecture that underlies semantic verification. Knowl
edge of this processing architecture permits inferences
about the nature of the information being processed.
(3) Electrophysiological methods are particularly useful
in this regard, because they offer extremely fine-grain
temporal evidence and useful (but less precise) neuro
anatomical evidence, aspects ofwhich are not influenced
by ad hoc decision mechanisms. (4) The topographic and
amplitude-additivity data from such ERP studies suggest
considerable structure. (5) A theoretical analysis of the var-
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ious possible levels of structure that takes into consider
ation these findings as well as relevant physical proper
ties of the brain suggests further avenues and methods of
investigation.

The notion of stable semantic structure has been unpop
ular in recent years, and not without some justification,
since the importance of context to human cognition can
not be overemphasized. Nevertheless, it is also impor
tant to recognize that semantic memory, because it is re
alized in a structured brain, must itself exhibit structure;
moreover, this structure can be analyzed on more than one
level. Cognitive psychologists and neuroscientists are be
ginning to take advantage of the variety ofresearch tech
niques suitable for studying these levels. In particular,
electrophysiological methods offer much promise as a
tool for exploring both the structural and contextual bases
of knowledge representation.
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NOTES

I. For two reasons, this discussion will not address results from lex
ical decision and word-naming studies. First, since these tasks can, in
principle, be performed without accessing stored semantic information,
it is unclear how to make inferences about semantic memory structure
on the basis of such results. Second, there is no clear evidence that the
lexical store tapped by such tasks is the same as (or a subset of) seman
tic memory. In fact, some evidence suggests that there may be separate
semantic and lexical stores (see Collins & Loftus, 1975, for a discus
sion). For these reasons, this discussion will focus primarily on exam
ples drawn from the semantic verification literature that constitutes the
traditional domain of semantic memory research.

2. Some potential criticisms may apply to Lorch's (1982) study. For
example, neither word frequency nor familiarity (McCloskey, 1980)
were controlled for in constructing the stimulus set. Lorch provided ar
guments against the notion that word frequency had an important im
pact on the findings, though he did not discuss the familiarity issue. In
addition, Casey and Heath (1990) have pointed out that their main crit
icism ofCorbett and Wickelgren's (1978) speed-accuracy tradeoffstudy
(see section below on speed-accuracy tradeoff) may also be applicable
to Lorch's study-namely, that differences in the asymptotic level of the
priming functions may be due to the inclusion of category-exemplar
stimulus pairs of uncertain truth value in the low instance-dominance
condition, and not that low instance-dominance pairs of certain truth
value achieve lower asymptotic levels of activation.

3. Although additive-factors logic has been criticized for its depen
dence on the strong assumption ofindependent, serial processing stages
(see, e.g., McClelland, 1979), it should be emphasized that the present
arguments are not dependent on additive-factors logic. As argued below,
the point is that such results are highly suggestive because they are con
sistent with a considerable body of evidence obtained from a broad va
riety of experimental techniques.

4. The exact relationship between typicality (E. E. Smith et aI., 1974)
and instance dominance (Battig & Montague, 1969; Casey, 1992;
Chumbley, 1986) is uncertain, although it has been shown that these two
variables are correlated (Gruenenfelder, 1986; Larochelle & Pineau,
1994; Mervis, Catlin, & Rosch, 1976).

5. There are, however, some limits to the generalizability of the find
ings ofKounios et al. (1987) to Casey and Heath's (1990) task. Kounios
et al. presented subjects with three types of universally quantified sen
tences for verification: "subset," "superset," and "disjoint" (see Meyer,
1970). Casey and Heath presented their subjects with exemplar-category
pairs, with a 250-msec SOA between the two terms. The differences be
tween the stimuli and methods ofpresentation utilized by Kounios et al.
and Casey and Heath may have had unknown effects on the verification
processes subjects used. By way of contrast to Casey and Heath, Cor
bett and Wickelgren (1978) used category-exemplar pairs in their task.
This order of presentation is logical, since they were looking at the ef
fects of instance dominance on verification performance, and not cate
gory dominance. It is not clear from Casey and Heath's report why they
reversed this order of presentation.

6. As mentioned, the study by Thomsen et al. (in press) also yielded
evidence consistent with the notion of two independent stages. In this
study, however, both stages were apparently manipulable. Nevertheless,
this finding should not be construed as evidence against the general
point that the duration of the hypothesized early stage is invariant in the
other studies described, since the other studies all required subjects to
verify class-inclusion statements, while the Thomsen et al. study re
quired subjects to make relatedness judgments.

7. The term topographic distribution refers to the fact that measured
ERP component amplitudes are sometimes larger at some scalp loca
tions than at others. If enough electrode sites are used, topographic
maps can be constructed showing the distribution of these amplitudes
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across electrode sites. Such distributional evidence can provide a basis
for inferences about the spatial location and orientation of the neural
generators producing these components (Wong, 1991).

8. There are two main possibilities: (I) The additive amplitudes in
the 150- to 300-msec window could be produced by two or more neural
generators composed of nonoverlapping populations of neurons whose
electric fields sum linearly (Nunez, 1990), or (2) the additive ampli
tudes were produced by a single neural generator whose output was a
linear function of the outputs of two independent and nonoverlapping
populations of neurons, one processing context and the other process
ing characteristics of the final word in isolation. In the second case, the
two neuronal populations providing inputs to the mechanism that com
putes a linear function ofthese amplitudes could theoretically be oper
ating either before or during the 150- to 300-msec time window. In ad
dition, these hypothetical independent mechanisms could be insulated
from the summing process by one or more mediating processes.

There is, however, a third logical possibility, namely, that the additive
ERP amplitudes are produced by a single neural generator that takes in
puts from two or more overlapping, nonindependent, neuronal popula
tions and performs some type of computation that yields additive ERP
amplitudes as a byproduct. Since it is not clear what sort of mechanism
could accomplish this, this scenario must, at present, be considered
rather improbable.

It should also be noted that just as ERP amplitude additivity suggests
modularity, so amplitude interactions indicate that overlapping sets of
neurons are involved. For instance, if neurons in Processor A are influ
enced by neurons in Processor B (while performing a specific task),

then the influencing neurons are, by definition, a part of Processor A as
well as B (i.e., while performing that task). Hence there is overlap in the
sets of neurons. Conversely, amplitude additivity resulting from sepa
rate neural generators indicates that there is no mutual influence be
tween these processors.

9. This explanation for the lack of effects for congruent sentences
might, at first, seem to contradict the explanation just given for the
anomalous sentence results: If ERPs reflect only brain-state changes
that are time-locked to a discrete event, then how could there be a P2 ef
fect of sentence stem type that is independent of final-word type? The
answer to this question is that the P2 effect of stem type is only inde
pendent of the type of incongruent final word presented, and is not in
dependent of the presentation of the incongruent final word itself. For
example, the presentation of a final word could invoke or activate the
prior stem context (resulting in an ERP deflection) in the same way ir
respective of whether it is a concrete or abstract word.

10. Although in the present discussion it is assumed that there is some
mapping relating "units" to neurons, no particular assumptions are
made here concerning the nature of this mapping. So, a unit may corre
spond to a single neuron or to a population of neurons.

II. It is possible, however, that certain types of internal organization
can exist for only specific types ofprimitive units. If this can be shown
to be more than a theoretical possibility, then macrostructure does have
implications for nature of the representational medium.
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