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Analyzing single-case data with
visually guided randomization tests

JOHN FERRON and LYNNFOSTER-JOHNSON
University ofSouth Florida, Tampa, Florida

The valid use of a randomization test with single-case data typically involves the choice of a test sta
tistic prior to gathering data. In situations in which it is difficult to anticipate the form of the effect, the
early specification of the test statistic can be problematic. The purpose of this paper is to demonstrate
methods that will allow single-case researchers to conduct valid randomization tests in situations in
which they wish to delay the specification of the test statistic until the data have been observed. A con
crete example is given to motivate the use, explicate the logic,and demonstrate the conduct of this method.

Single-case designs have been employed extensively by
behavior analysts in their investigations ofhuman conduct.
Behavior is conceptualized as a consequence of inter
actions between individuals and their environments. To
understand the phenomenon, repeated measures of the
behavior are taken, while exposing the individual to all
levels ofthe treatment. Experimental control over the be
havior is demonstrated when changes in the dependent
variable are clearly a function ofchanges in the treatment
or independent variable. The nature ofsingle-case research
lends itselfwell to applied settings, making it an increas
ingly popular research method within psychology and edu
cation. As the use of single-case designs has spread, the
discussion of methodological issues has increased (Kra
tochwill, 1992).

Among the issues receiving attention is the analysis of
single-case data. The most common form ofanalysis is vi
sual inspection, in which the data are presented in graphic
form, allowing the analyst to reach conclusions about the
effect of the treatment by visual scrutiny. The conclusions
and interpretations are based on the interactions among
the form ofthe anticipated effect, the degree to which the
data appear to fit this form, and the total context from
which the data come (Parsonson & Baer, 1992). Visual
analysis is easy to use, widely accessible, extremely flex
ible, and encourages a minimum transformation of the
data-advantages that lend themselves well to the ap
plied researcher.

Visual analysis has been presented as a conservative
technique that is only sensitive to large effects (Baer, 1977;
Parsonson & Baer, 1986). The resulting assumption was
that Type II errors were likely to result when effects were
small but that few Type I errors would be made. However,
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the assumption of few Type I errors has been challenged.
Matyas and Greenwood (1990) found that, in the pres
ence ofpositive autocorrelation, judges tended to falsely
conclude that treatment effects were present. Stocks and
Williams (1995) also found inflated Type I error rates,
especially in data with trends. Furthermore, the degree of
inflation increases when one takes into account the cou
pling ofresponse-guided experimentation with visual in
spection (Allison, Franklin, & Heshka, 1992), two prac
tices that are common in single-case research. These
results, combined with the low level ofagreement among
visual analysts (DeProspero & Cohen, 1979; Knapp, 1983;
Park, Marascuilo, & Gaylord-Ross, 1990), make sole re
liance on visual analysis questionable.

Other methods of data analysis include descriptive
methods, such as the positioning of celeration lines
(Stocks & Williams, 1995) and effect sizes (Kromrey &
Foster-Johnson, 1996), as well as statistical methods that
result in probability statements, such as traditional t and
F tests, interrupted time-series analysis (McCleary &
Welsh, 1992), and randomization tests (Edgington, 1992).
Whether one advocates using a statistical analysis to sup
plement a visual analysis seems to depend on the degree
to which probability statements are valued. There are those
who maintain that probability levels are unnecessary for
single-case research (Baer, 1977; Skinner, 1963). However,
an advantage of statistical methods is the inclusion of
probability levels in the researcher's decision about the
success ofthe independent variable and the unbiased con
veyance of this decision to the research world.

The degree to which this advantage is realized depends
on the believability of the calculated probability. With
single-case designs, the validity of the p-values resulting
from some forms of statistical analyses has been ques
tioned. This skepticism has been fueled by results from
studies that have found that traditional statistics have
been unable to control Type I error rates when the data are
autocorrelated (Greenwood & Matyas, 1990; Toothaker,
Banz, Noble, Camp, & Davis, 1983), and interrupted time
series analyses have yielded questionable results when
series are short (Greenwood & Matyas, 1990). Random-
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ization tests, however, provide a valid statistical test when
random assignment is incorporated into the design, the
randomization distribution is based on data divisions
consistent with the random assignment procedure, and
the test statistic is specified prior to observing the data
(Edgington, 1980b).

Randomization Tests
To conduct a statistically valid randomization test, a

single-case researcher would plan a design that incorpo
rated some form of randomization. For example, the re
searcher could randomly assign Condition B to three of
six time blocks. The researcher would then select a test
statistic on the basis of the anticipated effect of the inde
pendent variable. For example, the researcher may hy
pothesize that there is a difference between means for Con
dition B and Condition A. The researcher would then
conduct the study and calculate the test statistic for the
observed data. This would result in an obtained test statis
tic value. The test statistic would then be calculated for all
combinations ofthe data that could have resulted from the
randomization procedure, thereby creating a randomiza
tion distribution. If the researcher randomly assigns Con
dition B to three ofsix time blocks, there are 20 (61 /(3131))
possible assignments and, thus, 20 values in the random
ization distribution. Statistical significance is then deter
mined by comparing the obtained test statistic to the ran
domization distribution.

Although randomization tests conducted in this man
ner have the advantage ofbeing able to control Type I error
rates, their use has not been accepted without reserva
tions-particularly for professionals conducting research
in applied settings. One concern among applied research
ers focuses on the need for the researcher to incorporate
some form of randomization in the study (Kazdin, 1980;
Matyas & Greenwood, 1991). This requirement is the
antithesis to what would be done in a typical response
guided experiment, and determining treatment assign
ments randomly could potentially produce a treatment
sequence that is ethically or practically unacceptable. Al
though this issue has not been completely resolved, the
number of methods for incorporating randomization has
increased, making it more likely that researchers will be
able to choose a randomization method that is sensitive
to clinical and ethical requirements.

Currently, a wide variety of randomization methods
have been proposed. For phase designs, interventions can
be assigned randomly (see, e.g., Edgington, 1995; On
ghena, 1992), or treatments can be assigned randomly to
blocks of time (see, e.g., Edgington, 1995; Levin, Mara
scuilo, & Hubert, 1978). For designs in which the treat
ments should be alternated rapidly, both completely ran
domized (Edgington, 1995) and restricted randomization
schemes have been proposed (Onghena & Edgington,
1994). For designs involving multiple baselines, meth
ods include randomly assigning individuals to predefined

baselines (Wampold & Worsham, 1986), randomly as
signing intervention points within each baseline (Maras
cuilo & Busk, 1988), and randomly assigning individu
als to baselines with randomly determined interventions
(Koehler & Levin, 1996). In addition, methods have
been proposed that allow the design to be partial1y re
sponsive to the emerging data (Edgington, 1980a; Fer
ron & Ware, 1994).

Concern With Predefined Test Statistics
A second concern with the application of randomiza

tion tests centers around the need to determine a test sta
tistic prior to looking at the data. In single-case research,
a large variety of treatment effects may result, which is
evidenced by the fact that visual analysts attend to many
different characteristics ofgraphic data when making de
cisions about the success ofthe treatment. The attributes
to be considered include the stability of the data within
a condition, the variability of the data within and be
tween phases, the degree data overlap between phases,
the number ofdata points within phases, changes in trends
within and between phases, changes in level between
phases, the similarity of patterns across phases, and the
overall pattern of the data (Parsonson & Baer, 1986). The
large number of potential effects has led to the enumer
ation of a variety of test statistics (see, e.g., Edgington,
1980b; Wampold & Worsham, 1986). Choosing the most
sensitive test statistic requires the researcher to correctly
anticipate the nature of the treatment effect. Thus, the
usefulness of randomization tests depends on the re
searcher's ability to select an appropriate test statistic
(Ferron, 1993; Matyas & Greenwood, 1991).

A researcher who uses a randomization test with single
case data runs the risk ofmissing visually obvious effects
because the predefined test statistic is not consistent with
the actual effect. To illustrate this potential problem, con
sider a researcher who anticipates that the treatment will
lead to abrupt changes in level, as is depicted in the top
panel ofFigure 1, but who finds that the changes are more
gradual, resulting in trend shifts, as is displayed in the bot
tom panel ofFigure 1. A test statistic based on the differ
ence between phase means would make sense for the an
ticipated effect but would be relatively insensitive to the
actual effect.

Researchers may be tempted to simply select a test sta
tistic after viewing the data, but such a strategy would in
validate the statistical test. Because the researchers know
which treatments were associated with which phases, they
could pick a test statistic that capitalized on chance fluc
tuations in the data. They would essentially be consider
ing many possible tests but making no adjustment for the
fact that many tests were being considered. Type I error
rates could be control1ed ifthe researchers enumerated a
set oftest statistics prior to gathering data and then con
ducted a randomization test with each test statistic, using
a Bonferroni correction. Although this method allows mul-
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Figure 1. A treatment effect showing an abrupt change in level
(top), and a treatment effect showing a change in trend (bottom).

viduals who understand the randomization scheme but
are unaware of the actual treatment assignment. These
individuals would be able to divide the observations into
all of the possible data divisions but would not be in
formed of which division corresponded to the actual ex
periment. They would work as a team of visual analysts,
observing graphical displays of the data, exploring dif
ferent test statistic possibilities, and eventually recom
mending a test statistic.

The details of how the visual analysts are worked into
the experimental scheme are outlined in the following set
ofsteps: (1) the researcher plans a study that incorporates
some form ofrandomization; (2) the researcher conducts
the study; (3) the researcher constructs a data table that
contains observation times, the corresponding measure
ments of the dependent variable, but no information
about which treatment was associated with each obser
vation time; (4) visual analysts who are naive to the ac
tual treatment sequence are given the data table and infor
mation on the set of treatment sequences made possible
by the randomization scheme; (5) the visual analysts ex
plore the various data divisions graphically and by calcu
lating possible test statistic values; (6) the visual analysts
suggest an appropriate test statistic; (7) the researcher
calculates the obtained test statistic value on the basis of
the actual treatment sequence; (8) the researcher then
forms a randomization distribution by calculating the test
statistic for all treatment sequences that could have re
sulted from the randomization procedure; and (9) statis
tical significance is determined by comparing the obtained
test statistic with the randomization distribution. When
these steps are compared with those for a traditional ran
domization test, two differences become apparent: The
test statistic is defined after the data are viewed, and vi
sual analysts who are naive to the actual treatment as
signment are utilized. The modification can be described
more fully by turning to a concrete example.

Illustrative Example
Consider a researcher who wishes to examine the effect

of a videotaped self-monitoring program on a student's
social interactions. The researcher hypothesizes that the
videotaped self-monitoring program (Treatment B) will
produce higher levels of appropriate social interactions
than the current treatment (Treatment A), which incor
porates a strict reinforcement schedule. The researcher
determines that a study with approximately 30 observa
tion points (sessions) will be of sufficient length to as
certain the effectiveness of the treatment. The researcher
now decides on a randomization scheme that is feasible
for the experiment. The researcher decides to randomly
assign treatments to time blocks. This scheme is fre
quently described in the randomization test literature
(see, e.g., Edgington, 1995; Levin et aI., 1978), and ran
domization tests based on this scheme have reasonable
levels of powerwhen the treatment effect is correctly spec
ified (Ferron & Onghena, 1996). The 30 sessions are then
divided into six equal length time blocks. Treatment 8,
the videotaped self-monitoring program, is randomly as-
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DELAYING THE CHOICE
OF A TEST STATISTIC

tiple specific tests to be considered, the power for anyone
of the specific tests would be lower than it would have
been if it had been the only test conducted.

The issue of test statistic specification is essentially a
concern with optimizing power. Several studies have em
pirically examined the power associated with random
ization tests (Ferron & Onghena, 1996; Ferron & Ware,
1995; Onghena, 1994). These studies found the power of
randomization tests to be lacking in many situations. Con
sequently, attempts to optimize power by carefully spec
ifying the test statistic appear justified.

The purpose ofthis article is to present a modification
to the traditional randomization test procedure that al
lows researchers to delay the specification of a test sta
tistic until more information about the form ofthe effect
is obtained. These modifications will be valuable to sin
gle-case researchers who prefer to conduct an analysis
that controls the Type I error rate but who study effects
that are difficult to specify in advance.

General Modifications
To delay the specification of the test statistic, the ran

domization procedure must be modified to include indi-
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signed to three of the six time blocks, and Treatment A
is assigned to the remaining three blocks. The researcher
then conducts the study.

After the study, the researcher makes a data table con
taining two columns ofnumbers. The first column contains
the numbers 1 through 30, which index the 30 sessions.
The second column contains the corresponding social in
teraction measurements. Note that the data table contains
no information about which treatments correspond with
which measurements. The data table is then shared with
a team of visual analysts who are familiar with the purpose
of the study, the measurement of the social interactions,
the videotaped self-monitoring program, and the random
ization method, but naive to the actual treatment assign
ment. The visual analysts have the task ofrecommending
a test statistic to be used in the randomization test.

Since the self-monitoring program is expected to in
crease the amount of social interaction, the visual analysts
reason that the mean level of interaction in the B blocks
should be higher than the mean level of interaction in the
A blocks. This leads to consideration ofa common direc
tional test statistic, the difference between treatment
means, T, = XB - XA' The empirical distribution for this
test statistic is found by calculating its value for each of
the 20 data divisions. The 20 values are ranked and dis
played in Figure 2, along with the visual display corre
sponding to each data division. The test statistic is max
imized for Division I, AAABBB. The visual display for
this division troubles the analysts. There is a notable in
crease in social interaction during the beginning of the A
phase that is difficult to explain and a sharp decline in
social interaction at the end of the B phase that is diffi
cult to explain. Thus, even though the mean level ofsocial
interaction is 10.7 points higher in the B phase, the trends
within the phases are not consistent with expectations.

After looking at the graphic display of the data, the vi
sual analysts decide that it may be more appropriate to con
sider a test statistic that takes into account the trends in the
data. The analysts calculate the slope, b for each of the six
blocks of data, then average the three slopes corresponding
to the B blocks and the three slopes corresponding to the
A blocks. A directional test statistic is found by taking the
difference between the average slopes, T2 = bB - bA' This
statistic is maximized for division 16. Again the analysts
turn to the visual display of the data. The level of social
interaction increased during the two B phases and de
creased during the two A phases, as expected.

A more detailed visual inspection reveals some incon
sistencies with expectations. The first six points of the
second B phase show little to no increase in social inter
actions. This length of a delay is not expected and is not
consistent with the change observed across the first B
phase. Why is there a lengthy delay before the treatment
takes hold? If an explanation can be found, why is the
delay only observed in the second B phase? A similar
difficulty arises in trying to explain the pattern within

the second A phase. There is little to no drop in social in
teractions during the first five observations. This delay
is not expected and is inconsistent with the immediate drop
in social interactions that accompanied the first A phase.
A second test statistic has been considered, and again dif
ficulties have arisen when the visual analysts looked to
ward the more subtle changes taking place within a phase.

Uncomfortable with the two relatively common test sta
tistic choices, the visual analysts decide to entertain a less
conventional test statistic. The graphical display of the
data leads the analysts to believe that there is a change in
the level of social interaction. This change, however, does
not appear to be abrupt but rather appears to take place
over several observations, suggesting that skill acquisi
tion is occurring in later stages of the condition. As a re
sult, the analysts decide to look at a change in level, but
one where the observations later in a time block are
weighted more heavily. For each time block, the analysts
weight the observations on the basis of their position
within the block. The first observation is multiplied by
one, the second by two, the third by three, the fourth by
four, and the fifth by five. The weighted observations are
then summed and divided by the sum of the weights, 15.
This yields an average for each block that is more heavily
influenced by the observations occurring later in the block.
The statistics are then averaged for the three B blocks and
averaged for the three A blocks. The third test statistic,
also directional, is defined as the difference between the
means ofthese weighted averages. This can be represented
more concisely as T3 = LWXB - LWXA , where w is de
fined as the observation number within the time block di
vided by the sum ofthe observation numbers. The sum of
the observation numbers will be 45 (15 per block times
three blocks). The values for this test statistic are also dis
played in Figure 2.

The third test statistic is maximized for Division 2. A
more detailed analysis of the graphic representation for
Division 2 reveals results that are consistent with treat
ment expectations. The first B phase shows an increase
in social interactions. The first A phase shows a drop,
followed by stabilization at a relatively low level. The
second B phase results in the expected increase in social
interactions, followed by stabilization at a relatively high
level. Finally, the second A phase leads to a drop in so
cial interactions. After viewing the graphs for each of the
20 possible data divisions, the visual analysts are even
more convinced that Division 2, corresponds to the treat
ment sequence that was actually used. Consequently, the
visual analysts recommend that the third test statistic be
used in the randomization test.

The researcher then conducts the randomization test.
Since the treatment sequence corresponding to Division 2
was the one that was actually used, the obtained test sta
tistic value was 10.9. This was the largest value in the
empirical distribution, resulting in the smallest possible
p value for this experiment, ap value of .05.
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by the sum of the observation numbers.

DISCUSSION

Validity of the Test
One may question how the p value can be trusted with

such an interactive method ofdata analysis. Under some

conditions, looking at the data prior to choosing a test
statistic will invalidate the statistical test. For example, if
the researcher who conducted the study looked at the
data and then chose a test statistic, the validity of the ran
domization test would be compromised. The problem
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Figure 2 (Continued).

arises because the researcher knows the actual treatment
assignment and can capitalize on chance differences in the
observed data. This problem is circumvented in the mod
ified randomization test by incorporating visual analysts
who are blind to the actual treatment assignment.

To more fully explicate the legitimacy ofthe calculated
p-value, it may be helpful to review the validity argument

used for the more traditional randomization test. For a
directional test, the p-value is defined as the probability
ofobtaining a test statistic value as large as or larger than
the one obtained, if there is no difference in the effec
tiveness of the treatments. If there is indeed no differ
ence in the effectiveness of the treatments, all of the pos
sible treatment assignments will produce exactly the
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same set of data. Thus, the same randomization distri
bution results from any of the treatment assignments.
Five percent of the possible treatment assignments will
lead to test statistics in the upper 5% ofthe randomization
distribution. Since the actual assignment is chosen ran
domly, each of the possible assignments has the same
probability of being chosen. Thus, the probability ofob
taining a test statistic value in the upper 5% of the ran
domization distribution is .05.

For the modified randomization test with the delay in
the specification of the test statistic, the logic is similar.
If there is no difference in the treatments, the same data
will result from any of the possible assignments. The data
table given to the visual analysts would be exactly the same
for any of the treatment assignments. Thus, the visual
analysts would engage in the same exploration and come
to the same test statistic recommendation for any of the
possible treatment assignments. This implies that the same
randomization distribution would be formed regardless
ofthe treatment assignment. Consequently, a X 100% of
the possible treatment assignments will lead to test statis
tics in the upper a X 100% of the randomization distri
bution. Since each of the possible assignments has the
same probability ofbeing chosen, the probability ofchoos
ing an assignment that leads to an obtained test statistic in
the upper a X 100%ofthe randomization distribution is a.

Constructing Graphs for All Possible
Treatment Assignments

A second issue ofconcern centers around whether it is
practically feasible for the visual analysts to construct
graphs for all the possible treatment assignments. For the
above example, there were 20 possible assignments, and
all 20 graphs were constructed. The task will become
quite burdensome as the number ofpossible assignments
increases, and randomization schemes have been pro
posed that have hundreds and sometime thousands of
different data divisions. Fortunately, the visual analysts
do not need to construct a graph for each data division.

Session

Figure 3. Visual display that does not indicate the actual treat
ment assignment.

A single graph that does not contain information about
the treatment assignment can be constructed that will be
sufficient for this approach. As an example, consider the
graph in Figure 3, which corresponds to the data in the
social interaction example.

Visual analysts looking at these data may reason that
videotaped self-monitoring was used during the first
block of time, leading to an expected increase in social
interaction. The second block oftime shows a pronounced
decrease in social interaction, which would make sense
if the treatment switched back to the strict reinforcement
schedule. The interaction does not continue to drop but
stays low during the third block. This pattern is explain
able if the same treatment was continued. There is a
sharp increase in social interaction during the fourth time
block, which could be explained if the videotaped self
monitoring program was reinstated. The level of inter
action remains at a high level during the fifth block, sug
gesting a continuation ofthe videotaped self-monitoring.
Finally, the last time block shows a drop in interaction,
which can be explained if there was a switch back to the
reinforcement treatment. After this general sort ofanaly
sis, the visual analysts can consider test statistics that
would be sensitive to the perceived effect.

Conclusions
The issue of how best to design and analyze the data

from single-case studies continues to be discussed. Al
though a great deal of methodological research has been
done, the evidence has not led to the emergence ofa sin
gle optimal method. For those who place a premium on
design flexibility, the responsive design, coupled with a
visual analysis, remains an attractive option. For research
ers who are more interested in controlling Type I error
rates and ruling out alternative explanations through ran
dom assignment, an attractive alternative involves the use
ofa partially random design, coupled with a randomiza
tion test. If the researcher chooses the latter route, other
decisions must be made. The researcher must determine
how random assignment will be incorporated into the de
sign and how the test statistic will be chosen.

Both the traditional randomization test method, which
involves specifying the test statistic in advance, and the
visually guided method control the Type I error rate. In
addition, they both require a subjective decision about
what test statistic to use. The difference between the strate
gies lies in the information used in making the decision.
With a traditional randomization test, the decision is based
on theory and/or past research. When these sources of
information are sufficient to define the treatment effect,
there is no reason to modify the traditional randomization
test strategy. When these sources of information are not
sufficient, researchers may wish to obtain more infor
mation to inform their decision. The visually guided ran
domization test allows additional information to be ob
tained by viewing the data on the outcome variable. When
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there is a treatment effect, the outcome data will tend to
contain relevant information about the form ofthe effect.
The use of this information would tend to increase the
likelihood that an appropriate test statistic would be spec
ified, which would increase the chances ofdetecting real
differences.

Although the visually guided strategy allows addi
tional information to be obtained, it does not guarantee
that the most appropriate test statistic will be chosen.
The outcome data will contain noise that may lead the
visual analysts to make wrong decisions about when
phase changes occurred and which test statistic to use.
The degree to which reasonable decisions will be made
will be partly dependent on the visual analysts' method
ological skills and their understanding of the treatment
and behavior under investigation. Consequently, the choice
of visual analysts should be made judiciously.

It is not being suggested that visually guided random
ization tests become the method for analyzing single
case data. There clearly is not evidence to support such
a claim. Rather, the method is being presented as an ad
ditional analysis option to be considered in the conduct
of single-case research. The method is unique in that it
allows Type I error rates to be controlled, without requir
ing a test statistic to be specified prior to data collection.
This set of characteristics makes the method useful in
situations in which the researcher places a high priority
on controlling the Type I error rate but is uncomfortable
specifying a test statistic prior to collecting data.

Future research should examine the power associated
with both traditional and visually guided randomization
tests, as well as the power ofother analysis options. Past
research aimed at addressing the power ofrandomization
tests has assumed that the test statistic was appropriately
identified (Ferron & Onghena, 1996; Ferron & Ware,
1995; Onghena, 1994). Future research needs to expand
this work by considering situations in which there is un
certainty concerning the form of the treatment effect. It
is in these situations that it would be particularly inter
esting to explore the power ofboth the traditional and vi
sually guided strategies. A second line ofresearch should
examine the degree to which the number of individuals
involved in the test statistic decision alters the probabil
ity of test statistic misspecification in both traditional
and visually guided randomization tests.
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