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Procedural tasks involve context-sensitive sequences of actions that are performed in pursuit of
goals. Procedural knowledge specifies how to do something (e.g., repairing a car) but not how the
physical system works (e.g., how the engine works). We have developed a computer program that
elicits procedural knowledge from individuals with varying amounts of domain knowledge (ranging
from novices to experts) and varying amounts of computer literacy. The tool is called CAT (cogni
tive analysis tool). CAT is an extension of a class of cognitive models known as GOMS, which stands
for goals, operators, methods, and selection rules. The tool guides the user in articulating the goals
(and subgoals) the user wants to accomplish, the operators (actions, steps) to accomplish each goal,
the alternative methods of accomplishing goals, the conditions in which each method is applied, and
exceptional circumstances when goals are suspended and restarted. CAT can be used on most IBM
compatible microcomputers.

One form of knowledge consists of the cognitive and
behavioral procedures that agents perform in pursuit of
goals. Examples of procedural knowledge range from
mundane routine activities, such as driving a car and bak
ing a cake, to tasks that require high expertise, such as
using a sophisticated computer program and tactical
planning. Procedural knowledge specifies the steps that
an agent performs to achieve a goal, but it does not nec
essarily capture the deep knowledge about the physical
system that explains why the procedures are successful.
The procedure for changing the oil in a car would delin
eate the various steps, actions, and decisions of the me
chanic, but not how the engine works. Thus, procedural
knowledge represents "how to do it" knowledge but not
"how it works" knowledge (Kieras & Bovair, 1984).

There is a long history in the cognitive sciences of at
tempting to understand and represent procedural knowl
edge (Lashley, 1951; Miller, Galanter, & Pribram, 1960).
Cognitive scientists have developed computer models
that simulate the actions that are performed and the order
ofthe actions when agents perform routine "scripted" ac
tivities (Schank & Abelson, 1977), when they solve novel
problems (Laird, Newell, & Rosenbloom, 1987; Newell
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& Simon, 1972), and when they interact with computers
and devices (Card, Moran, & Newell, 1983; Kieras,
1988; Zachary & Ross, 1991). Some of these computa
tional theories have been tested in psychology experi
ments. For example, the knowledge contained in scripts,
plans, and other packages ofprocedural knowledge can,
to some extent, predict what actions are recalled, the
order ofrecall, and memory intrusions (Bower, Black, &
Turner, 1979; Graesser, 1978).The EPIC model developed
by Meyer and Kieras (1997) is able to predict response
times and subtle patterns of timing during the execution
of strategically driven motor skills. The computational
model developed by Card et al. (1983), called GOMS
(which will be discussed shortly), generates detailed pre
dictions about human performance when adults interact
with computers and devices. GOMS has been able to ac
count for human performance when adults interact with
text editors (Card et aI., 1983), spreadsheets (Olson &
Nilsen, 1988), video games (John, Vera, & Newell, 1990),
telephone systems (Gray, John, & Atwood, 1993), and
medical programs (Beard, Smith, & Denelsbeck, 1996).
Thus, procedural knowledge has been investigated in rich
detail, both computationally and empirically.

PROPERTIES OF PROCEDURAL
KNOWLEDGE

Procedural knowledge has a number ofproperties that
are widely acknowledged and that would be incorporated
in any serious theory (Card et aI., 1983; Miller et aI., 1960;
Newell & Simon, 1972). We will enumerate nine proper
ties in this section, but it is beyond the scope of this arti
cle to cover the precise formal specifications and the psy-
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chological evidence for these properties. We will here
after refer to cognitive procedures, which consist of the
cognitive and behavioral actions that a person performs
when the person attempts to achieve a primary goal.

Procedural knowledge and CAT will be discussed in
the context of an easy cognitive task with which adults
are quite familiar: driving a car. The advantage of se
lecting this familiar task is that it is in the common
ground of virtually everyone in this culture, and the
reader will not get sidetracked into trying to understand
an unfamiliar technical procedure. Driving a car also has
all of the critical features of procedural knowledge, even
though much of this knowledge has been automatized
from extensive practice. When a person drives a car, there
are cognitive actions that include decisions, perceptual
searches, and memory retrieval, in addition to behavioral
actions that involve movements of the fingers, hand,
foot, and head. We acknowledge, however, that the pri
mary value of CAT lies in dissecting and understanding
unfamiliar cognitive procedures and tasks. More will be
said about the uses of CAT later in this article.

Cognitive Procedures Versus Rigid Sequences
Most cognitive procedures are not simply rigid chains

of actions or associative chains of stimulus-response
units. Instead, the set of actions and the order of actions
vary across situations in a fashion that is sensitive to cir
cumstances in the world. For example, suppose that the
driver of an automobile is very hot, which triggers the
goal of "decreasing the temperature in the car." The dri
ver does not automatically generate the following in
variant sequence of behaviors: (a) move right hand to
AlC on/off switch, (b) place index finger on on/offswitch,
(c) press onloffswitch, (d) move hand to temperature con
trol, (e) place index finger and thumb on temperature
control, (f) move fingers to right (to increase cool air).

All of these steps would be executed in some situations,
whereas some steps would be skipped in others. If the
A/C unit is not on, then all of the above steps would be
executed (sequence abcdef). If the A/C unit was already
on, then the first three steps would be skipped, and the
sequence would be def. If the hand was already near the
A/C temperature control and the A/C unit was on, then
the sequence would be ef. Ifthe A/C temperature was al
ready adjusted correctly but the A/C unit was not on,
then the sequence would be abc. The output of a cogni
tive procedure is a flexible construction that is sensitive
to a dynamic world, not a rigid behavior chain.

Cognitive Procedures Are Goal Directed
The actions in a cognitive procedure are constructed

in an effort to achieve a goal. The main goal in the above
example is to decrease the temperature in the car. There
frequently are auxiliary goals when a cognitive proce
dure is generated, such as "moving the car forward" and
"avoiding collisions" in the above example. Thus, mul
tiple goals normally constrain the actions in a cognitive
procedure.

Goal Hierarchies
A goal hierarchy is constructed whenever a method is

selected to achieve the main goal. Again consider the
previous example in which the main goal is to "decrease
temperature in the car" (Node 1). The subgoals of Node 1
would be "turn on A/C unit" (Node 1.1) and "get AlC
unit to emit more cold air" (Node 1.2). Subgoal 1.1 is
achieved by three primitive actions (abc in the above ex
ample), as is Subgoal 1.2 (def in the above example). In
principle, there can be many levels in the goal hierarchy,
but, in practice, there presumably are limits on the num
ber of levels that the human mind can monitor. At some
point at the lower level of a goal hierarchy, a subgoal or
a step cannot be broken down further because the step is
a primitive action (or what is called a primitive operator
in Card et al.'s GOMS model). What constitutes a prim
itive action depends on the "grain size" that the researcher
wants to adopt. "Turn on A/C unit" may be regarded as
a primitive action for a human factors engineer who
wants to evaluate the design of the entire panel in an au
tomobile, but that level would be too crude for an engi
neer who designs hand controls and switches.

Order of Steps at One Level
When one node is directly superordinate to a set of

subordinate nodes, the subordinate "sibling" nodes are
normally ordered, but not always. In the above example,
Nodes a, b, and c are sibling nodes that are directly sub
ordinate to Node 1.1 ("turn on A/C switch"). The tem
poral order of Nodes a, b, and c is fixed by virtue of
physical necessity. That is, it is physically necessary to
move the hand to the A/C switch (Node a) in order to
place the index finger on the switch (Node b), and
Node b is physically necessary for pressing the onloff
switch (Node c). Physical necessity thus is one con
straint that determines the ordering ofsibling nodes. An
other constraint is efficiency (i.e., order XY is more ef
ficient than YX in terms of task completion time). For
example, it is more efficient to get the A/C unit to emit
more cold air (Node X) before adjusting the air vents (Y)
than vice versa; the air vents would sometimes need to be
readjusted in the YX ordering, resulting in steps YXY,
whereas only two steps are needed in the XY ordering.
Another constraint on ordering is convention, the mere
habit or cultural preference for an order without any ob
vious advantage in efficiency or physical necessity. Nev
ertheless, sometimes steps are not ordered at all. Two
steps may be needed to achieve a goal, but the ordering
of steps is totally arbitrary (e.g., releasing the emergency
brake and turning on the engine).

Limited Number ofSibling Nodes
The number of sibling nodes is normally limited to

seven units. Thus, a goal directly dominates at most seven
subgoals, and a subgoal directly dominates at most seven
nodes. Researchers have periodically argued that the
node limitation provides a foundation for chunking, op
timizes search through long-term memory, and permits the
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scanning and comparison of nodes in a limited-capacity
working memory (Graesser & Mandler, 1978; Mandler,
1967; Newell & Simon, 1972).

Alternative Methods to Achieve a Goal
There normally is more than one method to achieve a

goal. If one method does not succeed, then other meth
ods are tried until the goal is eventually achieved or the
goal ends up being dropped. For example, there are a va
riety of methods for achieving the goal ofdecreasing the
temperature in the car: opening the car window, turning
on a fan, and turning on the air conditioner. When one
fails, another one is tried.

Methods Are Context Sensitive
A particular method is appropriate under a particular

set of circumstances. Opening the car window is appro
priate for achieving the example goal of decreasing the
temperature. This method is particularly appropriate
when the weather is cold and it is not raining. Turning on
a fan is appropriate when the weather is cold and rainy.
Turning on the air conditioner is appropriate when the
weather is hot. Thus, the application of the methods is
sensitive to the states of the world. Sometimes the "in
appropriate" methods are attempted after the appropriate
ones are exhausted.

Suspension and Restarting ofGoals
A goal may be suspended under specific conditions

and resumed later on when the conditions change in a
dynamic world. For example, a passenger might grumble
about being cold, so the driver suspends the goal of de
creasing the temperature in the car.The goal resumes after
the passenger leaves the vehicle.

Goal Satisfaction
When a goal is achieved, the agent stops applying meth

ods to achieve the goal. It should be noted, however, that
some goals are alwaysoperative (e.g., avoiding collisions).

The nine properties in this section do not exhaust the
total set of properties that researchers have ascribed to
procedural knowledge. Moreover, there is not total agree
ment that all of these properties are characteristic ofpro
cedural knowledge. However, most theories do embrace
these properties. The knowledge elicitation tool that we
developed incorporates these nine properties.

THE GOMS MODEL

Card et al. (1983) developed a computer model that sim
u�ates cognitive procedures. The model is called GOMS,
an acronym for goals, operators, methods, and selection
rules. As discussed in the previous section, there is a
structured set ofgoals that direct a cognitive procedure.
Each goal refers to a desire, objective, mission, aim, or
purpose that an agent wants to achieve. Each goal is ex
pressed in the form of a symbolic goal node, such as

(GOAL 1: driver wants to decrease temperature in car),
(SUBGOAL 1.1: driver wants to turn on A/C unit), and
(SUBGOAL 1.2: driver wants to get the A/C unit to emit
more cold air).

The operators are the steps that accomplish a goal.
The operators can be described at any level of detail. A
high-level operator is a subgoal (i.e., subtask) that must
be accomplished by lower level steps; for example, Goal 1
is achieved by the two steps expressed as Subgoals 1.1
and 1.2. A low-level operator is a primitive action, such
as "move right hand to A/C on/off switch," "place index
finger on onloff switch," press onloff switch," and so on.
The GOMS model predicts the amount of time that it
takes to execute these primitive behavioral operators on
the basis ofpsychological laws and empirical results. For
example, Fitts's (1954) law predicts that the amount of
time it takes to move a finger and press a target button on
the basis of the distance the finger moves and the size of
the button. The primitive operators also include cogni
tive acts, such as moving the eyes to a display position
and making a decision among a set ofalternative options.
Again, GOMS predicts the completion times for these
primitive cognitive acts on the basis of psychological
laws. According to Hick's (1952) law, decision times in
crease logarithmically as a function of the number of op
tions and the base-rate likelihood of each option.

A method designates the operators that can be applied
in order to achieve a goal. The method normally consists of
an ordered sequence ofoperators (called steps), but some
times the ordering is optional. Thus, Goal 1 is achieved
by completing the two subgoals, with Subgoal 1.1 serving
as Step 1 and Subgoall.2 serving as Step 2. In turn, Sub
goal 1.1 is achieved by executing three steps with prim
itive operators, as expressed below:

(METHOD-l: driver cool car with air conditioner)
(STEP-I OPERATOR: subgoal 1.1: driver wants to

turn on A/C unit)
(STEP-2 OPERATOR: subgoal 1.2: driver wants

the A/C to emit more cold air)
(METHOD 1.1: driver turns on A/C unit)

(STEP-l OPERATOR: primitive action: driver
moves right hand to A/C onloff switch)

(STEP-2 OPERATOR: primitive action: driver
places index finger on on/off switch)

(STEP-3 OPERATOR: primitive action: driver
presses onloff switch)

There can be alternative methods for achieving a partic
ular goal. For example, Methods 2 and 3 are other ways to
achieve the goal of decreasing the temperature in the car:
(METHOD-2: driver cool car with fan) and (METHOD
3: driver open window). GOMS can simulate a task com
pletion time for each of the methods. The task comple
tion times are computed after considering the primitive
operators that are performed and circumstances in the
world that affect the completion times for the primitive
operators. For example, the time to complete Method 1
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will depend on the size of the on/off switch and the dis
tance between the driver's normal hand location and the
location of the A/C on/off switch.

The selection rules specify the conditions under which
the alternative methods are applied to achieve the goal.
The conditions refer to states of the world and cognitive
states of the agent. GOMS uses "IF<state>,THEN <ac
tion>" production rule formalism to express these con
tingencies, which is compatible with most symbolic
models in the cognitive sciences (Anderson, 1993; Just
& Carpenter, 1992; Kieras, 1988; Laird et al., 1987). The
following three production rules would capture the con
ditions under which each method is applied:

IF [(GOAL 1: driver wants to decrease temperature in
car)
& (STATE: weather is hot)]

THEN [(METHOD-I: driver cool car with air
conditioner)]

IF [(GOAL 1: driver wants to decrease temperature in
car)
& (STATE: weather is cold)
& (STATE: it is raining)]

THEN [(METHOD-2: driver cool car with
fan)]

IF [(GOAL 1: driver wants to decrease temperature in
car)
& (STATE: weather is cold)
& (STATE: it is not raining)]

THEN [(METHOD-3: driver open window)]

An agent may use multiple methods to achieve a goal if
the ideal method does not succeed. For example, if the
driver discovers that the window control is broken, the
driver might use the air conditioner or the fan even though
it is cold outside. Again, GOMS simulates the amount of
time it takes to achieve a goal, given the states of the
world, the methods that are applied, and the completion
times of the primitive operators.

As discussed earlier, GOMShas already proven its
ability to successfully predict human performance when
cognitive procedures are executed. Most tests of GOMS
have been in the area of human-computer interaction
(Beard et al., 1996; Card et al., 1983; Kieras, 1988; Olson
& Nilsen, 1988). For example, Card et al. (1983) simu
lated the activities of experienced users of word pro
cessors at varying grain sizes (i.e., the keystroke level,
subtasks completed, major tasks completed). GOMS
successfully predicted what operators are performed,
task completion times for the operators, and the ordering
of operators. It was gratifying to learn that GOMS had
some validity, given the amount of effort and time it took
to develop the model. Given its validity, the utility of
GOMS is enormous. GOMS can be used for forecasting
the usability of existing artifacts, as well as alternative
designs for new artifacts before they are manufactured.

Nevertheless, there are two limitations ofGOMS that
have prevented a widespread use in psychological re
search and applied projects. The first limitation is a prac-

tical one. The development ofa full-scale GOMS model
takes a great deal of time, money, and expertise. The de
velopers include computer programmers, experts who
have mastered the cognitive procedures, knowledge en
gineers who extract the goals, operators, methods, and
selection rules from topic experts, and human factors en
gineers. It takes a long time, measured in years, to orga
nize and coordinate these experts. Such projects are
therefore very expensive. Beard et al. (1996) have re
cently demonstrated that a small, scaled-down version of
GOMS (which they call Quick and Dirty GOMS) can be
a useful tool for solving specific practical problems, but
their Quick and Dirty GOMS was not developed as a
general-purpose tool.

The second limitation of GOMS is more theoretical.
With rare exceptions, GOMS models have not imple
mented all of the properties of cognitive procedures that
were discussed in the previous section. For example,
most GOMS models do not handle the execution ofmul
tiple high-level goals, multiple tasks, and the suspen
sion/restarting ofgoals. More recent models in the GOMS
family, such as the COGNET system developed by
Zachary and Ross (1991), have expanded the GOMS ar
chitecture by integrating it with a multiple, parallel, soft
ware agent architecture.

We have developed a computer tool that has the po
tential to expand GOMS modeling efforts to users with
varied expertise: CAT (cognitive analysis tool). CAT as
sists users in describing GOMS-like cognitive proce
dures. The tool can incorporate all nine properties of
cognitive procedures, including goal suspension and
restarting. The tool guides users with a wide range ofex
pertise in GOMS, domain knowledge about the proce
dures, and computer literacy. Therefore, the tool can be
used by a person who has had a brief introduction to
GOMS (e.g., a 5-page article), modest experience with
the cognitive procedure, and a small amount of experi
ence with computers (e.g., an occasional user ofan IBM
compatible microcomputer with Microsoft Windows).
Of course, CAT can also be used by computer hackers
who have a large amount of experience with GOMS
modeling and with the cognitive procedure being mod
eled. CAT should therefore facilitate more modeling ef
forts in the GOMS tradition. Given that Beard et al.
(1996) have demonstrated that a Quick and Dirty GOMS
can be useful in solving some real-world applications,
the utility of CAT should be substantial when it is im
practical to develop a full-scale GOMS model.

CAT: A TOOL FOR EXTRACTING
KNOWLEDGE ABOUT COGNITIVE

PROCEDURES

The purpose of CAT is to guide the user in extracting
declarative knowledge about cognitive procedures. The
user could be a domain expert on the cognitive proce
dure who uses the knowledge acquisition tool on himself
or herself. The user could also use the tool to extract
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knowledge from another domain expert. CAT creates a
GOMS-like node structure as the user creates and de
scribes the content of the nodes that refer to goals, sub
goals, methods, steps, operators, conditions, exceptions,
goal suspensions, and so on. The node structure is auto
matically saved in a file as the user creates and modifies
the nodes in the cognitive procedure.

Hardware and Software Requirements
CAT can be used on any IBM-compatible computer

with a 386,486, or Pentium processor and a minimum of
4.0 MB of RAM memory. The operating system is a Mi
crosoft Windows Version 3. lora Microsoft Windows
95. It should be noted that CAT is not a front end to an
other system (such as GOMS, Soar, or ACT-R)but rather
is a stand-alone tool in an IBM environment.

Interface Features
CAT has the normal features of a Windows environ

ment, such as multiple menus and menu options, selec
tion ofoptions with a mouse and point-and-click facility,
and a keyboard for alphanumeric input. There are some
additional features that are not supplied by the Windows
environment. The tool automatically saves whatever
nodes the user has created or modified. There is an au
tomatic help facility in addition to the normal extended
help that is presented when selecting a "Help" option.
For the automatic help, the interactive window has a con
text-sensitive help area at the bottom of the screen. This
area displays information about the window's active con
trol item that is currently under the pointing cursor.
There are two modes of operation: a "guidance" mode
and a "freeplay edit" mode. The guidance mode is geared

for novice and intermediate users because it guides the
user through the process ofdeveloping the cognitive pro
cedure and the appropriate constraints on each node.
This guidance mode prompts the user to supply the ap
propriate text input. The freeplay edit mode is geared for
experienced users and for users who want to make changes
to an existing procedural structure. This mode has a
graphical user interface with "Edit" and "Navigation"
options. There is a graphical tree structure for represent
ing the goals, methods, actions, conditions, and so on. It
should be noted that the example screens in the present
article assume that the user is in the guidance mode, so
these example screens involve text input. Finally, there is
a comprehensive tutorial that can be accessed by select
ing a "Tutorial" option.

Creating a Goal
The first node to be articulated is the main goal of the

cognitive procedure. Figure I presents the screen display
that prompts the user to specify the goal. There is a field
for the name of the goal (e.g., "driver wants to decrease
the temperature in the car") and for a lengthy description
of the goal. After the goal is specified, the user can de
clare that the goal node be saved (the "OK" option) or be
canceled (the "Cancel" option). Extended help is avail
able by selecting the "Help" option. Context-sensitive
help is automatically supplied in the region at the bot
tom of the screen.

Creating the Steps and Operators in a Method
A method consists of a sequence of operators. Each

operator can be a primitive action or a subgoal. The order
of the operators is designated by step numbers. Figure 2

Enter Model's Top level Goal

Figure 1. CAT screen that prompts the user to describe a goal.
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Figure 2. CAT screen that prompts the user to describe the steps of a method

shows the screen that prompts the user to describe one of
the steps in the top-level method. The user enters the step
name and description in the middle-left region, whereas
a list of all of the steps is displayed in the middle-right
region. There is a default limit of seven steps associated
with any given method. However, this default limit may
be changed by the user. The "Next" and "Previous" op
tions allow the user to move to subsequent steps and pre
vious steps, respectively. The "Edit" option allows the
user to edit the current step, and the "Delete" option
deletes it. The user selects "Done" when all of the steps
of the method are correct.

There are five types of operators associated with a
step. A "simple" step designates either a subgoal or a
primitive operator and is the most common type of step
in most procedures. When the user declares this option,
the computer presents a screen that is the same as Fig
ure I except that the banner prints out "subgoal" instead
of "goal." A "decision" step defines an "if-then-else"
frame. That is, if a particular condition exists, then the
operator is performed; if the condition does not exist,
then another option is performed. This option permits a
branching capability within a single step. When the user
declares this option, there is a screen that prompts the
user to supply an IF, THEN, and ELSE field. A "goto"
step defines an unconditional branch to another step in
the method. This is important when the procedure re
quires looping and recycling steps within a method. A

"store" step stores up to five chunks of data into a spe
cific working memory location, whereas the "recall"
step fetches data from working memory. Therefore, CAT
can implement models that have extensive interactions
between procedural knowledge and working memory
(Anderson, 1993; Just & Carpenter, 1992; Kieras, 1988;
Laird et al., 1987).

It is possible to reorder steps after the total set of steps
are described for a method. After all of the steps have
been described for a method, a screen queries the user
about the intended order ofthe steps. There are three op
tions available to the user: "As entered," "no specific
order," and "another order." According to the first op
tion, the order in which the steps are executed follows
the original numerical order of the steps. There are no
ordering constraints according to the second option.
When the third option is selected, however, another
screen is presented that guides the user in reordering the
steps, and the new order is stored when the user selects
a "Done" option.

CATassumes that a particular method can contain only
seven steps. As discussed earlier, this limitation reflects
cognitive limitations on long-term memory, working
memory, and consciousness. The constraint does not
imply that there are only seven primitive operators sub
sumed under a method. Rather, there can be a hierarchi
cal multi leveled structure of subgoals that collectively
end up dominating dozens of primitive operators. In
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order to provide for the hierarchical multileveled struc
ture, a set of steps is sometimes consolidated into a sin
gle subgoal step. A screen is presented that guides the
user in identifying what steps to consolidate, and another
screen guides the user in labeling the subgoal.

Creating Alternative Methods
The proverbial fact that there is more than one way to

skin a cat is one of the hallmarks of GOMS and CAT.
After the user finishes describing one method to achieve
a goal or subgoal, the user is queried whether there is an
other method. If the user selects the "Yes" option, he/she
proceeds to numbering, labeling, and describing another
method. However, as discussed earlier, the alternative
-methods are normally tuned to particular states in the
world, as specified by the selection rules. There are
screens that prompt the user to describe these conditions
of the selection rule. As with most of the screens that
prompt the user for descriptions, (l) the top region ofthe
screen announces what sort of information is being sup
plied (in this case, creating the selection rule informa
tion), (2) the middle-left region prompts the user for a
name and description of the condition, (3) the middle
right region keeps track of the list of conditions, (4) the
lower middle region has a set of options for searching,
modifying, and saving the list of conditions, and (5) the
bottom region presents context-sensitive help.

Exceptions to a Cognitive Procedure
There normally are exceptional conditions that require

a successful agent to suspend a goal (or subgoal) or
abandon the goal in favor of another goal. For example,
a driver will suspend or abandon the goal of decreasing
the temperature in a car if a passenger complains about
being cold or if the driver gets too cold. The user is
prompted to declare these exceptional conditions after
the user has described all of the methods of a main goal.
CAT guides the user in specifying the conditions of
goal/subgoal suspension and exactly what goals and sub
goals are suspended. In the case of goal suspension, CAT
prompts the user to declare the conditions in which a
goal is restarted. There can be several configurations of
conditions that prompt the suspension or abandonment
ofgoals.

Failed Primitives and Resolving Impasses
The last phase ofconstructing a cognitive procedure is

to identify any steps that can fail during model execution
and what to do when these failures occur. There may be
times when a subgoal or a primitive operator may poten
tially fail. The user is prompted to declare what to do
(i.e., what other goal to jump to) when each of the prim
itive operators fail. The user also has the option of spec
ifying, for each subgoal, how to resolve an impasse by
jumping to another goal.

Executing a Cognitive Procedure
Once a cognitive procedure has been described and

saved, it can be executed in order to validate it. This is

accomplished by selecting an "Execute Model" menu
option. When this option is selected, the middle-left re
gion of the screen displays the steps that are executed.
Of course, the execution of some steps depends on the
state of the world, as in the case of selection rules, ex
ceptions, and alternative methods. The user is prompted
to choose among alternative options that declare relevant
states of the world, and the stream of steps subsequently
ensues.

USES OF CAT

The most obvious use of CAT is for experts on tech
nical topics who want to dissect the cognitive procedures
in a technical domain. Some procedures reach a level of
complexity where the expert might lose track of the
methods, preconditions, consequences, and ordering of
the steps. Indeed, a combinatorial explosion problem
may emerge from a plan that has only a few dozen meth
ods, a handful of structural levels, and a modest number
of preconditions, consequences, and ordering con
straints on each step (Hammond, Fasciano, Fu, & Con
verse, 1996). The Office of Naval Research funded the
development of CAT for the benefit of military tactical
planning. A commander of a ship is sometimes faced
with a situation in which there are multiple tactical plans
and several possible consequences of each plan. If the
commander has the luxury of thoughtful tactical plan
ning, as opposed to quick decisions under stress, then
CAT can be used to trace through the alternative plans
and possible consequences. In a similar fashion, proce
dures can be dissected by experts in manufacturing,
equipment design, management, operations research,
and so on.

A less obvious use of CAT is for education. Suppose,
for example, that the procedure for operating and main
taining a piece of equipment was implemented in CAT.
A student could use this program to learn how to operate
the equipment successfully, how to maintain it, and what
happens when it is not properly used. Another educa
tional application is in training students about cognitive
modeling, cognitive procedures, and task analysis. CAT
would serve as a "training wheels" system before stu
dents move on to GOMS, Soar, ACT-R, and similar so
phisticated models of cognitive procedures.

EXTENSIONS OF CAT

CAT is currently being expanded in two fundamental
ways in order to enhance the utility of GOMS-like mod
eling efforts. The first extension is to simulate execution
times for achieving the main goal, given the states of the
world that are declared by the user. Card et al. (1983) had
theoretical estimates of the completion times for primi
tive behaviors and cognitive processes, based on psy
chological laws and available empirical research. Task
completion times were also derived for completing sub
goals and higher level chunks of operators. Using a sim
ilar approach, we have developed computer tools that
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simulate task completion times for single-step and mul
tiple-step procedures (Graesser & Marks, 1993; Meyer
& Kieras, 1997). We are currently attempting to inte
grate these task completion time simulators with CAT.

The second extension is to expand the types ofknow1
edge that can be incorporated in CAT. CAT described in
this article focuses exclusively on the procedural "how to
do it" knowledge. The expanded tool incorporates more
elaborate knowledge structures with causal networks,
spatial relations, taxonomic hierarchies, and other
classes of conceptual structures (Graesser & Clark, 1985;
Lehmann, 1992). When these elaborated structures are
created, the user assigns each node to a node category
(e.g., concept, state, event, goal), and pairs of nodes are
connected by categorized, directed relations (e.g., is-a,
cause, reason, manner, has-as-parts, north-of). The
strength of these connections are also estimated by the
user. The more elaborated representations provide some
foundation for tuning GOMS applications to world con
straints and for building mental models of the domain
knowledge.
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