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A rotating buffer system for on-line
collection of eye monitor data
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Eye movement research often requires the rapid collection and handling of large amounts of
data. Such collection would be impossible without the laboratory computer. This paper describes
an eye movement data collection system developed for the DEC PDP-11103 computer. The
two central features of the system are a rotating buffer, which saves eye movement data in
memory, and direct memory access routines for writing the data to disk. The paper also describes
a procedure for testing this or any data collection system, provided the data sampling rate is
known. The system presented here is sufficiently general that with slight modifications, it could
be used for collecting a wide range of physiological responses. including evoked potentials.

ON-LINE DATA COLLECTION

Computers have become powerful tools of cognitive
research. Through them, it is possible to explore detailed
questions about the moment-by-moment, real-time
aspects of human cognition. Many laboratories are now
undertaking the additional task of studying physiological
correlates of cognitive processes. Such studies may
examine the electrical brain activity (evoked poten
tials, EEG, etc.) that accompanies certain cognitive acts.
Others focus upon eye movement behaviors during
reading, picture viewing, or problem solving. This paper
describes a system for rapid, on-line collection of such
data. The focus is on eye movement data, but the
principles are applicable to any situation in which large
amounts of data must be collected in real-time.

The purpose of this paper is twofold. First, it
present's a general-purpose system for rapid collection of
eye movement data. The objective is to enable the reader
to understand not only how this system works, but also
why it was selected. Therefore, alternative approaches are
described, beginning with a conceptually simple system
and progressing to more complex, but more general,
approaches. Second, this paper presents one method for
testing the data collection system, to ensure that no
samples are lost. Each sample represents the position of
the eye at a particular point in time. Most studies of eye
movements are not concerned with the individual
samples, but with the sequence of fixations and sac
cades. Research on reading, for example, may examine
fixation durations on words of varying frequency,
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length, and case role assignments. In the present system,
the duration of a fixation is determined by the number
of samples at that location. It is of critical importance,
therefore, that the data collection system store every
sample. If the system loses samples, even occasionally,
it will introduce additional noise into the data. A system
that loses samples in a systematic, nonrandom way can
significantly bias the patterns of fixations and saccades.
This paper illustrate's one method for determining
whether every sample of data is, in fact, saved.

HARDWARE

Eye movement data are digitized by a Gulf +Western
Applied Sciences Laboratories eye view monitor (Model
1996). A television camera transmits an image of the
subject's eye to the eye view monitor. The monitor
locates the center of the pupil and the center of the
corneal reflection. During an eye movement, these two
features shift with respect to each other and can, there
fore, be used to compute the eye position. Sixty times
per second the monitor outputs a new sample of data,
consisting of horizontal and vertical eye position and
pupil diameter.

A DEC PDP-lI/03 computer collects and stores the
eye position data. The computer system includes two
RLOI disk drives, 29K words of memory, a real-time
programmable clock (KWV-Il), and two parallel input/
output (I/O) boards (DRY-II). The operating system
is RT-ll, Version 3B. The two I/O boards interface
the eye view monitor to the PDP. Each board has a
16-bit input buffer, plus two interrupt lines. Eight bits
(1 byte) are used for each of the three inputs (horizontal,
vertical, and pupil diameter). The remaining 8 bits are
used for collecting manual and vocal responses. When
new eye position data are ready, they are placed onto
the output lines of the eye view monitor. Those lines are
connected directly to the input buffers of the DRY-II
boards. At the same time, the eye view monitor outputs
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a positive strobe signal that is wired into one of the
DRV-II interrupt lines.' Thus, an interrupt can be gen
erated each time a new sample of data is ready, and an
interrupt service routine can be used to store the data.

DATA COLLECTION SYSTEMS

In the present system, there is no need to analyze
data on-line. The simplest approach, therefore, is to write
each sample directly to the disk. The success of such an
approach depends upon how rapidly disk I/O can occur.
Each sample must be saved in less than 16.67 msec,
since that is the rate at which new samples are output.
On the average disk, I/O for the RLOI is fairly fast
(4.7 microsec/word). At unpredictable times, however,
it can be quite slow, as when switching to a new track.
When that happens, samples are lost. Moreover, such
unpredictable pauses can seriously disrupt other aspects
of the experiment, such as timing response latencies or
stimulus displays. Thus, whether this simple approach
works depends upon two factors: the rate at which new
samples are acquired and the speed of disk I/O.

An alternative approach to the problem of data col
lection utilizes two distinct operations. In the first
operation, data are moved from the input buffers into
unused memory locations, where they will not be
overwritten by subsequent samples. The second oper
ation, writing the data from memory to the disk, occurs
later. Two systems of this type were developed. Both
utilize the operations of saving samples in memory and
later storing them on disk, but one system raised problems
that had not been anticipated.

In one system, data were collected and stored on a
trial-by-trial basis. The program first found the limits
of the largest contiguous block of unused memory
and set a pointer to the lowest address of that block.
In a typical experiment, a buttonpress initiated the
stimulus display (single word, sentence, paragraph, etc.)
and started data collection from the eye view monitor.
When the first sample was output, the interrupt service
routine saved it in the location indicated by the pointer
{two words are needed to store each sample]," incre
mented the pointer to the next free address, and promptly
returned control to the main program. This process
continued until either the trial ended or the pointer
reached the highest free address. During the intertrial
interval, the program set the pointer back to the address
of the first sample and copied the data onto the disk.
The advantage of this system was that the interrupt
service routine had little to do and was therefore quite
fast. The relatively slow process of storing data onto
the disk did not occur until the intertrial interval, when
there was no danger of losing new samples or of dis
rupting other aspects of the experiment.

Although this system was adequate for many experi
ments, two problems restricted its use as a general
purpose data collection system. First, there was a limit
to the amount of data that could be collected. The
program terminated data collection when all of the free
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space had been filled, whether or not the trial was
finished. The second problem was that the data were
saved on disk with a FORTRAN "write" instruction.
Because that instruction is relatively slow and requires
CPU intervention, experimental activity came to a halt
until all of the data were saved. If a large amount of data
had been collected, the halt could be quite long. For
experimental situations in which the trials were fairly
short, this was not a serious problem. In an experiment
in which subjects read continuous text spanning several
screens, however, the lengthy interscreen intervals
required for the data save were quite disruptive to the
reading process.

To overcome these problems, a new system was devel
oped. It still relies upon the two operations of saving
samples in memory and later writing them to the disk.
However, it is structured so that the two operations can
run concurrently. This system utilizes two components
not present in the previous system. First, rather than
filling all of the unused memory, it alternates between
two smaller portions of memory (buffers). Each buffer
can hold 512 bytes. At the rate of 60 samples/sec, it
takes about 2 sec to fill one buffer. The new system
operates like the previous one much of the time. The
interrupt service routine moves each sample into the
next available location, updates the pointer, and promptly
returns control to the main program. The differences
between systems occur when one buffer has been filled.
The interrupt service routine sets the pointer to the first
address of the next buffer. It then sets up a direct
memory access (DMA) routine to copy the filled buffer
to the disk. The advantage of DMA is that it is very fast
and requires no CPU intervention. The time needed to
write a full buffer to the disk is much less than the 2 sec
required to fill the other buffer. Therefore, when the
second buffer is full, the program sets the pointer back to
the first and begins the DMA routine to store the second
buffer.

In principle, this process of alternating between
buffers can continue indefinitely. In practice, it is Jimited
to the amount of free space on the disk. Since disks have
a fairly large capacity, however, this system makes it
possible to collect much more data than before. More
over, lengthy intertrial intervals no longer occur, since
data are saved continuously. A final problem remains,
however: This data collection system is much more
complex than the earlier systems. It is of critical impor
tance to determine whether this system works correctly
or whether it loses any samples. Close inspection of
eye movement data will not necessarily reveal flaws in
the data collection system, since there is no prior knowl
edge about where the eye will fixate or how long the
fixations will last.

There is prior knowledge about the sampling rate,
however. Therefore, to test this system, we employed
the programmable real-time clock. The test operated
exactly like the eye movement data collection system,
with two exceptions. First, when data collection began,
the clock was started. Second, the interrupt service
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routine read and stored the elapsed time rather than the
eye movement data. Recall that the interrupt service
routine was triggered 60 times/sec, whenever the eye
view monitor output a strobe signal indicating a new
sample was ready. Thus, if the data collection system
operates correctly, each sample should be precisely
16.67 msec greater than the preceding sample.

We used this test to examine two versions of the
rotating buffer system. Version 1 employed the DMA
routines described above. Version 2 relied upon a
FORTRAN "write" statement to copy filled buffers to
the disk. The differences between the two versions were
striking. Version 2 lost many samples, especially when it
began copying a filled buffer to the disk (every 128
samples). In contrast, no samples were lost in Version 1,
and every sample was precisely 16.67 msec greater than
the preceding sample. On the basis of this test, it is clear
that the DMA routines are a critical feature of the
rotating buffer system.

SUMMARY

This paper presented several ways in which rapid, on
line collection of eye movement data might occur. Since
the objective is to save each sample without anyon-line
modifications or artifact rejection, the simplest approach
is to store the samples directly onto the disk. Such an
approach will work, but only if the data collection
device (parallel I/O boards) and the mass-storage device
(disk) are very carefully synchronized. This sort of
system will not work if new samples are obtained before
previous samples can be saved on the disk.

The second approach makes it unnecessary to syn
chronize data collection and disk storage processes. It
divides the task of data collection into two distinct
operations. Samples are first stored in memory and, at a
convenient time (e.g., during the intertrial interval),
are copied to the disk. Thus, the process of data collec
tion and disk storage can occur at very different rates.
This system is restricted, however, to situations in which
only a limited amount of data are collected and in which
fairly lengthy pauses in experimental activity can be
tolerated.

The third approach is based upon the second, but it
is structured so that the two operations of storing
samples in memory and later writing them to disk can
run concurrently. Two key additions are a rotating
buffer system and the use of DMA routines for storing
samples on disk. This system is much more useful as a
general-purpose data collection system. It does not
depend upon the speed of disk I/O, nor does it intro
duce long pauses in the experiment. The success of this
system does require that copying a filled buffer to the
disk take less time than filling a new buffer. If not, the
previous buffer will not be completely saved before new
samples are written into it.

Obviously, the selection of a data collection system
depends upon many factors. The simpler systems are
easier to develop and debug, but the more complex
systems have a wider range of applications. The most
general system presented here also requires DMA rou
tines. Such routines came with the RT-ll operating sys
tem and are very easy to use. Other types of computers
may require the purchase of a special DMA controller
board and additional programming. Thus, the advantages
provided by the most general-purpose system should be
weighed against the cost of such a purchase.

Finally, this paper illustrated a method for testing a
data collection system. The test program uses the pro
grammable real-time clock and measures the elapsed
time between samples. It is important to note that this
type of test can be used to verify any data collection
system, provided that the data sampling rate is known.
This test also suggests that the programmable real-time
clock may be a valuable tool for laboratory program
development.

NOTES

1. The pulse width of the strobe signal from the eye view
monitor was only 7 rnicrosec, which was too narrow,Jim Geidel,
of the psychology department shop, built a hardware interface
to extend the signal. Schematics of the interface are available
from the author.

2. Even though a sample can be represented in 3 bytes, it
was faster for the interrupt service routine to saveeach sample as
two words. The extra byte is discarded in the first reduction
program.


