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The promise of object-oriented programming

PETER DIXON
University of Alberta, Edmonton, Alberta, Canada

Object-oriented programming may provide a way in which programs for running experiments
can be created with a minimum of effort without sacrificing flexibility or generality. In this ap
proach, a new experiment is created by defining descendents of an object hierarchy that "inherit"
most of the behavior common to some general paradigm, but "override" the methods that are
specific to the new experiment. An object hierarchy for implementing common cognitive psychol
ogy paradigms is described as an illustration.
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Over the years, participants in the Society for Computers
in Psychology (SCIP) conference have heard about a vari
ety of programs and software tools for running real-time
psychological experiments. In fact, my idea of the proto
typical SCIP paper would have a title like, "FROG: A
subroutine library for running psychological experiments
that you can jump up and down about" or "MACRAME:
A program for running real-time experiments without ty
ing yourself into knots." And this year is no exception:
The present paper will describe yet another approach to
programming on-line psychological experiments. The
mere fact that these kinds of presentations keep reoccur
ring at SCIP has several implications. First of all, having
good software tools for creating experiments is incredi
bly important for the way we run our scientific lives.
Although the availability of cheap, easy-to-use microcom
puters in the laboratory has dramatically increased every
one's research productivity and flexibility, it has also
meant that a large proportion of the time needed to get
an experiment ready to run is devoted to getting the pro
gram to run. Consequently, anything we can come up with
that will decrease this time is going to be worthwhile. Sec
ond, the fact that we keep hearing about new programs
and tools every year means that the problem has not been
solved for everyone's lab to everyone's satisfaction.
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Somehow, despite repeated attempts by many of the field's
sharpest minds, there still remains work to be done.

I would like to argue that the reason this problem is
still with us is because it does not admit to a simple and
general solution in principle. There would seem to be an
inherent tradeoff in such programming tools between
generality and flexibility on one hand and simplicity and
ease of use on the other. A set of software tools that is
intended to be general and flexible and that allows one
to implement a wide range of paradigms and methodolo
gies tends to be complex and to still require a fair amount
of work to get an actual operational experiment. On the
other hand, software that is intended to be easy to use
and that allows one to get an experiment off the ground
quickly tends to have limitations or characteristics that
make it awkward to implement paradigms for which it
was not designed. This is not to say that there are not better
or worse solutions to this tradeoff, nor that a particular
piece of software might not serve perfectly well for a given
individual or a given laboratory. The point is merely that
no one piece of software is going to make everyone every
where maximally happy all of the time.

The Two Approaches
This argument can be illustrated by considering the

strengths and weaknesses of what I regard as the two
prototypical solutions to the problem of creating programs
for running experiments: the subroutine library and the
general-purpose program.

Subroutine libraries. In the subroutine-library ap
proach, the programmer starts off by creating a collec
tion of routines that implement all of the basic, atomic



operations in the paradigms he or she is concerned with.
In cognitive psychology experiments, for example, these
might be such things as presenting a stimulus for a cer
tain period of time, measuring reaction time, randomiz
ing a list of trials, and so on. To create an experiment,
the user must also do some programming, but the task
is much easier once the nitty-gritty details of presenting
stimuli and collecting responses has been done. Moreover,
if the subroutines are carefully written, they can be general
and flexible enough to be useful in almost any paradigm
or experimental task.

The main disadvantage of subroutine libraries is that
even after the library is completed, there is still a lot of
programming to be done. The subroutine calls have to
be put together to run trials, trials put together to run
blocks, routines for input and output have to be created,
and so on. I know of two ways in which this work can
be further minimized. One is to construct high-level rou
tines that implement larger chunks of the task. For in
stance, one could have a procedure that ran a reaction time
trial or a procedure for reading stimulus descriptions from
a file. Although this approach can make the creation of
an experimental program much easier, it sacrifices the
essential advantage of the subroutine-library approach:
flexibility and generality. Another approach to minimiz
ing the work needed to create a program from a subroutine
library is to generate a collection of example programs.
Then, when a new program is created, one of the exam
ples is modified to run the new experiment. Although this
approach can reduce the amount ofeffort needed to gener
ate a new program, particularly if the new experiment is
similar to the example, there are two disadvantages. The
first is that one needs to have a detailed understanding
of the way in which the example programs work in order
to know what has to be changed and in what ways. The
second is that it is often difficult to make cumulative
progress in modifying the examples. That is, a given pro
gram can only be modified so many times before it be
comes unreadable and intractable, and eventually one is
tempted to simply start over from scratch.

Of course, these different methods of creating and us
ing a subroutine library are not mutually exclusive, and
one could imagine a situation in which atomic subroutines,
high-level procedures, and example programs are com
bined in an expeditious fashion. Then, one could make
a few small changes in the example program when that
is easiest, combine high-level routines when that approach
is required, and use the basic routines for timing responses
and the like when the maximum amount of flexibility is
required. In fact, the approach I will end up advocating
is in essence a consistent and principled method of doing
exactly that. Moreover, it allows one to create the libraries
of atomic operations, high-level procedures, and exam
ple routines incrementally, so that the power of the soft
ware at one's disposal increases over time. However, be
fore describing how this works, I will discuss the other
prototypic approach to creating on-line experiments, the
general-purpose program.
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General-purpose programs. In this approach, the pro
grammer identifies a paradigm or collection of paradigms
that one wishes to be able to run and generates an abstract
characterization of the tasks to be performed. This ab
stract description is made concrete at run time, when the
user specifies a variety of parameters and settings that de
termine how a particular experiment will work. The main
advantage of this approach is that it is often easy to set
up a new experiment with a minimum of effort. However,
a general-purpose program typically sacrifices flexibility:
In order for it to be easy for the user to specify a new
experiment by setting a few parameters, the writer of the
general-purpose program must have been able to antici
pate the range of possible paradigms the user will want
to implement. If the target experiment does not fall within
the anticipated population of experiments, the odds are
that it is going to be difficult to set up or that some com
promise will be made in terms of the design or method
ology. Thus, I would argue that any program that is truly
easy to learn and use is likely to have inherent limitations
in how it operates or in the range of experiments it can
easily deal with.

An interesting variant of the general-purpose-program
approach requires that the user write a small number of
simple subroutines rather than specify parameter values.
The idea is that it is much easier to define a short sub
routine that defines, for example, how a trial is run than
to specify the same information in terms of parameter
values. In my view, this is still an example of the general
purpose-program approach; the only difference is that the
"parameter values" are set by writing small pieces of
code rather than by responding to prompts or selecting
items from a menu. The overall structure of the solution
is still the same: The programmer writes codes that im
plement some general characterization of how an experi
ment is to be run, and the user fills in the details of how
the particular experiment of interest is to work. And this
approach has the same kinds of limitations: If the experi
ment to be run does not conform to the general charac
terization set up beforehand, the user is out of luck.

The most obvious way in which general-purpose pro
grams can be made more flexible is by extending the pro
gram with more parameters and options. However, there
is a danger in this approach: If the range of settings and
parameters is so large that any possible conceivable ex
periment could be easily defined, the complexity of the
settings and parameters may approach that of a program
ming language. In the limit, one would have to "pro
gram" the general-purpose program to run the experi
ment one has in mind, and this programming task may
be no less difficult than is programming the paradigm in
a standard programming language. This trap can be
avoided by providing a comprehensive and intelligent set
of defaults. Thus, the user would not have to deal with
all of the possible parameters and their settings; instead,
he or she would have to modify only those for which the
new experiment differed from the default or standard pro
cedure. In principle, this approach can be very powerful,
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allowing both ease of use when the experiment to be run
is close to the defaults and flexibility when the experi
ment is more remote. The approach I will describe below
has precisely this character. In effect, I am suggesting that
an appropriate approach to creating experiment-running
programs is to create an abstract description of the tasks
or paradigms of interest along with a set of default im
plementation details. The defaults can then be overridden
to create different variations on the basic experiments.
However, the approach I will describe also allows the sys
tem of defaults to be extended in a consistent and in
cremental way.

I prefer not to think of the distinction between sub
routine libraries and a general-purpose program as a dis
tinction between programming and nonprogramming ap
proaches. As I suggested above, if the user simply writes
a few simple routines in order to get the experiment run
ning, I would classify the approach as a general-purpose
program. Conversely, some nonprogramming experimen
tal software allows one to add user-defined subroutines
and to specify flow of control within and between trials,
creating in effect some of the functionality of program
ming languages. The distinction is in terms of what is
provided to the user: Does he or she get pieces that need
to be put together, or does he or she get an entire pack
age that needs to be modified or adjusted? In principle,
I think either approach can be implemented as a program
ming task for the user or as a graphical or symbolic non
programming task.

An alternative. My impression is that there is an in
herent dilemma facing those of us who would like to cre
ate general-purpose, but easy-to-use, software tools for
creating experimental programs: Software that is truly
general purpose is likely to be complex to use, whereas
software that is easy to use is likely to be limited in some
way. I am not suggesting that there is any simple way
out of this dilemma. Instead, what I would like to argue
is that many of the best compromises that have been gener
ated to date can be captured within the framework of
object-oriented programming.

Although there are many properties of object-oriented
programming that are important and useful, the charac
teristic that I think is most relevant in this context is that
object-oriented programming allows one to create object
class hierarchies, with the objects at each level of the hi
erarchy describing how a particular task is to be performed
at a given level of generality. Thus, the top levels of the
hierarchy describe the task at an abstract level, while the
bottom levels describe the nitty-gritty steps in performing
a given task. A solution to the experiment-development
dilemma is then to generate a class hierarchy in which
experiments and paradigms are described at various levels
of generality. The top level of the hierarchy corresponds
to the abstract characterization of an experiment that might
be inherent in a general-purpose program. A particular low
level branch in the hierarchy would be comparable to an
example program that might be created in the subroutine
library approach. To create a particular experiment pro-

gram, one would override the default procedures and rede
fine them in a way that is appropriate for the given task.
Moreover, the overriding of defaults can be done at any
level of the class hierarchy. Thus, for an experiment that
is very similar to one of the branches of the hierarchy, one
would need only to redefine a few routines, and the amount
of programming would be small. To create a more radical
departure from the extant hierarchy, a more general de
scription of the task would have to be changed and, con
sequently, more programming would have to be done. The
essential advantage of this approach is that if it is done in
telligently, the amount of work that has to be done to cre
ate a new experiment is a direct function of the similarity
between the target experiment and the paradigms that are
currently implemented in the class hierarchy. This would
seem to allow an appropriate compromise to tradeoff be
tween generality and ease of use.

An additional advantage of object-oriented programming
is that it lends itself to incremental and systematic develop
ment. Each program that is created for running an experi
ment is essentially another branch on the class hierarchy.
Many of the new procedures and data structures created
for the new program can thus be incorporated into the class
library, either as a variation on one of the existing "ter
minal nodes" or as a more extensive branch higher up the
class hierarchy. Thus, when another program of a similar
type needs to run, it could be implemented as only a minor
variation on the existing object classes. This is compara
ble to the common practice of implementing an experiment
by modifying a program that runs a similar experiment,
except that the concept of abstract class hierarchies allows
one to carry this out in a more disciplined and organized
fashion and helps ensure that progress is made in software
for running different kinds of experiments.

Object-oriented Programming
To make these suggestions more concrete, I will present

a short tutorial on some aspects of object-oriented pro
gramming and then describe how I have used this approach
in my laboratory. Object-oriented programming is often
implemented as an extension of more traditional pro
gramming languages; for example, there is object-oriented
Pascal, an object-oriented version ofC, and object-oriented
versions of Lisp. The examples I will describe below are
based on THINK Pascal for the Macintosh (version 3.0),
but analogous examples would work with other Pascal com
pilers, other languages, and other machines.

The "object" in object-oriented programming is a col
lection of data structures and procedures. In object Pascal,
the data structures are defmed just as one would define a
Pascal record. However, an object also has associated
procedures that operate on those structures; in the nomen
clature of object-oriented programming, these are the ob
ject's "methods." For example, a program for running
an experiment might defme a "trial" object that contains
information about the stimulus, response, and the nature
of the experimental condition. It would have methods that
would initialize the trial information, run the trial, print



out information about the trial, and so on. The entire defi
nition, including both data structures and methods, con
stitute the object's "class." The power of object-oriented
programming accrues from the concept of inheritance. In
heritance allows one to define object classes as descendants
of other classes. A descendant of a class may have addi
tional data structures and methods and may selectively over
ride any of its ancestor's methods.

Figure I shows an example of how inheritance might
work in the context of a program for running a reaction
time experiment. One might start with an RtTrial object
that contains variables for the stimulus to be presented, the
response made by the subject, and the reaction time. As
sociated with the object would be a series of methods that
define operations on those variables. In this case, one could
have procedures for presenting the stimulus and collect
ing the response, both of which are called by the general
procedure RunTrial. (In object Pascal syntax, the method
name is defined along with the other variables in the "type"
declaration. The body of the procedure, which defines what
the method actually does, comes later, prefaced by the
name of the object class to which the method applies, e.g.,
"RtTrial.RunTrial. ") To define another object class that
runs reaction time trials with a prime, one could define
a descendent of the RtTrial class; this is indicated by the
syntax "PrimeTrial=object(RtTrial)." Any variables and

program Example;

type

RtTrial = object
Stimulus: string;
Response: char;
RT: integer;
procedure PresentStimulus;
procedure CollectResponse;
procedure RunTrial;

end;

procedure RtTrial.RunTrial;

begin
PresentStimulus;
CollectResponse;
end;

type

PrimingTrial =object(RtTrial)
prime: string;
procedure PresentPrime;
procedure RunTrial;
override;

end;

procedure PrimingTrial.RunTrial;

begin
PresentPrime;
inherited RunTrial;
end;

Figure 1. An inheritance hierarchy.
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var
rtObjcct: RtTrial;
primcObjcct: PrimeTrial;

begin
ncw(rtObject);
ncw(primeObject);

rtObject.RunTrial;
primeObject.RunTrial;
end.

Figure 2. Allocating objects and calling an object's method.

methods that were part of ancestor object are now auto
matically a part of the descendent. Thus, PrimeTrial will
contain variables for the stimulus, reaction time, and so
on. In this example, PrimeTrial has one additional vari
able that is not included in RtTrial (namely, the priming
stimulus). A method that presents the prime is also added.
The RunTrial method from the RtTrial object is now
"overridden" so that the PresentPrime method will be
called whenever an object of this class is asked to run a
trial.

The code fragment shown in Figure 1 indicates how the
object is defined; Figure 2 shows what is required to get
objects to actually do something. Memory for object in
stances are allocated dynamically with the procedure
"new, " just as one would with other dynamic memory
variables. "New" will allocate memory for an object of
the class the variable is declared as. For example, rtOb
ject is declared as an RtTrial object, so it will have only
the fields and methods of an RtTrial, whereas primeObject
will have in addition the fields and methods defined for
PrimeTrial. After allocating the variables, one would typi
cally initialize them with appropriate values, but I have left
this step out in this example. A method is called by adding
the method name to the end of the name of the object vari
able, as in "rtObject.RunTrial." The method that is actu
ally called is a function of the class of the object and is
determined dynamically at run time. For example, the two
calls to RunTrial in Figure 2 will do different things: One
will only present the stimulus and collect the response; the
other will present the prime stimulus first. It is important
that the method to be called is determined at run time rather
than syntactically at compile time. For example, if Prime
Object also overrode CollectResponse, the new Collect
Response would be called, even though the calling proce
dure is the original RunTrial that does not know about
PrimeObjects.

The metaphor of message passing is sometimes used to
describe this idea of dynamic procedure invocation. Each
method can be thought of as a message that can be passed
to an object. What each object does in response to that mes
sage depends on the nature of the object. The object hier
archy determines what messages each object knows how
to respond to, but the behavior of the object is potentially
idiosyncratic. In this view, the data structures defined in
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an object are .,owned" by that object and should be ma
nipulated and interrogated only by that object's methods.
In this regard, it is useful to think of an object as opaque,
communicating with the rest of the program only through
the messages it sends and receives. Thus, as long as the
methods work correctly, one can be assured of the integrity
of an object's data structures without worrying how those
structures interact with the balance of the programming
environment. Of course, this way of thinking about proce
dures and data is possible in procedurally oriented pro
gramming, but the syntax of object-oriented programming
languages makes this programming style more compelling.

An important characteristic of inheritance is that it al
lows one to defme abstract class hierarchies. An abstract
object class defmes an object that embodies some impor
tant and useful aspect of the data and methods but is not
intended to be actually used. For example, Figure 3 shows
an abstract class for running trials. In this case, it defmes
a variable for whether or not the trial has been completed,
and the RunTrial method merely sets this value to true.
The advantage of being able to define abstract object classes
is that it allows one to program at various levels of gener
ality without being overly concerned with how an actual
object will behave. Thus, the abstract defmition of a trial
shown in Figure 3 should be valid regardless of what kind
oftrial is eventually implemented. Moreover, one can do
this at various levels of generality. For example, the RtTrial
definition in Figure 1 can be thought of as an abstract defi
nition of a reaction time trial. The actual RtTrial object
used in a particular experiment would override methods
such as PresentStimulus so that they are appropriate for
that experiment. For example, decisions about where on
the screen to present the stimulus or what font to use might
be made at more specific levels.

Object-oriented programming changes the nature of pro
gramming in a fundamental way. Instead of thinking about
algorithms and procedures, one thinks about abstract de
scriptions of the task and variations and alterations of such
descriptions. Suppose, for example, that one wanted to
write a procedure for running trials in a standard proce
durally oriented language. One would probably begin by
trying to conceptualize how different kinds of trials are
similar to one another and attempting to generate some
parameterization of the differences. For example, one
might assume that each trial consists of a stimulus presen
tation and a response, and the stimulus and response would

type
Trial = object

Completed: boolean;
procedure RunTrial;

end;

procedure Trial.RunTrial;

begin
Completed:=true;
end;

Figure 3. An abstract object class for running trials.

be passed as parameters to the RunTrial procedure. How
ever, one would quickly become embroiled in finding ways
to deal with types of trials that have more than one stimu
lus or more than one response. In other words, with
procedurally oriented programming, one is tempted to con
struct general-purpose routines that can be adapted
parametrically for a range of situations. In object-oriented
programming, one needs to unlearn this impulse. Instead,
the focus is on fmding an abstract, conceptuallyappropri
ate description of the task to be programmed. New tasks
that are conceptual variants of the original task can then
be implemented as descendents of the abstract description.
In the example described above, for instance, it is rela
tively easy to first describe a trial as consisting of a stimu
lus and a response and then to define a variation in which
two stimuli are presented instead of one. This is easy be
cause, conceptually, a prime trial is just like a reaction time
trial, except that a prime stimulus is presented prior to the
target stimulus. Thus, the goal in creating useful object
class hierarchies is finding programming descriptions of
the tasks that mirror one's conceptual descriptions.

In addition, object-oriented programming lends itself
readily to incremental development. One can start out with
a relatively skeletal class hierarchy that accomplishes some
of the possible range of tasks and then add further varia
tions and branches to the hierarchy to extend the hierar
chy's functionality. Typically, this is the approach one
would want to use in writing programs for running experi
ments. As a practical matter, one generally does not want
to be faced with the task of writing a large software pack
age for running many different kinds of experiments; it
is much more attractive to write a program that runs a
specific experiment. With object-oriented programming,
one can work on the large programming package by solv
ing the immediate, specific problem. An incremental de
velopment approach also makes sense scientifically. It is
likely that future research paradigms will be conceptual
variations on current paradigms. Thus, if one has an ob
ject class hierarchy that runs a given paradigm, it proba
bly can be adapted to run related paradigms that will be
invented in the future.

Object Class Hierarchies for
Running Experiments

As a concrete example of how object-oriented program
ming can be applied to generating programs for running
experiments, I will describe an object class library I have
been working on for performing a range of cognitive psy
chology experiments in my laboratory. These routines run
on a Mac n with a locally built I/O interface, but I think
the general approach is appropriate for almost any en
vironment.

Class hierarchies. I have collected the information and
procedures for running an experiment into three class hi
erarchies: TExpt, TDesign, and TIrial (these are illustrated
in Figure 4). I am following a convention here of preced
ing each class of object with a T; this makes it easier to
distinguish identifiers that refer to object classes from ob-
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Figure 4. Class hierarchies for implementing some common cog
nitive psychology paradigms.

which allocate and initialize the blocks to be run and lists
of trials to be run in each block. Descendents of TDesign
do this in two different ways. TRepeatedBlocks creates
blocks of homogeneous trials. I have used this class for
running a partial report task in which the stimuli presented
on each trial are selected at random and the display
parameters for each block are set via menus. TIextBlock
runs a single block in which infonnation about each trial
is read from a text file. For example, in running a lexical
decision task, the stimuli to be presented on each of the
trials would be read in by CreateTrials. At present, the
TDesign hierarchy is somewhat underdeveloped. It would
be appropriate to have other descendents of TDesign that
take care of counterbalancing or rotating stimuli across trial
types, that run a sequence of blocked conditions, and so on.

The TIrial hierarchy consists of objects that run the in
dividual trials in the experiment. As shown in Figure 4,
I have created two abstract classes for trials: TRtTrial and
TIScopeTrial. TRtTrial runs reaction time trials in which
(typically) a stimulus is presented and a timed response is
collected. TIScopeTrials runs trials in which a series of
brief timed displays is presented to the subject and a (typi
cally) untimed response is made. TIextRtTrial runs reac
tion time trials in which the stimuli are text, and
TPrimeTrial runs priming trials in which a prime stimu
lus is presented just prior to the stimulus. TPrTrial runs
partial report experiments in which an array of items is
presented followed by a bar indicating an item to be
reported.

The class hierarchies shown in Figure 4 represent an
evolving enterprise and, as such, have a number of obvi
ous limitations. A principle limitation is that it was designed
for experiments that can be conceptualized as a series of
trials organized into blocks. Experiments with a different
structure (e.g., a transfer-of-learning experiment) might
be awkward to implement in this framework. Within this
constraint, I have attempted to provide as general a frame
work as possible, but it should be clear that I have devel
oped only a few branches on what, in principle, could be
a very large tree. Whether the framework I have developed
will suffice as the range of possible experiments grows re
mains to be seen.

Using the class hierarchies. Figure 5 shows part of the
code that would be needed to use these class hierarchies
to run an actual experiment. This is a particularly simple
example because it is close to object classes that are al
ready implemented, but it serves to illustrate the general
approach. The experiment is a lexical decision task in which
letter strings are presented for word/nonword decision by
the subject. The words are of two types, described here
as regular and irregular. Two Pascal types are declared,
one for the word/nonword distinction and one for the regu
lar/irregular distinction. A class of trial object is defined
as a descendent of the TIextRtTrial class. The only differ
ence between the new trial object and its ancestor is the
inclusion of the Regularity and CorrectResponse variables
that indicate the nature of the condition a particular trial
is in. ILdtTrial initializes the trial object (including the

TTScopeTrial

I
TPrTrial

TTrial----------TRtTrial

I
TTextRtTrial

I
TPrimeTrial

TEvcntLoop
I

TExpt

I
TDisplayExpt

---------TMouseDisplayExpt TButtonDisplayExpt

TDesign

--------TRepeatedBlocks TTcxtBlock

ject instances (i.e., variables of that object type). The TExpt
hierarchy captures infonnation about the flow of control
and input from the subject; the TDesign hierarchy contains
infonnation about the design of the experiment and its block
structure; the TIrial hierarchy contains infonnation about
how to run each trial of the experiment. The reason that
I have elected to create three hierarchies is that decisions
about what kind of object to use in one hierarchy often
seem to be independent of the kind of object used in another
hierarchy. For example, a reaction time experiment and
a tachistoscopic detection experiment could both be run
with trials blocked by condition or mixed within a block.

The TExpt hierarchy consists of objects that take care
of the flow of control and any data structures that are
specific to the experiment as a whole. For the Macintosh
aficionados, TExpt is a descendent of TEventLoop, an
object class that implements the Macintosh event loop and
processes events. Thus, TExpt is in a position to collect
events that are crucial to the running of the experiment
(e.g., keypresses and timing interrupts) and pass them to
the appropriate trial object. In addition, TExpt (and
TEventLoop) takes care of the data structures for menus,
commands, and windows that comprise the Macintosh
user interface. The first descendent of TExpt, TDisplay
Expt, is for experiments that use the Macintosh screen
for timed displays. Below that is TBttnDisplayExpt and
TMouseDisplayExpt, which collect trial responses from
the digital interface and the mouse, respectively.

The TDesign hierarchy consists of infonnation that de
termines the design of the experiment. Two important
methods in TDesign are CreateTrials and CreateBlocks,
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program ldt;

type
WordType = (regular. irregular);
ResponseType = (word. nonword);

TLdtTrial = object(TTextRtTrial)
regularity: WordType;
CorrectResponse: ResponseType;
procedure ILdtTrial (n: integer; s: string;

r: WordType; c: ResponseType);
function TrialString: string;
override;

end;

TLdtBlock = object(TTextBlock)
procedure ILdtBlock;
procedure CreateTrials;
override;

end;

var
theExpt: TBttnDisplayExpt;
theDesign: TIdtBlock;

begin
new(theDesign);
theDesign.ll..dtBlock;

new(theExpt);
theExpt.IExpt(theDesign);

theExpt.go;
theExpt.free;
end.

Figure S. Using the class hierarchies for running a lexical deci
sion task.

values of Regularity and CorrectResponse) and is called
by CreateTrials after memory for the object is allocated.
The TrialString function returns a string summarizing the
trial; this function is used in displaying information about
the trial to the experimenter and creating the output fI.le.
It has to be overridden in this case so that the string will
include information about the Regularity and Correct
Response variables.

The TLdtBlock object is a descendent of the TTextBlock
class, which implies that it reads information about each
trial from a text me. In this case, the CreateTrials proce
dure is overridden so that each trial can be created with
information about experimental condition. In particular,
CreateTrials must know how to initialize each trial with
values for Regularity and CorrectResponse, along with
other information read from the file. Finally, the ILdtBlock
method initializes the TLdtBlock object with information
that is specific to this particular design, such as the num
ber of trials in a block, the number of words and nonwords,
and so on.

Figure 5 does not show the defInitions of the new
methods that are defined here. However, for the most part,
the definitions are short and obvious. For example, the
ILdtTrial method used to initialize the trial objects merely
fllls in the Regularity and CorrectResponse variables with
the values r and c that were passed to it and then calls an

inherited method for initializing TTextRtTrial objects. The
only routine with any complexity at all is the CreateTrials
method: The routine must iterate through all of the possi
ble trials in a block, read the stimulus for that trial from
a file, and create and initialize a TLdtTrial object using
that stimulus. In this case, the complexity of the Create
Trials procedure derives from the minimal development
of the TDesign hierarchy. In principle, it should be possi
ble to have a much more compact description of what is
needed to create a list of trials by overriding an appropri
ately constructed set of defaults.

The main code for the program consists of three parts.
First, memory for the design object is allocated and the
object is initialized. The experiment object is then allocated
and initialized. When theExpt is initialized, theDesign is
passed as an argument. The experiment object needs to
maintain a pointer to this object so that it can pass mes
sages to it to create and run blocks of trials. Finally, the
experiment is run with the method "go." This method
eventually calls all of the methods for creating blocks,
trials, and starting the experiment. When the program is
finished, memory and data structures are deallocated with
the method "Free" just before the program halts.

When the program runs, it sets up a window for present
ing the stimuli, creates menus to be used by the experi
menter for controlling the experiment, and draws an ex
perimental status window. In my lab, the stimulus window
is shown on one monitor while the status window and
menus for the experimenter are on another, but they could
just as easily sit behind the stimulus window on a one
monitor system. To run the experiment, the stimulus in
put file must fIrst be opened by the experimenter using stan
dard Macintosh menu commands. The experiment is then
started by selecting another menu command. The computer
displays in the experimenter's window a summary of all
of the trials that will be run in that block and updates the
window after each trial is completed with information about
the stimulus, response time, and so on. At the end of the
experiment, the experimenter saves the output and quits
the program just as one would for any Macintosh appli
cation.

This code example is interesting primarily for what it
does not show. In particular, it does not show how in
dividual trials are run, how normal Macintosh events are
interleaved with digital I/O input, how output is displayed

procedure TLdtTrial.FinishTrial;

begin
if response <> CorrectResponse then

begin
ShowMsgClncorrect');
Wait(ErrorDelay);
ClearMsg;
end;

inherited FinishTrial;
end;

Figure 6. A method for providing accuracy feedback on each trial.



on the screen, printed, or saved, how the order of trials
in a block is randomized, and so on. All of these are proce
dures that one would not normally have to change and,
consequently, do not have to be included in one's program.
However, any portion of the class hierarchy that is not
suitable and needs to be changed can be selectively over
ridden. For example, the default procedure for running a
trial provides no feedback to subjects about their perfor
mance. Figure 6 shows how one might go about providing
accuracy feedback on each trial. In this case, all that is
required is to override the method "FinishTrial," which
is called by RunTrial just before moving on to the next
trial in the block. FinishTrial would then provide an error
message to the subject whenever the actual response is
different from the correct response.

Conclusion
The central point of this paper is that object-oriented

programming provides a reasonable way to approach the
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problem of writing programs for running experiments.
What object-oriented programming allows one to do is limit
the amount of code one writes to only those portions of
the problem that are novel and unique, instead of perfonn
ing the same programming task over and over in slightly
different ways. This approach allows one to write
experiment-running software that closely mirrors one's
conceptual view of the experiment, that can be constructed
incrementally, and that represents a reasonable compromise
between flexibility and ease of use. I have illustrated the
approach with some class hierarchies that I have used to
create some cognitive psychology experiments. Although
I would hesitate to offer my libraries as anything but a
rough illustration, I would like to argue that the logic of
the approach is essentially correct and that, in the long run,
object-oriented programming is going to save everyone a
lot of work. The promise of object-oriented programming,
then, is that no one will have to write an experimental pro
gram from scratch again.




