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Practitioners of cognitive science, "theoretical" neuroscience, and psychology have made less use
of high-performance computing for testing theories than have those in many other areas of science.
Why is this? In high-performance scientific computation, potentially billions of operations must lead
to a trustable conclusion. Technical problems with the stability of algorithms aside, this requirement
also places extremely rigorous constraints on the accuracy of the underlying theory. For example,
electromagnetic interactions seem to hold accurately from atomic to galactic scales. Large-scale
computations using elementary principles are possible and useful. Manyhave commented that the be
havioral and neural sciences are largely pre theoretical. One consequence is that we cannot trust our
few theories to scale well for a very good reason: They don't. Wehave some quite good computational
theories for single neurons and some large-scale aspects of behavior seem to be surprisingly lawful.
However, we have little idea about how to go from the behavior of a single neuron to the behavior of
the 1011 neurons involved when the brain actually does something. Neural networks have offered one
potential way to leap this enormous gap in scale, since many elementary units cooperate in a neural
network computation. As currently formulated, however, neural networks seem to lack essential mech
anisms that are required for flexible control of the computation, and they also neglect structure at
intermediate scales of organization. Wewill present some speculations related to controllability and
scaling in neural networks.

This meeting is a celebration ofhigh-performance com
putation. We are using a marvelous, costly tool, a super
computer. Justification for supercomputer resources to
those who provide the funds seems to have followed the
Field ofDreams scenario: "Ifyou give them cycles, they
will compute." This motto accurately describes the behav
ior ofmany of the users ofhigh-performance computing.
However, it has been less true in the behavioral sciences.

A few years ago, one of us (lA.A.) was on a super
computer resource allocations committee for medium
sized allocations, as their token behavioral scientistlneu
robiologistlneuroscientistlsocial scientist.

There was not much to do. For most committee sessions,
there were no proposals to review at all, or, ifthere was a
complaint about lack ofwork, an evaluation was requested
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for a proposal on something like parallel FORTRAN com
pilers. The theoretical neuroscience/cognitive science
community was not using the big machines. The bulk of
the proposals were in physics, engineering, or chemistry.
In most ofthese areas, the proposal titles sounded very fa
miliar. Often, a proposal with such a title could have been
written at any time over the past few decades. The conclu
sion was that users of supercomputers remain the tradi
tional ones: physicists, engineers, and some chemists.
Since traditional users by now have decades ofexperience
with supercomputers, the machines themselves and their
software are tuned for a particular class of problems. It
was a not uncommon occurrence for new users, especially
in the behavioral and social sciences, to be rated low for
allocations because they were, not surprisingly, making in
efficient use ofhardware and software designed for a dif
ferent class ofproblem than the ones they proposed to in
vestigate.

One possibility for the absence of other users was that
a culture ofhigh-performance scientific computer use had
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developed that was hostile to outsiders. Like all cultures,
it is transparent to its inhabitants, who had developed a
consensus regarding the "right" way to do things. New
comers from other tribes were discouraged not because
they were new, but because they were in error and did
not sufficiently respect time-honored traditions, such as
the following: "Thou shalt economize on cycles."

This culture of high-performance computing does
exist and in fact is quite intolerant ofoutsiders. However,
there are more interesting reasons why there is propor
tionally little use ofhigh-performance machinery among
theorists about behavior and neurobiology. The reasons
fall into several classes.

1. We don't think the way computers do.
2. Behavioral theories don't obey the scaling relations

physical theories do.
3. A complex behaving system may require flexibility,

controllability, and feedback across levels oforganization
more than accurate learning. Behavioral problems may be
different in kind from those in physics or chemistry.

"We Don't Think That Way":
Impedance Matching

It was fascinating to see during service on the allocation
committee how many cycles were involved indirectly with
an important issue in cognitive science: how to understand
and control complex systems. The evolution ofcomputer
software itselfhas provided a dramatic demonstration of
this process in action. Ina couple of human generations,
we have progressed from dealing with the computer as it
really is, an arithmetic and logic engine programmed in
machine language, through assembly language, FOR
TRAN, powerful operating systems, and, now, the Mac
intosh and Windows 95, with icons, buttons, and sliders.
More cycles are used in making the operating system suit
able for human interaction than for actually computing
anything. Underneath it all, however, the computer is still
the same logical engine it has always been. All those cycles
are devoted to rectifying the impedance mismatch between
a logic processor and our kind of intelligence.

Another place where this mismatch appears is to be
found in the fact that a significant fraction of the cycles
that are used for computing even in physics and chemistry
is used for making pictures. The primate cerebral cortex
is about 50% devoted to visual processing. When com
plex data sets are turned into pictures, we can apply a pow
erful neural processor to the results even though we may
not be able to describe in words exactly what we are see
ing with understanding. Again, the computer is serving as
an impedance matcher between a logic engine and a vi
sual perceiver.

Humans Dealing With Abstractions
The way in which humans deal with abstractions is an

interesting, controversial, and important problem in cog
nitive science. It also directly affects supercomputer use.
As a simple test case, a few years ago, one ofus (lA.) be
came interested in the problem ofhow humans deal with

abstractions in mathematics and physics. This project at
its beginning actually involved a supercomputer, the Cy
ber 205 at the late lamented John von Neumann super
computer center in Princeton. We started by considering
the most elementary interaction of humans with mathe
matics: the learning of arithmetic facts. There is one strik
ing fact about arithmetic learning: It is hard, and it should
be easy. Given the extraordinary ability ofsecond and third
graders to learn, it is remarkable that they have so much
trouble learning a few hundred arithmetic facts.

Knowledge of the basic arithmetic facts is a memory
task. If memory is partly or largely associative, as most
believe, a problem called "associative interference" may
arise, in which an item may have several potential associ
ations that compete with each other. This problem is pres
ent in a strong form in the structure of arithmetic where
the multiplicand 4 might be associated with all the 4s prod
ucts: 4, 8, 12, 16, .... Studies ofarithmetic errors in both
children and adults have shown that many errors are as
sociative in nature. That is, a common erroneous answer
to "four times six" would be "twenty-eight."

We know that the concept ofnumber as used by humans
must contain the idea ofmagnitude. An eight-pound sack
ofpotatoes acts more like a nine-pound sack than does a
one-pound sack. Inmany real-world contexts, "eight" is
more similar to "nine" than it is to "one." Children are ex
posed to this aspect of number from an early age.

A number ofpertinent psychological experiments can
be interpreted as supporting the idea that magnitude infor
mation is deeply embedded in how we interact with num
bers. A dramatic example would be a series of reaction
time experiments on number comparisons. Suppose that
a subject is asked to verify the truth or falsity of an ex
pression such as "87 is bigger than 86" or "87 is bigger
than 17." The response time to make the decision is much
faster for the second comparison (87 with 17) than the
first (87 with 86). The effects observed are extremely large.
Link's (1990) data show that response times when the
numbers are very close to each other are nearly 600 msec;
response times for more distant comparisons can drop be
low 400 msec.

Such an effect is sometimes called a symbolic distance
effect, because what seems to be an abstract quantity is
behaving like a concrete quantity. This particular response
time pattern is also typical ofwhat is seen when sensory
magnitudes are compared: It takes much longer to decide
which of two lights is brighter or which of two sounds is
louder when they have nearly equal intensities than when
they are very different in intensities. Observing similar ef
fects with abstract symbols that have no necessary mag
nitudes attached to them is surprising.

One reasonable conclusion from this, and from many
other experiments, is that the mental representation of
number acts more like a sensory quantity than an abstract
symbol.

Although this conclusion seems firm when children
learn arithmetic, there is also ample evidence that the high
est levels ofcreative thought in mathematics and physics
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contain major components based much more on sensory
and perceptual information than on abstract reasoning.

Several studies have shown that mathematicians and
theoretical physicists also make extensive use of what
might be called sensory or perceptual information in the
most creative and intuitive aspects of their dealings with
complex abstract structures. They specifically do not make
much use of the formal manipulation of abstractions.

One of the most interesting discussions of'mathemati
cal thinking is found in Jacques Hadamard's 1949 book
The Psychology ofInvention in the Mathematical Field.
Hadamard's comments have special weight, because he
was a creative mathematician of considerable stature. In
this book, Hadamard describes an informal survey that he
took ofNorth American mathematicians around 1940. He
asked whether they thought in terms ofsensory images or
in terms ofabstractions. Someofhis findings are described
thus:

The mental pictures ofthe mathematicians whose answers
I have received are most frequently visual, but they may
also be ofanother kind-for example kinetic. There can be
auditive ones .... practically all of [the mathemati-
cians] avoided not only the use of mental words but
also the mental use ofalgebraic or any precise signs ...
they use vague images. There are two or three exceptional
cases, the most important of which is the mathematician
George D. Birkhoff, one of the greatest in the world, who
is accustomed to visualize algebraic symbols and work
with them mentally .... (Hadamard, 1949, p. 83)

Einstein commented in a famous passage in an Appendix
to Hadamard's book that "the words or the language, as
they are written or spoken, do not seem to play any role
in my mechanism of thought" (p. 142).

It is worth thinking a bit about the implications of these
quotes, which suggest that some of the most powerful sci
entific and mathematical intellects of the world do not
think abstractly and logically but in visual images, sounds,
and muscular movements. They think in this way in their
most creative moments. They can and do think abstractly
and logically when it comes time to confirm their results,
to clean up the details, and to communicate their insights
to others by using language.

Sensory-based thinking in the right mind can have great
power. An impressive example of such thinking involves
one ofthe basic insights behind the theory ofspecial rela
tivity. At the age of 16, Albert Einstein devised a power
ful visual and kinesthetic thought experiment. There was
no formal mathematics and no abstraction in the image.
Einstein assumed that an observer was moving alongside
an electromagnetic wave. His intuition was based on the
image of a boat moving in the same speed and direction
as an ocean wave. The wave would appear to those in the
boat as a stationary hill of water (Figure 1). If you could
travel at the same speed and in the same direction as an
electromagnetic wave, you would observe a spatially
varying, motionless, electric and magnetic field. Ein
stein knew that nothing like this had ever been seen to
exist. Perhaps no one had ever seen such a wave because,

WaterWaves

Electromagnetic Waves

Observer
................ -... Electromagnetic Waves.-. ...
~ ......

Figure 1. An example ofthe power of visual reasoning is given
in this example from Albert Einstein. Ifa boat is traveUng in the
same direction as the waves, it wiD appear to be fixed in station
ary hills of water. Similarly, if an observer could travel at the same
speed as an electromagnetic wave, he/she would be surrounded
by stationary electric and magnetic fields, yet such fields have
never been seen. Why are these two situations so different?

unlike a water wave, it was impossible for an observer to
travel at the same velocity as that of an electromagnetic
wave. As Einstein (1949) put it in his Autobiographical
Notes, "One sees that in this paradox, the germ ofthe spe
cial relativity theory is already contained" (p. 53).

These facts and speculations suggest that numbers, and,
by extension, much mathematics, are only partially ab
stract but are also sensory, perceptual, analog, and non
verbal in their internal representation. A neural network
model can be constructed that captures a small fragment
of this idea if a good way can be found to represent a
number so that the magnitude ofa number can be directly
represented in a pattern of activations of the units.

One suggestion, arrived at with some experimentation,
is that a number can be represented for these elementary
purposes as composed of two parts: a somewhat abstract
portion corresponding to the individuality of a number (say
its name) or its particular associations, or to its shape,
for example, and another portion related to its magni
tude. One approach to the "sensory" or "magnitude" part
is based on the topographic maps ofsensory magnitudes
that are often found in cortical representations ofsensory
data. Suppose that somewhere in the brain an array ofunits
exists to represent number magnitude. For convenience,
assume that this array is in the form ofa row of units. A
"topographic map" can be formed by arranging it so that
small numbers (low magnitudes) activate units at one end
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Number Representation

Figure 2. A neural network number representation. Each dot
is a computmg element in a large state vector representing a num
ber. One part of the state vector represents numerical magnitude
by the spatial position of a "bar" of activity. The height ofthe bar
suggests amount of activity of elements at that location.

ofthe map and large numbers (high magnitudes) activate
units at the other (Figure 2). A similar representation for
number has been used by others with good success in fit
ting experimental data (Dallaway, 1994; McCloskey &
Lindemann, 1992).

If we assume this number representation, there are many
ways to represent a multiplication problem. The technical
details ofthe network and the learning algorithm are im
portant, but less so than the number representation. The
model described here was realized by a neural network
called the BSB model. Briefly, this network is described
formally as an autoassociative, energy-minimizing non
linear dynamical system. The well-known Hopfield net
work is another example ofthis class ofnonlinear dynami
cal systems. More complete explanations ofboth networks
can be found in Anderson (1995).

The behavior ofthe nonlinear BSB neural network, like
that of many other nonlinear systems that change with
time, is dominated by a small number ofstable states called
"attractors," For the BSB network, these attractors are
point attractors because they are specific unchanging
activity patterns. More complex dynamical systems can
show stable oscillations called "limit cycles."

One way to represent multiplication in this system was
as the concatenation ofsmaller pattern vectors represent
ing each of the three numbers: the two multiplicands and
the product. This large pattern was learned by using one of
the learning algorithms for correcting standard error, in
this case, one called the "Widrow-Hoff'" or "LMS" (least
mean squares) algorithm. After learning, ifa product was
to be found, the part of the input pattern where the prod
uct was represented was set to zero, and the missing part
of the pattern was filled in by the feedback connections.

These simulations and those of others using a similar
data representation provided good matches for many ofthe
experimental effects found in elementary arithmetic learn
ing. Details can be found in Anderson, Spoehr, and Ben
nett (1994) and in Anderson (in press).

One conclusion, for example, is the suggestion that the
human multiplication algorithm is something like, "The
answer to a multiplication problem is (I) familiar, that is,
a product for some elementary problem and (2) about the
'right size.'" Arithmetic fact learning and retrieval in hu
mans seems to be a process that combines memory with
estimation. Computation in the abstract sense does not
really playa role in this process.

Predicting the Behavior of Learning Systems
Learning arithmetic facts is a memory task. Next, we

will consider how to take the partly sensory-based number
representation that we developed for fact learning and use
it to generalize to what seem like "abstract" relationships
such as "bigger" and "smaller."

By its nature, a system that must perform large-scale
actions may be easy to understand at the global level. In
this respect, the behavioral sciences may be a lot more like
engineering-design toward a goal-than pure science.
Neural structures exist to perform behavioral functions.
Let us tell a fable.

Suppose we have a rat that we have trained to press a
bar for a reward when a stimulus appears. The rat presses
with its forepaw. We rearrange the apparatus (or the rat)
so that the rat can no longer use its forepaw. The rat now
presses the bar with its nose.

One way to model this experiment, and one that is not
unknown among neural network modelers, is to have some
representation of the stimulus connect through the net
work to drive the simulated motor neurons. But motor neu
rons are often a means to an end; that is, their discharge
is to realize a goal. The goal can be achieved in many
different ways. Sometimes the analysis in terms of goals
can be simple compared with the immense complexity of
trying to figure out what tens of thousands ofmotor neu
rons are doing in detail. For example, in our fable the new
motor act has the same goal as the old one, but the rat is
using its nose instead of its forepaw.

Biological systems often show surprisingly predict
able gross behavior even though many millions of inter
acting neurons and muscle fibers are involved. In astro
physics, a white dwarf star is not actually doing anything
but being itself. It has no function, just existence. The
marvelous thing for physics is that the large-scale struc
ture of a white dwarf can be understood in remarkable
detail as the working out of general physical laws that
apply at both the atomic and stellar scales. Such a situation
is the prototypical place for the application of a super
computer.

It is possible that shoveling all the information we have
about neuron physiology at one end of a computer pro
gram would generate animal behavior at the other. We
doubt this, however.

The question arises, how can simplicity be generated,
given the complexity of the means giving rise to it? A
nervous system is exceedingly complex, but the complex
ity has to be coordinated and controllable. This observa
tion has two consequences: (1) Looked at in the right way,
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In a subsequentcomparison operation, the "bigger"
representationdominates the system dynamics.

Figure 3. Because the number representation contains a part
related to magnitude, it is possible to tell which of two numbers
is larger (or smaller) by differentially weighting the state vector
so as to increase the strength oflarge numbers. Proper use of non
linear dynamics can then direct the state vector to the attractor
state corresponding to the larger numbers. (See Anderson, 1995,
for more details.)

Clearly, comparisons are not learned individually. Com
parison terms such as bigger and smaller seem to operate
at a higher level of abstraction than the objects that they
compare.

Interestingly, a model based on the sensory-based "mag
nitude" part of the number representation can generate
"general" comparisons. The model provides an example
ofa system that might be called a "special purpose sym
bol." It acts somewhat like an abstraction, but in a limited
domain, based directly on the data representation used in
the network.

A network to do number comparisons might look some
thing like this: We are given two numbers, and we wish to
know which is bigger. Suppose we arrange a competition
between the two numbers, using the nonlinear dynamics
of the network such that the attractor corresponding to the
biggest number would win; that is, the final state of the
system would correspond to the bigger number.

The actual neural network model that we can use to
compute "bigger" and "smaller" from the magnitude part
of the representations of the two numbers is simple and
depends on the ability to control the dynamics ofthe non
linear dynamical system doing the computation. Consider
the magnitude representation used in the number repre
sentation. Low numbers are on one end ofthe magnitude
representation map; high numbers are on the other.

Suppose the term "bigger" becomes associated with a
differential weighting ofactivities on the magnitude map
so that the larger magnitude regions tend to be more active
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animal behavior may sometimes be simple because it has
to be simple to work properly; and (2) the requirement for
flexible control may be a much more powerful design con
straint than, for example, the formation ofaccurate input
output relationships in neural network learning.

Engineers understand this as a matter ofcourse. Many
ofthe most challenging problems in complex system de
sign involve controllability. As only one example, many
major compromises in automobile design in both effi
ciency and performance arise directly from the need to pro
duce a car that is safe and tractable in the hands ofdrivers
of varying skill levels under varying driving conditions.

Let us describe two neural network systems where sim
plicity ofcontrol is the major design goal, even at the sac
rifice of accuracy.

The first example arose from design ofa neural network
that was capable ofanswering the totally trivial question,
"Which is bigger, seven or eight?" The other is much less
well developed and has to do with a modular cortical com
putational architecture.

Flexibility: Doing More Than You Learned
One ofthe cosmic issues in cognitive science is the long

running debate between those who believe that associa
tion ofspecific events and facts is the primary operation in
mental computation and those who believe that symbol
processing is primary. For example, Pinker and Prince
(1988) have mentioned "the 'central dogma' of modern
cognitive science, namely that intelligence is the result of
processing symbolic expressions" (p. 74). Most linguists
and many cognitive scientists would agree with this state
ment, though possibly with a few qualifications. Support
for the claim that symbol processing is central to human
cognition comes largely from the domain of human lan
guage behavior, where behavior can often be accurately
described as operations on symbolic material. However,
we saw that in what appears to be abstract human thought
about mathematics, experiments suggest that perceptual
and sensory mechanisms playa major role. Is it possible
to reconcile these different approaches?

It was not until the recent popularity ofneural networks
that the view that cognition largely involved symbolic op
erations was seriously challenged. Some early neural net
work enthusiasts claimed that it was not necessary to have
rules and symbolic operations at all; that a properly de
signed network would act as if it were rule governed after
it had seen a number ofexamples, though in fact the rules
were never explicitly formulated and used.

A neural network is capable oflearning, though not eas
ily,the facts involved in elementary arithmetic. However,
there are terms even in elementary arithmetic that describe
operations that seem at first a great deal like symbol pro
cessing.

The structures realized by neural networks have trou
ble handling general relationships. For example, consider
the relationships "bigger" and "smaller." There are about
200 possible bigger-smaller relationships for single dig
its, each comparison having an associated truth or falsity.
There are about 20,000 possible two-digit comparisons.



Scaling: History and Basic Architecture
The conclusion from our discussion ofmathematics is

that (1) what we want from a neural net is not necessarily
accuracy, but rather controllability; (2) controlling a prop
erly designed dynamical system can be straightforward if
the data representation is properly designed; and (3) there
is an interplay between information that looks discrete and
even symbolic and information that looks sensory and con-

the beginnings ofa network "programming" system. Sup
pose that we ask the network to perform a novel task, such
as, "Give me a number bigger than four and smaller than
six." We can combine the "bigger" and "smaller" weight
ing patterns and the resulting pattern will cause "five" to
win the competition for the attractor. The flexibility ofhu
man mental operations is at least as remarkable and im
portant as the fact learning that underlies them. Capturing
this flexibility requires extending neural network models
in a way that allows effective control ofthe computation.

However,there is a consequence in building an "abstrac
tion" by using the details of a sensory data representa
tion. It makes "abstract" concepts concrete. Formal sym
bols as defined in mathematics are precise and fully
general, but "symbols" as realized by a neural network
using the kind of sensory-based data representation de
scribed here will be less general, more domain specific,
and more likely to display arbitrary exceptions and spe
cial cases. However, human behavior in complex do
mains does contain such peculiarities.
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than the smaller magnitude regions. There are many ways
to do this. One would be multiplying all the unit activi
ties by a larger value toward the large magnitude end, ef
fectively increasing unit excitability, as is illustrated in
Figure3.

Then let the starting network activity pattern be the com
bination ofthe differentially weighted magnitude activities
corresponding to the two numbers to be compared. As the
system changes in time, the dynamics of the system will
force the final state of the system to be in one or another
of the two number attractor states. If we set the network
parameters correctly, the differential weighting ofthe unit
activities will arrange it so that the final attractor will be
the larger number. When this model is implemented, it
works nicely. Therefore, analog control of a continuous
dynamical system combined with the discrete attractor
states can be used to perform a very general computation.
The only remaining trace ofthe underlying continuous sys
tem is the observation that the system generates a symbolic
distance effect in the time required to get to the attractor
because numbers near in magnitude are more evenly
matched in dynamic properties than are distant numbers.
Note that the seemingly more abstract part of the number
code, the nonmagnitude part, plays no role in this "sym
bolic" computation.

Because the weighting patterns described above for the
bigger-smaller comparisons are associated with general
operations on the numbers-that is, operations that work
on any pair ofdigits-it is possible to use them to suggest

..... ..... ..... .....

Figure 4. The "network of networks" architecture. It is possible to make an interesting computing de
vice from a large number of connected attractor neural networks. Here each local network is connected
to its nearest neighbors. The connections communicate patterns of activity, not average strengths.
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Figure 5. The attractor networks influence each other's states
through state interaction matrices. That is, State 7 in Module a
gives rise to a certain amount of State 2 in Module b. The matri
ces M describe the possible interactions. These are not neural in
teractions but state interactions, giving the influence of one state
on another.

One reason for the notorious difficulty in applying the
ory to neuroscience, certainly to cortical neuroscience, is
the enormous gap in scale between single neurons and neu
ral structures composed of tens or hundreds of millions
ofunits. The network ofnetworks model tries to make an
attempt to bridge this gap. Lack ofinformation about sys
tem organization at intermediate scales is one of the prob
lems that limits the usefulness ofsupercomputers for ex
ploring the connections between behavior and neurons. It
would be hard to go from single atoms to the macroscopic
properties ofmatter without acknowledging the existence
of molecules.
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Informal Analysis
Wewill discuss one version ofthis approach that is suit

able for very large systems and that is reasonably intuitive
in its behavior. Let us start by assuming that the local net
works communicate only to adjacent local networks. Let
us assume that each local network starts by responding to
a few low-level aspects ofthe data input. Suppose that one
module is excited with an activity pattern and starts to in
fluence its neighbors. Let us assume a small degree ofcor
relative learning. Then, a pattern in one network will be
coupled to a neighboring network and produce a new state,
let us suppose a sum ofattractor states, in that local net
work. Eventually each network will enter one or another of
its attractor states and remain stable. The initial activity

tinuous. Perhaps humans can therefore make use of the
virtues of both domains to a limited degree.

A few years ago, it seemed to several of us that neural
networks as they were then formulated would have seri
ous trouble in the attempt to meet requirements for system
flexibility. The "network ofnetworks" model is an attempt
to develop a more suitable architecture for mental compu
tation using neural structures (Anderson & Sutton, 1995).
The basic idea behind these models arose independently
in Sutton's PhD thesis work (Sutton, 1993; Sutton, Beis,
& Trainor, 1989; Sutton & Breiter, 1994; Sutton & Trainor,
1990), as an extension ofwork by Anderson on radar clas
sification (Anderson, Gately, Penz, & Collins, 1990), and,
as just described, arithmetic fact learning.

Suppose that we have many computing elements ar
ranged in a 2-dimensional array. In traditional computa
tional neuroscience or neural network theory, it is usually
assumed that these computing elements are neurons, or
simple abstractions of neurons. A recurrent subtheme in
neurobiology for many years has been the acknowledg
ment ofthe presence ofgroupings of interacting neurons,
such as, the "cortical column."

Assume that there are many local networks, and that the
basic computing element in the overall system is not a
model neuron but a neural network of some size. Suppose
that these local networks communicate with other local
networks by means of multiple connections-that is, by
activity patterns. Let us investigate the implications ofthe
idea that the communication between the elementary com
puting units-the local networks-is vector valued rather
than a scalar representing average activity.

Let us assume that we have a larger network composed
ofmany such interconnected but distinct local nonlinear
attractor networks-that is, a "network ofnetworks" (Fig
ure 4). The qualitative behavior of an attractor network
is dominated by a number of stable states, the attractors.
Two such networks might interact by exchanging vector
valued information about their state. The degree of influ
ence that the state ofone network would have on the state
ofanother would be given by a term in an "interaction ma
trix" coupling the attractor states ofthe two networks (Fig
ure 5). In place ofa scalar activity communicated between
networks, we have a vector. In place ofa set ofconnection
strengths, we have a set of interaction matrices, describing
the coupling between attractors in the two local networks.

A convenient elementary network for this investigation
is a simple attractor network called SSE, an autoassoci
ative, energy-minimizing, recurrent network (Anderson,
1993). Since it is a simple recurrent network, the temporal
dynamics of the SSB network are easier to analyze than
other suitable attractor networks such as Hopfield nets.

The network of networks model operates by amplify
ing the most useful information in the input to each net
work, suppressing less useful information, forming local
ized combinations offeatures, turning time relationships
into spatial relationships, and vice versa, and providing
a number ofsimple ways to direct and control the course
of the computation. It is not designed to be an accurate
associator.
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pattern will spread out from its source. If another local net
work is excited by a pattern, that pattern will also start to
spread. Suppose that the two local networks are excited at
about the same time. Then at some points along the two
expansion fronts, local networks will be excited by two
distinct strong patterns simultaneously.

These are nonlinear networks. The new pattern will cor
respond to a nonlinear combination oflocal features. Let
us assume that this new pattern is now learned. Simula
tions suggest that even simple nonlinear interactions are
capable of generating sufficiently different interactions
to produce a new attractor, corresponding to the combi
nation of features simultaneously impinging on the net
work at the interference pattern. The network forms a
representation of a feature combination, localized to a
group oflocal networks forming the interference pattern.
As time progresses and the individual networks learn,
each local network will develop an individualized reper
toire of high-level feature combinations. Therefore, the
entire network will develop a rich structure of states at
different levels oforganization. Individualistic responses
to high-level feature combinations develop adaptively
and are somewhat spatially localized because they arise
from collisions between widespread low-level features.
Feature combinations are actively formed by the dynam
ics of the network.

Because it takes time for the system to reach an attrac
tor, feature combinations may appear more slowly than
the initial features. Experience with the time course ofat
tractor networks (Anderson, 1992) suggests that the time
required for combinations to occur might fall into an in
teresting gap between single neuron events (a few milli
seconds) and psychological reaction times (hundreds of
milliseconds). Therefore, such an approach may be suited
for information processing involving complex temporal
structure in the domain between 50 and 500 msec.

Simulation Strategy
Although the local networks may be large, it is fast and

easy to simulate this system. We have modules-the local
networks-that show a limited number of stable states.
Learning involves formation of feature combinations.
Therefore, it should be possible to approximate the behav
ior ofa very large network by approximating the individ
ual networks as multistable elements. Using this approx
imation for the behavior of a complex system of local
networks may be simpler than simulating the detailed dy
namics of single modules.

The final state ofeach individual network can only be
in one or another ofseveral point attractors. Each individ
ual network communicates to its neighbors through an
interaction matrix, so a state in one network is associa
tively linked to a state in an adjacent network. The inter
action matrix controls system behavior and is more im
portant than the details ofthe dynamics of the individual
networks. The system is buffered to a degree from the
properties ofthe underlying neural elements. The simula
tions to be described here used only nearest neighbor con
nectivity (Figure 5) and assumed that the local network
was the BSB network. BSB is linear for small signals
(early in processing) and nonlinear for large signals (late
in processing). Essentially, the linear regime weighs pos
sible final states, and the nonlinear regime chooses the most
appropriate. A small BSB simulator program based on the
existence ofeigenvectors with these properties was writ
ten to approximate BSB dynamics. The BSB simulator
assumes that the local networks have about 20 point at
tractors, each with an associated, initially predetermined
eigenvalue. Learning influences this model by producing
predictable changes in the eigenvalue spectrum.

The presence of20 attractors implies that there is a 20 X
20 interaction matrix between modules. Each state in one
local network has some degree of control over one or a

Trial: 5
Iteration: 13

Network of Networks

1 1 1 2
1 1 1 1 1 2 2 2 2 2

1 1 1 1 1 1 1 2 2 2 2 2
1 1 1 1 1 1 1 2 2 2 2 2 2 2
1 1 1 1 1 1 1 2 2 2 2 2

1 1 1 1 1 2 2 2 2 2
1 1 1 2

Diag C: 0.100 Adap C: 1.00 2 components. eq wt. Eval12: 1.700

Figure 6. Network of networks simulation. The dashes correspond to networks that have not yet reached attractor
states. Each network is assumed to have 20 attractor states. Initial inputs of States 1 and 2 were provided roughly at
the centers of spreading.
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Network of Networks

1 1 1 2
1 1 1 1 1 2 2 2 2 2

1 1 1 1 1 1 1 1 1 2 2 2 2 2 2 2 2 2
1 1 1 1 1 1 1 1 1 2 2 2 2 2 2 2 2 2

1 1 1 1 1 1 1 1 1 1 1 2 2 2 2 2 2 2 2 2 2 2
1 1 1 1 1 1 1 1 1 1 1 12 12 2 2 2 2 2 2 2 2 2 2 2
1 1 1 1 1 1 1 1 1 1 1 12 12 2 2 2 2 2 2 2 2 2 2 2
1 1 1 1 1 1 1 1 1 1 1 12 12 2 2 2 2 2 2 2 2 2 2 2
1 1 1 1 1 1 1 1 1 1 1 2 2 2 2 2 2 2 2 2 2 2

1 1 1 1 1 1 1 1 1 2 2 2 2 2 2 2 2 2
1 1 1 1 1 1 1 1 1 2 2 2 2 2 2 2 2 2

1 1 1 1 1 2 2 2 2 2

Diag c: 0.100 Adap c: 1. 00 2 components, eq wt. Eva112 : 1.700

Figure 7. The spreading patterns start to collide. Their nonlinear interaction can, in the proper circumstances, give
rise to a new state representing the combination of Feature States 1 and 2. The combination attractor state is given
the obvious label, 12.

number ofstable states in adjacent local networks. There- that the same numbered pattern is strongly coupled to-
fore we can compute the interactions of a single module gether in adjacent modules, with a parameter called "di-
by the small number of20-dimensional vector operations, agonal coupling." Therefore, Pattern 6 in one module is
even though the underlying local networks may be ofvery strongly coupled to Pattern 6 in neighboring modules. A
high dimensionality. number says that the network has reached a point attractor.

The initial simulation results, given below, assume a A dash indicates that the network has not yet reached the
network of networks 18 networks deep and 24 across- attractor and that its state will most likely be a weighted
that is, 432 networks. (This can be compared to the 1,300 sum ofattractor states. This means that transmission ofin-
functional cortical columns assumed to exist in infero- formation across the network is linear before the attractors
temporal cortex by Tanaka, 1996.) If these approxima- are reached and transmits a single pattern (the attractor)
tions are correct, we can compute the activity ofan entire when the attractor is reached.
region of the brain using current workstation technology. Note that patterns with the same number in different

The stable eigenstates for each network are labeled 1 to modules need not be identical in detail. The strong associ-
20. The eigenvalues ranged from 1.3 to 1.1, spaced 0.1 ative weight in the coupling matrix gives them functional
apart. The simulations given in Figures 6, 7, and 8 assume equivalence. One might speculate that if this approach is

Trial: 5 Network of Networks
Iteration: 35

1 1 1 1 1 1 1 1 1 1 1 12 12 2 2 2 2 2 2 2 2 2 2 2
1 1 1 1 1 1 1 1 1 1 1 12 12 2 2 2 2 2 2 2 2 2 2 2
1 1 1 1 1 1 1 1 1 1 1 12 12 2 2 2 2 2 2 2 2 2 2 2
1 1 1 1 1 1 1 1 1 1 1 12 12 2 2 2 2 2 2 2 2 2 2 2
1 1 1 1 1 1 1 1 1 1 1 12 12 2 2 2 2 2 2 2 2 2 2 2
1 1 1 1 1 1 1 1 1 1 1 12 12 2 2 2 2 2 2 2 2 2 2 2
1 1 1 1 1 1 1 1 1 1 1 12 12 2 2 2 2 2 2 2 2 2 2 2
1 1 1 1 1 1 1 1 1 1 1 12 12 2 2 2 2 2 2 2 2 2 2 2
1 1 1 1 1 1 1 1 1 1 1 12 12 2 2 2 2 2 2 2 2 2 2 2
1 1 1 1 1 1 1 1 1 1 1 12 12 2 2 2 2 2 2 2 2 2 2 2
1 1 1 1 1 1 1 1 1 1 1 12 12 2 2 2 2 2 2 2 2 2 2 2
1 1 1 1 1 1 1 1 1 1 1 12 12 2 2 2 2 2 2 2 2 2 2 2
1 1 1 1 1 1 1 1 1 1 1 12 12 2 2 2 2 2 2 2 2 2 2 2
1 1 1 1 1 1 1 1 1 1 1 12 12 2 2 2 2 2 2 .2 2 2 2 2
1 1 1 1 1 1 1 1 1 1 1 12 12 2 2 2 2 2 2 2 2 2 2 2
1 1 1 1 1 1 1 1 1 1 1 12 12 2 2 2 2 2 2 2 2 2 2 2
1 1 1 1 1 1 1 1 1 1 1 12 12 2 2 2 2 2 2 2 2 2 2 2
1 1 1 1 1 1 1 1 1 1 1 12 12 2 2 2 2 2 2 2 2 2 2 2

Diag c: 0.100 Adap c: 1.00 2 components, eq wt. Eva112 : 1.700

Figure 8. The process goes to completion with the entire network driven into one or another attractor state. There
is no state decay in this simulation. More complicated patterns evolving in time occur when state decay is allowed.
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correct, discussions of "high-level" interactions (e.g., sym
bol processing) might be replaced by discussion ofthe de
tails of the interaction matrix.

The simulations shown in Figures 6, 7, and 8 show activ
ity spreading from two modules receiving input patterns,
on the left with Pattern 1, and on the right with Pattern 2.
This simulation assumes that when Patterns 1 and 2 collide
and form an interference front, a new pattern, 12, is created
which forms a new stable attractor. In this simulation, the
relevant components in the interaction matrix are set by
hand. However,other simulations have shown that it is easy
to learn them using any ofa number ofHebbian learning
algorithms. It was not hard to guess weights that worked.
The simulations are not sensitive to the small number of
system parameters. It is important that this new pattern
("12" in the example) is a strongly nonlinear combination
of the component patterns. This can be accomplished by
suitable use of the intrinsic nonlinearities of BSB com
bined with inhibitory patterns from nearby modules act
ing as decorrelators using lateral pattern inhibition.

The output ofone run ofthe simulation program is given
in Figures 6, 7 and 8.

When the simulation has progressed, as in Figure 7,
the two spreading pattern fronts interact at the boundary.
It is assumed that learning has taken place in the past and
an interference (Pattern 12) boundary has been learned.
(It was a little easier to work with a double boundary row
in early simulations; hence it is used here.) Eventually, a
complete boundary between regions forms (Figure 8).

Note that dynamics takes a local initial input, re
represents it as activity of large parts of the entire array,
and forms a new class of spatially localized states corre
sponding to the combination of the initial states. Any of
these processes would make the job of a higher level an
alyzer easier. This input pattern could be recognized only
by looking at the feature combination states. A number
ofarrangements ofinput will form the same interference
front. For example, if the excited module on the right is
translated one unit to the right and the excited module
on the left is translated one module to the left, the location
of the interference front is unchanged, though it will take
longer to excite. The topography of the module connec
tions becomes an important information processing tool.

Controllability
Because ofthe tendency ofthe system to spatially local

ize feature combinations, ifwe enhance or suppress these
regions-for example, by simple inhibition or excitation,
or by control ofmodule eigenvalues-it is possible to di
rect a network computation down different pathways. It
seems to us that such a system will do its computation with
control by associative branching rather than with control
by logic. This computational style is well suited to an asso
ciative system-as has been known since Aristotle-but
it leads to an unfamiliar form of computation.

Let us note that this class ofmodels has two attractions
for VLSI implementation. First, computation is performed
by identical modules, and processing power is a function
ofthe size of the number ofmodules; second, connectiv-

ity scales linearly with network size. The major problems
with it are that the network computation has a serial com
ponent (activity spread), the time constants are analog in
nature and, as always with new computer design, the soft
ware must be fitted to the architecture.

Psychophysical Tests
In the 1960s, Harry Blum (1973) proposed the "grass

fire" model ofperception, which made visual perception
an active process, that is, similar in operation to this model.
The usefulness of interference patterns for mental oper
ation was also mentioned by Lashley (1950). Recently, a
striking paper by Kovacs and Julesz (1994) provided
psychophysical evidence for effects somewhat like those
predicted by the grassfire model, as the authors pointed
out. The presence ofa circular contour produces demon
strable effects on thresholds at the center ofthe circle, even
when the circle is far too large to be seen by single recep
tive fields. Nearby points inside the circle seem not to be
affected. Numerous other "traveling wave" effects are seen
in early perception (e.g., various masking phenomena).

Conclusions
It is a fact that most of those interested in understand

ing the brain do not make much use of the highest perfor
mance machines. This is partly because ofcultural barri
ers to supercomputer use, but there are some significant
scientific reasons.

Many physical laws, such as electromagnetism or grav
ity, apply across many orders of magnitude in scale. For
physics, chemistry, and engineering, the elementary rules
are very good. If calculations are done properly, a plane
will fly and the wings will not fall off. Therefore, a compu
tation starting with very low-level assumptions can, after
billions of simple operations, give trustworthy results.

In cognitive science and neuroscience, trustable scaling
relationships do not exist. Wehave no first principles that
can be extrapolated to such a degree. However, our prob
lem is simplified to a considerable degree because the
nervous system exists to generate behavior and behavior
must show coordination, predictability, and controllabil
ity.The result ofa nervous system computation may be un
derstood far more simply than the detailed means used to
attain it.

Structures such as the nervous system, which are de
signed to perform particular functions, can exhibit decoup
ling, wherein the computation can be remarkably indepen
dent ofthe details. Perhaps the best example ofdecoupling
is the actual computer itself. The physical mechanism to
produce the result ofa computation can be a result ofop
erations performed by VLSI, transistors, vacuum tubes,
relays, or pencil and paper. There are obvious practical dif
ferences between the mechanisms, but ifthe algorithm is
the same, the results will be the same. Perhaps the same
is true of the neurocomputer. The network ofnetworks
where the significant computational primitives are partic
ular large-scale patterns, attractor states, and their inter
actions, and not single neurons-may provide a similar
demonstration.
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