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The mirror effect and the spacing effect are two of the
more puzzling phenomena in recognition memory. The
mirror effect refers to the fact that low-frequency words
have both a lower false alarm rate than do high-frequency
words and a higher hit rate than do high-frequency words
(Glanzer & Adams, 1985). This would result if the four
familiarity distributions were positioned as in Figure 1,
where the low-frequency (or A) distributions flank the
high-frequency (or B) distributions in a symmetric fash-
ion. The mirror effect has also been found with other
variables than word frequency, and there may be two
kinds of mirror effects (Stretch & Wixted, 1998), but I
will restrict the analysis to the word frequency variable.

The spacing effect refers to the fact that, with two pre-
sentations of an item, the greater the spacing interval be-
tween the two presentations, the better the subsequent re-
tention of the item. In the episodic memory area, this was
first discovered in a study of the short-term retention of
paired associates (Peterson, Wampler, Kirkpatrick, &
Saltzman, 1963) and was dubbed the Peterson paradox
(Murdock, 1967), but it also occurs for recognitionmem-
ory. Recognition response times for the second presenta-
tion (P2) increased with spacing between the first (P1)

and the second presentations (indicating forgetting), but
response times for the third presentation or test (P3) de-
creased with spacing (Figure 2; Hintzman, 1969). This
result nicely indicates the two aspects of the Peterson
paradox: the greater forgetting of the first presentation,
as shown by longer latencies for the P2 results, and an
enhanced retention following the repetition, as shown by
the shorter latencies for the P3 results.

Leapfrog Effect
These two effects (the mirror effect and the spacing ef-

fect) can be subsumed underwhat may be called a leapfrog
effect. For the mirror effect, relative to high-frequency
items, low-frequency items go from weaker to stronger
after a single presentation. For the spacing effect, the
weaker an item is after its first presentation, due to the
longer retention interval, the stronger it is after its second
presentation. Thus, for the mirror effect, after a single
presentation the weaker low-frequency new item is
stronger than an old high-frequency item, and for the
spacing effect, the weaker (more forgetting of) an item is
after its first presentation, the stronger (better learning)
it is after its second presentation.

These effects are puzzling because, from a strength
point of view, how can weaker items leapfrog over stronger
items after a single presentation? Even if one argues that
low-frequency, or A, items are somehow special or more
distinctive than high-frequency, or B, items, such an ex-
planation is only describing the results unless distinc-
tiveness can be independently measured and the learning
mechanisms can be specified. Also, this explanation
does not apply to the spacing effect where there are no
separate A and B items. It has been argued that the leap-
frog effect is inconsistent with a strength model for the
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In the mirror effect, there are fewer falsenegatives(misses) and falsepositives (false alarms) for rare
(low-frequency)words than for common (high-frequency)words. In the spacing effect, recognition ac-
curacy is positively related to the interval (spacing or lag) between two presentations of an item. These
effects are related in that they are both manifestations of a leapfrog effect (a weaker item jumps over
a stronger item). They seem to be puzzles for traditional strength theory and at least some current
global-matching models. A computational strength-based model (EICL) is proposed that incorporates
excitation, inhibition, and a closed-loop learning algorithm. The model consists of three nonlinear cou-
pled stochastic difference equations, one each for excitation (x), inhibition (y), and context (z).
Strength is the algebraic sum (i.e., s = x 2 y 1 z). These equations are used to form a toy lexicon that
serves as a basis for the experimental manipulations. The model can simulate the mirror effect forced-
choice inequalities and the spacing effect for single-item recognition, all parameters are random vari-
ables, and the same parameter values are used for both the mirror and the spacing effects. No param-
eter values varied with the independent variables (word frequency for the mirror effect, lag for the
spacing effect), so the model, not the parameters, is doing the work.
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mirror effect (Glanzer, Adams, Iverson, & Kim, 1993),
and presumably, the same logic would extend to the spac-
ing effect.

Forced Choice
There are a variety of formal models (see the Discus-

sion section) that can explain the mirror effect, but in
general, they have not been extended to the spacing ef-
fect. Also, for the most part, these mirror effect models
have dealt only with a yes–no or a confidence judgment
procedure and have not been applied to the forced-choice
inequalities.1 The forced-choice inequalities consist of
six pairwise comparisons. The first two comparisons are
the null choices; if N denotes a new item and O denotes
an old item, the first null choice is AN/BN, where the
forced choice is between a new A (or low-frequency) item
and a new B (or high-frequency) item. The second null
choice is BO/AO, where the forced-choice is between an
old B item and an old A item.2

The other four pairwise comparisons can be consid-
ered true choices because, in fact, one item is new and
the other item is old. The four true choices are BN/BO,
AN/BO, BN/AO, and AN/AO. In forced-choice tasks,
the typical dependent variable is percentage correct. The
forced-choice inequalities and the obtained percentage
correct from a representative study (Glanzer et al., 1993,
Table 7, p. 559) are shown in Table 1. As can be seen by
comparingTable 1 with Figure 1, both null choices should
be (and are) greater than chance (i.e., .5), and the true
choices should be (and are) ordered 2/3 < 1/3 ù 2/4 < 1/4
if the AN, BN, BO, and AO conditions are mapped into
the integers 1, 2, 3, and 4.3

The forced-choice inequalities are much more diffi-
cult to model than the simple mirror ordering (AN <
BN < BO < AO). In fact, as I will show shortly, the sim-
ple mirror ordering is very easy to model. The main rea-

son that the forced-choice inequalities are more difficult
is because it is necessary to specify the underlying dis-
tributions for AN, BN, BO, and AN, and not just the
means. Not only must the AN distribution leapfrog over
the BN and the BO distributions, but also the initial AN
and BN distributions must have the right characteristics
to yield the f irst null choice result (i.e., .60–.65). Of
course, one can assume underlying distributions that
have this property, but then one has not explained any-
thing; one has just assumed what needs to be explained.

Also, in a sense, one has one degree of freedom, rather
than two degrees of freedom. With a yes–no procedure,
one can use changes in strength, changes in criterion, or
both to fit the data. In forced-choice data, there is no cri-
terion (it is a winner-take-all procedure), so one must
rely purely on strength differences to explain the data
(Shepard & Chang, 1963)—and as was noted, not just
mean strength, but the full strength distribution, and this
is a far more challenging task.

THE EICL MODEL

The excitation, inhibition, and closed-loop (EICL)
model assumes that there are three aspects to strength: an
excitatory component, an inhibitory component, and a
context component. These are the three components that
together determine strength. The excitatory component
is viewed as positive strength and will be denoted x. The
inhibitory component is viewed as negative strength and
will be denoted y. There is also context strength, denoted
by z, and the net strength, or s, is then the excitatory less
the inhibitory plus the context strength, or s 5 x 2 y 1 z.

What are these strengths? No one knows, so at this
stage of our knowledge they can be thought of as hypo-
thetical constructs. Strength is not unitary; many models,
such as SAM (Gillund & Shiffrin, 1984), MINERVA2
(Hintzman, 1988), TODAM2 (Murdock, 1997), the bind-

Figure 1. Heuristic distributions for the mirror effect. From left
to right, new low-frequency (AN) items, new high-frequency (BN)
items, old high-frequency (BO) items, and old low-frequency
(AO) items. Redrawn from “The Regularities of Recognition
Memory,” by M. Glanzer, J. K. Adams, G. J. Iverson, and K.
Kim, 1993, Psychological Review, 100, p. 547. Copyright 1993 by
the American Psychological Association. Adapted with permis-
sion.

Figure 2. Response times on the second presentation (P2) and
the third presentation (P3) as a function of the spacing between
the first presentation (P1) and P2. Redrawn from “Recognition
Time: Effects of Recency, Frequency, and the Spacing of Repeti-
tions,” by D. L. Hintzman, 1969, Journal of Experimental Psy-
chology, 79, p. 194. Copyright 1969 by the American Psycholog-
ical Association. Adapted with permission.
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cue-decide, or BCD, model (Dennis & Humphreys, 2001),
and TECO (Sikström, 1996, 2000), assume there are two
components: item strength and context strength. Here, I
am extending the list to three, where the third is in-
hibitory strength. In various guises, inhibition has also
been used in learning and memory models; some of these
models will be noted in the Discussion section.

The EICL model also uses a closed-loop learning al-
gorithm (Adams, 1967, pp. 291–293). This is variously
called the Rescorla–Wagner, Widrow–Hoff, or delta rule,
and the basic idea is simple. On each trial, the learning
increment is proportional to the amount yet to be learned,
so the closer a strength value is to the asymptote, the
smaller the increment. This principle applies to all three
components (x, y, and z) separately. There are separate
learning-rate constants for each component, and their
values vary with the component (excitatory, inhibitory,
and context). There are also separate forgetting param-
eters for each component, so the current strength is the
prior strength decremented by a function of the retention
interval. Again, the values of these parameters vary with
the component.The closed-loop algorithm is an adaptive
algorithm, and it avoids the noise saturation problem of
open-loop models (Grossberg, 1978). It also can explain
some puzzling recognition memory data on the effects
of stimulus variation on recognition memory (McDowd
& Murdock, 1986)4 and was used in TODAM to explain
some basic effects in paired-associate learning and re-
tention (Lewandowsky & Murdock, 1989).

If xj is the excitatory component for the jth presenta-
tion of an item and yj the inhibitory component for the
jth presentation of an item, a and b are the excitatory
and inhibitory forgetting parameters, and a and b are the
excitatory and inhibitory learning rate constants, the up-
date equations for the excitatory and inhibitory compo-
nents are

and

where lag is the number of presentations intervening be-
tween presentation j 2 1 and presentation j. The first
term (a lag xj21 or b lag yj21) is the decrement (forgetting),
and the second term [a(1 2 a lag xj21) or b(1 2 b lag yj21)]
is the increment (learning).5

All these equations say is that every time other items
are presented, the excitatory and inhibitory components

of the target item are decremented (by a and b, respec-
tively), but when the target item itself is presented, its
excitatory and inhibitory components are incremented
by an amount proportional to the distance from their
ceiling, and the proportionality constants are a and b, re-
spectively. At the same time, the excitatory and inhibitory
components of all the other items are decremented. (The
target item is decremented too, but it alone is incre-
mented.) The exponent for a and b is lag because the
greater the number of intervening items (lag), the more
times this decrementing will have occurred.

With this particular version of a closed-loop algorithm,
both excitatory and inhibitory components have two fac-
tors, a decrement and an increment. The decrement is
forgetting from the prior presentation, which depends
both on lag and on the values of a (for excitatory) and b
(for inhibitory). The increment is proportional to the
complement of the current strength value, and the pro-
portionality, or learning rate constant, is a (for excita-
tory) and b (for inhibitory).

Mirror Ordering
Here is a simple numerical example to illustrate how

easy it is to generate the mirror ordering of Figure 1 with
the right parameter values. Assume that there are no con-
text effects and a and b are so close to 1.0 that their ef-
fects can be disregarded. Then all we need are the learn-
ing rate constants (a for excitatory, b for inhibitory) and
the starting values for the low-frequency (A) and high-
frequency (B) excitatory and inhibitory values (i.e., the
values of xj21 and yj21). These are shown in Table 2,
along with the predicted result (the mirror ordering). The
predicted results are simply sj for the low- and high-
frequency words where, in both cases, sj 5 xj 2 yj and
both xj and yj are obtained from the update equations.

Why do these equations generate a mirror ordering?
There is a ceiling effect for the high-frequency items, so
the possible increment is smaller for them than for the
low-frequency items. Also, the learning rate constant for
the inhibitory component (b) is smaller than the learning
rate constant for the excitatory component (a), so the
ceiling effect has a greater impact on the excitatory com-

y y b yj j j= + -( )- -b blag lag
1 11 ,

x x a xj j j= + -( )- -a alag lag
1 11

Table 1
The Forced-Choice Inequalities for the Accuracy Condition of

Table 7 in Glanzer, Adams, Iverson, and Kim (1993)

Choices Percentage Correct

Null .65, .62
True .77, .81, .83, .88

Note—The null choices are AN/BN and BO/AO; the true choices are
(in order) BN/BO, AN/BO, BN/AO, and AN/AO.

Table 2
Hypothetical Learning Rate Constants (a and b), Starting

Strength Values for Low-Frequency (LF) and High-Frequency
(HF) Excitatory and Inhibitory Strengths,

and the Mirror Ordering

Learning Rate Constants
a 5 .2 b 5 .01

Starting Values
LF HF

x .20 .8
y .05 .6

Mirror Ordering
AN BN BO AO
.15 .20 .236 .301
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ponent than on the inhibitory component. The net result
is a clear mirror ordering where AN jumps over BN and
BO to go from the weakest to the strongest. Note how
much larger the increment is for the low-frequency items
(.301 2 .15 5 .151) than for the high-frequency items
(.236 2 .20 5 .036).

There are two problems with this example. The first
problem is that the starting values were assumed and
there are many starting values that will not give the right
result (i.e., a mirror ordering). It is necessary to show
how the starting values were obtained, ideally from a lex-
icon (or semantic memory) that the subject brought to
the experiment. This lexicon should be learned using the
same learning rules and the same parameter values as
those used in the study phase (i.e., to update sj21 to sj). I
will do that here.

The other problem is the forced-choice inequalities.
Although it is very easy to produce an example that will
generate a mirror ordering, it is much more difficult to
get the right forced-choice inequalities, because as was
noted, these depend on the distributions of the strength
values, not just on the means.

SIMULATION

Toy Lexicon
The first step in EICL is to generate a toy lexicon in

which the lexical items vary in frequency. As will be dis-
cussed below, differences in frequency determine lag,
and such a lexicon provides the starting strength values
for the model. The toy lexicon is the theoretical counter-
part to the empirical approach of prefamiliarizing sub-
jects with a set of items prior to the start of the recogni-
tion test (Maddox & Estes, 1997). I call it a toy lexicon
because, obviously, it is a very poor imitation of the ac-
tual lexicon that real subjects bring to the experimental
session, although one such lexicon has been developed
(Kwantes & Mewhort, 1999). The toy lexicon consists
of 1,000 types, which, by Zipf’s law (Zipf, 1945), leads
to about 7,070 tokens. (Each word is a type, and each
presentation of a word is a token.)6

Zipf’s law states that the frequency of presentation of
each word is inversely proportional to its rank, so here
the frequencies of the four most common words are (the
integer values of ) 1,000/1 or 1,000, 1,000/2 or 500,
1,000/3 or 333, and 1,000/4 or 250. This pattern contin-
ues for all 1,000 types, and it results (by summation) in
a total of 7,069 tokens. The lag is simply the number of
tokens divided by the frequency. For the most common
item, the lag would be 7,069/1,000 or 7 items interven-
ing between presentations, for the next most common
item 7,069/500 or 14 items, 7,069/333 or 21 for the next,
and so on.

However, there is a problem when one uses the Zipf
rule (or any other differential frequency rule) for fre-
quency of presentation. The problem is the AN/BN null
choice. If rank determines frequency and frequency de-

termines strength and we are comparing low-frequency
(A) items with high-frequency (B) items, there will not
be enough overlap of AN and BN. To fit the data, we
need enough overlap to produce a forced-choice proba-
bility correct of about .60–.65. How can this happen?

We can solve this problem (and also make the model
more realistic) if we add parameter variability. Both
number of presentations and lags must be random vari-
ables whose means are determined by the rank fre-
quency, but there is some variability. To illustrate, item
rank 3 will have a mean number of presentations of 333
and a mean lag of 7,069/333 5 21.23 or 21 items. Item
rank 4 will have a mean number of presentations of 250
and a mean lag of 7,069/250 5 28.28 or 28 items. Then,
21 is the mean lag for the rank 3 item, and 28 is the mean
lag for the rank 4 item, but the actual lag in forming the
lexicon was a random sample from a normal distribution
with means of 23 and 28, respectively.7

Since the number of presentations and the lags are ran-
dom samples from truncated normal distributions, it is
necessary to specify the standard deviationsof these nor-
mal distributions. In each case, I used the coefficient of
variation V to determine the standard deviation. (If m is
the mean, then V 5 SD/m, so SD 5 Vm.) For the between-
lag variation, if the rank 3 item happened to be presented
21 times in forming the lexicon, then this too was a ran-
dom variable with SD 5 Vm, where m 5 21. Since simu-
lations of random permutations of relatively small num-
bers of items whose frequency was determined by Zipf’s
law showed that, in general, the SD was about equal to
the mean, I set V to 1.0 for both the between- and the
within-lag variabilities.

I assumed a list length of 41 items (i.e., 41 A items and
41 B items), and the ranks were 130–170 for the high-
frequency, or B, items and 830–870 for the low-frequency,
or A, items. It is not necessary to form the entire lexicon;
all that is necessary is to determine the strength of 41 A
items and 41 B items with the appropriate frequencies
and lags, using the update equations given above. One
needs the forgetting parameters a and b and the learning
rate parameters a and b for the excitation and the inhibi-
tion, and these too (i.e., a, b, a, and b) were random vari-
ables. The lexicon simulation consisted of forming two
four-way type (new or old) 3 rank frequency (low [A] or
high [B]) 3 subjects (500) 3 items (41) arrays—one for
excitation (x) and the other for inhibition (y). Context
will come in later.

In the simulation, since the values of a, b, a, and b
were random variables, the actual values used in the sim-
ulations varied from subject to subject, as well as ac-
cording to type (new or old) and rank (low or high).
However, they were fixed for all items learned by that
subject in that condition. The mean forgetting parameter
values were a 5 .99995 and b 5 .99999, both with V 5
.00005. The mean learning rate values were a 5 .08 and
b 5 .008, both with V 5 .10. It may come as a surprise
to see five-place accuracy in the parameter values, but
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with the long lags that are encountered in learning a lex-
icon, we are in quite a different part of the parameter
space than in episodic memory tasks.

As will be shown, these parameter values gave rea-
sonable results for the AN/BN forced-choice inequality.
Given the enormity of the parameter space, I attempted
only a rather cursory investigation of parameter sensi-
tivity (Li, Lewandowsky, & DeBrunner, 1996), and the
results will be given later (Table 7).

Study phase. The first problem, then, was to find the
right parameter values to generate a lexicon with the
right value of AN/BN (new low-frequency to new high-
frequency). Having achieved this, the other main prob-
lem was to generate a leapfrog effect for the distributions
that would give the remaining forced-choice inequali-
ties. The general solution was to add a third component,
context, to the net strength. Thus, as was mentioned
above, for net strength, sj 5 xj 2 yj 1 zj, where zj is the
current context strength.

The complete set of update equations for x (excita-
tory), y (inhibitory), and z (context) is shown in Table 3.
The update equation for context is different from those
for excitation and inhibition, in that it depends not only
on the prior context strength (zj21), but also on the prior
excitatorystrength (xj21). The fact that it is different should
not be surprising, because if it were identical, it would be
redundant, and one could model it with a weighting pa-
rameter on x (or x 2 y). The way it is different is what is
crucial. The first and third equationsare coupled because
zj depends both on zj21 and xj21. With this coupling, it is
possible to produce the leapfrog effect, whereas it cannot
be done with just a simple closed-loop algorithm.

The forgetting parameter for context is g (gamma, not
to be confused with y), and the context learning rate con-
stant is c. All the parameter values are shown in Table 4.
The forgetting parameter for context (g ) is lower, so the
forgetting is faster than the forgetting rate for excitation
(x) and inhibition(y). Also, the learning rate constant (c)
is larger than the learning rate constants for excitation
and inhibition. This is because context is assumed to be
more labile than excitation and inhibition.8

In the simulation, after the lexicon was formed, the ex-
citatory and inhibitory components of the new items
(AN and BN) were decremented by their forgetting pa-
rameters at a random lag appropriate for their frequency.

This corresponded to whatever forgetting occurred be-
tween their last preexperimental presentation and the
study phase of the experiment. To simulate the study
phase, the excitatory and inhibitory components of the
old items were updated according to the equations given
above (Table 3). It was assumed that there was no over-
lap between the preexperimental and the experimental
contexts, so zj21 was assumed to be zero. Thus, here the
context strength (zj ) resulting from the study phase was
dependent only on the value of xj21, the strength of the
excitatory component at the time of test.

Study–test interference effects were not included in
the simulation. The justification was that, with the val-
ues of the excitatory and the inhibitory forgetting pa-
rameters so close to 1.0, they would have little or no ef-
fect on the simulation.However, the situation will change
when we come to the spacing effect. Further discussion
of this point will be deferred until then.

Test phase. After the study phase, all six forced-choice
probabilitieswere computed on a subject-by-subjectbasis
and then averaged. The usual forced-choice algorithm
was used, with one slight modification. It seems to be
generally assumed that forced choice is scored as correct
no matter how small the difference between the stronger
and the weaker items. In other words, a step function is
used to map the old–new difference into probability cor-
rect. This seemed unrealistic, so I used an ogival map-
ping function. That is, if the strength difference was ex-
actly zero, the probability correct for that item for that
subject was assumed to be .5, and the probability in-
creased with the difference. The mapping function was a
cumulative normal distribution with an SD of .10.9

Results
For the results, the four distributionsare shown in Fig-

ure 3. For each distribution, the data were pooled over the
500 subjects and 41 high-frequency and low-frequency
items and then were tallied in 20 bins from 0 to 1.0 in steps
of .05. The four distributions are negatively skewed and
become more leptokurticas they increase in strength.They
are somewhat different from the normal or the binomial
distributionsassumed in some models of the mirror effect.

The ordering of these distributions shows a mirror ef-
fect, but what produced it? The difference in word fre-
quency determined lag, and the lag (by the update equa-

Table 3
The EICL Update Equations for the Mirror Effect

Excitatory Inhibitory Context

Strengths x y z

Forgetting a b g
Learning a b c

z z c xj j j= -( ) + -( )- -1 11 1g alag lag

y y b yj j j= + -( )- -b blag lag
1 11

x x a xj j j= + -( )- -a alag lag
1 11

Table 4
Parameter Values for the Update Equations of Table 3

Parameter Mean V

No. presentations/item No. tokens/rank 1.33000
Lag Rank 1.00000
a .99995 .00005
b .99999 .00005
g .97000 .10000
a .08000 .10000
b .00800 .10000
c .40000 .10000

Note—a, b, and g are the forgetting parameters, and a, b, and c are the
learning-rate parameters for excitation, inhibition,and context, respec-
tively. V is the coeff icient of variation (V 5 SD/mean).



MIRROR AND SPACING EFFECTS 575

tions) determined strength. Thus, no parameters differed
for low and high frequencies, and the underlying distri-
butions were derived, not assumed.

The means and SDs of each distribution are shown in
Table 5. The means show a perfect mirror order (includ-
ing a sizable leapfrog effect), so the means substantiate
our claim about the mirror ordering. The SDs are about
the same, except that the SD for AO is about half the SD
for AN. We know from studies of receiver-operating
characteristics (ROC) curves in recognition memory that
the old-item variance as inferred from ROC slopes is gen-
erally larger than the new-item variance (Glanzer, Kim,
Hilford, & Adams, 1999; Ratcliff, Sheu, & Gronlund,
1992), and this effect was not obtained here. This problem
will be considered at the start of the Discussion section.

The forced-choice inequalities are also shown in
Table 5; these are means over subjects. The null choices
are in the low .60s, and the true choicesare ordered exactly
as they should be. Thus, EICL can generate the right re-
sults for the mirror effect. With one exception (the
AN/AO variances), the results seem reasonably close to
the actual data; the mirror ordering was obtained,and the
forced-choice inequalities showed the right pattern.

To reduce the number of free parameters slightly and
check on the reliability of the results, the simulations
were rerun with a 5 b and 500, 1,000, and 2,000 repli-
cations (subjects). The mirror ordering and the forced-
choice inequalities for this six-parameter model are
shown in Table 6, and they clearly replicate the results in
Table 5. Also, reliability is not a problem, since the re-
sults for N 5 500, 1,000, and 2,000 are essentially in-
distinguishable.

Why does EICL predict the forced-choice inequalities?
Unlike for the mirror ordering, there is no simple answer.

For the forced-choice inequalities, you seem to need all
three componentsof the model: excitationand inhibition,
the closed-loop algorithm, and parameter variability (ran-
dom variables). As far as I can tell, no two alone will suf-
fice. Without parameter variability, the AN/BN compar-
ison would be too high, even with excitation/inhibition
and the closed-loop algorithm. Then (as with the mirror
ordering), you need excitation, inhibition,and the closed-
loop algorithm to get the leapfrog effect. And of course,
even then you have to have the right parameter values
and the right set of difference equations. So the forced-
choice equalities depend not only on parameter variabil-
ity, excitation/inhibition, and the closed-loop algorithm,
but also on the right parameter values and the difference
equations.

To see what effect lag variability had on the AN/BN
forced-choice comparison, I ran a small grid search where
both Vrep (the coefficient of variation V for repetition)
and Vlag (the coefficient of variation V for the lag between
items) were 0.1, 0.4, 0.7, 1.0, and 1.3 (crossed 5 3 5) with
100 subjects (replications) each. The results are shown in
Table 7, where the mean percentage correct is shown as
a joint function of Vrep (rows) and Vlag (columns). As is
obviousby inspection, repetitionvariabilityhad a large ef-
fect, but variability in item lags had essentially no effect.

SPACING EFFECT

The basic spacing effect refers to the fact that “a piece
of information studied on four occasions widely spaced
apart in time will be remembered better than a similar
fact studied on four occasions closer to each other. This
is most commonly known as the spacing effect” (Greene,
1992, p. 145). However, the situation is more compli-
cated than this, since it depends on the intertrial interval
(between, say, the first two presentations), the retention
interval (following the second presentation), and the
type of task (item recognition, associative recognition or
recall, or free recall; Haberlandt, 1999). There is the fur-
ther complication that immediate repetition often has no
benefit, repetition at short intervals is actually better at
short retention intervals, but spaced repetition is better at
long retention intervals.

The immediate-repetition effect could be an attention
effect and will not be considered here. The focus is on
item recognition, so the paired-associates and free-recall

Figure 3. Frequency distributions from an EICL simulation of
the mirror effect showing the AN, BN, BO, and AO strength dis-
tributions pooled over subjects and items from a simulation with
500 subjects and a list length of 41 for both the A and the B items.
The parameter values used are shown in Table 4. The horizontal
axis is strength (x 2 y 1 z) in 20 steps from .025 to .975, and the
vertical axis is frequency.

Table 5
Means and SDs of the Four Distributions From the EICL

Simulation Pooled Over Subjects and Items and the Resulting
Mean Forced-Choice Inequalities (Means Over Subjects)

Distributions
AN BN BO AO

Mean .430 .500 .570 .640
SD .148 .127 .127 .073

Inequalities
AN/BN BO/AO BN/BO AN/BO BN/AO AN/AN

.603 .655 .610 .695 .765 .832
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results will not be considered either. Then, for two pre-
sentations, the spacing effect can be seen as a bivariate
function of the P1–P2 (interpresentation) interval and
the P2–test (retention) interval. EICL can, in principle,
model the full bivariate function, but we will illustrate
only with selected P1–P2 intervals. To the extent that the
model can adequately represent these functions, we can
say that it captures the effects of spacing on the rate of
forgetting.

Simulation
The spacing effect was simulated in the same general

way as the mirror effect, but there were a few differ-
ences. There were no separate A and B items; the rank
frequencies of the items ran from 230 to 270. It seemed
reasonable to assume that studies of the spacing effect
(of which there are many) typically use common words,
but not necessarily high-frequencywords. There were no
new items; following the lexicon learning, all items were
presented twice. The interval (number of presentations)
between the first and the second presentations is called
lag1, and the interval between the second presentation
and the test is called lag2.

In other respects (including update equations, param-
eter values, and use of random variables), the simulation
was identical to that used for the mirror effect. The sim-
ulations were based on 500 subjects and 41 items. The
update equations for xj, yj , and zj are shown in Table 8,
and they are a function of lag2. The values of the excita-
tory, inhibitory, and context strength after the time of test
are denoted as xj11, yj11, and zj11, and the equations in
Table 3 take xj21, yj21, and zj21 to xj, yj, and zj.

For latency, we computed the appropriate strength val-
ues for each subject and each item and then assumed that
latency is inversely proportional to strength. The mean
latencies (i.e., reciprocal strength values) for P2 and P3
for lags 10, 20, 30, 40, and 50 are shown in Figure 4.
These results should be compared with those in Figure 2.
Obviously, EICL generates the right pattern of results,
both for P2 (forgetting as a function of the P1–P2 lag)
and for P3 (learning as a function of the P1–P2 lag).

For simplicity of exposition, I have described this sim-
ulation as if it resulted when exactly the same parameter
values that had been used for the mirror effect were used
in the expressions for the spacing effect. This is essen-
tially correct, but there was some very slight jiggling of
parameters back and forth to see whether one could im-
prove the spacing results without damaging the mirror
results.10 Also, several other update equations for con-
text that could generate a mirror effect were rejected
when it was found that they generated a negative spacing
effect (poorer retention as spacing increased).11

DISCUSSION

Although EICL can generate most of the right patterns
for the mirror effect and the spacing effect, it is off in a
few details. The old-item variance is less than the new-item
variance for the low-frequency (A) item, and whereas the
true choices show the mirror ordering, the BN/BO com-
parison is lower than it should be.

The SD for AO for the mirror effect is about half that
for AN and this is probably wrong.12 Why is it off? The
most likely possibility is that there is no study–test in-
terference. In terms of TODAM2, this means that there
is no chance for context from other list items to affect
the comparison of the probe and the memory vectors.
Given context drift, this is sure to increase the old-item
variance (for both A and B items); after all, this is the
whole point of global-matching models. Consequently, it
is not possible that EICL, as it stands, can capture the ef-
fect of interitem context similarity. Including study–test
interference in EICL might solve this problem. The same
comments apply to the BN/BO comparison.

The results for the spacing effect are only a very rough
fit to any particular set of data. However, they show the
right pattern, and this in itself was not easy to achieve.
Moreover, these plots result from a simulation using the
same update equations (Table 3) and parameter values
(Table 4) as the simulations for the mirror effect. There
were no ad hoc parameters that varied with lag. Thus, as
with the mirror effect, the model, not the parameters,
was doing the work.

Other Mirror Results
In addition to the mirror ordering and the forced-choice

inequalities, there are other mirror effects that have been
reported. One of them is concentering. Concentering
refers to the fact that the forced-choice distributions are
less widely separated for a delayed test than for an im-

Table 6
Mirror Ordering and Forced-Choice Inequalities for Three

Values of N (Number of Subjects) With the Following
Parameter Values: a 5 .99997, g 5 .97, a 5 .08, c 5 .4,

Va 5 .00005, and Vg 5 .1. Then b 5 a, b 5 a/10, Vb 5 Va ,
and Va 5 Vb 5 Vc 5 V.

Mirror Order
N AN BN BO AO

,500 .441 .514 .578 .647
1,000 .453 .521 .583 .654
2,000 .447 .519 .582 .650

Forced-Choice Inequalities
AN/BN BO/AO BN/BO AN/BO BN/AO AN/AN

.638 .646 .638 .743 .791 .871

.628 .647 .633 .731 .787 .864

.637 .643 .635 .740 .785 .867

Table 7
Mean AN/BN Percentage Correct Forced Choice as a

Joint Function of Vrep (Rows) and Vlag (Columns)

.958 .958 .955 .951 .945

.876 .871 .869 .866 .863

.732 .735 .729 .725 .715

.608 .602 .614 .608 .603

.505 .511 .512 .504 .494



MIRROR AND SPACING EFFECTS 577

mediate test but the mirror ordering is preserved. This
could come about if, as is shown in Figure 1, the four dis-
tributions were centered on the midpoint between BN and
BO but, with delay, they all moved closer to this midpoint.

To see if EICL could capture this effect, an additional
step was added to the simulation. The excitation, inhibi-
tion, and context values for the A and B items that would
have been used for an immediate test were decremented
by the mean values of the forgetting parameters before
the forced-choice inequalities were computed. A delay
of 20 intervening items was assumed. A delay of 20 was
assumed because, with that value, the context would
have dropped to about half of what its value would have
been on an immediate test.

The resulting forced-choice inequalitieswere .603 and
.523 for the null choices and .559, .654, .582, and .679
for the true choices, and these values may be compared
with the forced-choice results from the immediate test
that are shown in Table 5. The right pattern of results was
found, even though it was not a particularly good fit. One
aspect of the concentering results that is of particular
significance (Glanzer, Adams, & Iverson, 1991) is the
fact that the AN/BN inequality decreases from an im-
mediate to a delayed test. As these authors noted, ac-
cording to a strength theory, there is no reason for this to
occur, and in this simulation, it was so small it would
probably be undetectable in real data.

However, this small effect may be related to the fact
that, in the simulations, I assumed there was no context
similarity between preexperimental and experimental
contexts, and this may be wrong. I could have assumed
the opposite, but that would have made the simulation
even more complex. That is, if one assumed that there
was some context similarity between the preexperimen-
tal and the experimental situations, one would also have
to allow the possibility that study items occurred during
the delay. Suffice it to say that this possibility would
have necessitated a completely different approach in the
simulation and, with a reasonably sized lexicon, would
have been too time consuming to be feasible.

Another interesting result is that multiple presentations
of the high-frequency (B) items in the study phase can af-
fect the mirror ordering because, then, BO may be greater
than AO (Sikström, 2001; Stretch & Wixted, 1998). I ran
a simpler version in which the update equations were run
on the mean values but there was no variability. The re-
sults (AN, BN, BO, and AO) were .104, .317, .612, and

.519 for the control (1P) condition and .104, .317, .675,
and .519 for the 5P condition. With this simpler version,
we did not get the ordinary mirror effect for the 1P con-
trol condition(BO > AO) but the BO 2 AO difference in-
creased, as it did in Stretch and Wixted’s result.

Why did we not get the mirror order in the control
condition? There are at least three (not necessarily mu-
tually exclusive) reasons: (1) There was no variability,
(2) there was no study/test input/output interference, and
(3) the raw lexicon frequencies were very small (2 for
the A items, 7 for the B items). The low lexicon fre-
quencies require explanation.

The low lexicon frequencies are a consequence of the
Zipf rank–frequency distribution. With 1,000 types, the
raw frequency of item rank 1 is 1,000; that for rank 2 is
500; for rank 3, it is 333; and so on, so that by the time
you are down to rank 150 (the rank of the B items) the
frequency is, as was noted, only 7 (rounding up) and for
rank 850 (the rank of the A items) is only 2 (rounding
up). The AN/BN difference was very large, so the leap-
frog effect does not reverse things. But the increase for
the B items in the 5P condition is larger in the experi-
mental (5P) condition, and this is the main point of
Stretch and Wixted’s (1998) result. And as before, the
same parameter values were used in both the lexicon
learning and the experimental sessions.

It should be kept in mind that the goal of EICL is to
generate data that matches the patterns of the mirror and
the spacing effects. The goal is not to fit the data. The pa-
rameter space is enormous, and the chance of finding ex-
actly the right parameter values to fit the data, even if
such values do exist, is very small. This is the advantage
of analytic models, such as attention-likelihood theory
and TODAM2. However, there are important models
(e.g., SAM and MINERVA) that are basically simulation
models that, for the most part, rely on pattern matches.

To give some indication of what learning in EICL is
like, I ran the simpler version (i.e., no variability) for the
B items for five trials and recorded the x, y, and z values

Table 8
Update Equations for the Spacing Effect

Note—xj11, yj11, and zj11 are the excitatory, inhibitory, and context
strength at the time of test, and lag2 is the retention interval (number of
intervening items) between the second presentation and the test.

z zj j+ =1 g lag2

y yj j+ =1 b lag2

x xj j+ =1 a lag2

Figure 4. Results from an EICL simulation of the spacing ef-
fect showing latencies (i.e., reciprocal strengths) on the second
presentation (P2) and the third presentation (P3) as a function of
the lag in units of 10 between the first presentation (P1) and the
second presentation (P2). That is, “2” on the horizontal axis of
the graph is lag 20, “3” is lag 30, and so on.
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separately. These are shown in Table 9, along with the
strengths (s 5 x 2 y 1 z). As can be seen, both excitatory
(x) and inhibitory (y) strengths increased, but context (z)
actually decreased. However, the net strength (s) does in-
crease, and this is why EICL can predict that you do not
get a mirror effect with repetition of the high-frequency
B items (Stretch & Wixted, 1998).

Inhibition
Probably the most novel (or contentious) innovationof

EICL is the assumption of inhibition.However, this idea is
not new. In an early model of paired-associate learning
(Thurstone, 1930), it was assumed that practice served two
functions:strengtheningof the correct response (excitation)
and weakening of the incorrect responses (inhibition). It
was possible to derive various predictions about paired-
associate learning (in particular, the length–difficulty re-
lation) by solving the pair of differential equations that
were postulated.13 Of course, this is not quite the same
as EICL, because inhibition operated on competitors,
whereas here, excitationand inhibitionare assumed to be
two components of the same memorial representation.

Perhaps a closer parallel is the approach/avoidance
paradigm of animal behavior (Townsend & Busemeyer,
1978), which followed an analysis of discrimination
learning based on an excitatory tendency of the positive
stimulus and an inhibitory tendency of the negative stim-
ulus (Spence, 1937). For an approach/avoidance conflict,
the same goal (e.g., a food box) can have both attractive
properties (leading to approach) and aversive properties
(leading to avoidance). The avoidance gradient has a
steeper slope, but the curves cross. If the animal is too
close it will back up, but if it is too far away it will ap-
proach, and the gradients are such that the animal is pre-
dicted to vacillate around some point of stable equilib-
rium. Approach and avoidance are terms that describe
the behavior of an animal, but these notions could clearly
be rephrased in terms of excitatory and inhibitory ten-
dencies, and here the excitatory and inhibitory tenden-
cies are operating on the same underlying process—
namely, the tendency to approach the goal box.

We have probably all had comparable experiences,
both with spatial and temporal dimensions. Watch
tourists at the top of the Grand Canyon: They edge closer
to get a better view, but they back up when they get too

close. We are asked to give a talk or serve on a commit-
tee some time in the future; it seems like a good idea (or
at least we are willing) at the time, but as the deadline ap-
proaches we sometimes wish we had not said “yes.” Not
only are “excitation”and “inhibition”acting on the same
behavior, but in both cases the inhibitory gradient starts
lower (so we approach or say “yes”), but with distance or
time, the inhibition increases more rapidly than the ex-
citation, so we back off or try to find a good excuse. The
same is true in EICL, but the functions are not linear.

Opponent process models, both in vision (Hurvich &
Jameson, 1974) and in motivation (Solomon, 1980), are
obvious parallels. Neuroscience is full of so many in-
stances of inhibitory processes that they are accepted as
a fact of life. There seem to be excitatory (glutamate)
and inhibitory (GABA) synapses in the brain (Kolb &
Whishaw, 1996, p. 84). Also, there is a vast literature
dealing with GABAergic inhibitory mechanisms in the
hippocampal pyramidal cells. But what about memory?

Habituation reflects a very simple kind of memory,
and inhibitionplays an essential role in some habituation
models (Groves & Thompson, 1970; Staddon, 1993;
Staddon & Higa, 1996). In the Staddon model, the (ex-
citatory) strength of the current stimulus is attenuated by
the (inhibitory) memory for recent experiences with the
stimulus. With multiple time scales, it is possible to ac-
count for much rate-sensitive data in the nematode.14 The
model can also be applied to the partial-reinforcement
effect and the successive negative contrast effect in ani-
mal learning. These principles have also been imple-
mented in a connectionist model with applications to
free recall (Sikström, 2003).

Many models of memory (e.g., Bower, 1971; Estes,
1972; Lewandowsky, 1999) have used inhibition one
way or another. At the cognitive level, the concept of
suppression is widely used in connected discourse (Rad-
vansky, 1999), and surely, at a general level, suppression
and inhibition are indistinguishable. Three processes
(short-term, long-term, and very long term expectations)
are needed to account for the dynamics of operant con-
ditioning (Dragoi & Staddon, 1999), and mutually in-
hibitory connections are also an important part of the
model (Dragoi & Staddon, 1999, Figure 1, p. 22).

Strong support for the notion of inhibition can be
found in a recent review article reporting several decades
of work on memory and learning in simple organisms
(Kandel, 2001). Apparently, there are excitatory and in-
hibitory interneurons in the gill withdrawal reflex of
Aplysia (Kandel, 2001, Figure 2C, p. 1032). To quote
from a section on inhibitory constraints, “positive regu-
lators are only half the story—there are inhibitory con-
straints on memory. Long-term synaptic facilitation re-
quires not only activation of memory-enhancing genes,
but also inactivation of memory suppressor genes . . . .
Thus, during long-term memory storage, a tightly con-
trolled cascade of gene activation is switched on, with
memory-suppressor genes providing a threshold or
checkpoint for memory storage” (p. 1034).15

Table 9
Trial-by-Trial Excitation (x), Inhibition ( y), Context (z),

and Net (s) Strengths for Five Presentations (P) of
the High-Frequency B Items

P x y z s

1 .419734 .060119 .252289 .612
2 .466155 .067638 .232106 .631
3 .508863 .075096 .213538 .647
4 .548154 .082496 .196455 .662
5 .584302 .089836 .180738 .675

Note—The starting values came from the lexicon, and the parameters
were as shown in Table 4, except that there was no variability.
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Inhibition is an important component of two recent
models for recognition memory, subjective-likelihood
(SL) theory (McClelland & Chappell, 1998) and the re-
trievingeffectively from memory, orREM,model (Shiffrin &
Steyvers, 1997). They will be discussed in the next section.
In a more reductionisticvein, another way of modeling in-
hibition in memory is by a sigmoidal (logistic) activation
functionwith a negativebias (Li, Lindenberger,& Frensch,
2000): “Small increments in excitatory signals produce
greater changes in firing frequency than those produced
by the same amount of increment in inhibitory signals”
(p. 880). Cognitive effects in paired-associate learning
were modeled in “two groups of identical networks that
differed only [italics theirs] in their mean Gs (one of the
parameters of the logistic activation function).” As in
EICL, this parameter was treated as a random variable.

As Li et al. (2000) say, reducing mean G reduces the
unit’s average responsivity and increases the variability
in the unit’s output activation. They then use this ap-
proach to link catecholaminergic modulation with be-
havioral data. In particular, they model age effects in
mean trials to criterion, susceptibility to proactive inhi-
bition, complexity (list length), and intra- and intersub-
ject variability. As in EICL, the nature of the inhibition
is not explicitly specified, but its effects are captured in
the characteristics of the activation function (Li et al.,
2000, Figure 2A, p. 881).

In another computational model (Hasselmo & Wyble,
1997), “in an attempt to link effects at a cellular level to
effects at a behavioral level, recognition and free recall
were modeled in a computation model of the hippocam-
pus” (p. 2). “It was assumed that each subregion contains
interacting populations of excitatory and inhibitory neu-
rons . . . . This model did not place an artificial constraint
on the total output of a neuron . . . . Total network activ-
ity was regulated by feedback from inhibitory interneu-
rons . . . . A balance of excitatory and inhibitory neurons
allowed neurons to enter an attractor state with interme-
diate levels of activity” (p. 9).

One of the reviewers of the present paper asked “What
is being inhibited?” The excitatory component is being
inhibited (reduced) by the inhibitory component, and the
(algebraic) sum of excitation, inhibition, and context de-
termine the strength of the response. The strength of the
response (as in signal detection theory) is fed into a de-
cision process, and for the spacing effect, the old or new
response is a function of memory and decision. For
forced choice, two such “signals” (x 2 y 1 z) are com-
pared on a winner-(generally)-takes-all basis.16 The
ideas are essentially identical to the approach/avoidance
notions, except that the equilibrium concept is not rele-
vant and the mechanisms could be anything from cate-
cholinergic modulation to interneurons to separate exci-
tatory and inhibitory neurons. It seems pretentious even
to speculate as to what excitation and inhibition in EICL
refer to when detailed reductionist models such as these
exist, but there certainly is ample precedent for assum-

ing that some sort of inhibitory process contributes to
performance in human episodic memory tasks.17

Other Models
Attention-likelihood theory. The first major model

of the mirror effect is the attention-likelihood theory, or
ALT (Glanzer et al., 1993). ALT is a more elegant and
sophisticated model than EICL; it is a formal (analytic)
model with many quantitative solutions, it applies to
other variables than word frequency, and it can predict
the three regularities of recognitionmemory (the forced-
choice inequalities, the slope regularities, and concen-
tering). However, there are some theoretical issues that
raise problems, and experimental studies have raised
doubts about the decision rules.

From a theoreticalperspective, there are two main prob-
lems with ALT, and they have to do with the underlying
assumptions. First, it is assumed that low-frequency A
items and high-frequency B items come with the same
number of marked features; hence, the AN and BN
strength distributions are identical. But surely, low-
frequency and high-frequency new items must differ
somehow; otherwise, how can one explain differences in
such tasks as naming latency and lexical decision? Fur-
thermore, if new A and B items are of equal strength, why
should subjects pay more attention to A (low-frequency)
items? One could say they are more distinctive, but this
is ad hoc.

Second, and perhaps more critical, it is assumed that
subjects pay more attention to (mark more features of)
low-frequency A items than high-frequency B items. In
the model, the attention (or encoding) parameter is
greater for the A items than for the B items. So, if it is
assumed that new A and B items have the same number
of marked features, that subjects attend to (or mark)
more features for old A items than for old B items, and
that subjects use a log-likelihood decision rule, ALT can
show very impressive fits to the data. To me, these as-
sumptions (particularly the f irst two) mean that the
model basically is describing the data, not explaining
them. As I have pointed out, in EICL there are no pa-
rameters (or processes) that differ for low-frequency and
high-frequency items.18 I shall return to the point about
decision rules shortly.19

Subjective-likelihood model. The general ideas be-
hind the SL model (McClelland & Chappell, 1998) are
as follows. Items or events in the real world are repre-
sented by binary features. If the feature is present, the
representation is 1; if absent, it is 0. The representation
of these items have corresponding elements in hypothet-
ical memory vectors that start initially at about .5, but
with experience (repeated presentation), those corre-
sponding to the present features approach a value of 1,
and those corresponding to the absent features approach
a value of 0. This is differentiation, but it could just as
well be called excitation and inhibition. At an abstract
level, excitation increases or adds, whereas inhibition
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decreases or subtracts. The details of the representation
in EICL are somewhat different from the SL model, but
conceptually the ideas seem identical.

Item detectors estimate feature probabilities, and these
detectors are used to compute SL estimates that gradu-
ally differentiate with learning. With differentiation,
each detector becomes better at rejecting other items
(McClelland & Chappell, 1998, pp. 748–749). Estimates
of the starting (generic) values and likelihoods (products
of these probabilityvalues) are stochastic. Thus, item de-
tectors learn the best estimates of conditional probabili-
ties of the item features. Bayesian hypothesis testing is
used; the subject is assumed to compute a log-odds ratio
as the basis for decision.20

As in EICL, the learning mechanism is closed loop
(approaching1 or 0 as upper or lower limits), but the learn-
ing rate constant (e) decreases over trials. In particular, e
is inversely proportional to the number of presentations
of an item (McClelland & Chappell, 1998, Equation 8,
p. 737). Although this has some desirable statistical
properties (p. 737), it would seem to mean that the sub-
ject would have to estimate both the current probability
values and the number of presentations the item has al-
ready had in order to implement the update equation
(Equation 7, p. 737). There is no mention of forgetting or
context, and the lexicon is assumed to be a tabula rasa.

For the word frequency effect, it is assumed that rep-
resentations of low-frequency items are less variable
than representationsof high-frequencyitems (McClelland
& Chappell, 1998, p. 743). This results from setting a pa-
rameter (p0, the probability of being active for the low-
probability elements of an item) to a higher value for
high-frequency items. The justification in the SL model
is that there are fewer definitions for low-frequency
words than for high-frequency items. There are also dif-
ferent learning-rate constants for high-frequency and
low-frequency items in the SL model (p. 744).

The SL model does not deal with the mirror effect
per se, but it does deal with the problem of underlyingdis-
tributions. The predicted ROC curves (McClelland &
Chappell, 1998, Figure 4, p. 742) for the model capture
the essence of both the list strength effect and the list
length effect (Balakrishnan & Ratcliff, 1996). In partic-
ular, the predicted curves show mixed-strong > pure-
strong > pure-weak > mixed-weak > long lists, so
d ¢(strong) > d¢(weak) and d ¢(mixed) > d ¢(pure). Also,
the zROC (normalized) curves were all linear, with
slopes of about 0.8 (Ratcliff, McKoon, & Tindall, 1994).
The parameter wc (the criterion at each detector) varied
from 24.2 to 0 to generate the zROC curves, and the
simulationsused 300 replications to get acceptably small
confidence intervals.

However, the authors report that eight parameter val-
ues had to be adjusted to obtain these results. Also, the
parameters differed somewhat from the parameter val-
ues used in previous fits (Table 10; cf. Table 8). Since
these parameters were necessary for the 10 distributions

(old- and new-item distributions for the five curves), the
model is more descriptive than explanatory in this regard.

Although the SL model can fit the strength–frequency
mirror ordering, it cannot be applied to the forced-choice
data, because it does not provide any way to generate the
new-item null-choiceprobabilityvalues. The new-item de-
tectors are formed at the time of test, and since AN and BN
detectors do not exist at that point, probability correct is
undefined. Since the BO and AO distributions must arise
from the new (i.e., AN and BN) distributions, there does
not seem to be any way, at present, to derive predicted val-
ues for the six forced-choice inequalities from the model.

REM model. The concept of differentiation has also
been used in the REM model (Shiffrin & Steyvers,
1997), although in a slightly different way. “An episodic
image that has been stored during an earlier presentation
of the word currently presented [i.e., at retrieval] is
termed an s-image (s for same). An episodic image that
has been stored during presentation of any other word . . .
is termed a d-image (d for different)” (p. 146). Thus, in
REM, differentiation applies to different items, whereas
in the SL model, it refers to features within an item.
REM uses a parameter (G) for frequency to produce a
mirror effect. However, this only defers what requires
explanation.

This notion of differentiation seems quite similar to
that of the match-filter model (J. A. Anderson, 1973).
There are two matched f ilters (J. A. Anderson, 1973,
Figure 1, p. 423), one for old items with a positive drift
rate and one for new items with a negative drift rate. This
model was applied to data from the Sternberg scanning
paradigm (Sternberg, 1966), and the implication is that
the new items were somehow inhibited.Although the no-
tion of a negative matched filter (or differentiation) may
be quite reasonable for a fixed-set procedure, it is hard
to see how it would work with a varied-set procedure.
This is especially true when words are used as the study
items (Muter & Murdock, 1977)21 and no mechanism to
implement this inhibition is proposed.

Source of activation confusions model. The source
of activation confusions (SAC) model is another model
that has the potential to explain the mirror effect. Origi-

Table 10
The Full EICL Model

and

Note—Lag1 is the lag between the first presentation(s) and the second
presentation(s) and lag2 is the lag between the second presentation and
the test (P3).

s x y zj j j j= - +

z z c xj j j= -( ) + -( ){ }- -g g alag2 lag1 lag11 11 1

y y b yj j j= + -( ){ }- -b b blag2 lag1 lag1
1 11

x x a xj j j= + -( ){ }- -a a alag2 lag1 lag1
1 11
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nally designed for problem solving (Schunn, Reder,
Nhouyvanisvong, Richards, & Stroffolino, 1997), it has
been applied to interactions between remember–know
judgments and word frequency (Reder et al., 2000). In
one respect, this model is very similar to EICL; it bases
starting “strength” values on word frequency norms, so
in effect, like EICL, it has a lexicon.

Recognition memory decisions are based on activa-
tion level, and there are two sources of activation: direct
and indirect (my terms). When an item is presented (the
continuous recognitionmemory paradigm was used), the
activation level of the presented word is increased above
the base level (which comes from the lexicon); this is di-
rect. Also, by virtue of preexisting associations to other
items, the activation level of those words is increased as
well; this is indirect. Both sources of activation decay
with time, but they have different time courses. The di-
rect source decreases according to a power function to
an asymptotic value that is determined by the preexper-
imental base rate (Reder et al., 2000, Equation 1, p. 303).
The indirect activation (A in the model) decreases expo-
nentially with an asymptotic value of B (the direct acti-
vation; Equation 2, p. 304).

The model is couched in terms of nodes and links (it
could probably be framed in connectionist terms as
well), and the links play an important role in determin-
ing the amount of activation that spreads. Their strength
(denoted S ) decays as well, again by a power function.
Actually, it is a sum of power functions (Reder et al.,
2000, Equation 4), each a function of the time since that
link (representing the co-occurrence of two items) has
been activated. To illustrate, the right panel of Figure 5
shows the sum of three power functions, each with the
same exponent but different offsets (0, 2, and 4 sec),
each starting 500 msec after presentation. The left panel
shows the individual power function curves, each with
the values of the starting value c (25) and the rate con-
stant d (.12), taken from Table 2. In this figure, the hor-
izontal axis (time) starts with the third presentation, and
the other two curves show the strengths of the two prior
presentations on the two time scales.

The motivation for the power function forgetting
curves was that the power function had previously (J. R.

Anderson & Schooler, 1991) been applied quite suc-
cessfully to some early forgetting data (Ebbinghaus,
1913/1964). It is still quite a reasonable choice, since
forgetting data often seem to be more like a power func-
tion than an exponential function (R. B. Anderson, 2001;
Wixted, 2001; Wixted & Ebbesen, 1997).

As far as word frequency is concerned, SAC predicted
(and found in three experiments) more know responses
for high- than for low-frequency words for both old and
new items. Words were presented up to 10 times, and the
model tracked the obtained proportion of remember and
know judgments for low-frequency and high-frequency
words very well.22 (The remember responses were mo-
notonically increasing and approached a limit of 1.0 for
both high- and low-frequency words, but the know re-
sponses were consistently nonmonotonic. They peaked
at about three presentations and, thereafter, decreased
quite gradually.) Judging by the error bars, the fits were
quite good.

It would have been interesting to see whether SAC
could predict the leapfrog effect and, in particular, the
forced-choice inequalities. Unfortunately, not enough
detail was given in the original article to make this pos-
sible. The details of the lexicon were too scanty; it is not
clear how many types and tokens there were, what the
lags were, or whether any of the lexicon parameters were
random variables. The SAC model seems to assume pre-
existing associations (i.e., links between nodes), but
how, when, and what were not specified. Also, there is
some ambiguity in the equations; DA (the decrease in
current activation) is specified (Reder et al., 2000, Equa-
tion 2), but there are no expressions for the absolute
value of A, which you need for Equation 3 to compute
the change in activation of the receiving nodes.

The general thrust of SAC is that co-occurrences (as-
sociations) contribute to recognition memory perfor-
mance, and that is quite different from EICL. To look for
a possible rapprochement, I ran a simulation with an
EICL-like lexicon with two streams of words, not one.
That is, two permutation vectors were set up for 1,000
types (and 7,069 tokens); for each subject, these two vec-
tors were randomized, and with every pair of items, a
simple connectionist network was incremented by a

Figure 5. Left panel: Three power functions with the same slope but different onset times. Right panel: Sum of
the three for a power function forgetting curve.
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closed-loop algorithmwith the Table 4 parameter values.
At the end of training this network, or matrix, was a “lex-
icon” that gave the strengths of the associations between
item i and item j for all is and js. One can consider “item”
strengths to be the diagonal elements (i 5 j) and the as-
sociations the off-diagonal strengths (i Þ j).

Then I computed the forced-choice probability correct
values for the high-frequency, or B, items (ranks 130–170),
as compared with the low-frequency, or A, items (ranks
830–870), with both item and associative information
(diagonals included)or with associative information only
(diagonals excluded). However, the program took a very
long time to run; 2 subjects required about 24 h. The
AN/BN null choice probability correct was .82 and .90
for the 2 subjects, and there was essentially no difference
between the two conditions (item and associative or as-
sociative only).

Thus, this approach clearly does not give the right re-
sults for the AN/BN forced choice, and this is only the
first step. However, it is different in many ways from
SAC. One could argue that it captures the direct strength,
but not the indirect strength, aspect of SAC, but even this
is debatable. In any case, given these uncertainties, there
seemed to be no point in running further simulations.

Consequently, the main point here is that whether
SAC can explain the mirror effect (and the forced-choice
probabilities, in particular) remains to be seen. However,
there is a possible problem for the general framework of
SAC that should not pass without notice. Decay is time
based for both direct and indirect activation; this would
seem to predict that, in recognition memory, the faster
the presentation rate, the more accurate recognition
should be, and this is clearly wrong. There is some com-
pelling data showing improvement in recognition mem-
ory from 25 to 500 msec (Loftus, 1974), and in some of
our own experiments on recognitionwe found similar ef-
fects over longer intervals (Murdock & Anderson, 1975).
This problem might be solved by making the learning
rate constants time dependent.23

The target episode cue object (TECO) model. There
is one other model I know of that can explain not only the
forced-choice regularities, but also the other mirror reg-
ularities as well, and that is the TECO model (Sikström,
1996, 2000). TECO is a connectionist model that has
separate item and context components that are associ-
ated by an outer-product operation. For the mirror effect,
the model assumes that the mean strengths of high- and
low-frequency items are the same but the variancesdiffer.
In particular, the variance is greater for high-frequency
items than for low-frequency items. Then, if the criterion
(strength-based, not Bayesian) is set anywhere between
the new- and the old-item means and the decision is based
on the cumulative (cf. probability) distributions, the mir-
ror effect falls out naturally.

The justification for the key assumption (unequal
variances) is that high-frequency items are experienced
in more different contexts than are low-frequency items.
Although this is reasonable, it is not clear why the means

for new A and B items should be the same, and no mech-
anism to implement the distributional assumptions is
suggested. Thus, the same criticism (that the model is as-
suming what needs to be explained)would seem to apply
here too. If it could be shown how the new-item distrib-
utions are generated and then show how the same rules
and parameter values can generate the old-item distrib-
utions, this would be a very powerful and impressive
model indeed. Perhaps this is a job for the future.

Interactions
Recent experiments have extended our knowledge

about the mirror effect by finding interactions between
word frequency and other variables. One example is the
SAC model, which led to the prediction of differential
effects on remember and know judgments. Another ex-
ample (Joordens & Hockley, 2000) dealt with recollec-
tion and familiarity,but these are two pairs of names that
seem to have the same referent as remember and know.
The thrust of this second example is that there are ma-
nipulations (e.g., word frequency), during both the study
phase and the test phase, that affect the hit rate part of the
mirror effect but do not affect the false alarm rate part of
the mirror effect.

To illustrate the differences between remember/recol-
lect and know/familiarity, the following instructionswere
used in Joordens and Hockley’s (2000) study. Remember
includes recollection, conscious awareness of some as-
pect of what happened, appearance, what you were think-
ing of, or something else you noticed. Know is the ab-
sence of all of these (Gardiner & Java, 1990).

Another possible interpretation of such interactions is
in terms of a “single”-process view (Donaldson, 1996).
By this view, recollection or remember judgments are as-
sociated with high-confidence yes responses, but know
or familiarity judgments are associated with lower con-
fidence yes responses. This “single” process (I use quotes
because signal detection always involves two processes,
memory and decision) can provide a simple explanation
of such interactions. If you think of the four distributions
aligned as in Figure 1 with the no–yes criterion bisecting
the center and another criterion above that for remem-
ber/recollect, it is reasonable to suggest that these ma-
nipulations (whatever their nature) shift the AO distri-
bution down, relative to the BO distribution, but do not
affect the new-item distribution or the yes–no criterion.
This provides a very simple strength-based explanation
for their interactions. However, again, this is describing
what needs to be explained, and it would have to be
spelled out in more detail to constitute a satisfactory ex-
planation.

In the discussion, the authors argue that a “single-factor
perspective” cannot account for their data. What they
refer to, in particular, are rescaling theories24—in par-
ticular, attention-likelihood theory. The reason attention-
likelihood theory cannot account for the data is that it
uses the log-likelihood ratio, and this ratio (ordinates of
old items to new items) ties both distributions together in
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the decision stage. In contrast, the SL model uses log
odds, not log-likelihood ratio, so the SL model is not
subject to this criticism.

Although a dual-process view may provide an easy in-
terpretation of such interactions, there are other results
that are not so easily explained. Two such results are the
a posteriori probability results and the associated latencies
of correct responses from studies of recognition memory
in which a confidence judgment procedure was used. The
a posteriori probability functions (probability of an old
response, given a particular confidence judgment) are
monotonic from 222 to 111, covering the range from
.05 to .95. For the latency/confidence results, medium-
confidence judgments are about 250 msec longer than
high-confidenceresponses, and low-confidence responses
are about 250 msec longer than medium-confidence
judgments, for both old and new responses (Murdock,
1980). These results would seem to argue strongly for a
continuous strength view, as in EICL, and they provide a
challenge for dual-process advocates to explain.25

The SAC model takes a somewhat different view of
the dual processes. It assumes that remember (recollec-
tion) judgments involve associative information, as well
as item information, whereas know (familiarity) judg-
ments lack the associative component. The instructions
to subjects emphasize this distinction. This distinction is
similar in spirit to TODAM2, which distinguishes be-
tween item information and associative information.
TODAM2 uses this distinction to explain some interac-
tions between item information and associative informa-
tion (Murdock, Smith, & Bai, 2001). Both item strength
and associative strength are continuous, so in principle,
neither the a posteriori probability/latency results nor the
remember/know dissociations are inconsistent with
TODAM2. However, EICL must be incorporated into
TODAM2 if TODAM2 is to explain the mirror and the
spacing effects.26

Class strengthening. Another type of interaction
comes from studies of class strengthening.As in Joordens
and Hockley’s (2000) study, if a manipulation such as
differential strengthening (say, by repetition) is used for
two classes of items (say, high- and low-frequency words)
and subjects use a likelihood ratio principle for their de-
cision (as in ALT and REM), the strengthening manipu-
lation should not differentially affect hits and false
alarms if the manipulation is within, rather than between,
lists. In fact, it does (Morrell, Gaitan, & Wixted, 2002;
Stretch & Wixted, 1998), and in these class-strengthening
studies, one finds the same general effect as in Joordens
and Hockley’s study—namely, an effect on the hit rate,
but not on the false alarm rate. Also, Reder et al. (2000)
got the same pattern of results.

One possibility is that subjects use different criteria
for the two classes of words (i.e., high frequency and low
frequency). The authors (i.e., Stretch & Wixted, 1998,
and Wixted, 2001) feel that this is unlikely, since it
would necessitate an item-by-item adjustment of the cri-
teria over the course of testing. Another possibility is

that, in fact, subjects do not use a likelihood ratio prin-
ciple as the basis for decision. Likelihood ratios are part
of Bayesian inference, and there is clear evidence that
subjects do not revise subjective probabilities in accor-
dance with Bayes’s rule (Coombs, Dawes, & Tversky,
1970, pp. 145–147). More direct evidence comes from a
study that tested whether subjects used a likelihood ratio
principle in a recognition memory task (Creelman &
Donaldson, 1968). They found that the “a priori proba-
bility did not affect measured discrimination. The data
suggest that a decision criterion was set to match re-
sponse proportions to the a priori stimulus probability”
(p. 514).

Although a likelihood ratio principle for decision is
attractive and Bayesian inference seems to be becoming
more popular in memory-and-decision models, the evi-
dence, such as it is (Dodhia, 2000), does not seem too
supportive. The alternative, of course, is that subjects
use strength, rather than likelihood, for their decisions,
and this is consistent with EICL, as well as with some
global-matchingmodels (e.g., SAM, TODAM, CHARM,
and MINERVA).27

Spacing Effect
Consideration of the spacing effect can be much

briefer than that of the mirror effect, because there has
been relatively little theoretical work on this issue in the
last 20 years or so. There are several excellent detailed
reviews of the early work on the spacing effect and its
theoretical significance (Crowder, 1976; Hintzman,
1974). In the latter review, the five possible explanations
discussed were (in increasing probability of being cor-
rect) rehearsal, encoding variability, consolidation, at-
tention, and habituation. The former review suggested
that encoding variability could be a more promising ap-
proach if variability in context were the key factor. Early
models for the spacing effect (Bower, 1972; Glenberg,
1976), based on stimulus fluctuation theory (Estes,
1955), formalized these ideas. The approach taken here
extends these ideas, with some additional explanatory
notions.

How does EICL compare with other models of the
spacing effect? As has been mentioned, in one review of
the spacing effect (Hintzman, 1974), it was suggested
that the most likely candidates for an explanation of the
spacing effect were context-based encoding variability
and habituation. Several early models (Bower, 1972;
Glenberg, 1976) also stressed the importance of context.
Hopefully, it is clear that EICL is quite compatible with
the context-based interpretation, even though the mech-
anisms are not detailed in the same way. Also, EICL is
quite compatible with a habituationnotion. Recent mod-
els of habituation (Sikström, 2003; Staddon & Higa,
1996) assign an important role to inhibitory processes,
and the same is true in EICL.

Optimality model. There is one model that can fit the
spacing effect data at a quantitative level; in fact, it can
do a spectacularly good job. At least by a pattern match
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criterion (the absolute values are slightly off), the fits to
some complex spacing effect data (Glenberg, 1976)
could not be better. This model is the optimality model
(J. R. Anderson & Schooler, 1991; our term), which also
provides the underpinnings of the SAC model (see Equa-
tion 1 in Reder et al., 2000). The following are the key
assumptions of the optimality model: With multiple pre-
sentations of an item, “1. The strengths from individual
presentationssum to produce a total strength; 2. Strengths
of individual presentations decay as a power function of
the time; 3. The exponents of the power function for
decay of each presentation decreases as a function of
time since previous presentations” (J. R. Anderson &
Schooler, 1991, p. 406).

Consider the second and third assumptions: The indi-
vidual strengths decay as a power function, and their
decay rates (exponents) also decay as a power function.
In particular, the decay rate for the memory trace of the
ith presentation is the maximum of the decay rate of the
initial presentation and a function (b) of the reciprocal
(di) of the spacing between the previous and the current
presentation (ti 2 ti21); all this comes from Equation 11
(J. R. Anderson & Schooler, 1991, p. 407). Thus, not
only are power function decay rates assumed, but also
the decay rates themselves for each particular presenta-
tion are a rather complex function of the spacing. There
is more to the model than this,28 but for our purposes,
these are the critical points.

This optimality model would also seem to be vulner-
able to the criticism that it assumes what needs to be ex-
plained. Power curve forgetting is assumed because this
best fits the data, but recent developments (R. B. Ander-
son, 2001; Kahana & Adler, 2003) have shown that
power curve forgetting functions can be derived by as-
suming variability in the parameters of other underlying
forgetting functions.29 The deeper assumption (that the
decay rates of the individual memory traces themselves
decay as a function of spacing) is exactly the sort of “ex-
planation” that EICL is trying to avoid. Although the op-
timality model does provide a detailed model for the
data, as the authors themselves acknowledge, this just
moves the problem from explaining the spacing effect to
explaining why the decay rates themselves decay by a
power function.

Thus, you can explain the spacing effect by assuming
that the decay rates of the individual memory traces
themselves decay as a function of spacing, but then you
have to explain why the decay rates (exponents of as-
sumed power functions) decay as a power function of
lag. Also, it is far from clear what sort of a mechanism
or process would function like this. It is one thing to say
that the strength of an item decays as a power function of
time, but quite another to say that the decay rate itself is
a function of the number of presentations. How does the
memory system remember what the decay rate for each
presentation is? There are other multiplex (localized)
models (e.g., MINERVA, SAM), but none of them
makes an assumption like this. However, as J. R. Ander-

son and Schooler (1991) say, “Although deeper mecha-
nistic explanations would be nice, we think it is an ac-
complishment to finally have mathematical functions
that can capture the effects of practice and delay”
(p. 407). It is hard to disagree with this sentiment, but
now, 10 years latter, it is not the only one.

SUMMARY AND CONCLUSION

EICL consists of three stochastic difference (or up-
date) equations, one each for excitation, inhibition, and
context (Table 10). All are closed-loop equations, so the
increment is always proportional to the amount remain-
ing. Each has its own learning rate constant and forget-
ting parameter, and the increment takes into account
what had been forgotten since the previous presentation.
This requires six parameters (not necessarily all differ-
ent), one each for the learning rate constants and one
each for the forgetting parameters. All the parameters
are random variables, random samples from truncated
normal distributions, each with its own mean and coef-
ficient of variation, which determine the standard devi-
ation. This may seem like a lot of parameters, but it is
comparable to the number of parameters required in
SAM, REM, SL, SAC, and the network model of the hip-
pocampus.

SL and SAC (for links) assume exponential forgetting,
but the optimality model assumes power function for-
getting. EICL assumes exponential forgetting with vari-
ability, which results in an approximation to power func-
tion curves. Like SAC, EICL includes a lexicon, so
starting values are derived, not assumed. However,
strength (activation) in SAC is based on pairwise con-
nections (associative information), whereas in EICL,
strength is based on item information—more specifi-
cally, the algebraic sum of the three components. Con-
text does not affect the lexicon in EICL or in SAC, but
(by one interpretation of episodic nodes) it does affect
the study phase results. Assumptions about context de-
termine the starting values for strength in TECO, but
context is not included in SL.

What exactly are the main contributions of EICL? I
think they are four in number. First, EICL specifies the
mechanisms that can generate most of the right patterns
of data for two very puzzling phenomena, the mirror ef-
fect and the spacing effect, and can do so with the same
parameter values. All the parameter values were exactly
the same for both effects.

Second, none of the parameter values varied with the
independent variables (word frequency for the mirror ef-
fect, lag for the spacing effect). What produced the mir-
ror effect was the difference in number of lexicon repe-
titions (word frequency), which then determined lag,
which then (by the update equations)determined strength.
What produced the spacing results was the joint action of
lag1 and lag2, and these in turn determined the strengths
according to the update equations. Any model that uses
different parameter values for high- and low-frequency
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words is not really explaining the effect, because one
must then ask why the parameter values change the way
they do. One can make the same argument about the spac-
ing effect.

Third, the starting strength distributions were derived
from the toy lexicon; they were not assumed. As I showed
in the initial example, it is very easy to generate a mirror
ordering if one assumes the starting values, so this is a
description of the data, not an explanation. I worry even
more when the starting distributions are assumed. In the
course of this investigation, I have found several distrib-
utions with a variety of characteristics (means, shapes,
and variances) that can produce reasonable forced-
choice inequalities.30 The problem, however, is to show
how they came into being. The same learning rules with
the same parameter values should be used to generate a
lexicon and increment the strength values in the study
phase.

Fourth and finally, EICL incorporates both individual
differences and a (very crude) semantic memory into an
episodic memory model. No one will deny that there are
individual differences, both between subjects and be-
tween items, and that these are included in the model.
Every parameter is treated as a random variable.

Although EICL cannot describe the fine-grained de-
tail of the data as well as some other models, it does gen-
erate the right patterns of data for the mirror effect and
the spacing effect. The predictions do not match the data
in all cases, but this could be because it is incomplete,
rather than wrong. The roots of these ideas go back at
least as far as the mid-1950s (Bush & Mosteller, 1955;
Estes, 1955), but EICL tries to combine them in the right
way. However, the model needs to be extended to ac-
count for other recognitionmemory effects, and perhaps
this can be accomplished by embedding it in a global-
matching model.
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NOTES

1. In a forced-choice procedure, the subject is presented with two (or
more) alternatives and is asked to pick the stronger (or older, more re-
cent, or whatever). It has long been used in studies of recognition mem-
ory (Green & Moses, 1966).

2. Null choices are sometimes regarded as “artificial.” How can sub-
jects make a rational choice between two items in the same category?
But where would psychophysics be today without the study of thresh-
old differences?

3. Figure 1, as drawn, would imply that AN/BN > BN/BO > BO/AO,
but Figure 1 is really only heuristic, not a formal model.

4. However, the closed-loop algorithm might have trouble explaining
data on judgments of frequency (Hintzman, 1988). Also, it did not fit
some recognition memory data, using a replacement procedure (Mur-
dock & Lamon, 1988), but context was not included.

5. In another terminology, these equations are the closed-loop equiv-
alent of leaky integrator models. These models have been applied with
considerable success to such problems as operant conditioningand per-
ceptual choice (Dragoi & Staddon, 1999; Usher & McClelland, 2001).

6. The usual definition of a lexicon seems to be that of a dictionary—
that is, a list of words and their meanings. Here, all I mean by lexicon is
a list of items that can be recognized as words; no meanings are in-
cluded—in other terms, item information, not associative information.

7. All parameter values were restricted so as to lie in the interval (0,
1), so in effect, the parameters were sampled from truncated normal dis-
tributions. The degree of truncation varied with the parameters.

8. The same was true in using TODAM2 to fit some judgment-of-
familiarity and judgment-of-recognition data (Murdock, Smith, & Bai,
2001), and I was able to use the same parameter value (.97) for context
drift. However, to avoid confusion, here it is called g , rather than r.

9. This value was arbitrary. The exact value did not seem to make
much difference as long as it was not too large.

10. In particular, a and b were varied somewhat haphazardly in the
range of .99995–.99999, the scale factors for lag variability from 0.8 to
1.2, and the learning rate constants for inhibition (b) and context (c)
from .008 to .010 and from 0.40 to 0.50.

11. At the suggestion of one of the reviewers, several update equa-
tions that did not work are given in the Appendix.

12. Variances are generally inferred from zROC curves (parametric
plots of z-transformed hit rates as a function of z-transformed false

alarm rates), but these curves assume underlying normal distributions.
To my knowledge, it has not been shown that the same conclusion fol-
lows when the underlying distributions are not normal.

13. There was a small error in the derivation (Bogartz, 1968).
14. Not only is the rate of habituation a function of the presentation

rate of the stimulus, but the recovery rate is as well.
15. I thank John Antrobus for calling this article to my attention.
16. “Generally” because of the sigmoidal mapping function, rather

than a step function.
17. We may be latecomers in using excitatory–inhibitory notions for

memory models. Sophisticated models of this sort have existed in the
artificial neural network field for some time (e.g., Horn & Usher, 1990).

18. Use of the log-likelihood ratio has been questioned (Hintzman,
Caulton, & Curran, 1994), but perhaps it is not completely unreasonable
(Murdock, 1998).

19. An empirical problem for ALT is claimed to be the effect of list
composition (proportion of high- and low-frequency items; Malmberg
& Murnane, 2002).

20. The likelihood is the product of probabilities and, from a statistical-
inference point of view, serves as the best estimate of the population
values—that is, the features in the item vectors.

21. It is interesting to note that in this study, which used words drawn
from the Toronto word pool, the slopes of the scanning function were
only about 12 msec/item. This study may be found on the first author’s
Web page, which is http://psych.utoronto.ca/~muter/.

22. One interpretation of remember and know in terms of the theory
of signal detection is that remember judgments are simply higher [sic]
confidence responses than know responses (Donaldson, 1996). How-
ever, this was not the SAC definition; there is more on this point in the
Interactions section.

23. This is how TODAM deals with presentation-rate effects (Mur-
dock & Lamon, 1988).

24. Rescaling may not be a good term. There is a function (or perhaps
several functions) mapping one variable (or set of variables) into an-
other. What is important is the nature of the mapping function(s), not
the fact that some mapping is assumed.

25. Hybrid models (Smith, 2003; Yonelinas, 1999) would seem not to
be bothered by these criticisms. However, a potential problem for one-
dimensional models is that, with a pure-lists design, the mirror effect
changes; hit rate differences between high-frequencyand low-frequency
words disappear, and the false alarm rate pattern changes (Smith &
Niewiadomski, 2001).

26. Additional interactions of item and associative information (Kel-
ley & Wixted, 2001) may raise problems for this view, but further dis-
cussion of these issues would take us too far af ield.

27. The cross-comparison data is not problematic for the SL model,
because it uses log odds, not the log-likelihoodratio, as the basis for de-
cision, so there is no necessity that responses to new items track re-
sponses to old items.

28. This includes Bayesian inference, which is why I am calling it an
optimality model; the authors do not suggest a name.

29.A stillmore recent result suggests that, by extrapolation,power func-
tion decay curves do providea better fit to data than do exponential decay
functions (Wixted, 2001), but this does not negate the theoretical point.

30. One situation is that if Var[BN] > Var[BO] < Var[AN] >
Var[BN], (E[AO] 2 E[AN]) > E[BO] 2 E[BN] and the distributions
are symmetrically placed about the midpoint, then, using a numerical
integration package, one ge ts nice forced-choice values for normal, bi-
nomial, and uniform distributions. The same is true if the expectations
(E) have the mirror ordering and the A item variances are greater [sic]
than the B item variances.

(Continued on next page)
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APPENDIX

There are update equations for context that will not give the right results, for both the mirror effect and the
spacingeffect. The following equations give the right results for the mirror effect, but not for the spacing effect:

and

The following equations give the right results for the spacing effect, but not for the mirror effect:

and

As an example, consider the mirror effect that one gets with the first set of update equations with c 5 0.4
± .05, 500 subjects, and the other parameters being essentially the same as those in Table 4. The mirror or-
dering was .379, .494, .576, and .633, and the forced-choiceprobability correct values were .698, .619, .667,
.810, .787, and .898. One gets a nice leapfrog effect: for the mirror ordering, (AO 2 AN) >> (BO 2 BN), and
for the forced-choice probabilitycorrect values,AO/AN >> BO/BN (.898 vs. .667). Even the distributions are
quite nice (Figure A1). However, with this context equation, one will not get any leapfrog effect for spacing,
and this is what makes the joint fits to the mirror effect and the spacing effect more difficult than fits to ei-
ther one alone.

Another way to get a mirror effect is to assume upper and lower strength boundaries so that items whose
strength is above the upper boundaryare not incrementedwhen they occur. That is, they are ignored, and only
the first half (forgetting) of the update equation is implemented. This state of affairs continues until the
strength has fallen below the lower limit, at which point the (re-) learning starts again—that is, they are in-
cremented in the normal fashion.With the right parameter values, it is possible to get nice forced-choice prob-
ability correct values, even for the AN/BN null choice.

The reason one gets the right null choice is because there is considerableoverlap of the strengths between
the boundaries.There is also a question about underlyingprocesses.To implement this algorithm, one would
have to estimate not just the strength of an item, but also its first derivative (rate of change). Rate of change
could be inferred from test-trial increments, but experimental data make this seem unlikely because of time
constraints (Hintzman, 1994; Yonelinas, Hockley, & Murdock, 1992).

z z c xj j j= + -( )- -r rlag lag
1 11 .

y y b yj j j= + -( )- -b blag lag
1 11 ,

x x a xj j j= + -( )- -a alag lag
1 11 ,

z z c xj j j= + -( )- -r alag lag
1 11 .

y y b yj j j= + -( )- -b blag lag
1 11 ,

x x a xj j j= + -( )- -a alag lag
1 11 ,

Fig A1. Strength distributions for AN, BN, BO, and AO for the first context up-
date equation given above.
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