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Rats and mice are widely used laboratory animals.
Their patterns of behavior have been categorized, and the
typical postures that constitute these categories have
been described, for both the single rat (Renner & Seltzer,
1991; Timmermans, 1978) and the mouse (Eisenberg,
1968; Van Abeelen, 1963). The postures involved in so-
cial interaction have also been described for the rat
(Grant & Mackintosh, 1963; Timmermans, 1978), as has
the ontogenical development of posture (Geisler, West-
erga, & Gramsbergen, 1993). Researchers are interested
in how these patterns of behavior are modified—through
exposure to pharmacological agents, in the context of
drug testing and development, and through the genera-
tion of novel genotypes and, hence, novel phenotypes in
mutagenesis programs. Both of these activities are typi-
cally large-scale, with the use of multiple dose regimes
and multiple animals to generate reliable statistics in
pharmacological research and through the large number
of mutants produced in random mutagenesis, which are
then screened for possiblyuseful new animal models (e.g.,
Brown, Stanford, & Schellinck,2000;Rogers et al., 1997).

Behavioral modification can be measured for both
conditioned and unconditioned responses. Uncondi-
tioned response to a standardized environment,which re-
quires no pretest training period, is potentially less time
consuming and is the case we will consider here.

A number of test paradigms have been developed,
such as the elevated plus-maze (Hogg, 1996; Lister,

1987;Pellow & File, 1986), the elevated zero-maze (Shep-
herd, Grewal, Fletcher, Bill, & Dourish, 1994), the open
arena, the dark/light box, social interaction analysis, and
so forth. As the methodology has been developed, fur-
ther novel tests have been suggested in an attempt to in-
crease the discriminatory ability of such tests, such as the
T-maze (Zangrossi & Graeff, 1997) and the canopy
stretched-attend test (Grewal, Shepherd, Bill, Fletcher,
& Dourish, 1997). However, it has become apparent that
simple measures, such as general locomotor activity or
area entry frequencies in elevated maze tests, do not have
an unambiguous correlation with such quantities as level
of anxiety, and that a more complete ethological analy-
sis, which includes measures of risk-assessment indica-
tors, such as stretched-attend postures and head dipping,
is needed (Rodgers & Dalvi, 1997; Weiss, Wadsworth,
Fletcher, & Dourish, 1998).

In the measurement of murine behavior, there are var-
ious indirect automated methods available. Infrared light
beam interruptions can be used to monitor locomotor ac-
tivity, area entries, and the occurrence of such activities
as rearing. Balance devices have been developed that
translate the movement patterns of a test cage into de-
fined behavioral patterns of the animal (Schlingmann,
Van de Weerd, Baumans, Remie, & Van Zutphen, 1998).
However, these and similar methods tend to be limited in
both their range of applicability and the range of behav-
iors that can be detected. A more general approach in-
volves the use of video cameras; data can then be analyzed
either in real time or from videotape.There are automated
video-trackingsystems available (e.g., Sams-Dodd, 1995),
which can monitor either the position of the center of
mass of each animal or the movement of colored mark-
ers attached to animals (e.g., Spinka, Sustr, & Newberry,
1999). However, data collection on specific behaviors
usually relies on a human observer keying in annotation.
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Robust tracking and posture description for
laboratory rodents using active shape models
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We are in the process of developing an automated image analysis system, which uses deformable
models of shape, learned from image examples, to interpret video images of rodents. Active shape mod-
els provide a compact description of the shape of the animal in a way that enables the postures that dif-
ferentiate various behaviors to be distinguished. They also model the image profile across the shape
boundary. We show how these features allow automatic, robust segmentation of the explicit object of
interest. Rather than just detecting movement or changes from background in the image, the system
can focus on objects that are of the correct shape and appearance. The modeling of the image profiles
also allows the system to distinguish between the actual animal and image artifacts. We show how
these techniques are being extended to extractpostural information, which can then be integratedwith
positional data to produce a model of behavior.
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This is labor intensive, subjective, and prone to operator
bias. There is also a natural limit to the amount of anno-
tated information that can be added. Typically, observers
record either the occurrence of a behavior at a certain
point in time (e.g., stretched-attend, line crossing) or the
beginning and end of an activity, such as grooming. But
there is no simple way to attach quantitativemeasures to
such things as exactly how a given stretched-attend was
performed. Image analysis techniques offer the prospect
of an automated system that can provide a continuous set
of quantitative measures of behavior.

IMAGE DATA

We will consider videotape of adult male Sprague-
Dawley rats in a zero-maze, with dimensions as in Shep-
herd et al. (1994). The maze consists of an elevated annu-
lar platform, marked with eight equally spaced reference
lines and divided into open and closed quadrants, the
closed quadrants having semitransparent red Perspex
walls. The source of illumination is either normal white
or dim red lighting. Individual images are digitized from
monochrome VHS videotape at a resolution of 768 3
576 pixels. As can be seen in Figure 1, there are several
points to note about these images from the point of view
of image analysis. The background to the animal and the
appearance of the animal itself seem to vary, owing to
the colored walls. There are image artifacts, such as re-
flections and shadows. Finally, the animal occupies a rel-
atively small proportion of the frame. Ideally, a system
should be able to provide robust automated tracking of
the animal, in that it should not be confused by these

image artifacts and should be able to automatically lo-
cate the animal, despite its small apparent size.

Previous work on extracting image information relat-
ing to posture (Heeren & Cools, 2000; Noldus, 2000;
Rousseau, Van Lochem, Gispen, & Spruijt, 2000) has re-
lied on first extracting a binary image, containing either
a connected region or an outline. This is done by calcu-
lating the difference between the image and a reference
background image. Filtering and thresholding then re-
duce this difference image to a binary image. There are,
however, drawbacks to this type of approach. It can be
difficult to distinguishbetween the animal and the image
artifacts by using a simple threshold, since both repre-
sent differences from the background image. Also, such
approaches extract only a relatively small proportion of
the available image information relating to posture.

Image Preprocessing
Interlacing of images digitized from the videotape

display is caused by the animal’s moving in the interval
between the scanning of the two half frames. By taking
one of the half frames, consisting of alternate lines of the
image, a bilinear interpolation is performed to recon-
struct the full image. The difference between this recon-
structed image and a reference background image is then
calculated, and a binary image is extracted. An image
mask is then created by blurring the edges of the binary
image in the region of interest. Data in the unmasked re-
gion are then replaced by data from the original image.
This process is illustrated in Figure 2.

Note that we do not rely on this image-differencing pro-
cedure to extract the shape of the animal; it is used to re-

Figure 1. Rat in the zero maze.
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move those parts of the image that are truly a constant
part of the background. We hence obtain a signal not
only from the animal, but also from its reflection and
shadows. Replacing the unmasked region with data from
the original image allows us to retain the information
that will then enable us to distinguishbetween the animal
and these image artifacts.

ACTIVE SHAPE MODELS AND
MODEL-BASED IMAGE INTERPRETATION

Active shape models (ASMs; Cootes, Hill, & Taylor,
1994; Cootes & Taylor, 2000) are combined deformable
models of object shape and local gray-level appearance.
These and related model-based techniques have been ap-
plied to a range of difficult image analysis problems, such
as locating, interpreting, and measuring structures in
medical images (Cootes et al., 1994; Redhead, Kotcheff,
Taylor, Porter, & Hukins, 1997; Solloway, Hutchinson,
Waterton, & Taylor, 1997), tracking and performing mea-

surements on the nematode worm Caenorhabditis ele-
gans (Butcher, Cootes, Courtney, Gill, & Lithgow, 1999),
locating and tracking farm animals (Bulpitt, Boyle, &
Forbes, 2000; Magee & Boyle, 1999; Marchant & On-
yango, 1995; Sumpter & Bulpitt, 1998), and tracking
pedestrians (Baumberg & Hogg, 1994). The important
defining feature of such model-based approaches is that
the model is first trained on a set of example images con-
taining instances of the object of interest. It is then able
to interpolate between these examples to produce a con-
tinuous range of valid instances of the object. Thus, when
presented with a novel image, a model-based system can
restrict its interpretations to only those that contain a
valid instance of the object, in terms of both object shape
and object appearance.

ASM Training: Shape
To train a model, each of a set of M training images is

labeled with a set of n landmark points (e.g., Figure 3).
Some of these points are placed on specific features; for

Figure 2. Left: the original image with the region of interest shown. Center: the blurred mask constructed from the difference image.
Right: the final output image.

Figure 3. Example of a marked-up image.
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example, in the case of the rat, the nose (Point 1), ears
(Points 4–8 and 27–31), or the base of the tail (Points 17
and 18), whereas others are spaced around the outline.

Given the x- and y-coordinates of the landmarks for
image a, we then concatenate these to produce a vector:

ra 5 (xa
1, . . . xa

n, ya
1, . . . ya

n ).

Aligning the marked-up examples, using Procrustes anal-
ysis (Goodall, 1991), eliminates the four degrees of free-
dom associated with the pose of the point set (i.e., scale,

Figure 4. Progression of a search, showing (from the left) the starting position and the re-
sults after 1, 5, and 10 iterations.

Figure 5. Variation about the mean shape for the first three modes, for 23, 21.5, 0, 1.5,
and 3 standard deviations.
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translation, and rotation). Each example shape is then
represented by an aligned coordinate vector r̃a. Since
image points tend to move in a correlated manner, the set
of data points representing the training set will have some
structure, clustered about the mean shape r 0. To analyze
this structure, we apply principal component analysis
(Anderson, 1984). First, we construct the covariance ma-
trix C :

We then solve for the set of eigenvectors and eigenvalues
of C:

Cij v a
j 5 lava

i , with va ? va 5 1 ; a.

The set of eigenvectors {va}, ordered in terms of non-
increasing eigenvalue, represents the set of principal di-
rections associated with the data points, with the associ-
ated eigenvalues being the variance of the data set along
that direction. Only the first t, say, of these directions
will have a significant variance; these directions repre-
sent the first t modes of variation of the data set about the
mean shape. Each point in the data set can then be de-
composed into these modes thus:

where P is the (2n 3 t) matrix of the first t eigenvectors.
The vectors ba lie in a t-dimensional space, which we
call shape space. Each of the componentsba

a , taken across

the data set, has unit variance and zero mean. Given an ar-
bitrary point in shape space, we can then construct the lin-
ear mapping back to the space of aligned point sets thus:

The difference between an aligned shape vector r̃ a and
its reconstruction r̃ (ba) is minimal, provided the number
of modes, t, is large enough.

Given a novel point set r, it can then be represented by
its four pose parameters, calculated by aligning it to the
mean shape, and its shape vector, calculated as above.

For a linear ASM, the space of valid shapes (the valid
shape region) is defined to be the set of all shapes whose
corresponding shape vector b has a modulus less than
some given value. This is equivalent to the assumption
that the distribution of training shapes can be modeled
by a multivariate Gaussian, where surfaces of equal prob-
ability density become spheres in shape space.

The first advantage of this method of modeling shape
is that it is object specific; we model only those modes
of shape variation that are actually seen, as opposed to,
say, modeling an arbitrary closed contour, as in Heeren
and Cools (2000). Also, the set of landmark points is not
confined to modeling just a simple contour; we could
have included landmarks for features, such as the eyes,
lying within the outline of the animal, had such features
been visible in our training set. This approach to the mod-
eling of shape does not make any assumptions about
which measurements of the shape are important in terms
of distinguishing the postures of interest, in contrast with
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Figure 6. The values of the first two modes for the training set. Gray triangles, turning counter-
clockwise; black triangles, walking counterclockwise; gray circles, grooming;black circles, walking
clockwise; squares, turning clockwise.
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such approaches as that of Rousseau et al. (2000). Rather,
we let the mathematical analysis of the variation actually
seen determine which sets of combined measurements
(i.e., the modes) are important.

ASM Training: Local Gray Level
The final step in constructing an ASM is to include

information about the image appearance in the neigh-
borhood of each landmark point. In each example image,
we construct the normals to the boundary at each land-
mark point. We then sample the gray levels along these
normals. This set of gray-level profiles at each landmark
can then be modeled in an analogous way to shape, lead-
ing to a separate gray-level model for each landmark.
Further details can be found in Cootes and Taylor (1993)
and the references therein.

ASM Search
We now explain briefly how an ASM is used to search

an unseen image. Suppose we have some initial estimate
of the locationof the animal, either from motion detection,
say, or from a successful search on a previous frame.
Then, for each landmark point, we sample the gray lev-
els in the neighborhood of that point to see whether we
can locate a new position for that landmark that will give
a better fit to the gray-level model. This gives us a new,
suggested set of positions for the landmarks. We use the
shape model to represent this set of suggested points as
closely as possible, while constraining our shape to lie
within the valid shape region for our model. This gives a
new set of landmark positions. This process is iterated
until it converges onto the animal.

The progression of an example search is shown in Fig-
ure 4. Starting from a set of points that roughly corre-

sponds to the position and orientation of the animal, it
can be seen that the model points rapidly converge to the
correct outline. Note that the weaker image signals from
the extended forepaw and the image artifact are correctly
ignored, since they are not included in the model.

This method of interpreting the image has several de-
sirable properties. First, the information from the gray-
level models tells us how good a local fit we have achieved.
So, for example, if some landmarks have converged on a
reflection edge, rather than on the edge of the actual an-
imal, this will be indicated by their relatively poor fit to
their gray level models. Second, if the gray levels indi-
cate a good fit, we know that it is then highly likely that
we have achieved a fit to the actual animal, since we have
constrained ourselves to a valid shape throughout the
search. Finally, a description of the shape of the animal
has been extracted automatically, since this is encoded
in the shape vector corresponding to the resultant set of
landmarks.

EXPERIMENTS

Model Building
A set of 106 images of a rat in the zero-maze, similar

to that shown in Figure 1, was chosen as the training set.
It consisted of images digitized from sequences of the
rat walking around the maze, both clockwise and coun-
terclockwise, turning on the maze, and grooming. Care
was taken to ensure that the set contained images with
the animal in all positions around the maze, in both the
open and the closed quadrants, and also images that con-
tained significant image artifacts (e.g., as in Figure 2,
which contains reflections, shadows, and also a stripe
along the back of the animal, caused by the top edge of

Figure 7. Examples of the active shape model searching on images from the training set. From the left: (1) correct area
78%, incorrect area 3%; (2) correct 91%, incorrect 8%; (3) correct 92%, incorrect 12%; (4) correct 94%, incorrect 7%.
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the Perspex wall). These images were then preprocessed
as described above.

Each image was marked up by hand with a set of 33
landmark points, as in Figure 3. It was decided not to in-
clude the tail in landmarking for several reasons. First,
points along the length of the tail are not particularly dis-
tinctive in terms of the local gray-level appearance. Sec-
ond, it was observed that the tail often disappeared from
several video images, owing to its rapid motion.

An ASM was built from this training set. It was found
that 20 modes of variation were sufficient to encompass
98% of the variation in the training set.

It is interesting to compare this figure with the 17 de-
grees of freedom (five pairs of complex harmonics less
3 degrees of freedom relating to orientation and size)
used by Heeren and Cools (2000) when describing the
rat outline in terms of Fourier descriptors. However, they
explicitlydecidednot to represent such features as the ears,
so that they were modeling a smoother contour. Also,
their method used only one point of correspondence (the
base of the tail). An ASM reconstruction of shape ex-
plicitly contains more information than just the contour,
since points either directly correspond to or are spatially
related to specific features, so it is reasonable that our rep-
resentation requires slightly more degrees of freedom.

In Figure 5, we illustrate examples of the shapes that
can be generated by the model. Starting from the mean
shape, we vary each of the first three modes in turn. From
this, we can see that the main action of the first mode

consists of the rat’s bending, the second corresponds to
stretchingand compression.The third mode is not so clear,
although it can be seen that, in one direction at least, it is
related to the posture adopted during grooming. The
other higher modes correspond to more complicated
changes of shape.

We now consider the distribution of the training set in
shape space. Figure 6 shows the set of shapes from the
training images plotted in the first two dimensions of
shape space.

The first point to note is that these two modes alone
are enough to distinguish between actions such as walk-
ing, turning, and grooming and to establish the direction
of walking or turning. The points corresponding to turn-
ing were actually taken from sequences including a turn.
Hence, those corresponding to the beginning or the end
of a turn sequence lie close to the shape observed in walk-
ing, whereas others, corresponding to the point of maxi-
mum bending, lie at the extrema of the distribution.

However, an important point to note is that the distri-
bution of the data is nonlinear; a valid shape region that
is a sphere either will not include all the training data or,
if it does, will also include invalid shapes. The effects of
this will become apparent in the next section.

Searching with the ASM
The model was first tested on a set of 45 images, taken

from the training set, of walking and grooming. To esti-
mate the location and orientation of the animal, the

Figure 8. Histogram of the distribution of the size of the overlap (black) and nonoverlap (gray)
areas from search, as a percentage of the area of the marked-up region for the 45 examples from the
training set.
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image was first thresholded at a level corresponding to
85% of the maximum intensity. Note that we are not re-
lying on the thresholding to give us the exact outline, but
only the brightest pixels in the image, which we can re-
liably assume to be from the animal, and not from the
image artifacts.

The mean position, the principal axis, and the second
and third centered moments along this axis were then
calculated, both for the binary image and for the mean
shape from the model. Matching these parameters then
gave us the initial pose for the mean shape. It was found
that, in all 45 cases, we were able to correctly establish
the orientation of the animal. Examples of search results
are shown in Figure 7, together with the initial position
of the mean shape.

To evaluate the efficacy of the search, we compared
the region defined by the mark-up points with that found
in search. The areas of overlap and nonoverlap with the
marked-up region were calculated as a fraction of the
area of the marked-up region. These results are given in
Figure 8. The means and standard deviations of overlap
and nonoverlap areas are 89.0% ± 4.4% and 8.9% ± 5.2%,
respectively.

It was found that, in general, the results for the images
of grooming tended to be slightly worse than those for
walking. This is understandable, given that the initial es-
timate for the position of the mean shape tends to be less
accurate in these cases, as can be seen from the examples
given in Figure 7.

The system was also tested on a set of 63 unseen im-
ages of walking, using the method for the initial estimate,
as above. In all 63 cases, the orientation was correctly
established. Examples of the search results are given in
Figure 9. It can be seen that the search gives a reasonable

estimate of the outline, even in cases in which there are
significant image artifacts present.

There are, however, some problems with constraining
the shape during search. This is not unexpected, given
the observation above that the distribution of the training
set was seen to be nonlinear. In Figure 10, we give an ex-
ample of a failed linear search, showing self-intersections,
plus the result of searching on the same image, from the
same initial position, using a trial nonlinear ASM. This
was constructed by performing a density estimate on the
distribution of training shapes (Cootes & Taylor, 1999).
The valid shape region is then defined as all points lying
within a particular contour. An example of a valid shape
region so defined, in the case of the first 2 modes only, is
given in Figure 11. In the actual nonlinearASM, the valid
shape region is defined over all 20 modes simultaneously.

DISCUSSION

We have shown that an ASM can perform well in search,
giving a robust, automated method of image segmenta-
tion and, hence, tracking. The model was automatically
initialized on single images (i.e., without the use of mo-
tion cues), by estimating the orientation and location of
the animal. We obtained correct estimates of the orien-
tation on all of the 108 images considered.Given this ini-
tialization, we have shown that the ASM can reliably ex-
tract the outline of the animal. Furthermore, we have
demonstrated that the ASM provides a useful compact
description of shape, as can be seen by the differentiation
of the various postures/behaviors included in the training
set. However, the point-to-feature correspondence from
the search results is generally not precise enough to al-
low reliable extraction and classification of posture. It

Figure 9. Examples of the active shape model searching on unseen images of walking, showing automatic initializa-
tion and the output of the search process.
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was observed that the distribution of the training set in
shape space was nonlinear; this is often the case in ob-
jects that display modes related to bending. This means
that the linear ASM does not always constrain the shape
in an appropriate manner during search, as is shown in
Figure 10, where it allows self-intersections to occur. We
have also presented preliminary results from a nonlinear
ASM, designed to address this problem.

It should be noted that all the experimental results pre-
sented above relate to searching on single images. In prac-
tice, a system would be searching on a sequence of im-
ages, taking the search result from a previous frame as
additional data for use in estimating the initial position
and the posture for the next frame. This should improve
the point-to-feature correspondence in search results,

since it will effectively allow us to follow a feature be-
tween frames and will allow us to build explicit models of
motion.As regards the expected computationalefficiency
of such a system, we note that related techniques applied
to the task of tracking pedestrians (Baumberg & Hogg,
1994) were able to achieve frame rates of up to 30 frames
per second. However the greater range of shape variation
seen for rats (i.e., 20 linear modes used in our model, as
opposed to 14 for pedestrians [Baumberg & Hogg, 1994]
or 5 for a flock of ducks [Sumpter & Bulpitt, 1998]), plus
the associated nonlinearity of the shape space, mean that
such a high frame rate may not be achievable. However,
we note that Heeren and Cools (2000) were able to ob-
tain a useful temporal analysis of behavior (grooming),
using a sampling rate of 10 frames per second.

Figure 10. Example of a failed linear search, with self-intersections (top
right of upper image), and the same search performed using a trial nonlin-
ear active shape model.
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Of previous work on extracting postural data for rats,
based on the difference-from-background procedure,
some (e.g., Noldus, 2000) did not utilize the whole out-
line, but only a small set of discrete points, such as the
nose, tail base, and center of gravity. Others, which used
the whole outline (e.g., Heeren & Cools, 2000; Rousseau
et al., 2000), considered only the case of animals in an
open arena. Image data from the zero-maze, with the
image artifacts and the variations in the appearance of
the animal, present a more difficult image analysis prob-
lem. It can be seen that a single, fixed threshold value
would not, in general, be sufficient to segment these im-
ages. To overcome this increase in image complexity,
ASMs effectively utilizemore of the available image data.
The basic difference-from-background procedure relies
on a single pass through the image to construct the ini-
tial estimate of the outline. Refinement of this outline
then typically proceeds via a purely morphological anal-
ysis (i.e., erosion and dilation, as in Heeren & Cools,
2000), relying on the low-level concepts of connected-
ness and smoothness. In contrast, refinement of the out-
line during ASM search proceeds with continued refer-
ence both to the local image appearance and to the known,
previously learned shape variation of the target object.
Furthermore, ASMs also possess the advantage that, for
each proposed outline, we have an estimate of the relia-
bility of the segmentation. This can be calculated from
the quality of fit of the image profile models at each land-
mark point. Such a reliability measure can then be used
to automaticallydetect and reject the results of erroneous

searches, allowing reinitialization of the search proce-
dure on the next image frame.
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