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Shape constancy refers to the fact that the percept of the 
shape of a given object remains constant despite changes 
in the shape of the retinal image. The retinal image may 
change because of changes in the orientation of the object, 
relative to the observer. Shape is usually defined by angles 
and by ratios of distances. According to this definition, 
rigid motions and size scaling do not change shape. In 
other words, shape is invariant under similarity transfor-
mations. A perspective transformation between the 3-D 
scene and the 2-D retina is quite different from a similarity 
transformation (Pizlo, Rosenfeld, & Weiss, 1997). First of 
all, it is a many-to-one mapping. As a result, the informa-
tion about depth is lost, and the shape on the retina may 
change substantially when the orientation of the object, 
relative to the observer, changes. It follows that shape 
constancy is a difficult computational problem. In the case 
of familiar objects, shape constancy could, theoretically, 
be achieved by means of a simple template-matching 

mechanism, in which the current view is compared with 
all previously seen views of the object. In order to provide 
an adequate test between this and other mechanisms, one 
should use unfamiliar objects and test shape constancy 
from unfamiliar (novel) views. 

Rock and DiVita (1987) performed the first systematic 
study of shape constancy from novel views, using 3-D 
objects. They used unstructured 3-D wire objects, which 
were viewed binocularly from a close viewing distance. 
Rock and DiVita reported a complete failure of shape 
constancy in the presence of a difference of only 45º be-
tween the views of an object. The authors concluded that 
the shapes of 3-D objects are perceived (and recognized) 
by memorizing a large number of 2-D images taken from 
many different viewing directions—the template match-
ing mentioned in the first paragraph. In a subsequent 
study, Rock, Wheeler, and Tudor (1989) provided addi-
tional evidence by showing that observers cannot imagine 
how a novel wire object looks from a new viewing direc-
tion. The results of these two studies strongly suggest that 
the perceptual representation of objects does not involve 
3-D properties. Biederman and Gerhardstein (1993) re-
ported a quite different result. They used line drawings of 
unfamiliar 3-D geometrical objects built from geons and 
demonstrated almost perfect shape constancy from novel 
views (geons are simple 3-D objects, such as a box, cone, 
cylinder, or pyramid; Biederman, 1987). This result is, 
actually, hardly surprising because, phenomenologically, 
it is easy to imagine how novel or familiar objects built 
from geons (and many other structured objects) look from 
new viewing directions. In other words, Biederman and 
Gerhardstein’s study provided strong support for the claim 
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that the perceptual representation of objects is 3-D and 
that this representation can be used to recognize objects.1 
It follows that there are some fundamental differences 
in perceptual processing and representation between un-
structured and structured objects. The most likely hypoth-
esis is that 3-D perceptual representation is reliable in the 
case of structured objects, but not in the case of unstruc-
tured ones. In fact, in the case of structured objects, such 
as geons, a single image does give rise to a 3-D percept, 
whereas in the case of unstructured stimuli, such as wire 
objects, this is not the case.

As was indicated in the first paragraph, shape constancy 
is a difficult computational problem. Perspective projection 
from the 3-D scene to the 2-D retina removes information 
about depth. As a result, the inverse problem of reconstruct-
ing a 3-D shape from its 2-D image has infinitely many 
solutions. When two or more images are available, the 3-D 
scene may, in principle, be uniquely reconstructed, but the 
reconstruction tends to be unstable in the presence of visual 
noise (Pizlo, 2001; Poggio, Torre, & Koch, 1985). The most 
effective way to overcome the computational difficulty of 
shape reconstruction is to impose a priori constraints on the 
family of possible 3-D interpretations. A number of con-
straints exist in the case of structured objects, but not in the 
case of unstructured ones.

A study reported by two of us (Pizlo & Stevenson, 1999) 
tested the role of constraints in shape constancy from novel 
views, using both structured and unstructured 3-D objects. 
In that study, kinetic depth effect was the primary depth cue. 
In the first experiment, three types of stimuli were used. 
All the stimuli shared the same overall Euclidean structure 
characterized by 16 points, vertices of a symmetric poly-
hedron (see viper.psych.purdue.edu/shapedemo). In the 
first condition, the vertices were connected by the edges 
of the polyhedron. In the second condition, no edges were 
shown but only 16 points in 3-D. In the third condition, the 
points were connected in a random order by a polygonal 
line. So the only difference across the three conditions was 
whether and how the 16 vertices were connected. The first 
condition involved structured objects. The third condition 
involved unstructured objects, like the wire objects used 
by Rock and DiVita (1987). On each trial, two stimuli 
were presented successively, and the subject was asked 
to decide whether these stimuli were identical except for 
size and 3-D orientation. Since the magnitude of the 3-D 
differences among the 16 points that defined the stimuli 
in all three conditions and, thus, the magnitude of the 2-D 
differences among the images of the 16 points were the 
same across the three conditions, this study provided a fair 
test for the role of constraints in shape constancy of struc-
tured and unstructured objects. If the differences among 
the objects within conditions were not the same, the sub-
jects’ performance would confound the role of perceptual 
factors with the geometrical differences across conditions 
(Tjan & Legge, 1998). Note that the second condition, 
which involved just 16 points, was actually expected to be 
more difficult than the other two, because the correspon-
dence of points between the two objects to be compared 

was not provided to the subjects. The correspondence 
problem, however, was not an issue in the remaining two 
conditions. Pizlo and Stevenson showed that shape con-
stancy was quite reliable in the case of structured objects 
(symmetric polyhedra) and was very unreliable otherwise 
(3-D polygonal lines and 16 points). These results dem-
onstrated that shape constancy from novel views can be 
achieved in the case of structured objects that obey some 
regularity constraints (symmetry, planarity) but that it 
fails in the case of unstructured objects that do not obey 
any regularity constraints. 

An anonymous reviewer has pointed out that these ex-
periments do not necessarily establish that the shape of a 
polyhedron is perceived as the same when viewed from 
different viewing directions, but only that the subjects 
were able to identify the polyhedra accurately. In other 
words, perhaps the perceived shape changed somewhat 
from one view to another, but despite the changed percept 
of the shape of an object, the subject was able to identify 
that it was the same object. This is true, but high perfor-
mance in this task implies that the subjects must have been 
able to use some information related to shape, such as 
higher order features characterized by affine or projective 
properties, that did not change between views (see, e.g., 
the study by Koenderink, van Doorn, & Kappers, 1992). 
In the next two experiments, Pizlo and Stevenson used six 
additional types of stimuli, whose degrees of regularity 
varied systematically between that of a symmetric poly-
hedron and that of a polygonal line. The subjects’ perfor-
mance also varied systematically and was related to the 
degree of regularity of an object.

In the present study, we addressed a question as to whether 
shape constancy from novel views in the presence of a ki-
netic depth effect will generalize to binocular viewing. The 
three experiments reported below were analogous to the 
three experiments reported by Pizlo and Stevenson (1999). 
The results were quite similar to those reported by Pizlo 
and Stevenson, where the kinetic depth effect, rather than 
binocular disparity, was the cue to the three-dimensionality 
of the stimuli. Specifically, shape constancy was reliable 
when the stimuli are structured and was substantially less 
reliable otherwise. We conjecture that the visual system ap-
plies simplicity constraints but that these constraints are 
effective only in the case of stimuli that are structured. We 
then will present a hypothetical computational model of the 
underlying perceptual mechanisms.

EXPERIMENT 1 
Shape Constancy for Polyhedra, Vertices,  

and Polygonal Lines

The first experiment tested the joint effect of several 
constraints. Experiments 2 and 3 tested the effect of indi-
vidual constraints.

Method
Subjects. Four subjects were tested, including three of the au-

thors. All of them had normal or corrected-to-normal vision. A.S., 
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Z.P., and M.C. were experienced as subjects in psychophysical ex-
periments, whereas A.M. was not. Z.P. and M.C. had prior experi-
ence as subjects in experiments with a stereoscopic display. A.S. and 
Z.P. received extensive practice before being tested. Specifically, 
they ran dozens of sessions with all types of stimuli before they ran 
the actual experiment. During this practice, they quickly reached 
the asymptotic performance, and the performance did not change 
over the course of a number of sessions. On the basis of this fact, 
the other 2 subjects received much less practice. This allowed for a 
reduction in the number of trials they had to run. The subject’s head 
was supported by a chin–forehead rest, and the viewing distance 
was 50 cm.

Stimuli. All the stimuli involved 16 points that were generated as 
vertices of a polyhedron. The positions of the vertices were gener-
ated randomly in 3-D, subject to the following constraints: The faces 
of the object were planar, the object had one plane of symmetry, 
the “front” part of the object was a box, which was smaller than the 
“back” part of the object (also a box), and the two boxes had a pair 
of faces that were coplanar.

Three types of stimuli were used. Stereoscopic images of one ex-
ample of each stimulus are shown in Figure 1. The object depicted 
by the stimuli was represented by (1) the edges of the polyhedron 
(specifically, 16 planar contours represented the polyhedron), (2) the 
vertices of the polyhedron without any contours, or (3) a polygo-
nal line connecting the vertices in a random order (see viper.psych 
.purdue.edu/shapedemo for more examples of stimuli for all the ex-
periments reported in this article). Note that the stimuli in all three 
conditions had the same overall 3-D structure, involving 16 vertices 
of a polyhedron and differing only in the manner in which the verti-
ces were connected (if at all).

The three types of stimuli contained different constraints (if any). 
In Condition 1 (polyhedron), the contours were planar, the object 
had a plane of symmetry, and the images of the polyhedra were to-
pologically stable (i.e., small changes in the 3-D orientation of the 
object did not lead to large topological changes in the image). Also, 
the shapes of the individual faces were not independent, because 
of the presence of topological information about which faces share 
edges and vertices. In other words, it is not possible to change the 
shape of one face of the polyhedron without changing the shapes 
of several other faces. In Condition 2 (vertices), only the symme-
try constraint was present. In Condition 3 (polygonal line), no con-
straints were present.

Consider the role of the topological information that is present 
in the images of polyhedra in some more detail. It is interesting to 
observe that topological relations allow the application of some 
metric constraints. Take, for example, the constraint of minimum 
variance of angles (Marill, 1991). We can ask what shape of an n-gon 
(a polygon with n vertices) minimizes the variance of angles. There 
is a unique solution to this minimization problem, and the solution 
corresponds to a regular n-gon, where all the angles are equal (the 
variance of the angles is zero). Such a polygon has a rotational sym-
metry of an order n; that is, the polygon, after being rotated around 
its center by 360/n deg, is identical to itself. If, instead of a polygon, 
we take an open polygonal line with n vertices (i.e., where the two 
endpoints of the line do not coincide), the task of minimizing the 
variance of the angles has infinitely many solutions. Namely, one 
can set the (n 1) angles of the polygonal line to the same but ar-
bitrary value , producing a minimal variance of angles equal to 
zero. Clearly, the constraint of minimum variance of angles is quite 
effective (a unique minimum) in the case of closed polygonal lines 
(polygons), but not in the case of open polygonal lines. The mini-
mum variance of angles constraint leads to a symmetric polygon 
only in the absence of additional constraints. However, when there 
are additional constraints provided by the retinal image (i.e., the 
reconstructed polygon in 3-D space is expected to be perspectively 
equivalent to the polygon on the retina), the minimum variance of 
angles may lead to a nonsymmetric polygon. In this case, the result-
ing polygon will be as close to a symmetric one as the retinal image 
allows. Additional discussion of the minimum variance of angles 
constraint will be presented in the Computational Model section.

The stimuli were displayed by means of a stereoscopic display. 
The left and right images were computed using the same method as 
that described in Chan, Pizlo, and Chelberg (1999). The simulated 
viewing distance was 50 cm, and the simulated interocular distance 
was 6.5 cm. The switching rate of the display was 144/sec. The lu-
minance of the object through the active LCD glasses was 1.5 cd/m2, 
and the luminance of the background was less than 0.01 cd/m2. The 
experiment was performed in a dark room. Under these viewing 
conditions, the stimuli were clearly visible.

Each trial involved two objects whose shapes were either the 
same or different. First, consider the trial with the same shapes. At 
the beginning of the trial, an object was displayed at a random 3-D 
orientation relative to the reference frame. After 1 sec, the object 
disappeared. Then the object was rotated by 90º around the vertical 
axis and was displayed again for 1 sec (the interstimulus interval was 
equal to 1 sec). As a result, the views (images) in the two presenta-
tions were different, regardless of whether the objects themselves 
were or were not the same. A small random rotation (up to 20º) 
around the other two axes, size scaling (up to 50% of the object 
size) and horizontal/vertical translations (up to 10% of the image 
size) were added in order to minimize 2-D artifactual cues. In a 
trial with different shapes, the second presentation involved a new, 
randomly generated object. This different object was rotated relative 
to the frame of reference, translated, and scaled identically as in the 
trial with same shapes. In Condition 3, where a polygonal line con-
nected the vertices in a random order, the order was the same in both 
presentations of a given trial, but it changed between trials.

Figure 1. Stereoscopic images of one example for each type 
of stimuli used in Experiment 1 (for crossed viewing). (A) Poly- 
hedron—planar, symmetric. (B) Vertices. (C) Polygonal line.

A

B
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Procedure. A signal detection experiment with confidence rating 
was used (five levels of confidence were used). The discriminability 
d  was estimated by d

a
, which is the distance between the ROC and 

the origin times  
__

 2   (Macmillan & Creelman, 2005, pp. 59–64). Each 
session consisted of 200 same and 200 different trials, presented in 
a random order (each session started with 40 practice trials). The 
subject’s task was to discriminate whether the two objects had the 
same or different shapes (i.e., whether the 3-D stimuli were identi-
cal up to rotation, translation, and size scaling). After each trial, the 
subject received feedback about the accuracy of the response. The 
subjects were asked to distribute their responses as uniformly as 
possible among the five confidence levels. If most responses involve 
only two or three confidence levels, the discriminability d  and its 
standard error cannot be reliably estimated (Macmillan & Creelman, 
2005). The stimulus type was constant within a given session, and 
the order of the sessions was random and different for every subject. 
For example, 1 subject started with the polyhedron condition and 
ended with the vertices condition. A 2nd subject ran these sessions 
in the opposite order. And so on. Even though we were rather confi-
dent that the subjects had reached an asymptotic performance before 
the experiment started (this was directly verified in the case of A.S. 
and Z.P.), we wanted to avoid any order effects, in which case the 
differences among conditions might have been attributable to the 
order of the conditions used.

Results and Discussion
In all three conditions, the subjects reported that they 

clearly saw the stimuli as 3-D. This means that the stereo-
scopic display, which simulated binocular viewing of 3-D 
objects, provided effective depth cues in all three condi-
tions. However, this clear perception of three-dimensionality 
did not lead to equally good performance in the shape 
constancy task. The results are shown in Figure 2. The 

ordinate shows d . A higher d  represents better (more ac-
curate) performance. The pattern of results is similar in all 
the subjects, although 1 subject (A.M.) performed rela-
tively poorly. (A.M. was inexperienced as a subject, and 
furthermore, he received the smallest amount of practice. 
Small amount of practice is likely to lead to instability of 
the response criteria, which in turn leads to an underesti-
mation of d .) We used an ANOVA to evaluate the statisti-
cal significance of the results. The three conditions led to 
different performance ( p   .01). Specifically, the poly-
hedron condition led to much better performance than did 
the other two conditions ( p   .02), and the performance 
in these two conditions was close to chance level (d  
0.43 in the case of the vertices and 0.15 in the case of the 
polygonal line; p  .05). These results clearly show that 
the shapes of objects can be reliably recognized when the 
objects contain a number of constraints and shapes may 
not be reliably recognized when all constraints are absent. 
These results are quite similar to those reported by Pizlo 
and Stevenson (1999), where the kinetic depth effect, 
rather than binocular disparity, was used as a depth cue. 

It is worth pointing out that performance in the vertices 
condition was somewhat better than that in the polygonal 
line condition (although this difference was not signifi-
cant statistically). Geometrically, the vertices condition 
should be most difficult, because the correspondence of 
the 16 points across the two stimuli was not provided to 
the subjects. In particular, even if the two presentations 
involved the same 3-D stimulus (up to size scaling and 
3-D rotation), the subjects might have responded different 

Figure 2. Results of Experiment 1. The ordinate shows d . The error bars show plus 
or minus the standard deviation of the mean.
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if they failed to figure out which point in one stimulus went 
with which in the other. In contrast, the polygonal line con-
dition, which involved the same set of 16 points, provided 
information about the correspondence of the points across 
the two stimuli in each trial, because the order in which the 
points were connected by the line, was the same. Despite 
the fact that correspondence was less of a problem in the 
polygonal line than in the vertices condition, performance 
in this condition was the worst. Apparently, the 3-D mirror 
symmetry that was present in the vertices, but not in the 
polygonal line, condition was perceptually more important 
than explicitly given correspondence in the latter.

Our results in the polyhedron condition are quite simi-
lar to those in Biederman and Gerhardstein (1993), in that 
shape constancy was reliably achieved. It seems, therefore, 
that shape constancy can be observed not only for objects 
composed of geons, but also for other structured objects. 
In particular, in our experiment, all the stimuli in the 
polyhedron condition had the same topological structure 
with the same number of edges, vertices, and contours. 
Next, our results in the polygonal line condition are quite 
similar to those in Rock and DiVita (1987), in that shape 
constancy completely failed. But unlike in those previous 
studies, in which the stimuli were very different (geons 
vs. wires), our stimuli were characterized by the same (or 
at least a quite similar) degree of geometrical differences 
within each condition (see the Method section).

One of the anonymous reviewers indicated that the 
polyhedron and the polygonal line stimuli have different 
complexity and, therefore, one should be cautious in draw-
ing conclusions from the result that performance in the 
former is much higher than that in the latter. Specifically, 
the polyhedron contained 28 edges, whereas the polygonal 
line contained only 15. Next, the polyhedron contained 
vertices from which 3 or 4 edges emanated, whereas the 
polygonal line contained vertices from which, at most, 2 
edges emanated. The fact that this difference is not criti-
cal will be shown in Experiment 2, in which a nonplanar, 
asymmetric polyhedron was used. This polyhedron was 
identical to the polyhedron in Experiment 1, in that it con-
tained 28 edges and had vertices from which 3 or 4 edges 
emanated. However, performance in this condition was 
closer to that in the polygonal line condition than to that 
in the polyhedron condition in Experiment 1. Next, the 
reviewer indicated that in the case of the polyhedron in 
Experiment 1, there is only one way to connect the verti-
ces so that a symmetric polyhedron with planar contours 
is formed, whereas in the case of the polygonal line, there 
are 16! ways of connecting the vertices. The fact that this 
difference is not likely to be critical will be shown in Ex-
periment 3, where 10 points, forming three planar quad-
rilaterals, were used. This stimulus (three quadrilaterals) 
was identical to that in the polyhedron condition in Exper-
iment 1, in that there was only one way to connect the 10 
points to form the stimulus (here, planar quadrilaterals). 
However, performance in this condition was clearly lower 
than that in the polyhedron condition in Experiment 1.

To summarize, our psychophysical results suggest that 
the difference in the degree of shape constancy between 

structured and unstructured objects is critically related 
to the availability of effective constraints. Our simulation 
studies reported in the second part of the article suggest, 
in turn, that when effective shape constraints can be ap-
plied, the 3-D perceptual representation of shape is reli-
able and that the perceptual representation may be quite 
unreliable if constraints are not applied. These results are 
consistent with the observation stated in the beginning 
of this article, that it is easy to imagine how a structured 
object looks from another view but that this is almost im-
possible in the case of an unstructured object.

The next step was to test the effects of the individual 
constraints, in order to determine whether all of them are 
equally important. These tests were performed in the next 
two experiments. These experiments used essentially the 
same method as that in Experiment 1.

EXPERIMENT 2 
The Effect of Planarity and Symmetry

Method
Subjects. Two of the authors (A.S. and Z.P.) and two naive sub-

jects were tested.
Stimuli. Three types of stimuli were used (see Figure 3). (1) The 

first type was a partially nonplanar, symmetric polyhedron. Obvi-
ously, a polyhedron has, by definition, planar faces, and contours 
representing these faces are planar, too. However, in the case of 
the stimuli in this condition, some of the contours that were pla-
nar in Condition 1 in Experiment 1 were no longer planar here. The 

Figure 3. Stereoscopic images of one example for each type of 
stimuli used in Experiment 2. (A) Partially nonplanar, symmet-
ric. (B) Planar, asymmetric. (C) Nonplanar, asymmetric.
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planarity constraint of the contours of faces was removed, but the 
polyhedron still had a plane of symmetry. It is easy to show that if 
a quadruple of points have a plane of symmetry, so that none of the 
points is on this plane, this quadruple is coplanar. Thus, even though 
the planarity constraint was not explicitly used in generating the 
stimuli in this condition, the symmetry constraint implied planarity 
of some of the contours. (2) The second type was a planar, asymmet-
ric polyhedron. This stimulus was obtained by using only one half 
of the polyhedron from Condition 1 in the first experiment (more 
specifically, one of the two symmetric parts). Note that this stimulus 
also had 16 vertices and 16 contours, like all the other polyhedra 
in Experiments 1 and 2, except that now, several vertices happened 
to be collinear (see Figure 3B). (3) The third type was a nonplanar, 
asymmetric polyhedron. The contours of this polyhedron were non-
planar, and the polyhedron was asymmetric.

In the partially nonplanar, symmetric condition, the only constraint 
that was removed, as compared with the polyhedron condition, was 
that not all the contours were planar. In the planar asymmetric condi-
tion, the symmetry constraint was removed. In the nonplanar, asym-
metric condition, both planarity and symmetry constraints were re-
moved. The order of individual experimental conditions (sessions) 
was random and different for the 4 subjects. Since the 2 naive subjects 
did not participate in Experiment 1, they were also tested in the poly-
hedron condition from that experiment.

Results and Discussion
Figure 4 shows the results. In the case of the authors, 

on this graph, we plotted a bar representing their perfor-
mance in the polyhedron condition in Experiment 1. It can 

be seen that performance was not identical across the four 
conditions ( p   .002). Removing the planarity constraint 
in some of the contours harmed the performance in the 
case of all the subjects, although this effect was not signif-
icant ( p   .1). Removing the symmetry constraint led to 
a similar deterioration of performance ( p   .05). Remov-
ing both the planarity and the symmetry constraints led 
to a substantial drop of performance for all the subjects. 
Specifically, performance in the nonplanar asymmetric 
condition was significantly lower than that in the other 
three conditions ( p   .005). These results indicate that 
human shape perception involves constraints of planarity 
of contours and, also, symmetry of the object.

Liu and Kersten (2003), using simple polygonal line 
objects, also demonstrated an advantage for symmetric 
objects, although their task was different from ours. In the 
symmetric condition, the reference and the test objects 
were symmetric, whereas in the asymmetric condition, 
the reference objects were symmetric and the test objects 
were asymmetric. Liu and Kersten concluded that the ad-
vantage for symmetric objects is related to the economy 
of perceptual representation. Interestingly, the symmetry 
of a 3-D object may improve economy of perceptual rep-
resentation not only when the representation is 3-D, but 
also when it involves a set of 2-D images (views) of a 3-D 
object. Vetter, Poggio, and Bülthoff (1994) showed that 

Figure 4. Results of Experiment 2. The results for the polyhedron condition in Ex-
periment 1 are also shown for comparison. The ordinate shows d . The error bars show 
plus or minus the standard deviation of the mean.
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given some images of a symmetric object, new images of 
the object can be computed without knowledge of the 3-D 
object itself.

The next experiment was designed to test the effect of 
constraints provided by topological information about 
which contours share edges and vertices. As is indicated in 
the Method section of Experiment 1, the shapes of planar 
contours in the polyhedron condition were not indepen-
dent. As a result, the shapes of contours provide redun-
dant information about the shape of a polyhedron. Perhaps 
more important, topological relations make it possible to 
apply constraints, such as the minimum variance of angles 
described earlier in this article. Marill (1991) and then 
Leclerc and Fischler (1992) and Sinha and Adelson (1992) 
have argued that this constraint leads to perceptually plau-
sible reconstructions of polyhedra from a single image. To 
partially remove topological information from the stimu-
lus, we presented only three faces of the polyhedron (three 
quadrilaterals) in such a way that each of two pairs of the 
faces shared only one vertex (see Figure 5A). As a result, 
the shapes of the three contours were independent. If joint 
constraining among the shapes of contours is critical to 
binocular shape perception, this stimulus should lead to 
deterioration of performance, in comparison with the 
polyhedron stimulus. 

EXPERIMENT 3 
The Role of Topological Relations

Method
Subjects. The 4 subjects who had participated in Experiment 2 

were tested.
Stimuli. Three types of stimuli were used (see Figure 5). (1) The 

first consisted of the three faces (quadrilaterals) of the polyhedron. 
Each of two pairs of the quadrilaterals shared one vertex. Thus, the 
topological relations were very weak. (2) The second consisted of 
three triangles. Each of the triangles was one part of each quad-
rilateral that was used in Condition 1. Here, the topological rela-
tions were equally weak as those in the previous condition. Using 
triangles, rather than quadrilaterals, allowed additional testing of 
the planarity constraint. Although triangles are planar, the planar-
ity constraint is weaker, in comparison with quadrilaterals, since 
any three, but not any four, points are coplanar. (3) The third type 
was a polygonal line connecting the seven vertices that were used 
in the previous condition. Specifically, this stimulus was obtained 
by removing one side from each of the three triangles. Again, the 
topological relations were very weak. The polygonal line in this ex-
periment was different from the polygonal line in Experiment 1 in 
that it had fewer vertices (7 vs. 16). Furthermore, the polygonal line 
in this experiment, led to many fewer intersections in the image, and 
thus, the image was topologically more stable. The order of condi-
tions was random and different for the 4 subjects.

Results and Discussion
The results are shown in Figure 6 (again, we show 

the performance in the polyhedron condition of Ex-
periment 1). It can be seen that removing the topologi-
cal relations harmed the performance substantially: The 
differences across the four conditions were statistically 
significant ( p   .01). Performance in the polyhedron 
condition was higher than that in each of the other three 
conditions ( p   .025). This drop in performance is con-

sistent with our prediction about the importance of con-
straining among the shapes of faces. Performance in the 
triangles condition was significantly lower than that in 
the quadrilaterals condition ( p   .05), although this dif-
ference was rather small. Finally, performance in the po-
lygonal line condition was about the same as that in the 
triangles and quadrilaterals conditions ( p   .25). Finally, 
note that performance in the polygonal line condition in 
this experiment was somewhat higher than that in Experi-
ment 1. 

To summarize, constraints, such as planarity of surface 
contours, nonindependence of the shapes of contours due 
to topological relations among the contours, and symme-
try, are critical in binocular shape constancy. Interestingly, 
these constraints closely resemble the constraints that were 
previously identified, using various psychophysical meth-
ods and stimuli, in perception of shape from (1) a single 
image (Attneave & Frost, 1969; Hochberg & Brooks, 
1960; Hochberg & McAlister, 1953; Perkins, 1972, 1982; 
Sinha & Adelson, 1992), (2) motion (Pizlo & Stevenson, 
1999), and (3) binocular (stereoscopic) matching (Mitchi-
son, 1988). The fact that shape perception in human ob-
servers involves the same set of constraints in the cases of 
perception from a single image, from two images (binocu-
lar), and from multiple images (motion) provides strong 
support for the claim that all these cases involve similar 
perceptual mechanisms. In the next section, we will pres-
ent a new model for binocular shape constancy. Because 
the existing experimental results are not sufficient to pro-

A

B

C

Figure 5. Stereoscopic images of one example for each type of 
stimuli used in Experiment 3. (A) Three quadrilaterals. (B) Three 
triangles. (C) Polygonal line.
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pose a complete theory of shape constancy, we concen-
trated on the case of reconstructing shapes. Specifically, 
we posed two related tasks: (1) formulate a model that 
is computationally effective (i.e., that can reliably recon-
struct 3-D shapes) and (2) test this model with respect to 
psychological plausibility. A rationale for using this two-
step approach will be given below.

As was indicated in the introductory section, the task of 
reconstructing a 3-D shape in general, and from binocular 
disparity in particular, is computationally difficult. The 
main problem is related to the fact that the information 
about depth is largely lost from retinal images and that 
cues to depth, such as binocular disparity, motion, shad-
ing, and texture, are quite unreliable. As a result, the re-
construction of depth relations, such as the length of a sin-
gle 3-D line segment, is very imprecise and may be quite 
inaccurate (e.g., McKee, Levi, & Bowne, 1990; Norman, 
Todd, Perotti, & Tittle, 1996). Specifically, the perceived 
3-D length varies from trial to trial substantially (Weber 
fractions are as large as 30%), and it is strongly affected 
by the viewing conditions (the systematic errors are as 
large as 50% for a 150-cm viewing distance). It is not dif-
ficult to emulate, with a computational model, human per-
formance in the reconstruction of 3-D distances, because 
the task is theoretically simple and human performance is 
quite poor. What is very difficult, however, is to emulate 
human performance in the reconstruction of the shapes 
of 3-D objects. Chan et al. (1999) implemented a model 

of reconstructing 3-D distances and ratios of distances, 
using binocular disparity. Performance of this model was 
equally good or better than that of other models that do 
not use shape constraints. Also, the performance of this 
model was equally poor as that of human subjects in a 
3-D distance task, but at the same time, it was an order 
of magnitude worse than that of human subjects in the 
reconstruction of the shapes of 3-D structured objects. 
These results strongly suggest that human perception of  
3-D shapes is not derived from perception of 3-D dis-
tances. Instead, perception of 3-D shapes involves a com-
bination of simplicity constraints and binocular disparity 
(Chan et al., 1999). 

On the basis of these facts, we decided to formulate a 
computational model for binocular shape reconstruction 
that involves constraints and (1) whose performance in re-
constructing 3-D shapes is substantially better than that of 
Chan et al.’s (1999) model and (2) that is psychologically 
plausible. Task 1 is a necessary condition for Task 2. In 
this article, we will describe a model that satisfies Task 1, 
and we will outline directions for future research that is 
likely to lead to accomplishing Task 2.

COMPUTATIONAL MODEL OF 
BINOCULAR SHAPE RECONSTRUCTION

There are two general methods of incorporating a pri-
ori constraints into models of perceptual reconstruction: 

Experiment 3
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plus or minus the standard deviation of the mean.



1132    CHAN, STEVENSON, LI, AND PIZLO

probabilistic, involving the likelihood (Bayes’s) principle, 
and deterministic, involving the simplicity principle (e.g., 
Kersten, Mamassian, & Yuille, 2004; Pizlo, 2001; Pomer-
antz & Kubovy, 1986). Each of these methods can be re-
formulated in the language of the other, and therefore, the 
choice between these two methods depends largely on the 
assumptions about nature of the constraints. Because the 
constraints that we identified can be treated as simplicity 
constraints, our model is based on deterministic approach.

Next, note that the constraints that we identified allow 
reconstructing a 3-D shape on the basis of either one or 
more than one retinal image. Because reconstructing a 
3-D space directly from binocular disparity is a difficult 
inverse problem, which is likely to lead to unstable results 
(see Chan et al., 1999), our model begins 3-D reconstruc-
tion by applying constraints to a 2-D image. The fact that 
monocular reconstruction of 3-D shapes with the use of 
simplicity constraints may lead to reliable results has 
been demonstrated by Marill (1991) and by Leclerc and 
Fischler (1992). After the monocular 3-D reconstruction 
is completed, our model uses binocular disparity to cor-
rect the monocularly reconstructed shape.2 Our conjecture 
that the role of binocular disparity may be limited to that 
of correcting a monocularly reconstructed 3-D shape re-
ceives support from recent psychophysical experiments 
performed by two of us (Pizlo, Li, & Francis, 2005). These 
experiments showed that in the case of structured stimuli 
such as polyhedra, the binocular percept is dominated by 
3-D monocular cues, such as information about which 
parts represent a single object, as well as constraints that 
lead to 3-D reconstruction from a single 2-D image.

It is assumed in our model that the feature (point) cor-
respondences are known to the observer’s visual system. 
In other words, our model does not solve the binocular 
correspondence problem but, instead, assumes that this 
problem has already been solved.

Applying Constraints to a 2-D Image
The first computational stage in our model is a recon-

struction of a 3-D shape on the basis of one retinal image, 
I (the model performs two such reconstructions, one for 
each image). Henceforth, this shape will be called a shape 
hypothesis, H. A single 2-D image determines infinitely 
many possible 3-D shapes. In order to choose one, several 
constraints are used. Our algorithm for performing shape 
reconstruction from one image is based on Leclerc and 
Fischler’s (1992) algorithm. In their algorithm, the 3-D 
shape of a polyhedron was obtained from a single ortho-
graphic image by taking the individual points of the 2-D 
image and “moving” them along the lines orthogonal to 
the image plane. This was done by first assigning the same 
z-coordinate to every image point. Then, the z-coordinates 
of the points were changed independently, while keeping 
the x- and y-coordinates unchanged. As a result, any 3-D 
object produced by this algorithm was consistent with 
the given image under orthographic projection. From the 
infinite set of such objects, the algorithm chose the one 

that minimized some complexity measure represented by 
a cost function. This function had two components: the 
magnitude of the overall departure of reconstructed faces 
from planarity and the variance of all the interior angles. 
As was indicated above, the minimum of variance of an-
gles can be interpreted as a weak measure of symmetry. 
For example, when this constraint is applied to an image 
of a cube, it will produce a cube. When a perfect cube is 
not perspectively consistent with the retinal image, the 
minimum variance of angles constraint will produce an 
object that is approximately a cube. 

In our implementation, we used a perspective, rather 
than orthographic, projection, and our cost function in-
cluded also the magnitude of the departure of the recon-
structed object from a mirror symmetry. For the shape hy-
pothesis computed from the left image, the cost function 
has the following form (the shape hypothesis computed 
from the right image is analogous):

E
mono

(H) 

 
SDA H DS H DP H2 1( ) ( ) ( ),

 
(1)

where SDA2(H )  is the variance of all interior angles, 
DP(H )  is a measure of departure from planarity for all the 
faces of H, DS(H )  is a measure of departure from mirror 
symmetry of H, and  is a scalar that ranges from 0 to 1.

It is assumed in the model that the plane of symmetry is 
known. More exactly, it is assumed that it is known which 
angles are the symmetric ones. The departure from mirror 
symmetry is computed as the sum of the squared differ-
ences between the corresponding angles over all the pairs 
of angles in the polyhedron. The departure from planarity 
was measured by using a property of polygons according 
to which the sum of all interior angles in an n-gon is equal 
to (n 2) * 180º. When a convex polygon is not planar, 
the sum of interior angles is smaller. Thus, the following 
expression is a measure of the departure from planarity of 
a convex n-gon (Leclerc & Fischler, 1992):

 

DP n j
j

( ) .2 180
2

 
(2)

In Equation 1, the term DP(H) is the sum of the depar-
ture from planarity over all contours. Note that all three 
constraints are commensurate—that is, all use (deg)2 as a 
unit. The role of DS(H) and DP(H) in Equation 1 is self- 
explanatory. The role of the variance of angles is less obvi-
ous. We indicated above that this term can be interpreted as 
a weak measure of the symmetry of a polyhedron. This term 
was used for the first time by Marill (1991). He showed that 
minimum variance of angles by itself led to good recon-
structions. Leclerc and Fischler (1992) have pointed out that 
this term is important in producing a volume of the recon-
structed object. They added the planarity constraint to im-
prove the reconstructions. The minimum variance of angles 
and the symmetry constraints are given equal weights in the 
cost function (Equation 1). We tried other weight combina-
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tions for these two constraints and found that they had only 
a small effect on the quality of the reconstruction.

Following Leclerc and Fischler (1992), we apply a con-
tinuation method (Leclerc, 1989; Witkin, Terzopoulos, & 
Kaas, 1987) to minimize E

mono
(H). This method involves a 

sequence of descent steps applied to E
mono

(H), in which  
is decreased in each step. The algorithm starts with   1. 
This means that the first step is strongly influenced by 
SDA2(H) and DS(H) terms, which give the initial shape 
(volume) of H. As  decreases, DP(H) becomes the domi-
nant factor, which enforces planarity of the faces. It is not 
desirable to emphasize planarity in the beginning of the 
reconstruction process. Note that the image itself is planar 
and, thus, represents a local minimum of the cost function 
(Equation 1). To “escape” from this minimum, planarity 
constraint is assigned a small weight in the beginning of 
the reconstruction.

Correcting the Shape Hypothesis
At this stage, H is still an initial “guess” of the 3-D 

shape of the object. The model has to incorporate infor-
mation from the second image, I  in order to obtain a more 
accurate reconstruction. Thus, a measure of similarity be-
tween H and I  is needed, where H is the shape hypoth-
esis produced from the left retinal image, I, and I  is the 
right retinal image (and vice versa). Here, the similarity 
SHI(I ,H )  is the sum of squared differences between the 
angles of I  and the corresponding angles of H projected 
on the right retina. In order to project H on the right retina, 
it is necessary to know the position and orientation of one 
eye, relative to the other. More exactly, one needs to know 
the three angles characterizing the 3-D orientation and 
two out of the three distances characterizing the 3-D po-
sition. The knowledge of the interocular distance is not 
needed if the object’s shape, but not size, is to be recon-
structed (Pizlo, Rosenfeld, & Weiss, 1995). In this article, 
we assume that these five parameters are computed from 
the retinal information (the interocular distance is set to 
some arbitrary value—e.g., 1.0). The fact that these five 
parameters can be computed from the visual information 
itself (more exactly, from at least eight points in 3-D) was 
demonstrated by Longuet-Higgins (1981). Our algorithm 
uses a modification of Longuet-Higgins’s algorithm in 
which fewer 3-D points are needed (Chan et al., 1999).

Binocular shape correction is performed in our model 
by changing only the global features of the shape hypoth-
esis. This ensures that the second image will not lead to 
instability of the reconstruction. Specifically, we correct 
H by applying 3-D projective transformations to the two 
parts (boxes) of the object independently. The set of all 
3-D projectivities is characterized by 15 free parameters 
(Faugeras, 1993). We use a subset of all 3-D projectivi-
ties, which guarantees that the object after a transforma-
tion produces the same image on the left retina as the ob-
ject before the transformation. In other words, the object 
points must stay on their projecting lines. This subset of 
3-D projectivities is characterized by 4 parameters (see 
Chan, 1999, for mathematical details). The algorithm 

finds the values of these parameters, which minimize the 
following cost function:

 
E H SHI I H SDA H DS Hbino ( ) ( , ) ( ) ( ) .2

 
(3)

Our simulations were performed with   1, but the per-
formance of the algorithm did not change much for other 
values in the range between 0.1 and 3.0. Two minimiza-
tion problems were solved: one for each image. The final 
shape was selected from the two shape hypotheses H and 
H  as the one that has a smaller value of E

bino
. Note that 

there is no planarity constraint in this cost function. This 
constraint was not used, because the family of projective 
transformations, which is used in binocular correction, 
preserves the planarity of contours produced in monocular 
reconstruction. However, if the monocular reconstruction 
produced nonplanar contours, the contour remained non-
planar after binocular correction.

SIMULATION EXPERIMENTS

We tested our new model by using polyhedral stimuli 
from our Experiment 1 (the first three tests). The last test 
used also the polyhedra from Experiment 2. The objects 
were placed at the (simulated) distances that corresponded 
to vergence angles of 8º, 4º, and 2º.

Noise that is added by the visual system to a retinal image 
was an important factor in the simulations. We wanted to 
use noise whose statistical properties are similar to those 
characterizing the noise in the human visual system. It is 
commonly assumed that the noise in the visual system can 
be approximated by a Gaussian probability density func-
tion with zero mean. The main question was about the 
standard deviation of this distribution. Because the density 
of receptors on the retina is not constant, therefore, it is 
reasonable to assume that the magnitude of uncertainty 
about spatial position (standard deviation of noise) varies 
across the retina. More exactly, this uncertainty is approxi-
mately proportional to eccentricity (Anstis, 1974; Pizlo, 
Rosenfeld, & Epelboim, 1995; Rawlings & Shipley, 1969). 
But what is the coefficient of proportionality? This coef-
ficient depends on the stimulus, the viewing conditions, 
and the subject’s task, indicating the existence of more than 
one source of noise. Each source of visual noise is associ-
ated with a corresponding visual acuity. The acuity that is 
often discussed in the context of binocular vision is called 
stereoacuity. Stereoacuity belongs to the class of hyper-
acuities (e.g., Regan, 2000), which involve judgments of 
relative position, such as whether the target is in front of 
or behind the reference. These judgments involve spatial 
precision of several seconds of arc, which is an order of 
magnitude less than the distance between receptors. Hy-
peracuities, however, are not directly relevant to our model, 
where the problem is to reconstruct a shape. One way to 
characterize shape is to use ratios of distances among all 
the pairs of points of an object or a figure, especially large 
distances, which more closely characterize global aspects 
of the object’s or figure’s shape. In a task of judging the 
length of a long line segment on the retina (longer than the 
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eccentricity of the endpoints), the difference threshold is 
proportional to the eccentricity of the endpoints, and the 
coefficient of proportionality is equal to 1%–3% (Levi & 
Klein, 1990; for a review, see Pizlo, Rosenfeld, & Epel-
boim, 1995). There are no data characterizing the effect of 
eccentricity on binocular difference threshold in judging 
distances in depth. Existing results for stimuli around the 
fixation point show that the binocular difference threshold 
is larger by a factor of two than the monocular one (McKee 
et al., 1990). To approximate visual noise in our simula-
tions, we used uncorrelated Gaussian noise with zero mean 
and standard deviations of 1%, 2%, 3%, and 5% of the 
diameter of the object’s image (this corresponds to 2%, 
4%, 6%, and 10% of the maximal eccentricity of the retinal 
stimulus). This noise was imposed on each image coordi-
nate. One percent of noise for an individual point leads to 
1.4% of uncorrelated noise for the distance between two 
points when expressed as a function of the diameter of the 
stimulus and about 3% when expressed as a function of ec-
centricity. This level of noise corresponds to the monocular 
noise in the human visual system and is a lower bound of 
the binocular noise, when the observer makes global judg-
ments about distances.

For each condition, we generated randomly 100 objects. 
The accuracy of shape reconstruction was evaluated by 
computing ratios of pairwise distances (recall that shape 
is characterized by ratios of distances, not by the distances 
themselves). Because an object has 16 vertices U

i
 (i  1, 

. . . , 16), there are 120 pairwise distances between points 
U

i
 and U

j
. The longest distance was used as the length of 

the object and was denoted L. For the remaining 119 dis-
tances, we computed ratios

 
R U U Lij i j, / ,

 
(4)

where ||U
i
,U

j
|| denotes the Euclidean distance between points 

U
i
 and U

j
.

Let R
ij
 be computed from the original object and R

ij
 from 

the reconstructed object. If the shape of an object is recon-
structed accurately, then R

ij
  R

ij
 for all pairs of points. In 

the presence of noise, these ratios are never equal exactly. 
But they are equal approximately. To evaluate the quality 
of the reconstruction, we computed a ratio of these ratios 
(henceforth, called normalized ratio r):

 

r
R

R
kk

ij

ij

, .1 119, . . . ,

 
(5)

In each simulation experiment, we computed the means 
and the standard deviations of r. A total of 11,900 data 
points were produced from 100 reconstructions. A perfect 
reconstruction is represented by r  1. The ratios r that 
were greater than or equal to 4.0 were treated as outliers. 
The means and standard deviations were computed with-
out the outliers.

Testing the Individual Stages of the 
Reconstruction

Table 1 shows the means, standard deviations, and the 
numbers of outliers of r for the shape hypotheses, cor-

rected shapes, and final shapes obtained with our new 
model (which uses constraints) and for the shapes obtained 
with the algorithm of Chan et al. (1999). Chan et al.’s al-
gorithm is the best that we identified from those that use 
visual data only (no constraints on the family of possible 
solutions).3 In this simulation experiment, vergence was 
8º, and the noise standard deviation was 2%. 

It is seen that the new model, which uses constraints, 
is quite robust in the presence of noise. In fact, already 
the monocular shape reconstruction is substantially more 
stable than the binocular reconstruction obtained without 
constraints. Specifically, the standard deviations of the 
reconstructions representing the monocular shape hypoth-
eses are about one half of the standard deviation of the 
binocular reconstructions without constraints. Moreover, 
the number of outliers in the case of monocular shape hy-
potheses is an order of magnitude smaller than the num-
ber of outliers obtained with the binocular reconstruction 
without constraints. These results suggest that in the pres-
ence of noise, constraints are more useful than binocular 
disparity. The correction involving the second image re-
sults in even more accurate reconstruction. This shows 
that our model can successfully use both the information 
in the images and constraints. 

To verify whether our simulation experiments are likely 
to generalize to the case of shape reconstruction from 
real images, we built a wooden object whose shape was 
similar to those used in our psychophysical experiments 
(see Figure 7). Two images of the object were taken from 
viewing directions that were 8º apart, and the object was 
reconstructed with our new model that uses constraints, 
as well as with Chan et al.’s (1999) algorithm, which does 
not use constraints. The coordinates of the vertices in the 
two images were measured by hand. It is seen that the 
reconstructed shape obtained with our new model is quite 
accurate and that the statistical parameters characterizing 
the accuracy of reconstruction are similar to those from 
the simulation experiments. The reconstruction without 
constraints is again much less accurate.

To verify whether that the results are likely to gener-
alize to objects different from those that were used to 
formulate the model, we tested it with other objects as 
well. Figure 8 shows an example. Two views of a synthetic 

Table 1 
Means and Standard Deviations of the Ratios of Reconstructed 

Distances and the Numbers of Outliers Obtained With Our 
Model and With an Algorithm That Uses No Constraints 

Ratio

Reconstructed Shape  M  SD  Outliers

Left-shape hypothesis 1.097 0.304  55
Right-shape hypothesis 1.101 0.302  57
Left corrected shape 1.035 0.213  13
Right corrected shape 1.042 0.246  31
Final shape reconstructed by the new model 1.039 0.223  26
Reconstruction without constraints  1.055 0.583 663

Note—Vergence was 8º noise, and standard deviation was 2%. Outliers 
have ratios greater than or equal to 4.0.
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object (a house) are shown on the top of Figure 8. We ap-
plied our model to two noisy images of this object. Simu-
lated vergence was 8º, and noise standard deviation was 
2% of eccentricity. Values of all parameters of the model 
were identical to those used in the experiments described 
above. It is seen that the shape reconstructed by the new 
model is similar to the original object. On the other hand, 
the shape reconstructed by the algorithm that does not use 
shape constraints is quite inaccurate.

The Effect of Noise Standard Deviation
The second set of simulation experiments tested the ef-

fect of visual noise. In this experiment, vergence was 8º, 
and the noise standard deviation was 1%, 3%, and 5%. 
Means, standard deviations, and the numbers of outliers 
for the final reconstruction obtained with our model and 
with an algorithm which uses no constraints are shown in 
Table 2.

It is seen that the binocular reconstruction with con-
straints (new model) is more stable and accurate than 
the binocular reconstruction without constraints for all 
three levels of noise. Specifically, at 1% of noise, which 
is similar to the amount of noise in the human visual sys-
tem, our model produced only 1 outlier (ratio greater than 
4.0). At the same time, binocular reconstruction without 
constraints produced 408 outliers. The average error and 
standard deviation of the reconstructions obtained with 
our model are 2% and 15%, respectively, which are about 
four times better than those obtained with an algorithm 
that does not use constraints. It is worth pointing out that 
the variability of the reconstructions produced by the new 

model is very close to the variability of the reconstruc-
tions produced by human observers when they judged as-
pect ratios of generalized cylinders (Chan et al., 1999).

The Effect of Viewing Distance
The next simulation experiment tested the effect of the 

viewing distance. When the viewing distance is large the 
second image is not very useful, because the differences 
between the left and the right images produced by the dif-
ferences in the viewing directions are small, in comparison 
with the distortions produced by noise. Table 3 shows re-
sults of reconstructions for three viewing distances corre-
sponding to the vergence angle of 8º, 4º, and 2º (the results 
for 8º vergence are taken from Table 1). It can be seen that 
the performance of our model is again more stable and that 
the numbers of outliers are substantially smaller than those 
obtained with an algorithm that uses no constraints.

The Effect of the Object’s Structure
Finally, we tested the quality of the reconstructions for 

four types of objects that were used in our second psy-
chophysical experiment. Recall from our psychophysi-
cal experiment that shape constancy, as measured by dis-
criminability d , was most reliable for a polyhedron and 
least reliable for a nonplanar, asymmetric polyhedron (see 
Figure 4). We conjectured that the main reason for these 
differences in performance was the regularity of the shape 
itself. If a shape is regular, the visual system may apply 
stronger and more effective constraints, and this is likely to 
lead to more reliable reconstruction and shape constancy 
performance. An anonymous reviewer raised a question 

Figure 7. Real images of a wooden object and two different views of its 
reconstructions are shown. The means and the standard deviations of the 
normalized ratios are also shown.

Original Object

Reconstruction With Constraints
Mean 1.06 SD 0.22

Reconstruction Without Constraints
Mean 0.55 SD 0.74
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about how the visual system “knows” whether the shape 
is regular before the shape is reconstructed. Note that re-
construction of a 3-D shape in the visual system is likely 
to be preceded by analyzing the structure of a 2-D image. 
This is usually referred to as figure–ground organization. 
Depending on the content of the image, the visual system 
may decide which constraints, if any, to apply (Pizlo, 2001, 
pp. 3150–3151). For example, the presence of X junctions 
in the image provides strong evidence that the 3-D object 
is a polygonal line (see Figure 1C), and the presence of Y 
junctions in the image provides strong evidence that the 
3-D object is a polyhedron (see Figure 1A).

If our computational model of binocular shape recon-
struction were psychologically plausible, one would expect 
that the model’s performance would be correlated with 
human performance. Note that we cannot (at this point) di-
rectly compare the performance of the model with that of 
the subjects because the model’s output is a reconstructed 
shape, rather than a decision of same versus different. Con-
sidering that the stimuli in our psychophysical experiments 
shared the same overall 3-D Euclidean structure (16 verti-
ces of a polyhedron), it is reasonable to expect that the vari-
ability of the ratios of reconstructed distances is inversely 
related to the proportion of correct responses. 

Results from applying our new algorithm to the four 
shapes from the second psychophysical experiment are 
shown in Table 4. Simulated vergence was 8º, and noise 
standard deviation was 2%. Table 4 shows the results for 

the left-shape hypothesis (the right-shape hypothesis pro-
duced very similar results) and for the final reconstruc-
tion. The results of the model without constraints (Chan 
et al., 1999) are not shown here simply because the per-
formance of this model does not depend on the geometry 
of an object. It follows that its performance in the four 
conditions shown in Table 4 is equivalent to that shown in 
Table 1 (we verified this fact in simulations). It is seen that 
the stability of monocular reconstruction follows a pattern 
similar to that for d  in Figure 4. Specifically, stability of 
monocular reconstruction is best (i.e., the standard devia-
tion of the ratio of reconstructed distances is lowest) in 
the case of a symmetric polyhedron that has planar faces 
and is substantially worse (by a factor of 2.5) in the case 
of asymmetric and nonplanar polyhedra. This suggests 
that the operation of constraints at the monocular stage 
provides a possible model for shape reconstruction in our 
shape constancy experiment. However, binocular correc-
tion leads to about equally good performance for all four 
types of stimuli. Specifically, binocular correction tends 
to improve stability of reconstruction for all stimuli (the 
correction was essentially absent in the case of the planar 
asymmetric shape), but the magnitude of the improvement 
is greater in the case of irregular shapes. This fact is in-
teresting. It shows that constraints of minimum variance 
of angles, planarity, and mirror symmetry tend to improve 
binocular reconstruction not only in cases in which the 
object is symmetric and has planar contours, but also in 
cases in which objects are asymmetric and have nonplanar 
contours. In other words, the simplicity principle is effec-
tive not only in producing simple reconstructions, but also 
in producing veridical reconstructions.

The question arises as to why binocular shape con-
stancy in our psychophysical experiment correlates better 
with monocular than with binocular shape reconstruc-
tion in our model. The most plausible explanation is that 
human shape constancy from novel views relies heavily 
on monocular shape reconstruction and the contribution 
of binocular disparity may be smaller than that produced 
by the current version of our model. The most direct way 
to check this possibility is to test subjects in shape con-
stancy experiments as described above, but without a bin-
ocular disparity cue, and then to compare the performance 
produced when binocular disparity was absent with that 

Figure 8. Two different views of the original object and its re-
constructions are shown. The means and the standard deviations 
of the normalized ratios are also shown.

Table 2 
Means and Standard Deviations of the Ratios of Reconstructed 

Distances and the Numbers of Outliers Obtained With Our 
Model and With an Algorithm That Uses No Constraints 

Ratio

Noise Standard Deviation  M  SD  Outliers

New model (1%) 1.021 0.146 1
Reconstruction without constraints (1%) 1.086 0.549 408

New model (3%) 1.052 0.239 56
Reconstruction without constraints (3%) 1.125 0.618 700

New model (5%) 1.125 0.427 185
Reconstruction without constraints (5%) 1.130 0.636 1289

Note—Vergence was 8º, and noise standard deviation was 1%, 3%, and 
5%.

Original Object

Reconstruction With Constraints
Mean 0.92 SD 0.12

Reconstruction Without Constraints
Mean 1.25 SD 0.22



BINOCULAR SHAPE CONSTANCY    1137

when binocular disparity was present. This is what we did 
in a control experiment described below.

We tested a naive subject and two of the authors, using 
the six types of stimuli from the first two experiments 
under two viewing conditions: binocular and monocular. 
Thus, the subjects ran a total of 12 sessions. To ensure that 
the viewing conditions were as similar as possible, the 
“monocular” sessions actually involved binocular view-
ing, except that all disparities were set to zero (the two 
stereoscopic images were identical; our informal obser-
vations showed that there was a very small, if any, dif-
ference between binocular viewing of two images having 
zero disparity and monocular viewing of a single image). 

Since the absence of binocular disparity makes the figure–
ground segregation problem more difficult when objects 
are transparent (see Figure 1A), we removed hidden edges 
in the case of the polyhedral stimuli. As was indicated by 
an anonymous reviewer, this modification can make a di-
rect comparison between this control experiment and the 
three experiments described above difficult. Specifically, 
removing hidden edges may harm binocular performance 
because when the “back part” of the object is not visible, 
it cannot be used to perform shape discrimination. As a 
result, the pattern of binocular performance may change. 
This did not happen, however. Figure 9 shows the results 
for the naive subject (the results for the two authors were 
very similar). It can be seen that both the binocular and 
the monocular performances followed the pattern similar 
to that in our Experiments 1 and 2. Furthermore, although 
the binocular performance was always better than the 
monocular one, these two were strongly correlated. The 
correlation coefficient between monocular and binocu-
lar performance was quite high for the naive subject (r  
.99). In the case of the other 2 subjects, Z.P. and Y.L., the 
correlations were .88 and .84, respectively (see Pizlo, Li, 
& Chan, 2005, for more details). These high positive cor-
relations between monocular and binocular performance 
suggest that binocular and monocular shape perception 
are based on a similar mechanism and that this mechanism 
likely involves shape constraints.

SUMMARY

Our psychophysical experiments generalized previ-
ous findings by showing that simplicity constraints are 
involved in shape constancy from novel views not only 
in the case of monocular viewing of a rotating object, but 
also in the case of binocular viewing of a stationary ob-
ject. Constraints are involved in shape perception because 
the perception of 3-D shapes is a difficult inverse problem 
(Pizlo, 2001). 

Table 4 
Standard Deviations of the Ratios of Reconstructed Distances 

Produced by Our Model for the Stimuli in Experiment 2

Stimulus Type  
Left-Shape 
Hypothesis  

Final 
Reconstruction

Polyhedron 0.32 0.27
Partially nonplanar, symmetric 0.45 0.30
Planar, asymmetric 0.37 0.37
Nonplanar, asymmetric  0.79  0.26

Note—Vergence was 8º, and noise standard deviation was 2%. 

Table 3 
Means and Standard Deviations of the Ratios of Reconstructed 

Distances and the Numbers of Outliers Obtained With Our 
Model and With an Algorithm That Uses No Constraints 

Ratio

Vergence Angle  M  SD  Outliers

New model (8º) 1.039 0.223 26
Reconstruction without constraints (8º) 1.055 0.583 663

New model (4º) 1.115 0.362 117
Reconstruction without constraints (4º) 1.119 0.662 1008

New model (2º) 1.155 0.453 283
Reconstruction without constraints (2º)  1.203 0.710 1236

Note—Vergence was 8º, 4º, and 2º, and noise standard deviation was 2%.

Figure 9: Results of the control experiment.
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To test the computational effectiveness of constraints 
in binocular shape reconstruction, we formulated a model 
and performed a set of simulations, using the same type of 
shapes as those used in our psychophysical experiments. 
In the model, binocular shape reconstruction begins with 
monocular reconstruction, and depth cues (binocular dis-
parity) are used later on to correct the monocularly recon-
structed shape. The performance of the new model was 
compared with the performance of one of the previous 
algorithms in which shape constraints were not used. This 
comparison showed that the new model is an order of 
magnitude more reliable. The reliability of the new model 
across four types of polyhedra was compared with the 
performance of human subjects. Monocular performance 
of the model correlated well with human performance; 
binocular did not. To shed more light on the relation be-
tween binocular and monocular shape constancy, a control 
experiment was performed, in which the subjects were 
tested under monocular and binocular viewing condi-
tions. Performance in monocular viewing was strongly 
correlated with that in binocular viewing, suggesting that 
shape constraints are equally important in monocular and 
binocular vision.

The next step will be to modify the binocular correction 
stage of our existing model so that the reliability of binoc-
ular reconstruction in the model is correlated with human 
performance in the binocular shape constancy task. In 
order to directly compare performance of the model with 
that of human subjects, we will have to make one more 
elaboration of the model; namely, we will need to add a 
decision stage, so that the model, given two representa-
tions of 3-D shapes, will be able decide whether they are 
the same or different. This will allow comparing the d  for 
the model with that for the subjects.
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NOTES

1. It is worth pointing out that Biederman and Gerhardstein (1993) 
argued against mental rotation as the mechanism underlying shape con-
stancy. In fact, Shepard and Cooper (1982, p. 119), who introduced and 
studied the concept of mental rotation, also claimed that mental rotation 
is not likely to be involved in shape recognition. Recall that the mental 
rotation mechanism is assumed to involve a gradual change in the 3-D 
orientation of an imagined object, so that the object goes through all 
intermediate orientations between the start and the end. In contrast, the 
ability to imagine how an object looks like from a new viewing direction 
does not have to involve gradual change in the orientation. Instead, it 
may rely on some invariant features.

2. In principle, one might also try to apply constraints after the object 
has been reconstructed from binocular disparities. This method would 
be consistent with the model described by Julesz (1971), who showed, 

by using random dot stereograms, that the human visual system can pro-
duce a 3-D percept in the absence of monocular cues to depth. Note, 
however, that binocular shape reconstruction without constraints tends to 
be very noisy, especially when the viewing distance is of the order of sev-
eral meters or more (see viper.psych.purdue.edu/binshape for examples 
illustrating the unreliability of shape reconstruction without constraints). 
It is more likely that the visual system performs multiple iterations, in 
which binocular disparity and monocular cues/constraints are applied re-
cursively. As a result, if binocular disparity is not very effective because 
of a large viewing distance, monocular 3-D reconstruction may actually 
be performed first.

3. We also tried (1) Longuet-Higgins’s (1981) algorithm, (2) its modi-
fication, in which the second part, where the actual reconstruction is 
performed, involved a triangulation method (Hartley & Sturm, 1997), 
and finally, (3) the method commonly used by students of human vision, 
where the absolute depth of any point is computed as the sum of the 
absolute depth D of the reference point and the relative distance (depth) 
d between these two points. The relative depth d is approximated on 
the basis of a binocular disparity of  and an interocular distance of I 
as follows: 

d D
I

2
.

(Manuscript received May 28, 2004; 
revision accepted for publication October 25, 2005.)
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