
Truth is ever to be found in the simplicity,
and not in the multiplicity and confusion of things

Isaac Newton

Introduction

This paper examines general characteristics of knowl-
edge discovery, not computational details. Thus, Mondal and
Ghosh’s (2013) demonstration that parallel computation is
necessary for learning will not be discussed and I shall start
instead from learning (Wang and Fu 2005).  Hájek and
Havránek (1977) suggest that ‘the logic of discovery is two-
fold: to choose a language in which to express the hypothesis
and to choose a satisfactory sentence which solves it’. This
stresses the importance of language to determining knowl-
edge. Learning the words and syntax from observational data
is the objective. Knowledge discovery involves defining
words and developing syntax before combining these to give
us our answers. So we need to develop words (concepts) and
relationships between them. Blumer et al. (1987, 1989) have
looked at Occam’s razor and the Vapnis-Chervonenkis (V-C;
Vapnis and Chervonenkis 1971) dimension and demon-
strated a relationship between compression and learning.
They showed that if any sample can be compressed - that is,
represented by a prediction rule significantly smaller than the
original sample, then this compression algorithm can be con-
verted into a PAC-learning algorithm. The V-C dimension
balances the model complexity against its fit to data, measur-
ing the risks involved. Minimising this error is a desirable
property of structuring.

The concepts of compression, complexity and fit are fun-
damental to any data-structuring method and form the basis
of learning. For example, Pestov (2010, 2011) examined
consistent Probably Approximately Correct (PAC) learning,
used rarely in ecology (Zhang and Kwok 2010) which pro-

vides a theoretical basis and sets the conditions for effective
use. It provides limits for what can be learnt, a topic which
must be of interest to ecologists. There are at least 4 parts to
be considered in learning:
1. Theory of consistency of learning processes. What are
(necessary and sufficient) conditions for consistency of a
learning process based on the empirical risk minimisation
principle?
2. Non-asymptotic theory of the rate of convergence of
learning processes. How fast is the rate of convergence of
the learning process?
3. Theory of controlling the generalisation ability of learn-
ing processes. How can one control the rate of convergence
(the generalisation ability) of the learning process?
4. Theory of constructing learning machines. How can one
construct algorithms that can control the generalisation abil-
ity?

There are several approaches. First, Antonelli (1990)
suggested exporting complications and complexities into the
environment, leaving only simple structures to be investi-
gated. Using Finsler space as an embedding, development of
a reef could be represented as straight lines (almost). Niven
(1988, 1992) took a second approach. She defined necessary
terms mathematically and fitted them into a logical model.
She did not achieve completeness and the level of learning
required is presently unachievable by machine. Aha et al.
(1991) use a third approach, based on individualistic models,
instance learning. This relies on notions of similarity of ob-
servations to collections of instances which define examples
of concepts.

I shall adopt a fourth approach; develop concepts and
rules which can be used to describe the ecological systems
and to logically derive predictions. One must be careful here
for, as Kordon (2009) says, ‘data mining is torturing the data
until it confesses and if you torture it enough it will confess
to anything’. Obviously, to find interesting things, whatever
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they might be, I need to know how robust are the results, how
successful the model? We do not want our results to reflect
trivial or chance patterns, uninteresting and with little sup-
port. But first we have to define what is interesting. 

Interest

We start with the 4 T’s: Term, Task, Tool and Theory.
The terms provide the elements of the language we use, the
task defines what we seek to accomplish, the tools define the
methods to do this, which combine the terms. It formalises
the problem. The theory formalises the problem and estab-
lishes the limits to extrapolation.  But the terms may be  in-
appropriate, the task may be ill-defined, the tools may be in-
adequate, the theory may be rooted in unacceptable
assumptions.

Starting

The first steps in knowledge discovery are sampling and
description.

Sampling 

This is the process of determining which items we will
use to generate our structure. Randomisation is not required
for knowledge discovery, since the distribution through the
vegetation can itself provide useful information. Epstein
(2013) notes that all sampling methods produce outliers, i.e.,
samples which are not typical. These may represent other-
wise unsampled communities or simply rarities. Sampling
also determines the scale or grain of our analyses although
patterns may not be restricted to a single scale. Multiscale
analyses allow us to determine the relationships between re-
sults obtained at several scales.

Description

What are we describing and how do we describe it?
Watanabe (1969), in his ‘ugly duckling’ theorem, early
showed that descriptions dominate the question of what pat-
terns can be identified. In general, our data are samples de-
scribed by a vector of values, but the description may be
more complex. The semantics are a consequence of our de-
scription, whatever it might be. For example, Bolognini and
Nimis (1993) used presence in geographical regions which is
useful for small scale studies. Kadous (1995) proposed using
meta features developed by preprocessing to provide new
features representing substructures.

Ecologists have normally used species to describe their
samples, but this is neither necessary nor always desirable.
Higher taxa (Dale and Clifford 1976), functional (e.g., La-
vorel 1997) or structural (e.g., Fekete and Lacza 1970, Orlóci
1991) attributes may be used. It is also possible to use several
sets of descriptors and seek some sort of consensus in the re-
sults. Consensus can be a powerful tool when associated with
consilience. The analysis results in defining concepts.

Concepts

There exist several ways of defining concepts:
Aristotelian (classical) concept: definable by a small set of
simple rules. Each rule is singularly necessary and together
they are jointly sufficient. This gives exact but highly con-
strained definitions.
Prototypical concepts are polythetic and may have no sim-
ple characterisation. An instance has to be ‘similar’ enough
and the weighting used can depend on the values and not
just the attributes used.
Exemplar concepts use a case-based system and represent a
concept as a collection of real instances. 

An example of an exemplary system, aided by human ex-
perts clarifying ambiguities, is the PROTOS system of Porter
et al. (1990). Uncertainty is also a component. Conditions be-
come part of the model, if causality is incorporated; correla-
tion is not sufficient.

Laurence and Margolis (1999) suggested an inferential
model, emphasising relationships between concepts rather
than singularity. For example, the meaning ascribed to the
presence of a species depends on other species with which it
co-occurs, or with the environment (domain) where it occurs;
the meaning depends on the context. Porter et al. (1990) use
a generalisation of quantum mechanics to deal with this, al-
though entanglement has an ecological meaning not its usual
physical one. Concepts can also change, so that exemplars
become irrelevant through time.

Wille (1989) has examined how formal analysis of con-
cepts can assist knowledge acquisition. Some constraints, or
overhypotheses are also necessary to limit our choices al-
though these can (sometimes) be evaluated.

Logics

Various clustering methods determine the logic which
might be applied to the result. Thus Echenin et al. (2013) rely
of equational logic for abductive reasoning, whereas mono-
thetic methods use propositional logic. The desired logic de-
termines the nature of the questions which might be considered;
for example some model logics would allow temporal questions
to be considered. But choosing a logic has not been an important
topic for ecologists. Perhaps it should become one?

Ontologies

An ontology provides a framework showing the compo-
nents of a system and the processes operative within it. In
effect, our observations are simply a means of quantifying
the values of the given ontology. A recent survey is given by
Wong et al. (2011). Of course we can have several ontologies
which can be used and, if necessary, combined (Buehrer and
Lee 2013). 

Overhypotheses

Inductive learning is impossible without overhypotheses,
which provide constraints on the hypotheses considered by

Compression and knowledge discovery in ecology 197



the learner (Kemp et al. 2007). Ordination, clustering and
other such broad classes are examples of overhypotheses
widely used in ecology. Ecologists mostly choose one or
other method within these classes without considering
which, if any, is more suitable. Such subjective assessment
should be replaced by appropriate evaluation perhaps by
comparing the ‘best’ technique from each class to determine
an overall ‘best’ choice. Of course, we can retain several al-
ternatives if this provides us with greater information.

Concept drift: fuzziness and possibility

Ambiguity and vagueness of the samples is not the only
cause of fuzziness, for the concepts themselves can be labile.
If we seek for concepts within our data, they may well change
geographically or temporally. Such changes may cause the
original definition of a concept to change slowly, perhaps
drifting towards a closely allied form. When examining tem-
poral (or spatial) series of vegetation data, we have to cope
with such drift when attempting to define our concepts. This
will involve identifying the concepts in an appropriate form,
allowing for possible drift in definition. Fuzziness is present
because of uncertainty in our data whatever the causes but
this is not the only source. Learning in the presence of drift
is not a trivial task (Visser et al. 2009). 

But drift is not the same as fuzziness. With a fuzzy solu-
tion, the samples have degrees of belonging to particular con-
cepts, exhibiting characteristics of several clusters, perhaps
in distinct subsets of features. With drift, it is the concept it-
self which is changing. A series of samples showing drift could
be represented by a fuzzy result but we still want to know the
underlying concepts and how they relate one to another.

Fuzziness is also a property of possibilities and possibi-
listic analysis has also been suggested; each sample has a
possibility of belonging to a cluster. Possibility (Krishnapu-
ram and Keller 1993) is not identical with fuzziness though
closely related. 

Choosing models

Where there are several possible models applicable to
our data, we need some means of determining which is the
‘best’, some means of evaluating and comparing them
(Brooks and Tobias 1996). Many models have large numbers
of parameters which have to be supplied if it is to function.
But with enough parameters it is possible to fit almost any-
thing. Models can be organised by the using the compression
of the data obtained by its use combined with the cost of de-
scription. Choosing the model which maximally compresses
our data is one means of determining the best. Measures such
as minimal message length can be used to provide a measure
of compression, combining fit with model complexity. This
operationalises Occam’s Razor. 

There may be difficulties with accepting simplicity as the
key quality of any model but it does provide a measure of
quality which has some rationale. Caruana and Freitag

(1994) have suggested relevance as another such measure,
though this is difficult to measure.

Interest

Besides compression-based methods, other ways to as-
sess models include interest (Table 1). Whether compression
implies interest is a different matter, since interest is partly a
subjective matter and cannot be quantified entirely. Silber-
schatz and Tuzhilin (1996) have examined how it might be
determined, both subjectively and objectively. However,
choosing only one criterion may not be sufficient. Statistical
significance, for example, cannot be used alone since more
complicated models could be more significant than simpler
ones, yet remain less desirable. The exact probability of the
significance level itself is not important once that has been
accepted.

Having constructed a model, statistical, causal or mecha-
nistic, we would like to know whether it is a ‘good’ model.
Jeffrey’s (1961) specified 5 general characteristics desirable
for a formal system: 
Explicit statement: humans may act without revealing their
inferences, machines should not.
Self-consistency: inferences from given data should not
change from time to time.
Provision for error in estimates: confidence is one thing,
logical certainty another, so there needs to be some measure
of credibility.
No a priori exclusion: no estimate should be discounted be-
fore the data are observed.
Computability: infeasible or non-computable solutions are
not of much use, though they may often be approximated or
bounded. 

One aspect of interest is expectation. What do we, as us-
ers, expect to find? And what is a surprise to us? Liu et al.
(1999) ask what of interest can we find in our expectations?
This has several levels each of which would need study.

Context and domain

When we describe some sample, the features we use are
assumed to have a single meaning; their semantics is unique.

Table 1. Suggested criteria for determining interest.
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But this is unlikely to be true and the semantics may change
with the context of other features comprising the description
and with other factors too; Fraxinus may have a different in-
terpretation if found with Quercus than if it is found without.
Concepts have meaning only in a specific context rather than
a single all-embracing interpretation. Some contexts will be
definable within the data we are analysing, some will not be
entirely so definable and we may need to introduce further
knowledge to make sense of our results. This often relies on
the expertise of the user. In some cases, we can use objective
data to provide the definition needed and this can be formally
introduced, either logically or within the methods of search
(Allen and Hoekstra 1990) 

Domain

Domains provide a context for the interpretation of con-
cepts, a particular feature changing its meaning as the domain
changes. The occurrence of Fagus may not mean the same if
it is in an oceanic rather than a continental domain. Jiang
(2008) has surveyed the literature in this area. What is a do-
main? Ecologically it is often a geographic area. Thus we
may start by sampling from, say, oak woods, but it is unlikely
that our data will include samples from all such woods. Most
likely they will be restricted to, say, western oceanic oak
woods. How far our results can then be applied in other do-
mains, such as eastern continental, southern Mediterranean
or American woods, has then to be determined. Still more
important is the possibility of using our data to identify dif-
ferent domains, or establishing some boundaries on the use-
fulness of the concept outside the domain of definition. A set
of heuristics to revise original domain theory has been sug-
gested (Béjar 2000, Foster et al. 2011). Such domain adapta-
tion could be more widely applied in ecological studies,
where domain variation is often ignored. 

Ensembles and consensus

It is neither necessary nor desirable to analyse all the data
in a single block, nor to restrict analyses to a single method-
ology. It is often better to break the data into subsets, analyse
these independently, and then search for a consensus in the
resulting ensemble (Veness et al. 2012). Indeed, for predic-
tion, it is better to use several data sets, if they are individu-
ally of sufficient size. 

Ensembles may arise from applying multiple Models, by
using several sets of Samples or Features, multiple Analyses
or combinations of these. We want several sets of results
which we can then examine for common patterns. Having
several results may itself be interesting, but it is convenient
to unite these into a single result combining common ele-
ments, forming a consensus (Day 1988). Table 2 shows some
of the various methods used to derive a consensus clustering.
These are most often classified by the nature of consensus
which is implied. Differences may also be of interest, as with
Scholz and Klinkenberg’s (2005) use of ensembles to study
drift.

One application in ecology is to the scale (or grain) prob-
lem. Dale (1983) used a statistical test to determine the het-
erogeneity of the source population, in her case census dis-
tricts. But vegetation has patterns at various scales and
whether these conform to each other is of considerable inter-
est. The patterns may reflect different feature subsets, too,
and determining these is usually of interest.

 Zhang and Li ( 2011; Bonnard et al. 2005) have investi-
gated multiple consensus solutions, allowing several ‘final’
clusterings to allow for different combinations of patterns.
This would allow for subsets of the features having different
structures and assist the definition of domains. Podani (1986,
1989) has applied consensus determination to ecological
data, but other applications can be envisaged, for example
comparing results using species and other characteristics as
descriptors.

Consilience and analogy

If we have several results, each based on particular de-
scriptions, we can examine the consilience of the results.
Consilience ensures that the theory is justified by the evi-
dence, while coherence ensures that the theory is the most
compatible with the background knowledge constructed
from other evidence. Analogy favours consilience, abstract-
ing a common superstructure between two or more situ-
ations, with shared superstructure reinforced by all. Whewell
(1847) developed consilience as a means of establishing the
quality of several results. Hernández-Orallo (1998, 1999)
provides a discussion and develops several measures for as-
sessing its value. Various measures formalise notions such as
novelty, explicitness/implicitness, informativeness, surprise,
interestingness, plausibility, confirmation, comprehensibil-
ity, consilience, utility and unquestionability. These can be
used for an analysis of the value of any inference process
with respect to input and context (background knowledge or
axiomatic system).

Consilience also relates to the use of ensembles of re-
sults. By selecting several different sets of features we may
obtain the most consilient result, uniting the separate results

Table 2. Methods for consensus determination.
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Evaluating models

Given a proposed model, how can we assess its perform-
ance? Werger and Sprangers (1982) attempted a comparison
of floristic and structural descriptions but they do not provide
any criteria for valorisation. There are other characteristics
which might also be regarded as desirable, which I have ex-
amined at some length elsewhere (Dale 2000). Briefly the
major criteria are as follows:

Specificity

A model should not depend on parameters having to have
very precise values. It is a little senseless to insist that the
value of a parameter should be exactly 5.037 in order for the
model to fit well. Non-specific models should be less sensi-
tive.

Fit to data

We would like a good fit to our data, though chance and
historical contingency make ecological data very noisy. A
very good fit is unlikely, therefore, unless you have a (rela-
tively) complicated model. In most cases, I have found that
about 30% of the information in the data provides structure,
the remaining 70% being noise.

Complexity/simplicity

Simple models are understandable and probably the only
ones which we can support from observational data in many
cases. The existence of random or unobservable components
in a physical phenomenon, an universal condition, does not
mean that all of them are complicated. Most ways of meas-
uring complexity revolve around Kolmogorov’s (1965) defi-
nition - the size of the shortest program for a universal Turing
machine which produces the data. Any patterns (redundan-
cies) in the data reduce the size of the program. Gell-Mann
(1994) suggests several other measures which emphasise the
subjective nature of complexity as a relationship between
natural phenomena and an interested observer, while Lloyd
(2001) examined several definitions of complexity to com-
pare them.

Interpretability

Kodratoff’s (1986) ‘principle of explicability’ required
that we should seek to have interpretable results in preference
to efficient ones. An example is the Mt Glorious data, where
Webb et al. (1967), using presence data with information
analysis clustering, subjectively decided on 7 clusters. This
approximates quite closely to an analysis based on density of
the vegetation which had 8 clusters. In fact, the presence data
solution has only 3 clusters; the density clusters are nested
exactly within these. What this means, I think, is that Wil-
liams et al. (1969) introduced domain knowledge about rain
forest succession, compensating for inefficiencies of the
analysis.

Prediction

One major disjunction in methods of knowledge discov-
ery is between those which are explicitly predictive and those
which are not, instead being concerned with general struc-
ture. Of course, either may provide predictions whose quality
provides a measure of the quality of the analysis. Thus deci-
sion trees are explicitly predictive, and often very effective
while cluster formation is more general although not ex-
pressly predictive.

Výugin (1999) has shown that most sequences are pre-
dictable, but we need to measure that predictability. Actually,
although people talk a lot about predictive accuracy they as
often ignore it. In fact the key is not the accuracy of the pre-
diction made, so much as the generalising of the model to
other situations, i.e., to extrapolation. 

Crutchfield (1990) argued that we need a method for de-
termining the causal states of a system and that hierarchical
machines can provide a solution. Lopez-Ruiz et al. (2012)
examine the relationship between statistical complexity and
Fisher-Shannon Information. While not the same, there are
strong links between these, with information providing parts
of the quantitative valuation. But Shannon and Fisher do not
define the same information and combinations of them have
been utilised (Van 2006).

 Correlation and compression

Correlation

Feature values are often correlated, that is the values of
one allow the prediction of another. Obviously if the correla-
tion is total (±1), knowing one feature is sufficient. But the ex-
istence of partial correlation is fundamental to discovering struc-
ture. In fact there have been many studies on correlation between
various measures. Kušelová and Chytrý (2004) investigated the
effects of scale on interspecific associations, showing differ-
ences between local and global scales, which is not unexpected.

Correlation may not be causal, but the existence of cor-
relation indicates some relationship between features and is
a useful indicator of the existence of structure. The effective-
ness of using correlations is demonstrated by Williams and
Lambert’s (1959) Association Analysis, where the species
used to split a group is chosen to be the species with the high-
est sum of absolute values of correlations. This replaced the
use of most frequent species (Goodall 1952) which did not
prove to be a useful option. Association Analysis has recently
been ignored as a means of clustering vegetation data but this
is probably more because of its monothetic nature than be-
cause it did not prove effective.

 Compression

 Various authors have considered how we can infer the
‘best’ model (Cheeseman 1990, Sharger and Langley 1990)
and compression has featured in some of the attempts (Keogh
et al. 2007). Theoretically, the Minimum Description Length
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(MDL) principle (Rissanen 1978) is closely related to the
Minimum Message Length (MML) principle (Wallace 2005)
and Maximum Likelihood Estimators (Smith 1985). It has
also been compared with cross-validation (Kearns et al.
1999) and Bayesian Learning (Gull 1988), all suggesting the
possibility of reducing the sample description to some sim-
pler form, that is, of reducing its complexity, following an
original suggestion by Solomonoff (2008). It allows us to op-
erationalise Occam’s Razor and use it as a tool to evaluate the
quality of our models of data. It is a two-part measure of com-
plexity, being the sum of the model complexity combined
with the goodness-of-fit of model to data. Akaike’s (1974)
information criterion provides another, less good, measure of
goodness of fit related to cross-validation methods. McQuar-
rie and Tsai (1998) independently proposed the Bayesian in-
formation criterion for the same purpose. MML seems to be
preferable to either of these last two.

All of these approaches use complexity but what is com-
plexity? Several measures of complexity are available (Lloyd
2001) including some from quantum mechanics (Shayda
2012) where high complexity is associated with spin, which
needs an ecological definition. Mikkelson (2001) discussed
ecological properties in relation to the complexity of models
used to describe them, a relationship with ecological mean-
ing. And several workers have used complexity to develop
criteria for ranking models.

Wallace’s (1998) suggestion is that MML minimises the
surprise future data will bring. Grassberger’s (1991) sugges-
tions to measure complexity are based on the amount of in-
formation you need to retain in order to make a prediction.
Unfortunately Grassberger’s measures are often infinite, in-
determinate or incalculable! Koppel and Atlan’s (1991) ‘so-
phistication’ is interesting because it quantifies the impor-
tance of rules or correlations in the sequence but it, too, is
often infinite, indeterminate or incalculable. This failure re-
inforces Wittgenstein’s (1921) statement that ‘It is clear there
are no grounds for believing that the simplest course of
events will really happen’. But in general the simpler the
model the better, provided it fits well enough. Leonardo da
Vinci says that simplicity is the ultimate sophistication.

Rissanen (1978), Wallace (2005) and Cilibrasi (2006) all
provide means for estimating the complexity and measuring
the fit so that comparisons can be made. Brooks and Tobias
(1996) have studied how this can be used for model selection.
Lopez-Ruis et al. (2012) related complexity to Fisher-Shan-
non information, while Lugosi and Zeger (1996) used com-
plexity regularisation for concept learning. Compression
provides a good candidate both for assessing the quality of
any model and for a general measure of similarity. We can
calculate the complexity of almost any model, including
those with non-Gaussin error distributions and/or with corre-
lations between samples.

Similarity

Compression provides a universal measure of similarity.
An important measure of compression is Kolmogorov com-

plexity (Kolmogorov 1965) which applies to the simplest
possible re-description; in effect it identifies all patterns in
order to compress the data. We then ask how much the com-
plexity can be reduced for one sample if we know two sam-
ples, and this is taken to be the required similarity. Veresh-
chagin and Vitányi (2003) use Kolmogorov’s (1965)
complexity as a means of assessing all stochastic properties
of the data, irrespective of whether the true model is in the
class considered or not. There is only one problem; Kolmo-
gorov’s complexity is not computable!

Thus, we have a solution but cannot calculate it! We can,
however, approximate it, providing bounds on its maximum
possible value, by compressing with some feasible alterna-
tive coding mechanism, for example the widely used Lem-
pel-Ziv coding (Lempel and Ziv 1976), or perhaps utilising
several coding mechanisms. This will at least give us a sem-
blance of the true value we need.

Compression can be applied to any and all types of fea-
tures, including any structured values such as series of obser-
vations, 2-dimensional images and so on (Vereshchagin and
Vitányi 2003 provide more details). Of course, in selecting
particular coding methods we implicitly select the aspects of
similarity which are captured. As an alternative, Ruspini
(2013) takes a semantic view and suggests possibilistic inter-
pretations rather than probabilistic ones.

Having obtained our similarities we can process them in
any way we choose. However, for large data sets, calculating
the similarities is a big job. If it can be avoided then many
analyses might be more rapidly performed. Methods which
do not involve the calculation of n(n-1)/2 similarities obvi-
ously have advantages even for computers capable of 20
Gflops and with multiple terabytes of storage.

Some practical possibilities

To finish, I want to look briefly at some overhypotheses
and examine a few possible extensions which might be
ecologically significant. This will illuminate, to some extent,
the possibilities remaining which require study, but also the
nature of some of the problems remaining which future work
might be expected to clarify, and perhaps solve.

Manifolds/ordination

Ordination is one of the most popular overhypotheses for
knowledge discovery. It attempts to display the data in a hy-
perspace and then interpret the axes in environmental terms.
Inially the space was regarded as Euclidean, but Beales
(1973) demonstrated that this was unacceptable. Sommer et
al. (2010) generalise the procedure to find geodesics which
might be acceptable. Globerson and Tisby (2003) also de-
scribe a non-linear method different from most others in not
being reliant of embedding in some metric space, instead ex-
tracting continuous functions from the data.

The use of principal coordinate analysis (Gower 1977)
allowed some mitigation of the problems, relying on similar-
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ity measures, not raw data. This developed into correspon-
dence analysis (Benzecri 1973, Hill 1973, Hill and Gauch
1980) which looked for series of observations aligned in a
particular manner, a seriation. The key problem was the de-
termination of the species response to the presumed gradient
(Bio et al. 1998), in most cases assumed to be a unimodal
curve. Seriation can mix several different series by abutting
them end to end. Other possibilities can now be used. Ihm
and Groenewoud (1984) looked at the relationship between
component and correspondence analyses, approximating the
latter by an appropriately scaled version of the former. 

Another method of dealing with non-euclidean proper-
ties was non-metric multidimensional scaling (Kruskal
1964). This avoided some problems with multidimensional
embedding spaces for correspondence analysis, where the
second and subsequent axes often proved meaningless. Fur-
thermore, unfolding methods and individual differences scal-
ing were developed. Coombs and Kao (1955), Heiser (1987)
and de Leeuw (2005) have all described non-metric unfold-
ing procedures, while Schönemann (1970) has examined
metric scaling for this case. Individual differences permits
ensembles to be individually weighted but still presented on
the same axes. Takane et al. (1977) permit individual differ-
ences methods (Carroll and Chang 1970). But there are more
things than manifolds to look for (Gorban et al. 2008).
Whether ecologists will find the variety interesting is less
clear.

Dimensionality

In looking for manifolds, especially non-Euclidean ones,
an estimate of dimensionality is necessary. Wyse et al.
(1980) examined several methods and finally endorsed
Trunk’s (1976) method. I have estimated dimensionalities
for several data sets using this method and found values rang-
ing from 1 to 7, although deficiencies mean that 7 could be
an underestimate. 

Non-negative analysis and independent component
analysis

Ecological data have one property which was ignored in
most studies; data are non-negative. Non-negative Matrix
Analysis accepts this condition and produces axes which can
represent pieces of the data. That is, each axis is associated
with a specific structure equivalent to pieces of an image. This
has yet to be applied in ecology, so far as I am aware, but could
prove useful. Pascual-Montano et al. (2006) examine non-
smooth non-negative factorisation, a more general case.

Some ecological data are also compositional (Hron et al.
2010, Aitchison 1986) but again I am not aware of any eco-
logical analysis which explicitly incorporates this property.

Independent component analysis

Independent component analysis (blind source separa-
tion) is another approach which might be used to separate out
components which have mixed in our data, as conversations

get mixed at a party (Hyvärinen and Oja 2000, Hyvärinen
and Pajunen 1999). The technique has been widely used,
though not in ecology. Anderson et al. (2013) have extended
the method so as it applies to multiple sets, in the same man-
ner that canonical correlation analysis does. The method has
also been extended to non-linear relationships between the
vectors, using higher-order statistics (Gifi 1990) and this
should be useful in ecological studies.

 Discrete component analysis provides a unifying model
for most of these variations (Buntine and Jakulin 2006) and
is based on principal component analysis techniques. How-
ever, the data are discrete multistates not the numbers usually
associated with component analysis.

Factor analysis and rotation

Factor analysis has a long history in psychology (Thur-
stone 1935, Hubert et al. 2000). While a linear technique, it
is often quite effective at separating several sources of vari-
ation if rotation is permitted for the axes. The manifold is de-
termined by them but their position is not fixed. Techniques
such as SIMPLIMAX rotation (Kiers 1994) provide a means
of obtaining simple structure with oblique axes representing
correlated underlying structure. Orthogonal solutions are less
appropriate to ecological situations where the environmental
factors are correlated.

Clustering: crisp and fuzzy

Clustering, both subjective and objective, has had a wide
usage in ecology. However, crisp clusters, where each sam-
ple is assigned to a single cluster only, is rarely ecologically
appropriate; samples often contain components of several
clusters. This is sometimes because of distinct feature sub-
sets, sometimes because of spatial overlapping of samples
and the extant clusters. Feoli and Zuccarello (1986, 1994)
even utilised fuzzy clustering to develop an ordination
method. Moraczewski (1993a,b) has also used fuzziness, in
this case rough sets, for ecological purposes.

There are several methods of introducing fuzziness into
a clustering. Kearns et al. (2013) have examined both hard
(crisp) and soft (fuzzy) clustering using an information
analysis. Zadeh (1965) introduced fuzzy sets with the idea
that a sample might belong only partially to any cluster. This
approach has been adopted by several other authors (Ruspini
1970, Wyndham 1985, Kaymak and Setnes 2002). Gustafson
and Kessel (1979; Babušaka et al. 2002) allowed fuzzy co-
variance matrices as well. Other workers introduced rough
sets (Voges 2012, Peters, 2006) while still others used inter-
val clustering (Joshi et al. 2010). Timm et al. (2009) sug-
gested possibilistic clustering, from the original method de-
veloped by Krishnapuram and Keller (1993). Wallace and
Boulton’s SNOB program, based on minimum message
length principles also gives fuzzy assignment based on prob-
abilities of the sample belonging to a cluster. This program
can also be used for hierarchical clustering (Wallace and
Dale 2005) and for clustering samples arranged on a grid
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(Wallace 1998). Fuzzy assignment is used in all variations of
the program.

Choosing the number of clusters is often left to the user.
A few methods estimate the required number (Wallace 2005,
Podani 1998). If the number is not known, one advantage of
hierarchical clustering, is that the user can choose it. Note
that ordination also has a analogous problem - estimating the
number of axes.

Hierarchical clustering and deep learning

Hierarchies are another matter since it is possible to test
for them (Wallace and Dale 2005). Diday and Bertrand
(1986) introduced still more structure with their pyramidal
analysis but this seems too constrained. In contrast, deep
learning (Salakhutdinov and Hinton 2012) searches for fea-
ture clusters which provide structure at several levels using
neural networks. Permitting both hierarchies and more com-
plex structures.

Non-hierarchical clustering

Nonhierarchical methods such as k-means or the EM
method provide easily programmable routines. K-means
minimises distortion of the data whereas EM maximises the
likelihood (Kearns et al. 2013) so the results may differ. 

A particularly difficult problem is finding overlapping
communities in time-evolving networks. Chen (2013) has
examined this problem using a network approach which
seems to be quite effective. Of course few ecological time
series require a real-time response but the authors claim that
their method reveals stability in otherwise chaotic-seeming
series.

Spectral clustering

Recently spectral clustering has become popular (Ng et
al. 2001, Yu and Shi 2003). This uses the Laplacian of the
data and the smaller eigenvalues to determine both the
number and constituents of the clusters. Zelnick-Manor and
Perona (2005) attempted to learn the parameters needed to
determine such a clustering. The Laplacian is defined by Shi
and Malik (2000) from the similarity matrix as

L = I – D-1/2S D-1/2 where Di=jSij

The spectral neighbourhood algorithm (SPAN) pre-
sented by Shu et al. (2011) avoids calculating the similarity
matrix. The second smallest eigenvector is used to partition
the data. It is related to weighted kernel k-means clustering,
where the kernel is a nonlinear mapping of the input data
points.

Linkage structures can often be obtained for the samples and
clustering while maintaining linkage is a common requirement.
Wallace (1998) suggested a method which allowed clusters to
weight linked samples more heavily, though not forbidding un-
linked samples from being in the same clusters. This can be
adapted to arbitrary linking patterns.

Biclustering

Multiple scales can be present because various subsets of
species have patterns unrelated one to another. Biclustering,
analyses both the samples and the features simultaneously.
Macnaughton-Smith’s (1965) two-parameter analysis is an
example of such an approach although there exist others.
And this can be extended to many dimensions, not just 2.
Such tensor methods have not been used in ecology. Lambert
and Williams (1962) nodal analysis seems to represent the
first such computer analysis, although earlier studies were
made subjectively by the Braun-Blanquet school. Lance and
Williams (1967) looked for very simple characterisation of
the intersection of species and sample clusters but later meth-
ods have employed more complex criteria. 

Macnaughton-Smith (1965) defines a model involving
both samples and species (a Rasch model; Bond and Fox
2007) and can split either of them into new clusters at any
stage, giving an inosculate analysis (Dale and Anderson
1973). It is not completely fitted to ecological data and more
complex models may be desirable.

Similar procedures are available for ordination, unfold-
ing models, and these have attracted more attention. Both
metric and non-metric approaches have been developed.

Networks and other things

There have been many other methods applied to ecologi-
cal and other data to gain knowledge. Possibly the most fre-
quent has been representing the data as a network of some
kind and examining the properties of such representations.
Networks can arise from various sources in ecology and re-
cently have been of significance in social studies too. This
has led to the development of many approaches to charac-
terising both properties to describe them and models to pro-
duce them, for example the small world model where most
nodes are not neighbours but can be reached via a small
number of steps (Watts et al. 1998). Many of these are scale-
dependent, but usually only 3 scales are examined: micro-,
meso- and macro- scales. Communities are often sought
(Coscia et al. 2012), and are meso-scale, but may still exist at
several intermediate levels. Dale (1985, 2000) has examined
plexus methods in ecology, although not seeking communi-
ties. It seems likely that networks will play a larger role in
ecological studies in the future.

But we can possibly arrange to choose between these ma-
jor classes using measures such as minimum message length.
First select the minimal model within each overhypothesis
set and then select the minimal model from these. But alter-
native explanations can themselves be useful for different
purposes or to illumine consilience.

Other methods have also also be employed. Galois lat-
tices (Kourie and Oosthuizen 2008, Diday and Emilion
1997), wavelets (Gençay et al. 2001), cellular automata (Dale
and Hogeweg 1998) and grammars (Dale and Barson 1989)
all provide opportunities for discovering knowledge in obser-
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vational data. None of them have been widely used, however.
Often their application is difficult since ecological data often
have special properties which make application difficult.

The development of quantum computers would allow the
investigation of optimal solutions which presently are be-
yond our reach. But even the use of commoner methods and
suboptimal solutions could lead to better understanding of
ecological data.

Conclusions

I have discussed various aspects of the discovery proc-
ess. There are lots of methods, many more than have been
employed in ecology. Without some usage, their overall in-
terest is difficult to assess. Hopefully, some will prove useful.
The critical choices made while sampling and in choosing the
description are fundamental. They have to be made or else no
progress is possible.

The importance of consilience should be stressed, since
it provides the clearest evidence that something has been dis-
covered. Consensus of results especially when using several
sets of features is a strong indication that what has been dis-
covered is probably interesting.

The other proposal I make is that compression provides
a good measure of quality. Minimum message length and its
associates are very useful means of assessing the quality of
any result. It may not be correct but it is known to converge
to the ‘true’ result in the limit. Other methods may provide
other information but compression can almost always be
used if the problem is correctly phrased. Selecting between
overhypotheses is also possible although the users own
wishes may determine the choice.

References

Adomavicius, G. and Tuzhilin, A. 1997. Discovery of actionable
patterns in databases: the action hierarchy approach. In: Heck-
erman, D., Mannila, H., Pregibon, D. and Uthurusamy, R.
(eds.), Proceedings 3rd International Conference Knowledge
Discovery Data Mining. AAAI, pp. 111-114.

Aerts, D. and Gabora, L. 2005. A theory of concepts and their com-
binations I: The structure of the sets of contexts and properties.
Kybernetes 34: 151-175.

Aha, D.W., Kibler, D. and Albert, M.K. 1991. Instance-based
learning algorithms. Mach. Learn. 6: 37-66.

Aitchison, J. 1986. The Statistical Analysis of Compositional Data.
Chapman & Hall, London.

Akaike, H. 1974. A new look at the statistical model identification.
IEEE Trans. Autom. Control 19: 716-723.

Allen, T.F.H. and Hoekstra, T.W. 1990. The confusion between
scale-defined levels and conventional levels of organization in
ecology. J. Veg. Sci. 1: 5-12.

Anderson, M. Fu, G-S., Phlypo, R. and Adali, T. 2013 Independent
vector analysis: identification conditions and performance
bounds. arxiv 1303.7474.

Antonelli, P.L. 1990. Applied Volterra-Hamilton systems of the
Finsler type: increased species diversity as a non-chemical de-
fense for coral against crown-of-thorns. In: Bradbury, R. H.
(ed.), Acanthaster and the Coral Reef: A Theoretical Perspec-

tive, Lecture Notes in Biomathematics 8, Springer-Verlag, Ber-
lin. pp. 220-235.

Babušaka, R., van der Venn, P.J. and Kaymak, U. 2002. Improved
covariance estimation for Gustafson-Kessel clustering. Pro-
ceedings of the 2002 IEEE International Conference on Fuzzy
Systems, Honolulu. pp. 1081-1085.

Beals, E.W. 1973 Ordination: mathematical elegance and ecologi-
cal naiveté. J. Ecol. 61: 23-35.

Béjar, J. 2000. Improving knowledge discovery using domain
knowledge in unsupervised learning. Lect. Notes Comput. Sc.
1810: 47-54.

Benzecri, J-P. 1973. L’Analyse des Données. Vol. II. L’Analyse des
Correspondances. Dunod, Paris. 

Bio, A.M.F., Alkemade, R. and Barendregt, A. 1998. Determining
alternative models for vegetation response analysis: a non-
parametric approach. J. Veg. Sci. 9: 5-16. 

Blumer, A., Ehrenfeucht, A., Haussler, D. and Warmuth, M.K.
1987. Occam’s razor. Inform. Process. Lett. 24: 377-380.

Blumer, A., Ehrenfeucht, A., Haussler, D. and Warmuth, M.K.
1989. Learnability and the Vapnik-Chervonenkis dimension. J.
ACM 36: 929-965.

Bolognini, G. and Nimis, P.L. 1993. Phytogeography of Italian de-
ciduous oakwoods based on numerical classification of plant
distribution ranges. J. Veg. Sci. 4: 847-860. 

Bond, T.G. and Fox, C.M. 2007. Applying the Rasch Model: Fun-
damental Measurement in the Human Sciences. 2nd ed. (in-
cludes Rasch software on CD-ROM). Lawrence Erlbaum,
Mahwah, NJ.

Bonnard, C., Berry, V. and Lartillot, N. 2005. Multipolar consen-
sus for phylogenetic trees. Syst. Biol. 55: 837-843.

Borg, I. and Groenen, P. 2005. Modern Multidimensional Scaling:
Theory and Applications. 2nd ed. Springer, New York.

Brooks, R.J. and Tobias, A.M. 1996. Choosing the best model:
level of detail, complexity and model performance. Math.
Comput. Model. 24: 1-14.

Buehrer, D. and Lee, C.-H. 2013 Class algebra for ontology reason-
ing. arXiv 1302.0334.

Bunitine, W. and Jakulin, A. 2006. Discrete component analysis.
arXiv 0604410.

Caruana, R.R. and Freitag, D. 1994. How useful is relevance?
Working Notes of the AAAI Fall Symposium on Relevance.
AAAI Press, New Orleans, pp. 25-29.

Carroll, J.D. and Chang, J.J. 1970. Analysis of individual differ-
ences in multidimensional scaling via an N-way generalization
of ‘Eckhart-Young’ decomposition. Psychometrika 35: 283-
319.

Cheeseman, P. 1990. On finding the most probable model. In:
Sharger, J. and Langley, P. (eds.), Computational Models of
Scientific Discovery and Theory Formation. Morgan Kauf-
mann, San Mateo, pp. 73-96.

Chen, K. 2013. Towards the acquisition of temporal knowledge.
arXiv 1304.3079.

Cilibrasi, R. 2006. Statistical inference through data compression.
ILLC Dissertation Series DS-2006-08, Institute for Logic,
Language and Computation, Universiteit van Amsterdam.

Coscia, M., Giannotti, F. and Pedrechi, D. 2012. A classification of
community discovery methods in complex networks. arXiv
1206.3552.

Coombs, C.H. and Kao, R.C. 1955. Nonmetric Factor Analysis.
Engineering Research Bulletin 38, Engineering Research Insti-
tute, University of Michigan, Ann Arbor. 

Crutchfield, J.P. 1990. Information and its metric. In: Lam, L. and
Morris, H.C. (eds.), Nonlinear Structures in Physical Systems

204 Dale



— Pattern Formation, Chaos, and Waves. Springer, Berlin, pp.
119-130.

Dale, M. 1985. Graph theoretical methods for comparing phytoso-
ciological structures. Vegetatio 63: 79-88.

Dale, M.B. 2000. On plexus representation of dissimilarities. Com-
munity Ecol. 1: 43-56.

Dale, M.B. and Anderson, D.J. 1973. Inosculate analysis of vegeta-
tion data. Austr. J. Bot. 21: 253-276. 

Dale, M.B. and Barson, M.M. 1989. Grammars in vegetation
analysis. Vegetatio 81: 79-94.

Dale, M.B. and Clifford, H.T. 1976. The effectiveness of higher
taxonomic ranks for vegetation analysis. Austr. J. Ecol. 1: 37-
62.

Dale, M.B. and Hogeweg, P. 1998. The dynamics of diversity: a
cellular automaton approach. Coenoses 13: 3-15.

Dale, P.E.R. 1983. Scale problem in classification: an application
of a stochastic method to evaluate the relative heterogeneity of
sample units. Austr. J. Ecol. 8: 189-198.

Day, W. H. E. 1988. Consensus methods as tools in data analysis.
In: Bock, H.H. (ed.), Classification and Related Methods of
Data Analysis. North Holland, Amsterdam, pp. 317-324.

de Leeuw, J. 2005. Multidimensional Unfolding. The Encyclopedia
of Statistics in Behavioral Science, Wiley, N.Y.

Diday, E. and Bertrand, P. 1986. An extension to hierarchical clus-
tering: the pyramidal presentation. In: Gelsema E.s. and
Kanak, L.N. (eds), Pattern Recognition in Practice. Elsevier
Science, Amsterdam, pp. 411-424

Diday, E., and Emilion, R. 1997. Treillis de Galois maximaux et
Capacités de Choquet. Comptes Rendus de l’Académie des Sci-
ences. Analyse Mathématique Séries 1, Mathematics. 325:
261-266.

Echenin, M., Peltier, N. and Tourret, S. 2013. An approach to ab-
ductive reasoning in equational logic. Proceedings of the 23rd
International Joint Conference on Artificial Intelligence, pp.
531-537.

Epstein, S. 2013. All sampling methods produce outliers. arXiv
1304.3872.

Fekete, G. and Lacza, J.Sz. 1970. A survey of plant life form sys-
tems and the respective research approaches II. Annals Histo-
rico-Naturales Musei Nationalis Hungarici Pars Botanica 62:
115-127.

Feoli, E. and Zuccarello, V. 1986. Ordination based on classifica-
tion: yet another solution? Abstracta Botanica 10: 203-219.

Feoli, E. and Zuccarello, V. 1994. Naivete of fuzzy system space in
vegetation dynamics. Coenoses 9: 25-32.

Foster, D., Kakade, S. and Salakhutdinov, R. 2011. Domain adap-
tation: overfitting and small sample statistics. ArXiv
105.0857v1. 

Gell-Mann, M. 1994 The Quark and the Jaguar. W. H. Freeman,
San Francisco.

Gençay, R., Selçuk, F. and Whitcher, B. 2001. An Introduction to
Wavelets and Other Filtering Methods in Finance and Eco-
nomics. Academic Press, N.Y.

Gifi, A. 1990. Nonlinear Multivariate Analysis. Wiley, New York.
Globerson, A. and Tisby, N. 2003 Sufficient dimensionality reduc-

tion. J. Machine Learning Res. 3: 1307-1331.
Goodall, D.W. 1952. Objective methods in the classification of

vegetation I. The use of positive interspecific correlation. Aust.
J. Bot. 1: 39-63.

Gopalakrishna, A.K., Ozcelebi, T., Liotta, A. and Lukkein, J. 2013.
Relevance as a metric for evaluating machine learning algo-
rithms. arXiv 1303.7093.

Gorban, A., Sumner, N.R. and Zinovyev, A. 2008. Beyond the con-
cept of manifolds: principal trees, metro maps, and elastic cu-
bic complexes. In: Gorban, A., Kégl, B., Wunsch, D. and
Zinovyev, A. (eds.), Principal Manifolds for Data Visualiza-
tion and Dimension Reduction, Lecture Notes in Computa-
tional Science and Engineering 58: 219-237. 

Gower, J.C. 1977. The analysis of asymmetry and orthogonality.
In: Barra, J. R. et al. (eds.), Recent Developments in Statistics.
North Holland, Amsterdam, pp. 109-123. 

Grassberger, P. 1991. Information and Complexity Measures. In:
Atmanspacher, H. and Scheingraber, H. (eds), Dynamical Sys-
tems, Information Dynamics, Plenum Press, New York, pp. 15-
33.

Gull, S.F. 1988. Bayesian inductive inference and maximum en-
tropy. In: Erickson, G.J.  and Smith, C.R. (eds.), Maximum En-
tropy and Bayesian Methods in Science and Engineering. 1.
Foundations. Kluwer, Dordrecht. pp. 53-74.

Gustafson, E. and Kessel, W. 1979. Fuzzy clustering with a fuzzy
covariance matrix. In: Proceedings I. E. E. E. Conference De-
cision Control. pp. 761 -766.

Hájek, P. and Havránek, T. 1977. On generation of inductive hy-
potheses. Int. J. Man-Mach. Stud. 9: 415-438.

Heiser, W.J. 1987. Joint ordination of species and sites: the unfold-
ing technique. In: Legendre, P. and Legendre, L. (eds.), Devel-
opments in Numerical Ecology. Springer, Berlin. pp. 189-221.

Hernández-Orallo, J. 1998. Consilience as a basis for theory forma-
tion. In: Magnani, L. Nersessian, N.J. and Thagard, P. (eds.),
Proc. Conf. Model Based Reasoning, Pavia (MBR’98). Klu-
wer/Plenum. pp. 17-19.

Hernández-Orallo, J. 1999. Computational measures of information
gain and reinforcement in inference processes. PhD Thesis,
Department of Logic and Philosophy, University of Valencia.

Hill, M.O. 1973. Reciprocal averaging: an eigenvector method of
ordination. J. Ecol. 61: 237-249.

Hill, M.O. and Gauch, H.G. Jr. 1980. Detrended correspondence
analysis, an improved ordination technique. Vegetatio 42: 47-
58.

Hron, K., Templ, M. and Filzmoser, P. 2010. Exploratory composi-
tional data analysis using the R-package robCompositions. In:
Aivazian, S., Filzmoser, P. and Kharin, Yu. (eds.), Proceed-
ings 9th International Conference on Computer Data Analysis
and Modeling, Belarusian State University, Minsk. 1: 179-186.

Hubert, L., Meulman, J. and Heiser, W. 2000. Two purposes for
matrix factorization: a historical appraisal. SIAM Review 42:
68-82.

Hyvärinen, A. and Oja, E. 2000. Independent component analysis:
algorithms and applications. Neural Networks 13: 411-430.

Hyvärinen, A. and Pajunen, P. 1999. Nonlinear independent com-
ponent analysis: existence and uniqueness results. Neural Net-
works 12: 429-439. 

Ihm, P. and van Groenewoud, H. 1984. Correspondence analysis
and Gaussian ordination. COMPSTAT lectures 3: 5-60.

Jeffrey, H. 1961. Theory of Probability. Cambridge University
Press, Cambridge.

Jiang, J. 2008. A literature survey on domain adaptation. http://si-
faka.cs.uiuc.edu/jiang4/domain adaptation/survey/da sur-
vey.pdf

Joshi, M., Lingras, P., Yiyu Yao, Virendrakumar, C.B. 2010.
Rough, fuzzy, interval clustering for web usage mining. In:
Lingras, O., Yao, Y. Y. and Virendrakumar, C.B. (eds), 10th
International Conference on Intelligent Systems Design and
Applications (ISDA), pp. 397-402.

Compression and knowledge discovery in ecology 205



Kadous, M.W. 1995. Expanding the scope of concept learning us-
ing meta features. School of Computer Science and Engineer-
ing, University of New South Wales. http://rexa.info/paper/
4ccb84298ff6f0a62f8263c57259cc114cb1b328

Kawakami, H., Akinaga, R., Suto, H. and Katai, O. 2003. Translat-
ing novelty of business models into terms of modal logics.
Proceedings 16th Australian Conference on AI, Lecture Notes
in Computer Science. pp. 821-832.

Kaymak, U. and Setnes, M. 2002. Fuzzy clustering with volume
prototypes and adaptive cluster merging. IEEE Transactions
on Fuzzy Systems 10(6): 705-712.

Kearns, M., Mansour, Y. and Ng, A.Y. 2013. An information
analysis of hard and soft assignment methods for clustering.
arXiv 1302.1552.

Kemp, C., Perfors, A. and Tenenbaum, J.B. 2007. Learning
overhypotheses with hierarchical Bayesian models. Dev. Sci.
10: 307-321.

Kiers, H.A.L. 1994. SIMPLIMAX: Oblique rotation to an optimal
target with simple structure. Psychometrika 59: 567-579.

Keogh, E.J., Lonardi, S., Ratanamahatana, C.A., Wei, L., Lee, S-H.
and Handley, J. 2007. Compression-based data mining of se-
quential data. Data Min. Knowl. Disc. 14: 99-129.

Kodratoff, Y. 1986. Leçons d’apprentissage symbolique, Editions
Cépadues, Toulouse.

Kolmogorov, A.N. 1965. Three approaches to the quantitative defi-
nition of information. Problems of Information Transmission
1: 4-17. 

Koppel, M. and Atlan, H. 1991. An almost machine-independent
theory of program-length complexity, sophistication, and in-
duction. Information Sciences 56: 23-33.

Kordon, A. 2009. Computational intelligence marketing. SIGEVO-
lution 4: 2-11.

Kourie, D.G. and Oosthuizen, G.D. 1998. Lattices in machine
learning: complexity issues. Acta Informatica 35: 289-292.

Krishnapuram, R. and Keller, J. 1993 A possibilistic approach to
clustering. IEEE Trans. Fuzzy Syst. 1: 98-110.

Kruskal, J.B. 1964. Multidimensional scaling by optimizing good-
ness of fit to nonmetric hypothesis. Psychometrika 29: 1-27.

Kušelová, I. and Chytrý, M. 2004. Interspecific associations in
phytosociological data sets: how do they change between local
and regional scale? Plant Ecol. 173: 247-257.

Lambert, J.M. and Williams, W.T. 1962 Multivariate methods in
plant ecology IV. Nodal Analysis. J. Ecol. 50: 775-803.

Lance, G.N. and Williams, W.T. 1967 A general theory of classifi-
catory sorting strategies I. Hierarchical systems. Comput. J. 9:
373-380.

Laurence, S. and Margolis, E. 1999. Concepts: Core Readings.
MIT Press, Cambridge.

Lavorel, S., Mcintyre, S., Landsberg, J. and Forbes, T.D.A. 1997.
Plant functional classifications: from general groups to specific
groups based on disturbance. Trends Ecol. Evol. 12: 474-478.

Lempel, A. and Ziv, J. 1976. On the complexity of finite se-
quences. IEEE Trans. Inf. Theory 22: 75-81.

Liu, B., Hsu, W., Mun, L-F. and Lee, H.-Y. 1999. Finding interest-
ing patterns using user expectation. I.E.E.E. Transactions
Knowledge Data Engineering 11: 817-832.

Lloyd, S. 2001. Measures of complexity: A non-exhaustive list.
IEEE Control Systems Magazine 21: 78.

Lopez-Ruiz, R., Sanudo, J., Romera, E. and Calbet, X. 2012 Statis-
tical complexity and Fisher-Shannon Information. Applica-
tions. arXiv 1201.2291.

Lugosi, G. and Zeger, K. 1996. Concept learning using complexity
regularization. IEEE Transactions Information Theory 42: 48-
54. 

Macnaughton-Smith, P. 1965. Some statistical and other numerical
techniques for classifying individuals. Home Office Res. Unit
Rep. 6, HMSO, London.

McQuarrie, A.D.R. and Tsai, C.-L. 1998. Regression and Time Se-
ries Model Selection. World Scientific, Singapore.

Mikkelson, G.M. 2001. Complexity and verisimilitude: realism for
ecology. Biol. Philos. 16: 533-546.

Mondal, N. and Ghosh, P.P. 2013. On the existence of parallel
computation in nature. arXiv 1304.0160.

Moraczewski, I.R. 1993a. Fuzzy logic for phytosociology 1. Syn-
taxa as vague concepts. Vegetatio 106: 1-11.

Moraczewski, I.R. 1993b. Fuzzy logic for phytosociology 2. Gen-
eralizations and prediction. Vegetatio 106: 13-20.

Ng, A., Jordan, M. and Weiss, Y. 2001. On spectral clustering:
analysis and an algorithm. Advances in Neural Information
Processing Systems 14:849-856.

Niven, B.S. 1988. The ecosystem as an algebraic category: a
mathematical basis for theory of community and ecosystem in
animal ecology. Coenoses 3: 83-88.

Niven, B.S. 1992. Formalization of some basic concepts of plant
ecology Coenoses 7: 103-113. 

Orlóci, L. 1991. On character-based plant community analysis:
choice, arrangement, comparison. Coenoses 5: 103-108.

Pascual-Montano, A., Crazo, J.M., Kochi, K., Lehman, D. and Pas-
cual-Montano, R. 2006. Nonsmooth nonnegative matrix fac-
torisation. IEEE Transactions Pattern Analysis Machine
Intelligence 28: 403-415.

Pestov, V. 2010. PAC learnability of a concept class under non-
atomic measures: a problem by Vidyasagar. arXiv 1006.5090.

Pestov, V. 2011. PAC learnability versus VC dimension: a footnote
to a basic result of statistical learning. arXiv 1104:2097.

Peters, G. 2006. Some refinements of rough k-means clustering.
Pattern Recognition 39: 1481-1491.

Podani, J. 1986. Comparisons of partitions in vegetation studies.
Abstracta Botanica 10: 235-290.

Podani, J. 1989. A method for generating consensus partitions and
its application to community classification. Coenoses 4: 1-10.

Podani, J. 1998. Explanatory variables in classifications and the de-
tection of the optimum number of clusters. In: Hayashi, C.,
Ohsumi, N., Yajima, K., Tanaka, Y., Bock, H.-H. and Baba,
Y. (eds.), Data Science, Classification and Related Methods.
Springer, Tokyo, pp. 125-132.

Porter, B.W., Bareiss, E.R. and Holte, R.C. 1990. Concept learning
and heuristic classification in weak-theory domains. Artificial
Intelligence 45: 229-263.

Rissanen, J. 1978. Modelling by the shortest data description. Auto-
matica 14: 465-471. 

Ruspini. E. 1970. Numerical methods for fuzzy clustering. Infor-
mation Science 12: 319-350.

Ruspini, E.H. 2013. Possibility as similarity: the semantics of fuzzy
logic. arXiv 1304.1115.

Salakhutdinov, S. and Hinton, G. 2012. An efficient learning pro-
cedure for deep Boltzmann machines. Neural Comput. 24:
1967-2006.

Scholz, M. and Klinkenberg, R. 2005. An ensemble classifier for
drifting concepts. In: Gama, J. and Aguilar-Ruiz, J. S. (eds.),
Proceedings 2nd International Workshop on Knowledge Dis-
covery in Data Streams, pp. 53-64.

Schöneman, P.H. 1970. On metric multidimensional unfolding.
Psychometrika 35: 349-366.

206 Dale



Sharger, J. and Langley, P. 1990. Computational Models of Scien-
tific Discovery and Theory Formation. Morgan Kaufman, San
Mateo.

Shayda, D.O. 2012. Kolmogorov complexity, causality and spin.
arXiv 1204.5447.

Shi, J. and Malik, J. 2000. Normalized cuts and image segmenta-
tion. IEEE Transactions on Pattern Analysis and Machine In-
telligence 22: 888-905.

Shu, L., Chen, A., Xiong, M. and Meng, W. 2011. Efficient spec-
tral neighborhood blocking for entity resolution. IEEE Interna-
tional Conference on Data Engineering (ICDE), pp.
1067-1078.

Silberschatz, A. and Tuzhilin, A. 1996. What makes patterns inter-
esting in knowledge discovery systems. IEEE Trans. Knowl.
Data Eng. 8: 970-974.

Smith, R. L. 1985. Maximum likelihood estimation in a class of
nonregular cased. Biometrika 72: 67-90.

Solomonoff, R.J. 2008. Three kinds of probabilistic induction: uni-
versal distributions and convergence theorems. Comput. J. 51:
566-570.

Sommer, S., Lauze, F. and Nielsen, M. 2010. Optimization over
geodesics for exact principal geodesic analysis. arXiv
1008.1902.

Takane, Y., Young, F.W. and de Leeuw, J. 1977. Nonmetric indi-
vidual differences in multidimensional scaling: an alternating
least squares method with optimal scaling features. Psy-
chometrika 42: 7-67.

Thurstone, L.L. 1935. The Vectors of the Mind. University of Chi-
cago Press, Chicago.

Timm, H., Borgelt, C., Döring, C. and Kruse, R. 2009. An exten-
sion to possibilistic fuzzy cluster analysis. http://dx.doi.org/
10.1016/j.fss.2003.11.009

Trunk, G. 1976. Statistical estimation of the intrinsic dimensional-
ity of data collections. Inform. Control 12: 508-525.

Ván, P. 2006. Unique additive information measures Boltzman-
Gibbs-Shannon, Fisher and beyond. Physica A 365: 28-33.

Vapnik, V.N. and Chervonenkis, A. 1971. On the uniform conver-
gence of relative frequencies of events to their probabilities.
Theory of Probability and its Applications 16 :264-280.

Veness, J. Sunehag, P. and Hutter, M. 2012. On ensemble tech-
niques for [AIXI] approximation Lecture Notes Artificial Intel-
ligence 7716: 341-351.

Vereshchagin, N. and Vitányi, P. 2003. Kolmogorov’s structure
functions and model selection. arXiv cc/0204037v5.

Visser, G., Dowe, D.L. and Uotila, J.P. 2009. Enhanced MML
clustering using context data with climate applications. Lect.
Notes Computer Sci. 5866: 170-179.

Voges, K.E. 2012. Rough clustering using an evolutionary algo-
rithm. Proceedings 45th Hawaii International Conferences on
Systems Science (HICSS), pp. 1138-1145.

Vyugin, V.V. 1999. Most sequences are predictable. Tech. Report
CLRC-TR-99-01, Computer Learning Research Centre, Royal
Hollaway College, University of London, UK.

Wallace, C.S. 1998. Intrinsic classification of spatially-correlated
data. Comput. J. 41: 602-611.

Wallace, C.S. 2005. Statistical and Inductive Inference by Mini-
mum Message Length. Springer, Berlin.

Wallace, C.S. and Boulton, D.M. 1968. An information measure
for classification. Comput. J. 11: 185-195.

Wallace, C.S. and Dale, M.B. 2005. Hierarchical clusters of vege-
tation types. Community Ecol. 6: 65-74.

Wang, L. and Fu, X. 2005. Data mining with computational intelli-
gence. Advanced Information and Knowledge Processing.
Springer-Verlag, New York.

Watanabe, S. 1969. Knowing and Guessing. Wiley, New York. 
Watts, D.J. and Strogatz, S.H. 1998. Collective dynamics of “small

world networks. Nature 393: 440-442.
Webb, L.J., Tracey, J.G., Williams, W.T. and Lance, G.N. 1967.

Studies in the numerical analysis of complex rain-forest com-
munities I. A comparison of methods applicable to site/species
data. J. Ecol. 55: 171-191.

Werger, M.J.A. and Sprangers, J.Th.M.C. 1982. Comparison of
floristic and structural classification of vegetation Vegetatio
50: 175-183.

Whewell, W. 1847. The Philosophy of the Inductive Sciences.
Johnson Reprint Co., New York.

Wille, R. 1989. Knowledge acquisition by methods of formal con-
cept analysis. In: Diday, E. (ed.), Data Analysis, Learning
Symbolic and Numerical Knowledge. Nova Science, New
York - Budapest, pp. 365-380.

Williams, W.T. and Lambert, J.M. 1959. Multivariate methods in
plant ecology I. Association analysis in plant communities. J.
Ecol. 47: 83-101.

Williams, W.T., Lance, G.N., Webb, L.J., Tracey, J.G. and Dale,
M.B. 1969. Studies in the numerical classification of complex
rain-forest communities VI. The analysis of successional data.
J. Ecol. 57: 515-535.

Wittgenstein, L. 1921. Tractatus Logico-Philosophicus. Annalen
der Naturphilosophie 5: 36-51. 

Wong, W., Liu, W. and Bennamon, M. 2011. Ontology learning
and knowledge discovery using the web: challenges and recent
advances. Information Science Reference, Hershey, PA.

Wyndham, M.P. 1985. Numerical classification of proximity data
with assignment measures. J. Classif. 2: 157-172.

Wyse, N., Dubes, R. and Jain, A. K. 1980. A critical evaluation of
intrinsic dimensionality algorithms. In: Gelsema, E.S. and
Kanal, L.N. (eds.), Pattern Recognition in Practice. North
Holland, Amsterdam, pp. 415-425.

Yu, S. and Shi, J. 2003. Multiclass spectral clustering. Proceedings
IEEE International Conference Computer Vision. pp. 313-319.

Zadeh, L.A. 1965. Fuzzy sets. Information and Control 8: 338-353.
Zelnik-Manor, L. and Perona, P. 2005. Self-tuning spectral cluster-

ing. Advances in Neural Information Processing Systems 17:
1601-1608.

Zhang, K. and Kwok, J.T. 2010. Clustered Nystrom method for
large scale manifold learning and dimension reduction. IEEE
Transactions on Neural Networks 21: 1576-1587.

Zhang, Y. and Li, T. 2011. Consensus clustering + meta clustering
= multiple consensus clustering. Proceedings 24th Interna-
tional Florida Artificial Intelligence Research Society Confer-
ence. pp. 81-86.

Received March 9, 2113
Revised May 6, 2013

Accepted July 15, 2013

Compression and knowledge discovery in ecology 207


