
Vol.:(0123456789)

La Matematica (2022) 1:19–52
https://doi.org/10.1007/s44007-021-00003-w

1 3

ORIGINAL RESEARCH ARTICLE

Auditing and Debugging Deep Learning Models via Flip 
Points: Individual‑Level and Group‑Level Analysis

Roozbeh Yousefzadeh1 · Dianne P. O’Leary2 

Received: 4 February 2021 / Revised: 30 June 2021 / Accepted: 16 August 2021 /  
Published online: 16 December 2021 
This is a U.S. government work and not under copyright protection in the U.S.; foreign copyright protection 
may apply 2021

Abstract
Deep learning models have been criticized for their lack of easy interpretation, 
which undermines confidence in their use for important applications. Nevertheless, 
they are consistently utilized in many applications, consequential to humans’ lives, 
usually because of their better performance. Therefore, there is a great need for com-
putational methods that can explain, audit, and debug such models. Here, we use flip 
points to accomplish these goals for deep learning classifiers used in social applica-
tions. A trained deep learning classifier is a mathematical function that maps inputs 
to classes. By way of training, the function partitions its domain and assigns a class 
to each of the partitions. Partitions are defined by the decision boundaries which 
are expected to be geometrically complex. This complexity is usually what makes 
deep learning models powerful classifiers. Flip points are points on those bounda-
ries and, therefore, the key to understanding and changing the functional behavior 
of models. We use advanced numerical optimization techniques and state-of-the-art 
methods in numerical linear algebra, such as rank determination and reduced-order 
models to compute and analyze them. The resulting insight into the decision bound-
aries of a deep model can clearly explain the model’s output on the individual level, 
via an explanation report that is understandable by non-experts. We also develop a 
procedure to understand and audit model behavior towards groups of people. We 
show that examining decision boundaries of models in certain subspaces can reveal 
hidden biases that are not easily detectable. Flip points can also be used as syn-
thetic data to alter the decision boundaries of a model and improve their functional 
behaviors. We demonstrate our methods by investigating several models trained on 
standard datasets used in social applications of machine learning. We also identify 
the features that are most responsible for particular classifications and misclassifica-
tions. Finally, we discuss the implications of our auditing procedure in the public 
policy domain.
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1 Introduction

Our focus in this paper is auditing and debugging deep learning models in social 
applications of machine learning. In these applications, deep learning models are 
usually trained for a specific task and then used, for example, to make decisions or 
to make predictions. Despite their unprecedented success in performing machine 
learning tasks accurately and fast, these trained models are often described as 
black boxes because they are so complex that their output is not easily explain-
able in terms of their inputs. As a result, in many cases, no explanation of deci-
sions based on these models can be provided to those affected by them [51].

This inexplainability becomes problematic when deep learning models are uti-
lized in tasks consequential to human lives, such as in criminal justice, medicine, 
and business. Independent studies have revealed that many of these black-box 
models have unacceptable behavior, for example, towards features such as race, 
age, etc. of individuals [37]. Because of this, there have been calls for avoiding 
deep learning models in high-stakes decision making [33]. Additionally, laws and 
regulations have been proposed to require decisions made by the machine learn-
ing models to be accompanied with clear explanations for the individuals affected 
by the decisions [43]. Several methods have been developed to explain the out-
puts of models simpler than deep learning models to non-expert users such as 
administrators or clinicians [18, 27, 34, 51]. In contrast, existing interpretation 
methods for deep learning models either lack the ability to directly communicate 
with non-expert users or have limitations in their scope, computational ability, or 
accuracy, as we will explain in the next section.

In the meantime, deep learning is ever more widely used on important applica-
tions in order to achieve high accuracy, scalability, etc. Sometimes, deep learning 
models are utilized even when they do not have a clear advantage over simple mod-
els, perhaps to avoid transparency or to preserve the models as proprietary [35]. 
While it is not easy to draw the line as to where their use is advantageous, it is 
important to have the computational tools to thoroughly audit the models, provide 
the required explanations for their outputs, and/or to expose their flaws and biases. It 
would also be useful to have the tools to change their undesirable behavior.

Here, we take the view that a deep learning classifier is a mathematical func-
tion that maps inputs to classes. By training a model, we create a function that 
partitions the domain and assigns a class to each of the partitions. Partitions are 
defined by the decision boundaries which are expected to be geometrically com-
plex. This complexity is what makes deep learning models powerful classifiers. 
To overcome these complexities, we use advanced numerical optimization tech-
niques and state-of-the-art methods in numerical linear algebra.
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1.1  Our Contributions

The unique contribution of this work is to develop a comprehensive set of math-
ematical procedures, grounded in state-of-the-art methods in numerical linear alge-
bra and optimization, in order to audit a trained model as a function. This sets a 
new standard on the scope and extent of auditing a trained model, and also on the 
proper mathematical formulations and procedures that should be used. We advocate 
for involvement of applied mathematicians in the public policy domain in setting the 
standards for auditing black-box models. We consider our paper as a step towards 
that goal.

In practice, there is a great need for auditing and debugging black-box models, 
most importantly, deep learning models. At the same time, the existing auditing 
methods in the literature are usually not comprehensive enough in their scope of 
analyzing the behavior of these models. Usually each paper focuses on one aspect of 
auditing while making their unique set of assumptions and simplifications.

The first component of our procedure is to formulate and solve optimization 
problems about trained models, based on the questions that an auditor has about 
the model. This has been considered to some extent in the literature, sometimes 
with shortcomings. Some of the shortcomings stem from the method of identifying 
points on the decision boundaries. Some studies use an ill-defined formulation to 
find the closest point on the decision boundaries. Some studies formulate the prob-
lem correctly but resort to approximation methods to solve it, which are not accurate 
enough as we have shown in our previous work [48]. Some other methods rely on 
simplifying assumptions about the decision boundaries. Some try to replicate the 
model’s behavior with a simple model and then audit that simple model instead. We 
will review these methods in Sect. 2.

But, our contribution is not just formulating and solving optimization problems 
about trained models. We suggest exploring various subspaces in the domain of the 
function in order to provide the necessary understanding of the decision boundaries 
to an auditor, as formalized in our Algorithm 1. The type of feedback that our meth-
ods provide on the individual level is illustrated in Fig. 1 and discussed in Sect. 4.1. 
This will enable an auditor to obtain an accurate and thorough understanding of the 
model’s behavior towards an individual, i.e., individual-level auditing. Our auditing 
does not stop there.1

Our other contribution is to use proper and well-understood methods in numerical 
linear algebra, such as rank determination and reduced-order methods, to audit the 
behavior of models towards groups of individuals, for example, people with certain 
race or certain education, i.e., group-level auditing. This is a concept well known 
in social studies, but less considered as a formal procedure for auditing black-box 
models. We formalize this procedure in our Algorithm 2. We also use flip points to 
debug a model by altering the model’s decision boundaries and changing its behav-
ior towards groups of individuals.

1 Although our examples involve neural networks, our methods are applicable to general, even black-
box, classifiers.
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1.2  Our Plan

In Sect. 2, we review the literature and explain the advantages of our method com-
pared to other popular methods such as LIME [31]. In Sect. 4, we present our com-
putational approach to perform the above tasks, based on investigating and altering 
the decision boundaries of deep learning models by computing flip points, certain 
interesting points on those boundaries, defined in Sect. 3, where we also introduce 
the concept of constrained flip points. In Sect. 5, we present our numerical results on 
three different datasets with societal context. Section 6 compares our methods with 
other applicable methods in the literature. In Sect. 7, we present our conclusions and 
directions for future work, and finally, in Sect. 8, we discuss the policy implications 
of our work.

2  Literature Review

There have been several approaches proposed for interpreting deep learning models 
and other black-box models. Here, we mention a few papers representative of the 
field.

Spangher et al. [40] (independently) defined a flip set as the set of changes in the 
input that can flip the prediction of a classifier. However, their method is only appli-
cable to linear classifiers such as linear regression models and logistic regression. 
Similarly, Wachter et al. [44] define counterfactuals as the possible changes in the 

Fig. 1  Example of the kind of information that can be obtained by calculating flip points. We answer 
questions such as, “For a particular input to a deep learning model, what is the smallest change in a sin-
gle continuous feature that changes the output of the model? What is the smallest change in a particular 
set of features that changes the output?”
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input that can produce a different output label and use them to explain the decision 
of a model. However, their mathematical approach is ill defined since they do not 
consider the decision boundaries, and as a result, the solution to their formulation 
cannot yield the closest point on the decision boundary. We present their formula-
tion and explain this further in Sect. 3.3. Moreover, their proposed algorithm uses 
enumeration, applicable only to a small number of features. Russell [38] later sug-
gested integer programming to solve such optimization problems, but the models 
used as examples are linear with small dimensionality, and the closest counterfactual 
in their formulation is ill defined.

The approaches above use flip sets and counterfactuals to explain the least 
changes in individual inputs but do not go further to interpret the overall behav-
ior of the model or to debug it. Moreover, their computational approaches are not 
applicable for deep learning. Although the idea of using counterfactuals is useful 
as a concept, it is important to relate them to the decision boundaries of the models, 
because as we noted earlier, a trained model is a mathematical function defined by 
its decision boundaries.

There are a few other studies on counterfactuals. For example, Mothilal et al. [26] 
use a similar ill-defined formulation as Wachter et al. [44] to compute counterfactu-
als for a given input, then train a second model on the counterfactuals to approxi-
mate the location of decision boundaries. Training a second model to approximate 
the decision boundaries adds another layer of uncertainty to their approach. Then 
they sample 1,000 random points in the neighborhood of the obtained point. They 
report that sometimes they cannot find any point on the decision boundaries. In our 
approach, we solve a well-defined optimization problem and find exact points on the 
boundaries.

Some studies have taken a model-agnostic approach to interpreting black-box 
models. For example, the approach taken by Ribeiro et  al. [31], known as LIME, 
randomly perturbs an input until it obtains points on two sides of a decision bound-
ary and then performs linear regression to estimate the location of the boundary 
in that vicinity. The simplifying assumption to approximate the decision boundary 
with hyperplanes can be misleading for deep learning models, as shown by Fawzi 
et al. [9] and Yousefzadeh and O’Leary [49]. Hence, the output of the LIME model 
and its corresponding explanation may actually contradict the output of the original 
model, as empirically shown by White and Garcez [46]. Another issue in LIME’s 
approach is the reliance on random perturbations of inputs, which has computational 
limitations. Lakkaraju et  al. [21] have also shown via surveys that such explana-
tions may not be effective in communicating with non-expert users. Our method has 
an accuracy advantage over LIME, because we find a point exactly on the decision 
boundary instead of estimating its location via a surrogate linear regression model. 
Additionally, our explanation report can directly communicate with non-expert users 
such as credit applicants or clinicians.

There are approaches that create rule-lists based on the classifications of a deep 
learning model and then use the obtained rules to explain the outputs [20, 21, 32]. 
These approaches have serious limitations in terms of scalability and accuracy, 
mostly because a deep learning model is usually too complex to be emulated via a 
simple set of if-then rules. For example, the outputs of the if-then rules obtained by 
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Lakkaraju et al. [21] are different than the outputs of their neural network for more 
than 10% of the data points, even though the feature space has only 7 dimensions. 
The computation time to obtain the rule list is also in the order of few hours for the 
7-feature model, while we provide the explanation report for an input with 88 fea-
tures in a few seconds.

Google provides an interactive tool called What-If [45] which enables practi-
tioners to probe the behavior of their models by providing hypothetical inputs and 
observing how the model output changes. For each labeled data point in the dataset, 
the tool reports the closest data point to it in another class, but it is not equipped to 
investigate the decision boundaries of the models.

Koh and Liang [16] and Koh et al. [17] have used influence functions to reveal 
the importance of individual training data in forming the trained model, but their 
method cannot be used to explain outputs of the models or to investigate the deci-
sion boundaries.

There are studies in deep learning that consider the decision boundaries from 
other perspectives. For example, Elsayed et  al. [7] and Jiang et  al. [14] correctly 
define the decision boundaries, then use first-order Taylor series approximation to 
estimate the distance to them for individual inputs, and study the distance in rela-
tion to generalization error in deep learning. However, those approximation methods 
are shown to be unreliable for nonlinear models [49]. Methods to generate adver-
sarial inputs, for example [8, 13, 25], apply small perturbations to an input until 
its classification changes, but those methods do not seek the closest point on the 
decision boundaries and, therefore, cannot find the least changes required to change 
the model’s output. Most recent methods for computing adversarial inputs, such as 
Ilyas et al. [12] and Tsipras et al. [41], also do not seek points on or near the decision 
boundaries.

Recently, Lundberg et  al. [23] studied interpretation of tree models, but their 
method is only applicable to trees. Another approach by Lundberg and Lee [22] 
borrows Shapely regression values from the linear regression literature in order 
to assign importance values to features of a model. This tends to work better than 
LIME in identifying feature importance, but the provided information is limited 
in scope and not adequate to thoroughly audit a model and investigate its decision 
boundaries.

3  Defining and Computing Flip Points

In this section, we first define the model to be a function, then review the work on 
flip points in [50], and extend that work by defining the constrained flip points.

3.1  Defining a Trained Classification Model as a Mathematical Function

As mentioned earlier, we view the trained model as a mathematical function that 
maps inputs to outputs. Consider a model N  that has n continuous outputs corre-
sponding to n classes. The output of the model is a vector:
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where each element zi corresponds to a class. For convenience and as is customary 
in practice, we assume that elements of � are normalized to sum to 1 (e.g., by soft-
max). For any given input x , the model first computes � = N(x) , and then its clas-
sification is defined by the function:

which identifies the maximal components of � and, thus, defines the assigned 
class(es).2 When the largest value of � is unique, the classification of x by the model 
is that class i. But when there are ties, we consider the output of the model to be a 
flip between the corresponding classes. Such flip points form the decision bounda-
ries of N  and partition its domain. In later sections, we will discuss and formulate 
optimization problems to find such points, but first, let us consider the inner work-
ings of N .

Our methods can be applied to general models, but our computational results use 
neural networks. In this case, the trained model N  , or in other words our deep learn-
ing function, is composed of neurons organized in various layers. A given input gets 
processed through the layers of the model until it reaches the output layer, a.k.a. for-
ward propagation. The computational process at a single layer of a neural network 
typically involves multiplying the layer’s input by a weight matrix, then adding a 
bias vector to that, and finally, applying an activation function in order to produce 
the output of the layer and pass it on to the next layer. Additional layers may also 
exist, such as convolutional layers (i.e., linear transformation of data with a sten-
cil). Moreover, there are many options for the activation function of neurons that are 
interchangeably used both in practice and in the literature, e.g., ReLU, error func-
tion, sigmoid, hyperbolic tangent, etc.

Regardless of what specific architecture is used in the model and what activation 
function is used for the neurons, we usually know how to compute the gradient of 
the output of N  with respect to its input. In fact, for standard neural network archi-
tectures and standard activation functions, the gradients of the output of N  can be 
written explicitly based on the chain rule decomposition of operations performed in 
the layers of the network, a.k.a. back propagation.3

We are interested in solving optimization problems about the trained model, N  . 
Hence, we expect the N  to appear as a function in the objective function and/or 
the constraints of the optimization problem. If we can compute the gradient of the 
output of N  w.r.t. its input, our optimization problems involving N  are somewhat 
easier.

(1)� = N(x),

(2)C(�) = {i ∶ zi = max
k

zk},

2 As an example, consider that x contains census information about individuals, and each element of � 
corresponds to one income bracket/category (e.g., income below poverty line, low income, high income, 
etc.), i.e., the model wants to predict the income category of individuals based on their census informa-
tion.
3 Numerical packages have built-in functions that return the gradients for any model with a typical archi-
tecture and with any of the common activation functions.
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Difficulties may arise in solving any optimization problem, and there is no excep-
tion for the problems we consider in this paper. Specifically, the issue of vanishing 
and exploding gradients is a common problem that one may encounter when dealing 
with the gradients of neural networks [2, 11]. We have studied these issues in our 
previous work [50] and will briefly review them in Sect. 3.6.

It is worthwhile to note that the models we want to audit/debug are already 
trained. Whether N  has a good architecture or bad architecture and whether it is 
trained in the best possible way or not, from this paper’s perspective, N  is a func-
tion, and we propose to audit its behavior on the individual level and on the group 
level. In the next section, we discuss the optimization problem that can achieve this 
goal and build other pieces of our auditing procedure afterwards.

3.2  Defining Flip Points

We mentioned earlier that a trained classification model is defined by its decision 
boundaries. We refer to the points on the decision boundaries as flip points. Particu-
larly, for a given input x , we are interested in the closest flip point to x , i.e., the least 
changes in x that change the decision of the model to another class.

A point on the decision boundary of the model between classes i and j, denoted 
by x̂c

i,j
 , should satisfy these constraints:

This means that the model N  generates equal scores for classes i and j and that no 
score for another class exceeds those scores. This definition is strict in the sense that 
it requires the point to be at the interface of classes i and j.4

In binary classification ( n = 2 ), the constraints (4)-(5) can be reduced to

which forces z2 = 1∕2 , since they add to 1.

(3)� = N(x̂c
i,j
),

(4)zi = zj.

(5)zi ≥ zk,∀k ∉ {i, j},

(6)x̂
c

i,j
is within the domain of N.

(7)z1 = 1∕2,

4 In theory, if n > 2 , there may fail to be a point satisfying (3)–(6), which means that partitions of class 
i and class j have no common boundary. We have not encountered this in practice and previous studies 
on decision boundaries have not encountered it either [9], but it would mean that there is little chance of 
confusion between these classes, since any path from one to the other passes through yet another region. 
This would be a useful piece of information for the auditor to know about the model. In such instance, 
one can seek a non-strict definition of flip point by dropping the constraint (5).
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Now that we have formulated the conditions that define the points on the decision 
boundaries, we can seek the x̂c

i,j
 that is closest to a given input x . For that, we define our 

objective function as follows:

where ‖.‖ is a norm appropriate to the data.
Minimizing (8) subject to constraints (3)-(6) define our optimization problem for 

finding the closest flip point to x between classes i and j. Constraint (6) often translates 
into upper and lower bounds on the continuous features such as age, or integer con-
straints on discrete features such as race.

Specific problems might require additional constraints. For example, we might want 
to restrict the search to a specific subspace of the domain, fix some of the variables, 
etc. It is possible that the solution x̂c

i,j
 is not unique, but the minimal distance is always 

unique.
In theory, another special case that can arise with n > 2 is if for some x (which 

belongs to some class i according to N  ), our optimization problem yields some x̂c
i,j

 
as the flip point between class i and some class j such that there exists no path (linear 
or curved) between x and x̂c

i,j
 that remains inside a single partition of N  . This might 

imply that the specific partition, pi that contains x , does not have a common boundary 
with partitions of class j, but there is a separate partition p′

i
 of class i that has a common 

boundary with class j. Alternatively, it may imply that pi has a common boundary with 
class  j, but there is some other partition p′

i
 separated from pi , and the interface of p′

i
 

with class j has points closer to x than the interface of pi with class j. To make sure that 
x̂
c

i,j
 is at the interface of same partition that contains x , we can consider adding another 

constraint:

where � is any path between x and x̂c
i,j

 . In our experiments on a wide range of mod-
els, constraint  (9) has always been automatically satisfied with � being a direct 
line connecting x and  x̂c

i,j
 . In fact, studies on the geometry of decision boundaries 

report that there are paths connecting all samples of the same class, revealing that 
one united region defines the partition for each class [9, 49], naturally satisfying the 
constraint (9).

It is also possible that a flip point is at the interface of multiple classes, let us say, as 
an example, a flip point between 4 classes defined by � = {i, j, l,m} . We can denote 
such flip point by x̂c

i,j,l,m
 satisfying

(8)min
x̂
c
i,j

‖x̂c
i,j
− x‖,

(9)∃𝜋,𝜋 ∶ [x, x̂c
i,j
) ↦ single partition in the domain of N,

� =N(x̂c
i,j,l,m

),

zi =zj = zl = zm,

zi >zk,∀k ∉ 𝜙.
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3.3  How Does Our Formulation Compare with the Counterfactual Formulation 
in Literature?

We now consider the formulations present in the literature for computing coun-
terfactuals and explain how they differ from our formulation. Let us consider 
the formulation used by Wachter et al. [44] and several others. Their equation 2 
defines the counterfactual � corresponding to input x as follows:

where l is the label for the target class, � is a scalar to control the first term of objec-
tive function, and d(.) is a distance function which they use L1 norm weighted by the 
inverse median absolute deviation. This formulation resembles a dual form; how-
ever, it is incomplete and mathematically ill defined and its solution is infinity. That 
is the reason why Wachter et al. [44] enumerate all the input space and plug them 
into the model in order to find the closest counterfactual. But this approach of enu-
merating is not practical in most cases.

Mothilal et al. [26] modify the equation (10) to this form:

where hinge(.) is the hinge loss function. They recommend using l = 0.5 , but they 
do not note that l = 0.5 is only a special case applicable for binary classification.

Even in the binary classification case and using l = 0.5 , the formulation defined 
by (11) is ill defined and its solution is not necessarily a point on the decision 
boundary. Mothilal et al. [26] report that sometimes they cannot find any point on 
the decision boundaries without realizing that they are solving an ill-defined opti-
mization problem. In fact, it is surprising to naturally arrive at a decision bound-
ary point by merely solving this optimization problem. To gain further insights, 
compare (11) with the optimization problem we defined in the previous section.

In summary, any auditing method that relies on solving an ill-defined optimi-
zation problem can mislead the auditor. First, one might not be able to solve the 
optimization problem at all, regardless of what optimization algorithm they use. 
This is evidently the reason why Wachter et al. [44] enumerate the input space, 
and also the reason why Mothilal et al. [26] report that for some inputs they fail 
to solve the optimization problem. Second, even if one manages to find some fea-
sible solution, the solution to the ill-defined optimization problem is most likely 
not the closest counterfactual, and therefore, it might mislead the auditor about 
the behavior of the model. It is important for any auditing procedure to rely upon 
a well-defined formulation.

Now that we have established our formulation and compared it with the popu-
lar methods in literature, in the next two sections, we will consider constrained 
flip points. Later in Sect. 3.6, we will review the optimization algorithm to solve 
the problem.

(10)argmin
�

max
�

�(N(c) − l)2 + d(x, �),

(11)argmin
�

hinge(N(c), l) + |x − �|,
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3.4  Constrained Flip Points

The closest flip point is the closest point on the decision boundary of the model to a 
particular input. In certain cases, we may be interested in the influence of a particu-
lar feature or a subset of features. In such cases, we find the closest flip point in the 
subspace of the domain representing only the features of interest.

In order to find such flip points, we have to restrict the domain by adding more 
constraints to the optimization problem of Sect. 3.2, allowing only a subset of fea-
tures to vary. This leads us to define constrained flip point: a point that is on the 
decision boundaries of the N  and is closest to a given input in certain subspaces of 
the domain. Note that such additional constraints usually imply having fewer vari-
ables in our optimization problems, making it easier to solve.

3.5  Two Notes on Defining Flip Points

Knowing the dependencies among the features can help in choosing meaningful 
subsets of features for computing constrained flip points. For example, “income” 
and “net worth” may be correlated in a dataset. If we choose to vary a subset of fea-
tures that contains “income” while holding “net worth” constant, the constrained flip 
point might not be very meaningful.

So for many reasons, it can be desirable to identify the dependencies among the 
features in a dataset. In our computational examples, we do this using the pivoted 
QR decomposition [10, Chap. 5] of a data matrix � in which rows are the train-
ing data points and in which columns are features. This decomposition reorders the 
columns, pushing linearly dependent columns (redundant features) to the right and 
forming

where � is the permutation matrix, � has orthogonal columns, and � is zero below 
its main diagonal. The degree of independence of the features can be determined by 
measuring the matrix condition number of leading principal submatrices of 

� =

(
�11 �12

0 �22

)
 , or by taking the matrix norm of trailing sets of columns, i.e., the 

norm of �22.The numerical rank of � is the dimension of the largest leading princi-
pal submatrix of � with a sufficiently small condition number.

Alternatively, the singular value decomposition (SVD) of � can be used in a sim-
ilar way [10, Chap. 2]. In this case, the numerical rank is the number of sufficiently 
large singular values. The SVD will identify principal components (i.e., linear com-
binations of features in decreasing order of importance), and unimportant ones can 
be omitted. The most significant combinations of features can be used as training 
inputs, instead of the original features.

The underlying metric of these matrix decompositions is the Euclidean norm, so 
they are most easily justified for continuous features measured on a single scale, for 
example, pixel values in an image. For disparate features, the scale factors used by 

�� = ��,
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practitioners to define an appropriate norm for the optimization problem in Sect. 3.2 
can be used to renormalize features before forming � . Leaving the choice of scale 
factor to practitioners is suggested by Spangher et al. [40] and Wachter et al. [44], 
too.

3.6  Notes About Computing Flip Points

Our optimization problem (8), subject to (3)-(6) can be solved by off-the-shelf or 
specialized algorithms that determine local minimizers for non-convex problems. 
Here, we briefly review the issues that may arise in solving the optimization prob-
lem and also the algorithm we have developed in our previous work [50].

The main challenges in solving our optimization problem can be summarized as 
the following: 

1. High non-linearity in the constraints that involve N
2. Non-convexity
3. High-dimensionality of the domain in most cases
4. A combination of discrete and continuous variables (as in the examples we con-

sider in this paper)
5. Vanishing and exploding gradients of N

There is a rich literature in numerical optimization for overcoming issues 1 through 
4. The 5th issue, however, is a phenomenon, explainable by the flow of gradients in 
neural networks. When computing the gradients of a neural network, some elements 
in the gradient matrix may tend to reach zero (vanish), while other elements may 
become very large in absolute value (explode). This may eventually lead to a badly 
scaled and uninformative gradient matrix, and by extension, to an ill-conditioned 
optimization problem.

Another issue that may arise is satisfying the constraints of the optimization prob-
lem. Sometimes finding any feasible solution may be challenging. Despite all these 
challenges, an off-the-shelf algorithm from a high-quality package such as NLOPT 
[15] might be able to find a solution to this optimization problem.

To overcome these difficulties, in previous work [50], we developed a homotopy 
algorithm that transforms the N  and then gradually transforms it back to its original 
form while tracing a path of solutions, using a local (off-the-shelf) solver. The trans-
formation of the model ensures that the absolute value of the gradients of neurons 
are bounded away from zero and are also upper bounded by 1. This ensures that the 
gradients of the transformed model are well scaled and informative. Moreover, the 
homotopy transformation changes the bias parameters of the last layer of the model 
(by solving a convex optimization problem) to ensure that the homotopy path starts 
with a known solution. We have provided specific implementations for models with 
ReLU and erf activation functions, but the concept of tuning the activation functions 
to bound the gradients is applicable to other activation functions, too.

Homotopy optimization algorithms are studied in the past few decades in the 
mathematical optimization literature, usually for problems that are hard to solve [6, 
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28]. The specific homotopy is chosen to overcome the undesirable aspects of the 
problem and to facilitate a path towards finding the solution for the original problem.

Our homotopy algorithm in [50] makes us more likely to find a feasible solution 
for our optimization problem, and as we have demonstrated in [48], the homotopy 
algorithm may find solutions that are closer to the original input. However, we note 
that there is no guarantee that our homotopy algorithm will find a feasible solution, 
nor there is a guarantee that it will perform better than other algorithms, as dis-
cussed in detail in [50].

Moreover, we note that our optimization problem is non-convex, and there is no 
guarantee that the closest flip point we find is actually the global solution of the opti-
mization problem. As is the case with solving all non-convex problems, the proper 
mathematical approach is to utilize one or a few global optimization algorithms and 
use the best feasible solution that we find as our best estimate for the global solution 
of the problem. It is important to realize that studies in the literature have usually 
settled for first-order Taylor series approximation, or taking small gradient-based 
steps until crossing a decision boundary. In [49], we showed that those approxima-
tion methods may be unreliable.

For the local solver used in the homotopy algorithm, overall, we have had better 
success in using interior-point algorithms, while in many cases, trust-region meth-
ods can be as effective. To deal with the combination of discrete and continuous fea-
tures, we initially relax the discrete space into a continuous space and then gradually 
enforce the discrete requirement by adding a penalty term to the objective function.

Finally, we note that an auditor may have limited access to some models, for 
example, they may only be able to feed inputs to a model and receive the outputs 
without having access to the gradients. In such cases, one option is to use a finite 
difference method to estimate the gradient of the output of the model w.r.t. its input. 
Another option may be to use gradient-free optimization algorithms. The numeri-
cal optimization literature suggests that gradient-based algorithms are usually more 
capable than gradient-free algorithms, and estimating the gradients is usually worth 
the computational cost.

3.7  Computational Cost

For a neural network, the cost of each iteration in determining a flip point is domi-
nated by the cost of computing the gradient of the output of the model with respect 
to its input. That cost is equivalent to the cost of computing the output of the model 
for that input.

So, assuming that we want to audit a particular model that is already in use on a 
computer, that computer would be able to compute the flip point and the explanation 
report as well. If the auditor wants the closest flip points for an entire dataset, they 
can be computed in parallel. For the examples, we provide in this paper, computing 
a closest flip point just takes a few seconds on a 2017 Macbook.

In previous work, we have experimented with image classification models [50] 
with thousands of variables and found that solution times were still reasonable.
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4  Using Flip Points to Explain, Audit, and Debug Models

4.1  Individual‑Level Auditing: Providing Explanations and Feedback to Users 
of a Model

To generate a report like that in Fig.  1, we need to compute flip points and con-
strained flip points in order to determine the smallest changes in the features that 
change the model’s output. Algorithm  1 summarizes the use of constrained flip 
points in generating such a report, giving a user precise information on how indi-
vidual features and combinations of features influenced the model’s recommenda-
tion for a given input. 

Algorithm 1 Using constrained flip points to generate an explanation for a
model’s output for a specific input x

Given: a trained model N , a specific input x, and desired subsets of features to be
investigated
Produce: an explanation report, giving various insights about the model’s output for x

1: Compute the closest flip point to x
2: Compute constrained flip points for x, allowing one feature to change at a time
3: Group the features that have the same measurement scale and compute the constrained

flip points for x in subspaces defined by each feature group
4: Compute the constrained flip point for x allowing any desired subset of features to

change
5: Generate an explanation report based on the computed flip point and constrained flip

points

4.2  Group‑Level Auditing: Studying the Behavior of a Model Towards Groups 
of Individuals

It is important to audit and explain the behavior of models, not only on the indi-
vidual level but also towards groups. Groups of interest can be an entire dataset or 
specific subsets within it, such as people with certain age, gender, education, etc. 
The information obtained from the group-level analysis can reveal systematic traits 
or biases in a model’s behavior. It can also reveal the role of individual features or 
combinations of features on the overall behavior of model.

Algorithm 2 presents some of the ways that flip points can yield insight into these 
matters. By computing the closest flip points for a group of individuals, we obtain 
the vectors of directions to the decision boundary for them. We call these directions 
flip directions. Using pivoted QR decomposition or principal component analysis 
(PCA) on the vectors of directions, we can identify important patterns and traits in a 
model’s decision making for the group of individuals under study.

For example, consider auditing a cancer prediction model for a group of indi-
viduals with cancerous tumors. After computing the flip directions, we can study 
the patterns of change for that population, e.g., which features have changed 
most significantly and in which direction.
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We can also study the effect of specific features on a model’s decision mak-
ing for specific groups. For this type of analysis, we compute constrained flip 
points for the individuals in the group, allowing only the feature(s) of interest to 
change. We then study patterns in the directions of change. For example, when 
auditing a model trained to evaluate loan applications, we might examine the 
effect of age for people who have been denied. We can compute constrained flip 
points for those individuals, allowing only the feature of age to change and then 
study the patterns in flip directions, i.e., in which direction “age” should change 
and to what extent in order to change the decisions for that population.

We might also want to examine the effect of gender for the same loan appli-
cation model. To do this, we pair each data point with an identical one but of 
opposite gender. We compute flip points for all of the inputs and look for pat-
terns: For the paired points whose classification did not change, did the mean/
median distance to the decision boundary change significantly? For the points 
whose classification changed, do the directions to the boundary have any com-
monalities, as revealed by pivoted QR or principal component analysis (PCA)? 

Algorithm 2 Auditing a model’s behavior on training or testing data

Given: a trained model N and a data matrix D
Produce: various insights into the behavior of the model

1: Compute the closest (or constrained) flip points for all the data in D, forming a matrix
B.

2: For correctly classified points (and then again for incorrectly classified ones), form F =
B−D, the matrix of directions from data points to flip points

3: Perform pivoted QR on F to identify features that are most and least influential in
flipping the decisions of the model.

4: If F is close to rank deficient, then the set of directions to the decision boundary is of
lower dimension than the number of features and it would be insightful to investigate
the source of rank deficiency, i.e., zero columns and/or linearly dependent columns and
their corresponding features.

5: Compute the principal components of F to identify commonalities among the directions
to the boundary from the training points.

6: Study the frequency of change between points and their flip points for each feature
to gain insight about influence of features. Some features may change rarely among the
population while some features may change frequently, indicating traits about the model
attitude towards groups.

7: For a (binary) feature that should not affect the output classification, consider the
dataset D̂ that has the opposite value for that feature. Compute the resulting clas-
sifications. For points whose classification did not change, compute the mean change
in distance to the boundary; ideally, this will be small. For points whose classification
changed, pivoted QR or PCA analysis on the direction matrix will identify possible
sources of the model’s rationale.

4.3  Debugging a Model

If we determine that the model’s behavior is undesirable for a particular set of inputs, 
we would like to alter the decision boundaries to change that behavior. For example, 
when there is bias towards a certain feature, it usually means data points are close to 
decision boundaries in that feature dimension. By computing constrained flip points in 
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that dimension, adding them to the training set with the same label, and retraining, we 
can push the decision boundaries away from the inputs in that dimension. This tends to 
change the behavior of models, as we show in our numerical results.

From the practical point of view, the additional training points are synthetic data that 
we do not have in the dataset but having them would be desirable. For example, if we 
have a dataset that is biased against a certain race, the synthetic data may be considered 
samples that we wish to have in the data in order to remove or alleviate that bias. Gen-
erating such synthetic data by way of flip points, not only is effective in improving the 
model (because it directly relates to the location of decision boundaries), it can also be 
an inexpensive and fast alternative to gathering unbiased data from the real world.

Moving the decision boundaries away from the training data also tends to improve 
the generalization of deep learning models as reported by Elsayed et  al. [7] and 
Yousefzadeh [48]. It is also possible to create flip points and teach them to the model 
with a flip label (i.e., z1 = z2 = 1∕2 ), in order to define a decision boundary in certain 
locations. In our numerical results, we will explore the benefits of generating and using 
synthetic data.

5  Results

Here, we demonstrate our techniques for explaining, auditing, and debugging deep 
learning models on three different datasets with societal themes. We use three soft-
ware packages, NLopt [15], IPOPT [42], and the Optimization Toolbox of MATLAB, 
as well as our own custom-designed homotopy algorithm [50], to solve the optimiza-
tion problems. The algorithms almost always converge to the same point. The variety 
and abundance of global and local optimization algorithms in the above optimization 
packages give us confidence that we have indeed usually found the closest flip point. 
Our code for computing flip points is available online as explained in Appendix B, and 
details of the models are given in Appendix C. The datasets are public; see Availability 
of Data and Materials at the end of this article or footnotes 6,7,8.

For the two first examples, the FICO challenge and the Credit dataset, we compare 
our results with two recent papers that have used those datasets. To make the compari-
son fair and easy, for each dataset, we make the same choices about the data (such as 
cross-validation, portion of testing set, etc.) as each of those papers.

5.1  FICO Explainable ML Challenge

This dataset has 10,459 observations with 23 features, and each data point is labeled 
as “Good” or “Bad” risk. We randomly pick 20% of the data as the testing set and 
keep the rest as the training set. We regard all features as continuous, since even 
“months” can be measured that way. The description of features is provided in 
Appendix A.
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5.1.1  Eliminating Redundant Features

The condition number of the matrix formed from the training set is 653. Pivoted 
QR factorization finds that features “MSinceMostRecentTradeOpen,” “NumTrade-
s90Ever2DerogPubRec,” and “NumInqLast6Mexcl7days” are the most dependent 
columns; discarding them leads to a training set with condition number 59. Using 
the data with 20 features, we train a neural network with 5 layers, achieving 72.90% 
accuracy on the testing set. A similar network trained with all 23 features achieved 
70.79% accuracy, confirming the effectiveness of our decision to discard the three 
features. Rudin et al. [36] had reported the positive effect of eliminating redundant 
features, too.

5.1.2  Individual‑Level Explanations

As an example, consider the first datapoint, corresponding to a person with “Bad” 
risk performance. The feature values for this data point are provided in Appendix A. 
The closest (unconstrained) flip point is virtually identical to the data point except in 
five features, shown in Table 1.

Next, we allow only a subset of the features to change and compute constrained 
flip points. We explore the following subspaces: 

1. Only one feature is allowed to change at a time. None of the 20 features is indi-
vidually capable of flipping the decision of the model.

2. Pairs of features are allowed to change at a time. Only a few of the pairs (29 out 
of 190) can flip the output. 13 of these pairs involve the feature “MSinceMostRe-
centInqexcl7days” as partially reflected in the explanation report of Fig. 2.

3. Combinations of features that share the same measurement scale are allowed 
to change at a time. We have five distinct groups: features that are measured in 
“percentage,” “number of months,” “number of trades,” “delinquency measure,” 
and “net fraction burden.” The last two feature groups are not capable of flipping 
the prediction of the model by themselves.

Table 1  Difference in features for data point # 1 in the FICO dataset and its closest flip point

Feature Input #1 Closest flip point 
(relaxed)

Closest 
flip point 
(integer)

AverageMInFile 84 105.6 111.2
NumSatisfactoryTrades 20 24.1 24
MSinceMostRecentDelq 2 0.6 0
NumTradesOpeninLast12M 1 1.7 2
NetFractionRevolvingBurden 33 19.4 8.5



 La Matematica (2022) 1:19–52

1 3

 36

The explanation summary report resulting from these computations is shown 
in Fig.  2. The top two sections show the results of computing constrained flip 
points, first, points where no constrained flip point exists and the label does not 
change, and then points with different label. The bottom section displays the 
unconstrained flip point. This shows that the output of a deep learning model can 
be explained clearly and accurately to the user to any desired level of detail. The 
answer to other specific questions can also be found easily by modifying the opti-
mization problem.

We note that the time it takes to find each flip point is only a few milliseconds 
using a 2017 MacBook, hence this report can be generated in real-time.

Fig. 2  A sample explanation report for data point #1 in the FICO dataset, classified by a deep learning 
model
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5.1.3  Group‑Level Explanations

Using pivoted QR on the matrix of directions between data points labeled “Bad” 
and their flip points, we find that, individually, the three most influential features 
are “AverageMInFile”, “NumInqLast6M”, and “NumBank2 NatlTradesWHighUti-
lization”. Similarly, for the directions that flip a “Good” to a “Bad”, the three most 
influential features are “AverageMInFile”, “NumInqLast6M”, and “NetFractionRe-
volvingBurden”. In both cases, “ExternalRiskEstimate” has no influence.

We perform PCA analysis on the subset of directions that flip a “Bad” to “Good” 
risk performance. The first principal component reveals that, for this model, the 
most prominent features with positive impact are “PercentTradesNeverDelq” 
and “PercentTradesWBalance”, while the features with most negative impact are 
“MaxDelqEver” and “MSinceMostRecentDelq”. These conclusions are similar to 
the influential features reported by [3], however, our method gives more detailed 
insights, since it includes an individual-level explanation report and also analysis of 
the group effects.

5.1.4  Effect of Redundant Variables on Adversarial Vulnerabilities

Interestingly, for the model trained on all 23 features, the three most significant 
individual features in flipping its decisions are “MSinceMostRecentTradeOpen”, 
“NumTrades90Ever2DerogPubRec” and “NumInqLast6Mexcl7days”, exactly the 
three dependent features that we discarded for the reduced model. Thus, the decision 
of the trained model is more susceptible to changes in the dependent features, com-
pared to changes in the independent features.

This reveals an important vulnerability of machine learning models regard-
ing their training sets. For this dataset, when redundant features are included, they 
become the most influential features in flipping the decisions of the model, making 
the model vulnerable to adversaries, because they would be able to fool the model 
easily by making arbitrary changes to the redundant features.

5.1.5  Auditing the Model Using Flip Directions

Fig.  3 shows the directions of change to move from the inputs to the closest flip 
points for features “NumInqLast6M” and “NetFractionRevolvingBurden”, which are 
the most influential features given by the pivoted QR algorithm. Even though flip 
points are unconstrained, directions of change for these two features are distinctly 
clustered for flipping a “Bad” label to “Good” and vice versa.

Furthermore, Fig. 4 shows the directions in coordinates of the first two principal 
components. We can see that the flip directions are clearly clustered into two convex 
cones, exactly in opposite directions. Also, we see that misclassified inputs are rela-
tively close to their flip points while correct predictions can be close or far.
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5.1.6  Comparison

The interpretable model developed by Chen et al. [3] reports the most influential 
features which are similar to our findings above, e.g., “PercentTradesNeverDelq” 
and “AverageMInFile.” However, their model is inherently interpretable, and their 
auditing method is not applicable to deep learning models. They also do not pro-
vide an explanation report on the individual level, like the one we provided in 
Fig. 2.

We note that our goal, here, is to show how a deep learning model used for this 
application can be audited. We do not necessarily advocate for use of deep learn-
ing models over other models.

5.2  Default of Credit Card Clients

This dataset [47] from the UCI Machine Learning Repository has 30,000 obser-
vations, 24 features, and a binary label predicting whether or not the person will 
default on the next payment.

Fig. 3  Directions between the inputs and their closest flip point for two influential features. Points are 
distinctly clustered based on the direction of the flip

Fig. 4  Change between the inputs and their unconstrained flip points in the first two principal compo-
nents. Directions are clustered into two convex cones, exactly in opposite directions
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We binarize the categorical variables “Gender,” “Education,” and “Marital sta-
tus”; the categories that are active for a data point have binary value of 1 in their 
corresponding features, while the other categories are set to zero. When searching 
for a flip point, we allow exactly one binary feature to be equal to 1 for each of 
the categorical variables. The condition number of the training set is 129 which 
implies linear independence of features. Using a 10-fold cross-validation on the 
data, we train a neural network with 5 layers (details in Appendix C), to achieve 
accuracy of 81.8% on the testing set, slightly higher than the accuracy of around 
80.6% reported by Spangher et al. [40]. When calculating the closest flip points, 
we require the categorical variables to remain discrete.

5.2.1  Individual‑Level Explanations

We consider the data point #1 in this dataset which is classified as “default” and 
compose the explanation report shown in Fig. 5. When we examine the effect of fea-
tures, we see that any of 4 features can flip the prediction of the model, individually.

When examining this report for input #1, we find some flaws in the model. For 
example, in order to flip the prediction of the model to non-default, one option is to 
reduce the amount of the current bill to -$2,310,000, while reducing the bill to any 
number larger than that would not flip the prediction.

Requiring any negative balance on the bill is irrational, because as long as the bill 
is zero, there would be no chance of default. In fact, one would expect the prediction 
of non-default if the current bill is changed to zero, for any datapoint. But, the train-
ing set does not include such examples, and clearly, our model has not learned such 
an axiom. Requiring the large payment of $24,750 (for 2 months ago) in order to flip 
the prediction seems questionable, too, considering that the current bill is $3,913.

Therefore, despite the model’s good accuracy on the testing data, the explana-
tion for its prediction reveals flaws in its behavior for data point #1. These flaws 
would not have been noticed without investigating the decision boundaries. Fortu-
nately, because of our auditing, we know that the model needs to be improved before 
it is deployed. Although this dataset has been the subject of numerous studies, this 
limitation (of not having samples with zero balance) was not detected and reported 
previously in the literature.

Clearly, one can compare the flip points with the training set and conclude that 
certain flip points are out of distribution, revealing the limitation of what the model 
has learned from the data. On that ground, one can reject certain flip points, and by 
extension, decisions of a model. We believe this can become a standard procedure 
when auditing deep learning models.

5.2.2  Group‑Level Auditing Using Flip Points

Examining the flip points for the training data reveals model characteristics that 
should be understood by the users. Here is one example.

Gender does not have much influence in the decisions of the model, as only about 
0.5% of inputs have a different gender than their flip points. Hence, gender is not an 
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influential feature for this model. This kind of analysis can be performed for all the 
features, in more detail.

5.2.3  Group‑Level Auditing Using Flip Directions

We perform pivoted QR decomposition on the directions to the closest flip points. The 
results show that “BILL-AMT3"5 and “BILL-AMT5" are the most influential features, 
and “Age" has the least influence in changing the predictions. In fact, there is no sig-
nificant change between the age of any of the inputs and their closest flip points.

5.2.4  Debugging the Model Using Flip Points

In both our training and testing sets, about 52% of individuals have age less than 
35. Following Spangher et al. [40], we remove 70% of the young individuals from 
the training set, so that they are under-sampled. We keep the testing set as before 

Fig. 5  A sample explanation report for data point #1 in the Credit dataset, predicted to default on the 
next payment. The deep learning predicts the labels for the testing data well. But, what it takes to change 
the prediction of the model sometimes does not seem rational

5 “BILL-AMTx" stands for the Amount of Bill in $, x month(s) ago.
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and obtain 80.83% accuracy on the original testing set. We observe that now, 
“Age” is the 3 rd most influential feature in flipping its decisions. Moreover, PCA 
analysis shows that lower Age has a negative impact on the “no default” predic-
tion and vice versa.

We consider all the data points in the training set labeled as “default” that have 
closest flip point with older age, and all the points labeled “no default” that have 
closest flip point with younger age. We add all those flip points to the training 
set, with the same label as their corresponding data point, and train a new model. 
Now Age has become the 11th most influential feature, and it is no longer signifi-
cant in the first principal component of the flip directions; hence, the bias against 
Age has been reduced. Also, testing accuracy slightly increases to 80.9%.

Adding synthetic data to the training set has great potential to change the 
behavior of a model, but we cannot rule out unintended consequences. By inves-
tigating the influential features and PCA analysis, we see that the model has been 
altered only with respect to the Age feature, and the overall behavior of model has 
not changed.

5.2.5  Comparison

Spangher et  al. [40] used a logistic regression model for this dataset, achieving 
80.6% accuracy on testing, less than our 81.8% accuracy. Their method for com-
puting flip points is limited to linear models and not applicable to deep learning. 
They also do not provide an explanation report like the one in Fig. 5.

They have reported that under-sampling young individuals from the training 
set makes their model biased towards young age, similar to ours. However, they 
do not use flip points to reduce the bias, which we successfully did.

5.3  Adult Income Dataset

The adult dataset from the UCI Machine Learning Repository [5] has a combination 
of discrete and continuous variables. Each of the 32,561 data points in the train-
ing set and 16,281 in the testing set are labeled, indicating whether the individual’s 
income is greater than 50K annually. There are 6 continuous variables including 
Age, Years of education, Capital gain, Capital loss, and Hours per week of work. 
We binarize the discrete variables: Work class, Marital status, Occupation, Relation-
ship, Race, Gender, and Native country. Our trained model considers 88 features and 
achieves accuracy 86.08% on the testing sets, comparable to best results in the litera-
ture [5]. Our aim here is to show how a trained model can be audited.

5.3.1  Individual‑Level Auditing

As an example, consider the first data point in the testing set, corresponding to a 
25-year-old Black Male, with 11th grade education and native country of United 
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States, working 40 hours per week in the Private sector as Machine-operator-inspec-
tor and income “ ≤ 50K”, correctly classified by the model. He has never married 
and has a child/children.

We compute the closest flip point for this individual, allowing all the features to 
change. Table 2 shows the features that have changed for this person in order to flip 
the model’s classification for him to the high-income bracket. Other features such as 
gender, race, and work class have not changed and are not shown in the table. Direc-
tions of change in the features are generally sensible, e.g., working more hours, get-
ting a higher education, working in the Tech sector, and being older generally have 
a direct relationship with higher income. Being married instead of being a single 
parent is also known to have a relationship with higher income.

We further observe that none of the features individually can flip the classifica-
tion, but certain constrained flip points can provide additional insights about the 
behavior of the model.

Let us consider the effect of race. The softmax score for this individual is 0.9989 
for income “ ≤ 50K”. Changing the race does not affect the softmax score more than 
0.0007. This observation about softmax score might lead one to believe that the 
model is neutral about race, at least for this individual. However, that would not be 
completely accurate in all circumstances, as we will explain. If we keep all features 
of this individual the same and only change his race to Asian, the closest flip point 
for him would be the same as before, except for Age of 29.9 and Hours per week of 
42.3. The differences in flip points for the Black and Asian are not large enough to 
draw a conclusion.

This result is novel and not reported in the literature. It shows that certain behav-
iors and biases of a model towards a certain feature may be well hidden in other 
subspaces, not recognizable by merely changing the variable of interest. In order 
to audit the models, we actually need to examine the exact location of its decision 
boundaries in the vicinity of input and in all relevant subspaces.

Let us now take one step further and constrain his education to remain 11th 
grade and re-examine the effect of race. The resulting closest flip points are shown 
in Table 3 for two cases: where his race is kept Black and where it is changed to 
Asian. Clearly, being Asian requires considerably smaller changes in other features 
in order to reach the decision boundary of the model and flip to the high-income 
class. This shows that race can be an influential feature in the model’s classifications 

Table 2  Difference in features for Adult dataset testing point #1 and its closest flip point

Data Input #1 in testing set Closest flip point

Age 25 30.3
Years of education 7 (11th grade) 8 (12th grade)
Marital status Never married Married-ArmedForcesSpouse
Relationship Own child Husband
Occupation Machine operation inspection Tech-support
Hours per week of work 40 41.8
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of people with low education. Having education above the 12th grade for this indi-
vidual makes the effect of race negligible.

We further observe that gender does not have an effect on the model’s classifica-
tion for this individual, whether the education is high or low. The effect of other 
features related to occupation and family can also be studied.

5.3.2  Group‑Level Auditing Using Flip Points

As an example, we consider the group of people with native country of Mexico. 
About 95% of this population have income “ ≤ 50 K" and 77% of them are Male. 
We compute the closest flip points for this population and investigate the patterns in 
them and how frequently features have changed from data points to flip points, and 
in what way.

Let us consider the effect of gender. 99% of the females in this group have income 
“ ≤ 50 K” and for 40% of them, their closest flip point is Male. Among the Males, 
however, less than 1% have a Female flip point; some of these are high-income indi-
viduals for whom the change in gender flips them to low-income.

Let us now consider the patterns in flip points that change low-income males and 
females to high income. For occupation, the most common change is entering into 
the Tech sector and the most common exit is from the Farming-fishing occupation. 
For relationship, the most common change is to being married and the most com-
mon exit is from being Not in family and Never married. Among the continuous 
features, years of education and capital gain have changed most frequently.

5.3.3  Group‑Level Auditing Using Flip Directions

Consider the subset of directions that flip a “ ≤ 50 K” income to “ > 50 K” for the 
population with native country of Mexico. The first principal component reveals 
that, for this model and this population, the most prominent features with posi-
tive impact are having a higher education, having Capital gain, and working in the 
Tech sector, while the features with most negative impact are being Never married, 
being Female, and having Capital loss. Looking more deeply at the data, pivoted 

Table 3  Race can be an influential feature for individuals with low education

Closest flip points for testing point #1 in Adult dataset when education is fixed to 7th grade and race is 
changed from Black to Asian

Data Closest flip point (Black) Closest flip point (Asian)

Age 41.9 32.4
Years of education 7 (11th grade) 7 (11th grade)
Marital status Married-ArmedForcesSpouse Married-ArmedForcesSpouse
Relationship Husband Husband
Occupation Tech-support Tech-support
Hours per week of work 44.3 42.4
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QR decomposition of the matrix of flip directions reveals that some features, such as 
being Black and native country of Peru have no impact on this flip.

5.3.4  Group‑Level Analysis of Flip Directions for Misclassifications

Besides studying specific groups of individuals, we can also study the misclassi-
fications of the model. PCA on the flip directions for all the misclassified points 
in the training set shows that Age has the largest coefficient in the first principal 
component, followed by Hours per week of work. The most significant feature with 
negative coefficient is having Capital gain. These features can be considered the 
most influential in confusing and de-confusing the model. PCA on the flip directions 
explains how our model is influenced by various features and its vulnerabilities for 
misclassification. It, thus, enables us to create inputs that are mistakenly classified 
for adversarial purposes, as explained by Lakkaraju and Bastani [19] and Slack et al. 
[39].

6  Comparison with Other Interpretation Approaches for Deep 
Learning

Our use of flip points for interpretation and debugging builds on existing methods in 
the literature but provides more comprehensive capabilities. For example, Spangher 
et al. [40] compute flip sets only for linear classifiers and do not use them to explain 
the overall behavior of the model, identify influential features, or debug.

LIME [31] and Anchors [32] rely on sampling around an input in order to inves-
tigate decision boundaries, inefficient and less accurate than our approach, and the 
authors do not propose using their results as we do. LIME provides a coefficient for 
each feature (representing a hyperplane) which may not be easily understandable 
by non-experts (e.g., a loan applicant or a clinician), especially when dealing with 
a combination of discrete and continuous features. LIME’s approach also relies on 
simplifying assumptions, such as the ability to approximate decision boundaries by 
hyperplanes, which leads to contradictions between the LIME output and the model 
output [46], a.k.a. infidelity. So, our method has an accuracy advantage over their 
method, too. Moreover, their reliance on random perturbations of data points can be 
considered a computational limitation when applying their method to deep learning 
models.

The interpretation we provide for nonlinear deep learning models is comparable 
in quality and extent to the interpretations provided in the literature for simple mod-
els. For example, the model suggested by [3] for the FICO Explainable ML dataset 
reports the most influential features in decision making of their model, similar to our 
findings in Section 5.1, and investigates the overall behavior of the model, similar to 
our results for the Adult dataset. But, their methods are not applicable for auditing 
deep learning models. Moreover, they do not provide a detailed explanation report.

We also show how decision boundaries can be altered to change the behavior of 
models, an approach not previously explored for deep learning models.
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7  Conclusions and Future Work

We proposed the computation of flip points and developed methods to thoroughly 
audit and debug deep learning models with continuous output. We demonstrated that 
computation of the closest flip point to an input provides useful information to the 
user, explaining why a model produced a particular output and identifying any small 
changes in the input that would change the output. Flip points also provide useful 
information to model auditors, exposing bias and revealing patterns in misclassifica-
tions. We provided an algorithm to formalize the auditing procedure for individuals 
and also for groups. Finally, we showed how model developers can use flip points in 
order to alter the decision boundaries and eliminate undesirable behavior of models.

This is the first work to use advanced numerical optimization techniques and 
state-of-the-art methods in numerical linear algebra, such as rank determination and 
reduced-order models, to analyze the behavior and biases in deep learning models 
and to improve them. Our examples involved neural networks, but our ideas are 
applicable to any black-box classification model. We would still compute flip points 
by minimizing (8), subject to (3)-(6), but our choice of optimization method might 
change.

Our proposed method has accuracy advantages over existing methods in the liter-
ature (such as LIME). We also showed why the common counterfactual formulation 
in the literature is mathematically ill-defined and does not yield the closest point on 
the decision boundary of a model. We introduced the concept of constrained flip 
points in order to compute closest boundary point in certain subspaces and showed 
how such points can provide insights about the model behavior and communicate 
with non-expert users (such as loan applicant or a clinician) via an explanation 
report. By examining constrained flip points in various subspaces of domain, we 
showed that certain behaviors and biases of a model towards features such as race, 
may be hidden in certain subspaces, not easily recognizable by common methods in 
the literature.

For future work, we would consider models with continuous outputs other than 
classification models, for example, a model that recommends the dose of a drug for 
patients. Other directions of research include auditing text analysis or drug dosage 
models. Our methods can promote accountability and transparency in deep learning 
models.

8  Policy Implications

Our work has policy implications for auditing machine learning models. While there 
have been many calls for legislation and regulations to require accountability and trans-
parency about the use of machine learning models [29], sometimes the same publi-
cations that advocate for such regulations use improper mathematical procedures for 
auditing the models.

From the public policy perspective, the mere requirement for auditing the models is 
not sufficient; rather it is equally important that the auditing method itself is sound and 
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accurate. To ensure that, we need to rely on sound mathematical principles and algo-
rithms. Therefore, applied mathematicians should be main contributors in defining the 
auditing procedures and setting the standards.

This is evident in regulations imposed in more established fields. For example, for 
designing a bridge structure, federal and local agencies have requirements on which 
computational procedures should be followed to analyze and design the bridge. There 
are detailed guidelines grounded in engineering mechanics and applied mathematics. 
For example, using the finite element method to analyze and design a bridge structure 
is not a choice, but a requirement [1]. A bridge structure analyzed and designed by sim-
plified methods such as linear regression will not receive approval, even if the bridge 
designer believes linear regression is a good enough approach and finite element analy-
sis is an overkill.

But that is not the current state of affairs in machine learning. Currently, any audi-
tor may feel free to use any auditing method that they desire. One might make the 
assumption that the decision boundaries are approximable by hyperplanes, fit a linear 
regression model, and use the coefficients of the hyperplane to explain which features 
are more influential in model’s decisions. Another auditor might decide to use an ill-
defined optimization problem to explain the behavior of the model. Some other audi-
tor might decide to use first-order Taylor approximation to audit their model. Another 
auditor may create a simple model to partially emulate the original model and then 
audit the simple model instead. Evidence has suggested again and again that those sim-
plifications are usually unjustified, and in many cases they are not even computation-
ally beneficial: e.g., solving an ill-defined optimization problem is not faster nor less 
expensive than solving its well-defined formulation, and solving an optimization prob-
lem with random perturbations is more challenging and its solution is less reliable than 
solving it with proper optimization algorithms.

In this paper, we set the basic and proper standard for auditing these models. We 
explain that a classification model is a function that partitions its domain and assigns 
a class to each partition. Partitions are defined by decision boundaries and so is the 
model. We formulate the proper optimization problems to compute exact points on 
those boundaries. We explain the challenges that one might encounter when solving 
such optimization problems and also explain how one may overcome those issues. We 
then explain the necessity of investigating the decision boundaries in various subspaces 
in the domain. We extend those procedures to group auditing. These procedures should 
be an inescapable part of auditing any black-box classification model.

Appendix A: Description of variables for the FICO dataset

The name of each variable for the FICO dataset can be viewed in the first col-
umn of Table 4. The second column shows the corresponding description for each 
variable as provided by FICO. Additionally, the third column of this table shows 
the value of each variable for data point #1. Detailed information about the chal-
lenge can be found here: https:// commu nity. fico. com/s/ expla inable- machi ne- learn 
ing- chall enge.

https://community.fico.com/s/explainable-machine-learning-challenge
https://community.fico.com/s/explainable-machine-learning-challenge
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Appendix B: Code and Data

The code along with a readme file, an example procedure, and our homotopy 
algorithm are available at https:// github. com/ roozb eh- yz/ audit ing.

Besides our homotopy algorithm, the NLOPT package has more than 30 opti-
mization algorithms, as explained here: https:// nlopt. readt hedocs. io/ en/ latest/ 
NLopt_ Algor ithms.

For the Matlab optimization toolbox, we used its fmincon function, and the list 
of its optimization algorithms is available here: https:// www. mathw orks. com/ help/ 
optim/ ug/ choos ing- the- algor ithm. html# bsbwx m7.

IPOPT uses an interior point algorithm as explained here: https:// coin- or. github. 
io/ Ipopt.

All datasets used in the paper are public:

Table 4  Variable descriptions for the FICO dataset

Variable name Description data point #1

ExternalRiskEstimate Consolidated version of risk markers 55
MSinceOldestTradeOpen Months Since Oldest Trade Open 144
MSinceMostRecentTradeOpen Months Since Most Recent Trade Open 4
AverageMInFile Average Months in File 84
NumSatisfactoryTrades Number of Satisfactory Trades 20
NumTrades60Ever2DerogPubRec Number of Trades 60+ Ever 3
NumTrades90Ever2DerogPubRec Number of Trades 90+ Ever 0
PercentTradesNeverDelq Percentage of Trades Never Delinquent 83
MSinceMostRecentDelq Months Since Most Recent Delinquency 2
MaxDelq2PublicRecLast12M Max Delinquency/Public Records in the Last 12 

Months
3

MaxDelqEver Max Delinquency Ever 5
NumTotalTrades Number of Total Trades (total number of credit 

accounts)
23

NumTradesOpeninLast12M Number of Trades Open in the Last 12 Months 1
PercentInstallTrades Percentage of Installment Trades 43
MSinceMostRecentInqexcl7days Months Since Most Recent Inquiry (excluding last 7 

days)
0

NumInqLast6M Number of Inquiries in the Last 6 Months 0
NumInqLast6Mexcl7days Number of Inquiries in the Last 6 Months (excluding 

last 7 days)
0

NetFractionRevolvingBurden Net Fraction Revolving Burden 33
NetFractionInstallBurden Net Fraction Installment Burden -8
NumRevolvingTradesWBalance Number of Revolving Trades with Balance 8
NumInstallTradesWBalance Number of Installment Trades with Balance 1
NumBank2NatlTradesWHighUtil Number of Bank/National Trades with High Utiliza-

tion Ratio
1

PercentTradesWBalance Percentage of Trades with Balance 69

https://github.com/roozbeh-yz/auditing
https://nlopt.readthedocs.io/en/latest/NLopt_Algorithms
https://nlopt.readthedocs.io/en/latest/NLopt_Algorithms
https://www.mathworks.com/help/optim/ug/choosing-the-algorithm.html#bsbwxm7
https://www.mathworks.com/help/optim/ug/choosing-the-algorithm.html#bsbwxm7
https://coin-or.github.io/Ipopt
https://coin-or.github.io/Ipopt
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FICO Explainable Machine Learning Challenge dataset.6
Default of Credit Card Clients dataset [47].7
Adult Income dataset [5].8

Appendix C: Information about the models

Here, we provide more information about the models we have trained and used in 
Section 5. We have used fully connected feed-forward neural networks with up to 6 
hidden layers. The number of neurons for the models used for each dataset is shown 
in Table 5. Note that the input layers do not have any neurons, instead they have sim-
ple nodes representing the features in the data domain. The activation function we 
have used for the neurons is the error function, as defined in [50]. We have also used 
softmax on the output layer, and cross entropy for the loss function.

Datasets we have used are standard and commonly used as benchmarks in the 
machine learning literature. The testing accuracy of models we have trained are all 
either equivalent or better than the testing accuracy of best models in the literature. 
For example, Spangher et al. [40] reports testing accuracy of 80.6% for the model 
trained on the Credit dataset, while we achieve 81.8% testing accuracy on the same 
dataset with the same cross-validation. For the FICO dataset, Chen et al. [3] which 
was the winner of the dataset challenge reported testing accuracy of 69.96% for their 
neural network model, while testing accuracy of our model is 72.9%. The testing 
accuracy of our model on Adult Income dataset is equivalent to the best accuracy 
reported in the literature.9

While erf is not a very common choice for activation function, it has been shown 
that its performance in terms of accuracy can be comparable to other activation 

Table 5  Number of neurons in 
neural network used for each 
data set

Data set FICO Credit Adult

Input layer 20 28 88
Layer 1 13 14 40
Layer 2 9 9 32
Layer 3 6 8 24
Layer 4 5 8 20
Layer 5 4 7 16
Layer 6 - - 14
Output layer 2 2 2

9 Some papers have reported slightly better accuracy on the Adult dataset, but those are on a reduced 
dataset.

6 https:// commu nity. fico. com/s/ expla inable- machi ne- learn ing- chall enge
7 https:// archi ve. ics. uci. edu/ ml/ datas ets/ defau lt+ of+ credit+ card+ clien ts
8 https:// archi ve. ics. uci. edu/ ml/ datas ets/ adult

https://community.fico.com/s/explainable-machine-learning-challenge
https://archive.ics.uci.edu/ml/datasets/default+of+credit+card+clients
https://archive.ics.uci.edu/ml/datasets/adult
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functions [30]. Mobahi [24] has also reported success in using the erf for training 
recurrent neural networks.

Our auditing and debugging methods are applicable to deep learning models, regard-
less of the model architecture, activation function, and the method used for training. A 
trained model is a classification function defined by its decision boundaries. Using our 
methods, one can gain insights about those decision boundaries and alter them.

When an auditor is in the position to audit a model in the real world, they might only 
have access to inputs and outputs, and the gradients of the model, which are basically what 
we need to solve our optimization problem and proceed with auditing and debugging. Hav-
ing limited access to the model and limited knowledge about its background can be com-
mon in practice, as considered by Rudin et al. [37]. Moreover, as noted by Dong and Rudin 
[4], auditing a model and making statements about its behavior is different from making 
statements about the data itself. Here, we developed computational methods for the former.
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