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Abstract
The road is the most commonly used means of transportation and serves as a country’s arteries, so it is extremely
important to keep the roads in good condition. Potholes that happen to appear in the road must be repaired to keep
the road in good condition. Spotting potholes on the road is difficult, especially in a country like India where roads
stretch millions of kilometres across the country. Therefore, there is a need to automate the identification of potholes
with high speed and real-time precision. YOLOX is an object detection algorithm and our main goal of this article is
to train and analyse the YOLOX model for pothole detection. The YOLOX model is trained with a pothole dataset and
the results obtained are analysed by calculating the accuracy, recall and size of the model which is then compared to
other YOLO algorithms. The experimental results in this article show that the YOLOX-Nano model predicts potholes
with higher accuracy compared to other models while having low computational costs. We were able to achieve an
Average Precision (AP) value of 85.6% from training the model and the total size of the model is 7.22 MB. The pothole
detection capabilities of the newly developed YOLOX algorithm have never been tested before and this paper is one
of the first to detect potholes using the YOLOX object detection algorithm. The research conducted in this paper will
help reduce costs and increase the speed of pothole identification and will be of great help in road maintenance.
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1 Introduction
The roads serve as an integral part of human society and
it is the most common means of transportation. The con-
struction and maintenance of roads dates back to 6000 BC
and the presence of roads always indicates the presence
of a developed civilization. The roads have changed a lot
since then and our dependence on them has greatly in-
creased. Therefore, it becomes very important to maintain
the roads properly and smoothly to avoid unnecessary ac-
cidents and transportation delays.

One of the most common types of damage that occurs on
a road is potholes. They occur on roads due to poor main-
tenance and a combination of various factors that include
environmental factors such as rain, snow, etc. and human
factors that causes an increase in road stress and ultimately
causes pothole formation. One cannot predict the location
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of pothole formation, since there are many factors lead-
ing to their occurrence. There are approximately 5 million
km of roads in India, which greatly complicates the task
of identifying potholes and maintaining the roads. Detect-
ing road damage takes a lot of time for the government
because the process of road inspection by a professional
worker takes a lot of time and resources. A lot of money
is spent every year to keep the roads maintained and in
working order. Therefore, there is a need to automate the
process of detecting potholes with improved speed and at
low cost without manual intervention.

A lot of research has been published using different
methods to automate the process of detecting potholes in
the roads. Some of the commonly used pothole detection
techniques are (i) vibration technique by using accelerom-
eters [1, 2] and other sensors [3] that can detect a bump in
the road once the vehicle drives through it, (ii) 3D recon-
struction technique [4, 5] by using laser scanner method,
stereo vision method or kinetic sensor method, (iii) im-
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age processing techniques [6, 7] using GLCM (Gray-Level
Co-Occurrence Matrix), RBF (Radial Basis Function) [6]
and other morphological methods [8, 9], and (iv) then the
computer vision engineering approach using artificial in-
telligence, machine learning [10] and various deep learning
techniques to detect potholes from a camera input in the
form of an image or a video.

The vibration technique [1, 2, 11] is employed by us-
ing sensors that can detect sudden impacts or movements.
They are installed in a moving vehicle and as soon as the
vehicle drives through a pothole, the sensor detects the
pothole and data on the location of the pothole is collected.
This method is not efficient because we cannot predict the
potholes in advance and the vehicle needs to be able to
drive on the pothole, which also makes the system more
error-prone. Also, they cannot predict the difference be-
tween potholes and other road artifacts, including speed
bumps, reflectors, etc.

The second method is based on 3D reconstruction tech-
niques [4, 5]. These techniques include stereo vision based
methods and laser based scanning methods. Using these
methods, a 3D image of the road is created and the posi-
tion and depth of the pothole can be analysed in advance,
making this a valid candidate for a real-time application.
However, the main disadvantage of this technique is that
these techniques are expensive to implement and the sys-
tem itself is very sensitive. The cameras need to be cal-
ibrated properly and they are sensitive to vibration, so a
stabilizer is required to be attached to the camera. The 3D
reconstruction of the road requires a lot of computational
power [12], which makes the cost of the system costly as
powerful processors are required to be set up. Multiple
cameras are required to analyse the depth and width of the
pothole, and the reconstruction range is very short. These
disadvantages make the implementation of pothole detec-
tion using 3D reconstruction techniques unyielding.

The image processing technique uses various statistical
methods like GLCM, RBF, etc. to obtain and differentiate
different textures and features of an image. These tech-
niques are often used alongside other machine learning ap-
proaches because of the massive computational power re-
quired. GLCM is an image pre-processing technique that
can examine and separate textures that take into account
the spatial relationships of pixels. RBF or radial basis func-
tion is a real-valued function whose main task is to approx-
imate multivariable functions by linear combination. It is
an ANN (Artificial Neural Network) [13] that can trans-
form input signals into other forms. Morphological image
processing [8] is a variety of image processing techniques
that focus on the shape of features in a gray-scale image.
Each pixel indicates the contrast intensity of the surround-
ing neighbouring pixels.

Another technique that is gaining popularity these days
is the vision-based techniques. They use a single camera

[14] for collecting data in the form of videos or images and
are somewhat immune to shakes. Computer vision [15] is
an area of artificial intelligence that can derive meaning-
ful information and data from images or videos. Typically,
a camera is placed in front of the vehicle facing the road
and the video that is being recorded is analysed and pot-
holes are detected by the AI. There are a number of differ-
ent deep learning algorithms [16, 17] that can be used for
object detection. Algorithms like CNN (Convolution Neu-
ral Network) [18, 19], RNN (Recurrent Neural Network)
[20], faster R-CNN [21] are some of the most commonly
used systems for training and processing. One such object
detection algorithm is the YOLO (You Only Look Once)
algorithm.

YOLO is an acronym for the term You Only Look Once.
It’s a one-shot detector and the input image is only sampled
once, hence the name. It is one of the most widely used ob-
ject detection algorithms and has received a lot of attention
since its release. It is extremely fast and is able to outper-
form other modern object detectors. It has a wide range of
applications such as autonomous vehicles, video analytics,
object identification, etc. including pothole detection. Var-
ious versions of the YOLO algorithm have been released
over the years, all building on their predecessors and being
vastly improved compared to their older versions. YOLOX
is the latest released object detection model, which is an
improvement on the previous YOLO algorithms.

Various methods have been used to tune the algorithm
to improve both its speed and accuracy. Although YOLO
algorithms are one of the commonly used object detec-
tion models for pothole detection, YOLOX is a newly in-
troduced model whose pothole detection capabilities have
yet to be justified. Therefore, this paper aims to train and
analyse this newly developed YOLOX algorithm to detect
potholes on the road. The next section reviews some of the
commonly used YOLO algorithms for pothole detection.

2 Related work
The first version of YOLO, the YOLOv1 [22], was pub-
lished in 2015 by authors Joseph Redmon and Ali Farhadi.
It is considered to be one of the first object detectors to
fall into the category of single-shot object detectors. Here,
a single branchless convolutional neural network predicts
bounding boxes and class probabilities directly from full
images in one evaluation. The entire detection pipeline is
a single network, which allows the algorithm to directly
optimize for end-to-end detection performance. Yolov1 is
one of the first object detection frameworks that locates
objects without the use of anchor boxes. This anchorless
mechanism predicts bounding boxes by strictly consider-
ing points that are close to the centre of the objects. This
YOLO base model was capable of processing images in
real time at 45 frames per second. In terms of speed, it
far surpasses other detection methods [23] such as DPM
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(Deformable Parts Model) [24] and R-CNN. However, be-
cause it only uses centre points to predict bounding boxes,
YOLOv1 makes more localization errors and the lack of
anchor boxes also results in a significant drop in recall
value. Also, since the entire image is captured, it becomes
significantly more difficult to predict small or dense ob-
jects in the image. This makes it more difficult to spot clus-
ters of potholes, which are small and occur in large num-
bers.

The second version, YOLOv2 [25], was released in 2017
by improving the training and performance of YOLOv1. It
was published by authors Joseph Redmon and Ali Farhadi.
Since the lack of anchor boxes caused the Precision drop
in YOLOv1, the YOLOv2 model uses the anchor boxes in
convolutional layers to achieve good localization accuracy
and to predict k-mean clustering. Built into this model are
high and low-level feature maps, as well as fine-grained
features, which are very useful in detecting small objects.
At 67 FPS, the YOLOv2 was able to reach 76.8 mAP on
VOC 2007 [26]. That was enough to outperform the other
cutting-edge methods like Faster R-CNN, ResNet and SSD
[27] while still running significantly faster [28]. Although
a relative increase in recall was observed compared to
YOLOv1, there was a slight decrease in mAP.

YOLOv3 [29] by authors Joseph Redmon and Ali Farhadi
was released in 2018. Compared to v2, the ability to de-
tect small objects, accuracy and real-time ability have been
further improved. A lot of works has been done exten-
sively using the YOLOv3 algorithm [30–33] to design an
object detection system that can be used to detect pot-
holes from a video feed. Dharneeshkar et al. [30] pro-
posed a YOLOv3-based pothole detection system and the
results were obtained and analyzed against YOLOv2 and
YOLOv3-tiny. YOLOv3-tiny’s mAP@0.25 and mAP@0.5
values were found to be larger compared to its counter-
parts. A precision of 0.76 was obtained compared to the
precision of 0.52 obtained on YOLOv2. However, the main
disadvantages of these papers are that YOLOv3 is slow
and many advances in object detection methods have been
made since then.

YOLOv4 [34] was published in April 2020 by Alexey
Bochkovskiy et al. They integrated cross-iteration batch
normalization and path aggregation network, making it
more suitable for single GPU training. CSPDarknet, a com-
bination of CSPNet and Darknet, was used as the back-
bone of the network, increasing the learning ability of the
convolutional layer and also reducing storage costs. The
researchers also improved their pothole detection mecha-
nism by using the YOLOv4 algorithm for various object
detection applications. Various pothole detection mech-
anisms using YOLOv4 [32, 35, 36] have been proposed.
Authors Sung-sick et al. [36] used different modules from
YOLOv4 and YOLOv5s for pothole detecting applications.
The research concluded that YOLOv4-tiny has higher pre-
cision compared to YOLOv5. The main disadvantage of

this paper is that it does not provide a parameter to find
the time it takes to detect the pothole, as it is an impor-
tant parameter in real-time pothole detection. In the paper
released by Omar and Kumar [35], uses YOLOv4 to de-
tect potholes. The model’s accuracy, recall and mAP@0.25
were determined, which were then used to evaluate the
model. However, the results obtained were lower than the
predicted values.

YOLOv5 [37] was released on May 27, 2020, just one
month after the release of YOLOv4, and was released by
authors Glenn Jocher et al. The Pytorch framework was
used instead of Darknet. It has been said to be a significant
improvement over both the YOLO v3 and v4 in terms of
both speed and precision. Several research projects were
conducted on YOLOv5 [36, 38] to test the precision and
accuracy of the algorithm. Ahmed [38] proposed to find
a best method to detect potholes by evaluating and com-
paring different parameters of different image recogni-
tion algorithms like YOLOv5, YOLOR [39] and Faster R-
CNN with five different backbone structures. The results
obtained show that Faster R-CNN with ResNet50 back-
bone has the highest precision, followed by YOLOv5. The
YOLOv5 has the fastest recognition speed and the small-
est model size compared to all other algorithms. It is con-
cluded that YOLOv5-s model is more suitable for pothole
detection as it has satisfactory detection speed. The main
disadvantage of YOLOv5 is that no research paper has
been published that can be used to clearly understand how
the algorithm works. This complicates the analysis of the
algorithm and reduces the reliability of works created us-
ing YOLOv5.

YOLOX Zheng Ge et al. [40] was introduced on July 22,
2021 and is one of the latest object detection method in
the YOLO series. This object detection algorithm moves
from the traditional anchor-based image detection tech-
nique to an anchor-free method. The authors Zheng Ge
et al. belonging to Megvii technology, has won 1st place
in the Streaming Perception Challenge (Workshop on
Autonomous Driving at CVPR 2021) [41] by using the
YOLOX-L model. The YOLOv3 model was used as a base-
line and the Darknet53 is used as backbone. It achieved
50.0% AP on COCO dataset at a speed of 68.9 FPS on Tesla
V100, exceeding YOLOv5-L by 1.8% AP. The system pre-
sented by Teerapong et al. [42] uses YOLOX algorithm to
detect road assets on the highways. To avoid using multiple
cameras to detect objects from all four sides of the vehicle,
the authors developed a solution that uses a 360-degree
spherical camera to detect objects and other approach-
ing vehicles. The camera is mounted on top of the vehicle
and the 360-degree image obtained is converted into a 2D
panoramic image. The objects present in the panorama
are then recognized with YOLOX. The proposed system is
found to have an AP of 61.5% which is higher than the pre-
viously used system by an AP of 2.56%. Road objects such
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as kilometer signs, milestones, and other vehicles can be
detected, but the size of objects found in the panoramic
angle varies drastically, and detecting small objects that
are located far away from the camera is very difficult. Al-
though the panoramic camera solves the problem of re-
quirement of multiple cameras for a vehicle to look in all
directions, the image or video feed from the panoramic
camera is distorted and curved, resulting in lower levels of
precision and dampening the detection mechanism.

3 Methodology
3.1 Dataset pre-processing
Datasets were downloaded from the Roboflow public li-
brary [43], which contains 665 pothole images, annotated
in various formats and free to use. Some of the images in
the dataset used were shown in Fig. 1. We used the Pascal
VOC annotation format to denote the bounding boxes that
indicate the potholes in an image. The annotations of the
images were saved in XML file format. The number and
type of classes present in the dataset is specified in a sep-
arate protoBuf text file, which greatly simplifies class edit-
ing. Here we have only one class named ‘pothole’ stored
in the pbtxt file. YOLOX model requires the annotation
format as per the COCO dataset format which is format-
ted in json file. The limitation with the json format is that
it is difficult to add more images to the existing format-

ted dataset. Splitting the data between training and testing
also becomes difficult once the data has been formatted
in COCO format. This is because the annotation informa-
tion of all images is stored in a single JSON file, making the
data difficult to edit. To solve this problem, annotation files
were created according to the Pascal VOC format. In the
Pascal VOC format, each image has its annotation infor-
mation stored in its own XML file. If there are ‘n’ images
in a dataset, ‘n’ annotation files, or in this case XML files,
are created. While in the case of COCO, for n images in
a dataset, only one annotation file or JSON file is created,
storing all the annotation information of the whole dataset.

After receiving the dataset, it is divided into training and
testing in a ratio of 80:20. After a model is trained using
the training set, the model is tested by making predictions
on the test data set. It is easy to determine whether the
model’s guesses are correct because the data present in the
test set already contain known values for the attribute that
is needed to be predicted.

Once the split is done, the training and testing data set
needs to be converted in accordance with the COCO an-
notation format. This step is required because YOLOX can
only be trained and validated if the dataset annotations
are in COCO format. To facilitate the XML file format to
JSON conversion, the filenames of the XML file and the
images must be the same and the filename can only be in

Figure 1 Sample pothole images used for training and testing the model
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string format. In addition, the XML file also stores the ini-
tial file name when it was created. Therefore, we need to
edit the content of each file of the data set so that all file
names are integers and the corresponding image name and
XML file name are the same.

After the pre-processing is done and the files are split,
the annotation format is converted from Pascal VOC to
COCO format. After conversion, a single JSON file is cre-
ated containing all the annotation details of the images.
This converted dataset is then used to train the model.

3.2 YOLOX
One of the most important requirements for object detec-
tors for real-time applications is that the model must be
fast and accurate. Speed and accuracy are often inversely
related in most applications, and this is true to some ex-
tent in object detection models. But it is still possible to
increase both the speed and accuracy of an object de-
tector once a good understanding of the various compo-
nents of object detectors is obtained. YOLO series detec-
tors are always considered the best compromise between
accuracy and speed and are very well suited for real-time
applications. The YOLOX algorithm is the latest in the se-
ries and is created by utilizing and updating the YOLOv3
algorithm. In order to understand why YOLOX is much
better for real-time applications and how it achieves its
speed and precision, we need to understand the structure
of the YOLOv3 algorithm and what are the changes made
by YOLOX algorithm from the basic YOLOv3 algorithm.

3.2.1 Backbone
Both YOLOX and YOLOv3 use the Darknet-53 backbone
architecture. For object detectors, the backbone is the first
layer that receives the data image. Darknet-53 is a huge
backbone composed of multiple layers of 1×1 convolution
and 3 × 3 convolution layers to help extract more features
from the original data. YOLOX also uses an additional
SPP (Spatial Pyramid Pooling) layer to get the best char-
acteristics of the data from the max pooling layers of the
backbone. The model also uses Feature Pyramid Network
(FPN) which extracts features from the image with mul-
tiple aspect ratios, i.e., with multiple widths and heights.
This layer releases three channel outputs with different
feature sizes. The first output has 256 features, second out-
put has 512 features, and the third output has 1024 fea-
tures. The main goal of this process is to facilitate the pro-
cess of encoding the data used by the detector layer head
to make final predictions. This FPN layer sits at the bottom
of the backbone layer and all output is sent to the top layer
of the object detection model.

3.2.2 Head
Now that the feature extraction part is complete, we need
to use these features to perform actual tasks like localiza-
tion, detection, pose estimation, etc. In object detectors,

Head is a sophisticated architecture used to analyse the
features received from the backbone to give concrete out-
puts. The input of the head is received from the FPN net-
work consisting of three different outputs at three different
channel scales which has 1024, 512 and 256 features.

Although the backbone layer of YOLOv3 and YOLOX
is quite similar, the head of YOLOX model is completely
different from that of YOLOv3 model. YOLOX uses what
is known as a decoupled head, while YOLOv3 uses a cou-
pled head. The difference made by these two types of head
is clearly noticeable in the output predictions. The YOLOX
output consists of three different matrices that contain dif-
ferent information, while the YOLOv3 output consists of
a huge matrix that summarizes all information and out-
put results. It should be noted that the three feature out-
puts of YOLOX contain the same information as the sin-
gle huge feature output given by the head of YOLOv1. Us-
ing the decoupled head significantly increases the conver-
gence speed of the model compared to the coupled head
structure.

Figure 2 shows the structure of the YOLOX head. The
output from the FPN layer is first given to the 1 × 1 con-
volution layer. This layer is used to reduce the channel di-
mension of the input data. Then the output of the 1 × 1
conv layer is passed to two parallel 3 × 3 conv layers. One
branch is used for the classification task and the other for
regression. The regression branch is further split into two
parallel layers to get a regression output and an IoU (ob-
ject) output. The first branch that performs the classifi-
cation task gives the class (Cls.) output. This output de-
tects the object in the bounding box and tells what object
is inside the bounding box. The Regression (Reg.) output
determines the position of the bounding box. There are
four main components that must be determined to locate
the bounding box, they are width, height and the x, y co-
ordinates. The IoU output shows the confidence percent-
age of each bounding box. It determines how confident the
network is with respect to the specified object that exists
within the bounding box.

The number of outputs obtained for each image is differ-
ent in YOLOX compared to YOLOv3. Note that there are
three different outputs received from the FPN layer of the
backbone network. So each image will get are three differ-
ent outputs from each head instead of one. So in the case of
YOLOv3 we get three outputs and in the case of YOLOX
we get 3 outputs for each (Cls.), (Reg.) and (Iou.) output,
making a total of nine outputs for each image.

3.2.3 One-stage object detection
Object detection algorithms using deep learning can be
classified between one-stage detectors and two-stage de-
tectors [44]. There are two tasks that the object detector
must solve in order to successfully classify an object. First it
has to find a random number of objects that are present in
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Figure 2 Schematic structure of YOLOX head

the image. The number of detections need not be exact as
it is chosen arbitrarily, but it must follow certain functions
in order for the number chosen to make sense as it moves
further towards the convolutional layers. Second, the algo-
rithm must classify each individual object and evaluate the
object’s size and position using a bounding box.

Two-stage object detectors, as the name suggests, treat
these two problems in two stages. In the first stage, a spe-
cific algorithm is used to provide the region proposals [45].
For example, the Fast RCNN object detection technique
uses the selective search algorithm for regional proposals,
and this algorithm suggests about 2000 regions for each
image. All proposed regions will be applied in the pipeline
down to the second stage. The second stage consists of a
CNN network which has to classify the object and process
the bounding box position by performing a pose estima-
tion. For example, in the case of Fast R-CNN, the convo-

lution neural network layer considers the 2000 suggested
regions in the image and attempts to identify a region that
best matches the existing object. Once the object is iden-
tified, a separate network estimates the best positions and
dimensions for the bounding box.

Thus, an image is sampled at least three times in the
two-stage object detectors, once for region proposals, once
for object detection, and once for bounding box predic-
tion. Some of the older object detection models based on
CNN typically belong to the two-stage object detection al-
gorithm. Algorithms like SPP-Net, R-CNN (Region based
CNN) and its successors like Fast R-CNN, Faster R-CNN,
Mask R-CNN and R-FCN (Region-based Fully Convolu-
tion Network) all belong to Two stage object detectors
[46].

Unlike two-stage detectors that work with one problem
per stage, single-stage detectors like YOLOX try to do both
tasks in a single step. Instead of adding the pose estima-
tion in the secondary stage, it is integrated directly into the
object detection model, increasing the speed of the model
by being up to 100 times faster than the R-CNN method.
Here, the computational cost for pose estimation and ob-
ject detection is shared, eliminating the need for a separate
stage for pose estimation, thereby reducing computational
cost and increasing speed. Another important factor that
increases speed is the fact that the image does not have to
be sampled several times [47]. The image is only sampled
once since single-stage detectors rely on convolutions for
detection and estimation instead of relying on sampling.

Now that there is a possibility to reduce the time delay
by using the single-shot detector model [48] for YOLOX,
experiments were conducted to further reduce the delay
in other venues. Research shows that using anchors to de-
termine localization costs more time and removing these
anchors could further help eliminate excessive timing de-
lays and computational costs.

3.2.4 Anchor
The YOLO series detectors are always considered the best
compromise between accuracy and speed and are very well
suited for real-time applications. Anchors have played a
key role in the progress and advancement of object de-
tectors. However, the results show that anchors consume
significant computational power of the model [49]. This
in turn increases the time it takes to recognize objects. To
counteract this problem, several advances have been made
in recent years to make object detectors anchor-free.

Anchors are basically predefined training samples with
many hyperparameters that need to be carefully tuned de-
pending on the application. The larger the anchor boxes,
the more difficult it is to predict the smaller objects. The
smaller the anchor boxes, the greater the prediction time
and smaller the IoU (intersection over union). The num-
ber of anchor boxes used will also affect the final perfor-
mance of the detector. Even the smallest change in these
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hyperparameters has a significant impact on the end re-
sult. Anchor boxes are present so the model does not need
to predict bounding boxes directly. A set of predefined an-
chor boxes are spread across an image. They are already
defined with certain height-width ratios. After detection,
the anchor box closest to the object in terms of distance
and size is tailored to fit tightly with the detected object.
The anchor also increases the complexity of the detection
head. Thus, removing the anchor and implementing the
anchor-free mechanism helps to reduce the complexity of
the model as no clustering techniques are required to de-
termine the hyperparameters, which makes the training
time is significantly shorter [50]. For example, in YOLOv3,
a total of 9 anchor clusters are used by default for all 3 lev-
els. The size of these anchors depends on the size of the
image used.

To reduce the number of design parameters that require
heuristic tuning and to avoid excessive computational
costs incurred by other methods such as anchor clustering,
etc., the YOLOX detection algorithm shifts to an anchor-
free model. Instead of predicting an offset from the anchor
box, YOLOX attempts to directly predict the bounding box
for an object. To do this, the number of predictions allowed
for each region is reduced from 3 to 1 and the positions
of the bounding boxes are calculated by directly predict-
ing four values—two offsets to the top corner of the grid,
height and width of the predicted bounding box.

Direct predictions are not as direct as the name might
suggest, as the YOLOX algorithm uses a method called
striding to create an offset in the image. FCOS (Fully Con-
volutional One-Stage Object Detection) [51] is one of the
first object detectors to use striding instead of anchors. Ba-
sically, a two-dimensional grid-like structure is created and
the intersections of two orthogonal lines are considered
as offsets of the image. Depending on the image size, ob-
ject and requirements, the number of orthogonal lines are
changed which changes the location and number of offset
points. Using these offset points, the bounding boxes are
easy to scale and predict. For each FPN layer in YOLOX
algorithm, offset strides of 8, 16, 32 are used.

The main benefit of using striding instead of anchor
boxes is that anchor boxes change with each image de-
pending on the dimension and size of the image and the
object, which costs an enormous amount of computational
cost due to the excess hyperparameters that require pre-
cise tuning. Whereas the offset points are fixed and don’t
vary much with the resizing of the image and the object.
The computational effort is greatly reduced by using strid-
ing since there are no hyperparameters in the model that
require tuning.

3.2.5 Augmentation
Data augmentation is a well-used technique in object de-
tection that helps diversify the training dataset by apply-
ing different transformations to the images. This helps in-

crease the data sample of the dataset, which helps train
the model to achieve higher accuracy. The transforma-
tions applied to the images in the data augmentation step
should ensure that the model becomes more robust by
creating variations on the images that the model can see
in the real world. Gathering and labelling the data for
records is a time-consuming and costly process, and uti-
lizing data augmentation techniques reduces these costs
significantly. There are two main augmentation methods
used by YOLOX to boost its performance. Some of the
main augmentation methods are:

Mosaic
Mosaic [52] is an augmentation method that has already
proven to be efficient and is already used in YOLOv3. First,
4 different images are chosen from the training data set.
These images are scaled to the same dimension (usually
square in shape). These four images are placed side by side
like the 2 × 2 matrix shape to form a larger square. The
bounding box present in each training image is adjusted
to fit this newly created larger image. Then a piece of this
image is randomly cut out, such that the resulting image
contains a part of all 4 image samples. Now the bounding
boxes that exist outside of this newly cropped image are
removed and this newly augmented image is used to train
the model.

Mixup
Mixup’s [53] intended purpose was to perform classifi-
cation tasks, but it also works well for object detection
problems. The Mixup algorithm averages two images over
each other based on an averaging parameter. Once the im-
ages are overlapped, the bounding boxes corresponding to
both images are placed on top of each other in the final
overlapped image. Experimental results show that Mixup
improves the generalization process of various cutting-
edge neural network architectures. Mixup also reduces
the memorization of corrupt labels, increases robustness
against adversarial examples, and stabilizes the training of
generative adversarial networks.

3.2.6 Label assignment
Label assignment is an important task in the training
phase of object detection model. Label assignment divides
the predicted bounding boxes into positive and negative
groups. Not all bounding boxes predicted by the model
are good. Some of the predictions are really bad and we
don’t want the model to believe that these wrong predic-
tions are correct. It is important that the model learns from
the mistakes and errors so that the same mistakes do not
happen again in the future. Good predictions are placed
in a positive group and the bad predictions are placed in
a negative group. The negatively labelled group is used
by the loss function, which attempts to assess how bad
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Figure 3 Flowchart of the System Workflow

these predictions are and feeds back into the network. The
positively labelled group is used to assign a ground truth
bounding box to an object. These ground truth bounding
boxes are nothing more than the original bounding box
that perfectly encapsulates the given object. They are used
as standards for future predictions of objects. In order to
be able to distinguish between positive and negative pre-
dictions, YOLOX uses the dynamic label assignment tool
SimOTA.

The SimOTA labelling tool is based on a widely used
global context label assignment tool known as OTA. This
OTA algorithm [54] approaches the label assignment
problem as a discrete OT (optimal transport) problem.
The main goal of an OT problem is to move one mass dis-
tribution to another as efficiently as possible. The goal of
the discrete OT problem is to find a match between two
data points x and y, belonging to data X and Y , respec-
tively, such that the average cost of all matches from data
X and Y is as small as possible.

The OTA algorithm is designed to have high computa-
tional power and increase time delay. Therefore, as such,
it cannot be used in an algorithm that prioritizes high
speed and less complexity. So, the authors developed the
SimOTA algorithm, which basically removes some itera-
tion steps of the OTA algorithm and replaces it with ap-
proximation functions instead. This contributes signifi-
cantly to the algorithm working with higher speed and re-
duced complexity.

3.2.7 Non-max suppression
During the detection of an object in an image, multiple
bounding boxes pointing to the same object often appear.
This group of bounding boxes are placed closer together
and their size and location are slightly different from each
other. The main problem faced by the detector model is
that the ground truth of the image is difficult to locate and
assign in these scenarios. In these cases, these clusters of
overlapping bounding boxes are removed, leaving only a

single bounding box. For this purpose, the YOLOX model
uses what is known as non-max suppression.

The non-max suppression algorithm [55] removes the
bounding boxes by calculating the IoU value of these pre-
dictions. The box with the lowest IoU value is removed
from the prediction cluster. The mean of the remaining
bounding boxes is calculated and the boxes whose IoU
value is below the scoring threshold are removed from the
cluster. This process is repeated until only one bounding
box remains.

3.3 Workflow
The object detection model was trained on a laptop with
access to the Google Colab virtual machine, which allows
calculations to be performed on the Tesla K80 GPU with
12 GB of RAM memory. As the YOLOX dataset must be
formatted according to the COCO 2017 dataset. The pre-
processed data set is therefore only assigned to certain
folders from which the YOLOX model takes the inputs for
the training. The model was designed to identify only one
class—pothole. The visual representation of the workflow
is shown in Fig. 3.

4 Results
Figure 4 shows the detection results obtained using the
weight with the highest AP value. The resolution of the
first image shown in Fig. 4 is 400 × 300. This image
contains multiple potholes that overlap. There are also
many vehicles and people interacting with the potholes.
This makes it difficult to spot potholes. We can see that
the YOLOX model failed to spot some potholes present
around the centre of the image. Nevertheless, the model
was able to achieve a highest confidence threshold of
91.8%. The lowest confidence threshold is 35.0% and is
present around the centre of the image. The percentage
of the number of potholes identified compared to the to-
tal number of potholes present in the image is approxi-
mately 55%. The average confidence threshold that the im-
age achieves is 81.3%.
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Figure 4 Detection results from YOLOX

The second image in Fig. 4 also has a resolution of 400 ×
300. This picture contains only one pothole. The confi-
dence threshold achieved for the image is 91.5%.

The third image shown has a resolution of 1280 × 872.
This image also shows human-vehicle interactions. Some
people block the camera’s view of the pothole, making the
pothole only partially visible and more difficult to predict.
Despite this, the model was able to predict most of the pot-
holes in the image. Of the 36 potholes in the image, the
model was able to identify 30. The percentage of predicted
potholes is about 83.3%. The highest confidence level ob-
tained was 94.8% and the lowest was 35.2%. The average
confidence threshold obtained from the model is 83.9%.

The fourth image in Fig. 4 has a resolution of 1186×673.
There are several potholes in the image, but there is no
interference or pothole obstruction in the image. But the
presence of tree shadows and reflections in the potholes
reduces the contrast between the pothole and the road,
making it difficult for the model to detect potholes. The
model predicts 7 out of 8 existing potholes. The percent-
age of predicted potholes is around 87.5%. The highest
confidence threshold reached was 92.8% and the lowest
confidence threshold was 86.7%. The average confidence
threshold of the image is about 90.3%.

The analysis of the results shows that parameters such
as image resolution, pothole size and the interaction of
potholes with the environment play an important role in
achieving higher accuracy of our model. If the image res-
olution is low, potholes are small, and various factors ob-

struct the potholes, like the first image in figure, the recog-
nition process will be hindered and the resulting precision
will be low. While in the case of the fourth image of the
figure, the image resolution is high, potholes are of rea-
sonable size and there are not many obstacles, resulting in
a higher level of accuracy.

During the training of the YOLOX-nano model for pot-
hole detection, the training was done in batches, each hav-
ing trained for 100 to 300 epochs per batch and after suc-
cessful training of a batch, the model is stored for future
reference. This trained batch is then used for further train-
ing of the model for higher epochs. The analysis of the
image presented above were conducted on a model that
had the highest AP values. Here, at epoch 3200, the ob-
tained weight model gives the best AP of 85.6%. The model
is trained on a pothole dataset for multiple iterations and
epochs, and the mAP values are recorded. The module
is trained for 5000 epochs in multiple batches. The total
training time of the module was more than 28 hours. It
should be noted that in the evaluation model of the COCO
dataset, no distinction is made between the values of IoU
and mAP. So AP, mAP @0.50, mAP @0.75 and AR of the
model that are calculated. Table 1 shows the results ob-
tained.

Figure 5 shows the AP values in relation to the epochs.
It should be noted that at the top of the AP plot w.r.t. to
epochs, the average AP value at 250 epochs is plotted at
the top of the chart to better visualize the changing trends
in the value of AP across epochs. The largest AP value was
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Figure 5 Change in AP with respect to Epochs

Figure 6 Change in mAP@0.50 with respect to Epochs

Table 1 Results obtained for YOLOX-nano model trained to
detect pothole

Model AP mAP@0.50 mAP@0.75 AR Epoch Size

YOLOX-nano 0.856 1.00 0.99 0.42 5000 7.22 mb

found to be 0.856, which was reached at about 3200 train-
ing epochs of the model. The AP was found to steadily de-
crease after 3200 epochs due to over-fitting of the model.

Training was stopped at 5000 epochs to avoid further
overfitting of the model. The model trained up to 3200
epochs was used for further pothole predictions. Here it
should be noted that AP is taken as the average mAP over
various IoU thresholds from 0.5 to 0.95 at a step interval
of 0.05. We use the MS COCO Challenge scoring metric,
denoted as Average Precision (AP)@[IoU=0.50:0.95] as AP
[56].

There are also several research papers that use the Pascal
VOC evaluation metric to calculate the AP. Because the
COCO evaluation metric states that there is no difference
between AP and mAP, the results obtained in this section
are used for comparison and analysis with other research
that has followed the Pascal VOC rating metric.

The mAP for object detection is the average of the AP
calculated for all classes. mAP@0.5 means it is the mAP
calculated with the IoU threshold configured to 0.5. The
mAP is a good measure of the sensitivity of the neural net-
work. Figure 6 shows the mAP@0.50 values in relation to
the epochs. As in Fig. 5, the mean mAP values were plot-
ted at 250 at the top of the graph. 100% mAP@0.50 val-
ues were reached at around 2000 epochs. It is quite sur-
prising to find an mAP@0.50 value of 100%, and this value
was also reached long before other parameters such as AP,
mAP@0.75 could reach their respective maximum values.
The 100% mAP at a threshold of 0.50 indicates that the
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Figure 7 Change in mAP@0.75 with respect to Epochs

Figure 8 Change in AR with respect to Epochs

value of the intersection over the union (IoU) of the pre-
dicted bounding box that overlaps the ground truth of the
object present in the image is greater than 50%. i.e., at least
50% of the object is within the predicted bounding box.
The model must predict all images of the training dataset
such that at least 50% of the object is covered by the bound-
ing box to achieve a value of 100% mAP@0.50. Since the
size of the data set is not that large and since the mAP
threshold is only 50%, both factors could have allowed the
model to achieve an mAP value of 100%.

Figure 7 shows mAP@0.75 values in relation to epochs.
The mean values at 250 were plotted at the top of the
chart for better visualization and the highest mAP value
was 0.99 after 3100 training epochs. Note that the high-
est mAP@0.50 value was reached faster than AP and
mAP@0.75. Figure 8 shows the average recall value of the
model in relation to the number of epochs. The maximum

AR value was found to be 0.42 at around 3200 training
epochs.

5 Result comparison
Some of the main properties that the model must meet
in order to use the model successfully in real world ap-
plications are that the model must be light and should
have a considerably high precision, i.e., the trained model
must be small in size and should have less computa-
tional effort for easy deployment for mobile applications.
The trained model must also be comparable to other
cloud-based heavyweight models that have high compu-
tational requirements in terms of accuracy. Here we com-
pare our model with other mobile models like YOLOv5s,
YOLOv4tiny, YOLOv3-tiny. The lightweight models are
chosen for comparison because these models have less
processing power and hence are small in size and faster
in terms of speed. This comparative analysis shows how
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Table 2 Comparison of mAP@0.50 value of various Algorithm

YOLOXnano YOLOv5s YOLOv4tiny YOLOv4 YOLOv3 YOLOv3tiny

mAP@0.50 100.0 74.8 78.7 77.7 70.24 49.71

Table 3 Comparison of AP, Size, Inference Speed and epoch
values of various Algorithm

Model Epoch AP Size Inference speed

YOLOX-nano 5000 85.6% 7.22 mb 0.0380 s
YOLOR-P6 100 43.20% 291.8 mb 0.03 s
YOLOR-W6 100 44.60% 624.84 mb 0.032 s
YOLOv5s 1200 58.90% 14.8 mb 0.009 s
YOLOv5m 1200 61.54% 43.3 mb –

well the YOLOX model compares to other state-of-art mo-
bile detectors. The model is also compared with heavy
weight models like YOLOR-P6, YOLOR-W6, YOLOv5m,
YOLOv4, YOLOv3. By comparing the YOLOX model with
heavy models, we can analyse the robustness of our model
in terms of accuracy and precision.

The mAP values at 0.50 of different models were com-
pared in Table 2. In Table 3, the YOLOX model was com-
pared to other state of art models based on parameters
such as AP, size and inference speed.

The mAP@0.50 values of YOLOv5s, YOLOv4tiny,
YOLOv4 used in Table 2 were from the results of Park
et al [36]. In the same table, the mAP@0.50 value for the
YOLOv3 model was reported by Lin et al. [33]. Similarly,
the corresponding mAP@0.50 values of YOLOv3tiny were
obtained from research by Dharneeshkar et al [30]. In
Table 3, the corresponding result values of YOLOR-P6,
YOLOR-W6, YOLOv5m and YOLOv5s were taken from
the results of the research work done by Ahmed [38]. For
each parameter, the corresponding bar charts have been
plotted to better understand the strengths and weaknesses
of our model compared to others.

Figure 9 shows the comparison of the Average Preci-
sion of different models. Here the model is compared
with YOLOR-P6, YOLOR-W6, YOLOv5s, YOLOv5m,
YOLOv4. Our YOLOX model has the highest accuracy of
any other model, outperforming the heavyweight
YOLOv5m model by 8.2%. The Mean Average Precision
value at 0.50 (mAP@0.50) is calculated for YOLOX-nano
and is compared to YOLOv5s, YOLOv4tiny, YOLOv4,
YOLOv3, YOLOv3-tiny. The YOLOX-nano model has
the highest mAP value of 100% and outperforms the
YOLOv4tiny by 21.3%. Figure 10 shows the mAP@0.50
comparison of the above models. The size of our model
after training is 7.22 megabytes, which is significantly
smaller compared to other models shown in Fig. 11. On
the other hand, Fig. 12 shows that our model has an infer-
ence period of 0.038 seconds, which is slow compared to
other models.

The results of the comparative analysis for the
mAP@0.50 values in Table 2 show that the YOLOX-
nano model has the highest mAP value, followed by the
YOLOv4-tiny, YOLOv4, YOLOv5s and YOLOv3-tiny
models in the same order. The YOLOX-nano model out-
performs the YOLOv4-tiny by 21.3%. The mAP value of
the YOLOv3 tiny model is only 49.71%, which is very small
and is unsuitable for use in real world applications. The
YOLOv4-tiny and YOLOv4 models have almost similar
accuracy values. In particular, the YOLOv4 Tiny model is
small and performs well with an mAP of 78.7% compared
to its YOLOv4 counterpart at 77.7%. YOLOv5s has an ac-
ceptable mAP value of 74.8%. The YOLOv3 model has a
mAP value of 70.24%, which is just above the 70% mark.
Figure 10 shows the mAP@0.50 comparison of the above
models for better visual understanding.

Figure 9 shows the comparison of the Average Preci-
sion of different models. Here the model is compared
with YOLOR-P6, YOLOR-W6, YOLOv5s, YOLOv5m,
YOLOv4. Our YOLOX model has the highest accuracy of
any other model at 85.6%, outperforming the heavyweight
YOLOv5m model by 8.2%. The YOLOv5s model, which
is a lightweight model, also has a similar AP value to its
YOLOv5m counterpart. The YOLOR-W6 and YOLOR-P6
models have corresponding AP values of 44.6% and 43.2%,
respectively.

The size of our model after training is 7.22 megabytes,
which is significantly smaller compared to other models
shown in Fig. 11. This indicates that the computational
effort of the YOLOX-nano model is significantly lower
compared to other models. The YOLOv5s model follows
the YOLOX-nano model, having a size of 14.8 megabytes
which is more than twice the weight of the YOLOX-nano
model. YOLOv5m has a size of 43.3 megabytes, which
is reasonable for a heavy weight model. The YOLOR-P6
model has a weight of 291.8 megabytes and the YOLOR-
W6 has a weight of a whopping 624.84 megabytes, mak-
ing them exclusively usable only on cloud-based detection
mechanisms.

From Fig. 12 we can see that the YOLOX-nano model
has an inference time of 0.038, which is significantly larger
compared to the YOLOv5s model. YOLOR models also
have an inference time of around 0.03 s, which is accept-
able as they focus on cloud-based object detection. The
YOLOv5s model has the shortest inference time of 0.009 s,
which is more than 4 times faster than that of the YOLOX-
nano model. We conclude that the value of our model for
the time period of inference is worse than the expected re-
sult.
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Figure 9 Comparison of Average Precision (AP) of different trained models

Figure 10 Comparison of mean Average Precision of the different models

Figure 11 Comparison of size of the trained model. YOLOX-nano has the lowest size
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Figure 12 Comparison of inference speed of the different model. YOLOv5s has the lowest time

Some of the limitations of this comparative study are that
the different models used in this study were not strictly
trained under similar conditions. Although all pothole de-
tection models have been trained using datasets with pot-
hole images, various conditions including the size of the
dataset, the images included in the dataset, the GPU used
to train the model, no. of the epochs varies to some ex-
tent. A closer look at these results reveals some anomalies
and these results should be interpreted carefully so as not
to discount or disregard other object detection methods.
The comparative analysis performed on parameters such
as the inference speed and the size of the model holds true
because these are innate properties of the object recog-
nition model and do not change much even after a large
effort of training the model. Whereas the parameters like
AP and mAP values change over a long period of training.
In our analysis, in Table 3, the number of training epochs
performed on YOLOv5 models is 1200 epochs and the
training performed on YOLOR models is only 100 epochs.
While in the case of YOLOX Nano mode, the number of
training epochs performed is 5000 and the best AP value
was obtained at around 3200 epochs. This difference in
epoch values could be the reason for the resulting AP val-
ues.

It is true that it is unfair to compare models trained
with different epochs for accuracy. But, we can still com-
pare YOLOR models with the YOLOX nano model trained
for 100 epochs and compare YOLOv5 models with the
YOLOX nano model trained for 1200 epochs. These com-
parison results show that the YOLOX-nano model far out-
performs the YOLOv5 models. At 1200 training epochs,
the YOLOX-nano achieves an AP of around 71.6%, which
is more than 10% higher than that of the two YOLOv5
models. At 100 training epochs, the YOLOX-nano model
achieves about 38%, which is less than the YOLOR mod-
els but is still comparable to these heavyweight detection
models.

These results demonstrate the potential advantage of
YOLOX-nano model over other established methods. The
pothole detection model based on YOLOX-nano model
outperforms all other lightweight detectors by a large mar-
gin and performs less when compared with heavyweight
models only by a small margin. The YOLOX model was
able to achieve higher AP, mAP values and the size of the
model was also low, which can be easily seen in the com-
parative table and figures shown in this section. The only
shortcoming of the model is that the inference time taken
is high compared to other models. This will definitely af-
fect the application usability of the model. But still, the
higher AP values and considerably lower storage space
taken by the model counteracts the problem and draw-
backs of the model. This makes our model more appropri-
ate for pothole detection applications compared to other
models.

6 Conclusion
Pothole detection, unlike the detection of other objects, is
difficult and unique because potholes do not have a spe-
cific shape and size. They come in a variety of forms, mak-
ing the detection process much more difficult. The im-
proved pothole detection system based on the YOLOX
model proposed in this article has been trained for 5000
epochs. Mean precision, mean Average Precision and Av-
erage Recall values of the model are calculated and all
parameters are visualized. The data set used to train the
model contains pothole images captured in various shapes
and there are also multiple potholes in the images. This
pothole dataset was used to train the YOLOX-nano model
and compared to different YOLO models. Two models
of YOLOv3 (YOLOv3 and YOLOv3-tiny), two models
of YOLOv4 (YOLOv4 and YOLOv4-tiny), two models of
YOLOv5 (YOLOv5s and YOLOv5m) and two models of
YOLOR (YOLOR-W6 and YOLOR-P6) are taken up and
used for comparison with our trained model. The experi-
ment shows that the YOLOX-nano model has the highest
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precision compared to all other models. The model was
able to achieve a value of 85.6% Average Precision, which
is 24.06% higher than the YOLOv5m model. The mean Av-
erage Precision, evaluated using the mAP@0.5 value, also
shows that the YOLOX-nano model far outperforms all
other models. The model size of the YOLOX-nano model
is 7.2 MB, which is less than half the size of the YOLOv5s
model. The inference speed of the trained model is very
slow compared to other models. It has a speed of 0.038
seconds, which is 4 times slower than the YOLOv5s model.
The analysis result shows that the YOLOX nano model is
very suitable for pothole detection because it can be easily
deployed with less storage space and low power consump-
tion as the size of the model is small, therefore the comput-
ing power required by the model is also less. The precision
is also very high compared to other models. Although the
model’s inference speed is slower than other models, the
trade-off between precision and speed falls in favour of
the YOLOX-nano model. Therefore, our proposed model
can be used to detect potholes with higher precision and
is very suitable for real-time applications.

7 Future work
In the future, the system can be implemented on a real-
time dashboard camera. The system can also be activated
with a GPS module that will mark the coordinates once
the pothole has been detected by the dashboard module.
The coordinates can then be used to identify the potholes
by maintenance workers who then work on the damaged
road. To achieve greater accuracy, the model can also be
trained on a specialized dataset, with the images in the
dataset being from the vehicle’s dashboard view. In ad-
dition, the size and width of the identified potholes can
be measured with various image processing methods or
with calibrated stereo cameras. There are some images
in the dataset that were taken in different lighting con-
ditions due to the presence of shadows. Some of the im-
ages were also taken from different camera angles. These
factors may have affected the performance of the model
while analysing with the test dataset. Potholes that are far
away and potholes that are smaller make the detection pro-
cess more difficult, and the accuracy of detection also de-
creases for these smaller potholes. The detection accuracy
of cracks in roads is also not addressed in this research.
These issues and further improvement of this model can
be addressed in future studies.
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