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Abstract
In the past few years, machine learning (ML) tools have been implemented with success in the medical context. However, 
several practitioners have raised concerns about the lack of transparency—at the algorithmic level—of many of these tools; 
and solutions from the field of explainable AI (XAI) have been seen as a way to open the ‘black box’ and make the tools 
more trustworthy. Recently, Alex London has argued that in the medical context we do not need machine learning tools to 
be interpretable at the algorithmic level to make them trustworthy, as long as they meet some strict empirical desiderata. 
In this paper, we analyse and develop London’s position. In particular, we make two claims. First, we claim that London’s 
solution to the problem of trust can potentially address another problem, which is how to evaluate the reliability of ML 
tools in medicine for regulatory purposes. Second, we claim that to deal with this problem, we need to develop London’s 
views by shifting the focus from the opacity of algorithmic details to the opacity of the way in which ML tools are trained 
and built. We claim that to regulate AI tools and evaluate their reliability, agencies need an explanation of how ML tools 
have been built, which requires documenting and justifying the technical choices that practitioners have made in designing 
such tools. This is because different algorithmic designs may lead to different outcomes, and to the realization of different 
purposes. However, given that technical choices underlying algorithmic design are shaped by value-laden considerations, 
opening the black box of the design process means also making transparent and motivating (technical and ethical) values 
and preferences behind such choices. Using tools from philosophy of technology and philosophy of science, we elaborate a 
framework showing how an explanation of the training processes of ML tools in medicine should look like.
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1 Introduction

In the past few years, machine learning (ML) tools have been 
implemented with enthusiasm in medicine. Diagnostic ML 
tools can be as accurate as human experts, sometimes more 
[6, 34]. Moreover, ML tools can highlight interesting con-
nections between heterogenous data [1]. However, despite 
these stories of success, physicians and clinicians are wor-
ried because many predictions are generated by algorithms 

that are opaque, namely that it is not clear how the algo-
rithm has arrived at a particular output. This lack of under-
standing is problematic, because opacity does “not foster 
trust and acceptance and most of all responsibility” [19, p. 
194]. Despite these widespread worries, London [24] in a 
recent article has argued that we do not need explanations 
of opaque algorithms, and all we need to trust ML tools in 
medicine are ways to measure precisely and reliably their 
performance within a certain context. In this paper, we ana-
lyze London’s position and make two claims.

First, we say that London’s solution to the problem of 
trust does not really address such a problem. Rather, Lon-
don’s strategy is the first step towards clarifying another 
problem, namely how to evaluate the reliability of ML tools 
in medicine. Establishing whether ML tools are reliable and 
fulfill their intended function is fundamental to properly reg-
ulate their introduction in medical settings. In other words, 
individual practitioners lack the resources to fully evaluate 
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medical ML systems sufficiently to trust them. Establishing 
whether ML tools are trustworthy requires resources usually 
associated with regulatory bodies.

Our second claim is that this problem of regulation can be 
addressed by shifting the attention from the opacity of algo-
rithms, to another type of opacity, which requires another 
type of explanation, different from the ones sought to explain 
the internal functioning of algorithms. This opacity refers 
to the procedures to train algorithms, which are replete with 
choices that have limited documentation [15, 29]. Although 
training is usually considered only in the context of super-
vised ML, this opacity arises in unsupervised and hybrid 
approaches as well.1 Given that choices shaping training 
make a difference for the final output (over and above details 
of how algorithms optimize functions), for the performances 
London refers to, and for the tools to fulfill their intended 
purpose, we argue that to regulate ML tools in medicine 
another type of explanation is needed. In particular, we need 
to document the algorithm training process by describing the 
technical decisions made from problem selection to model 
deployment; but this is not enough: given that these techni-
cal choices are necessarily shaped by value-laden consid-
erations [13], motivating both cognitive and noncognitive 
values influencing the technical decisions behind training is 
necessary. Therefore, the explanation we seek is documenta-
tion plus motivation for why certain technical choices have 
been made [21]. This explanation would show that the AI 
tool has been designed for an intended use, and it realizes 
this purpose in a well-defined context. We formulate this 
proposal by developing US Food and Drugs Administra-
tion’s (FDA) reflections [14] on the regulation of AI tools 
in medicine into a framework based on works in philosophy 
of technology and philosophy of science.2

The structure of the paper is as follows. In Sect. 2, we 
discuss London’s position, and we show how his ideas are 
promising in tackling the problem of how to establish the 
reliability of ML tools, which can be useful in a regulatory 
context. In Sect. 3, we describe more in detail the prob-
lem of regulation of ML tools, by describing FDA sugges-
tions. For the purpose of establishing the reliability of ML 
tools in medicine, the FDA taskforce emphasizes not only 

the importance of meeting empirical standards (as London 
does), but also that these tools should be designed in the 
right way. This means that we should document the way the 
devices have been built, and the important technical choices 
made throughout the process. We provide a framework based 
on works in philosophy of technology and science to inter-
pret FDA claims. In Sect. 4, we elaborate further our frame-
work to show how explanations meeting FDA desiderata 
should look like, and we specify in detail the role of values 
in it. Finally, we identify some limitations of our approach.

2  London’s position

In (2019), London argues against explainability and inter-
pretability. These are usually interpreted as solutions to 
address the problem of how physicians can trust ML tools 
when they are opaque. However, London claims, opacity and 
trust should be addressed differently.

According to his analysis, ML in medicine seems to suffer 
from three limitations. First, ML systems are theory agnos-
tic, given that they ‘learn’ a model from vast data sets, with-
out using domain–knowledge information. However, domain 
knowledge seems required in medicine, given that medical 
decisions are shaped by that knowledge [39]. Second, (with 
the exception of a few tools) ML does not track causal rela-
tionships, but merely patterns and regularities in datasets. 
However, this seems problematic, because medical experts 
justify decisions by appealing to explanations structured as 
logical arguments filled with causal content [33, 39]. Finally, 
algorithmic systems can be black boxes. However, opacity 
diminishes trust between the system and the medical expert, 
and can result in resisting the use of ML tools [10]. For these 
reasons, it is generally accepted that we should aim for less 
inscrutable tools in order to explain why they have gener-
ated certain outputs rather than others, in a way that medical 
experts can understand. Explainable AI tools (XAI) have 
been developed to deal with these problems for some years.

Despite these convincing points, London claims that in 
medicine we do not need algorithmic systems to be more 
interpretable. Far from being flaws, theory agnosticism, 
opacity, and associationism characterize the practice of 
modern medicine. As long as algorithmic systems are vali-
dated by means of rigorous empirical testing, we do not need 
explanations of why they work. London’s position is com-
pelling, but it suffers from two problems that, when raised, 
lead to the identification of another type of opacity. This 
opacity requires a different approach than the one envisaged 
by classical literature in XAI.

1 To a certain extent, all of the sociotechnical, dataset and hyperpa-
rameter selection concerns of supervised ML are also relevant for 
unsupervised ML. The main difference is only the externally gener-
ated “correct” responses are missing from unsupervised approaches. 
Selection of the dataset for unsupervised ML can be particularly 
important, as that may capture implicit bias [9].
2 Please note that we are not formulating a dilemma. Addressing reli-
ability for regulatory purposes does not exclude addressing issues of 
trustworthiness caused by algorithmic opacity. However, in this arti-
cle we are agnostic with respect to the problem of algorithmic opacity 
and trustworthiness.
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2.1  Regulatory practices

The first problem has to do with the solution offered by Lon-
don to the issue of trust.

It is true that the importance of XAI has been overem-
phasized, and that opening the black box may not always be 
necessary for trustworthiness. However, London’s solution 
to the problem of opacity is, in our interpretation, a proposal 
apt to address another problem. In order to describe this 
point, let us consider London’s discussion of the case of the 
algorithm ranking asthmatic patients. In this popular case 
[4], an algorithm ranked asthmatic patients as having a low 
probability of dying from pneumonia (because it ignored 
the extensive treatments asthmatics currently receive). The 
typical solution to this problem is to opt for less accurate 
and more interpretable models. However, London argues 
that we do not need less accurate and more explainable 
models,rather, we need thorough empirical validation, a 
precise description of the tool’s intended use, and how its 
characteristics make it likely to robustly support the intended 
use.3 In this way, we will also know what the validation is 
actually measuring; thereby, resulting in a more reliable tool. 
In our opinion, what is implicit in London’s considerations 
is that to prove the reliability of a ML tool in the medical 
context, we need show that its characteristics are desirable 
and are the best for achieving a certain purpose in a specific 
deployment context.

This is a valuable input, but London does not specify in 
detail who should make sure that the tool, from this perspec-
tive, functions well. This should not depend upon a single 
doctor: although a thorough description of the intended use 
and performance may increase trust, it will be impractical 
to appeal to in every case. At the end, London mentions 
‘regulatory practices’.4 Rather than the single doctor, we 
agree that this should be the task of agencies supervising 
the regulation of these tools. But if this is true, then Lon-
don’s solution does not necessarily address the problem of 
trust between doctors and AI tools. Rather, it speaks to the 
problem of how we regulate the introduction of ML tools in 
the medical context by making sure that they function well.

2.2  Another type of opacity

The second problem we see is the implicit use of an analogy 
that obfuscates the issues at stake.

Throughout his article, London employs an analogy 
between ML and pharmaceuticals in order to motivate the 
focus on empirical metrics and intended use. He uses exam-
ples of drugs efficacious without the mechanism of action 
being known. He describes procedures where theoretical/
mechanistic reasoning caused harm until considerable 
empirical evidence justified changing treatment options. If 
all of this is true for pharmaceuticals, then the same applies 
to AI tools as well.

But by questioning the analogy, we discover that more 
is needed for regulating the tools form the point of view 
describe in Sect. 2.1. Clinicians use pharmaceuticals to 
directly treat patients, while AI tools are used as instruments 
to assist clinicians and physicians. In other words, AI tools 
are devices, like stethoscopes or fMRI machines. Looking 
at ML tools either as medical devices or as pharmaceuticals 
suggest different ways of evaluating their fit for regulatory 
purposes.

If we consider AI tools as devices, then assessing whether 
they function well for regulatory purposes implies looking 
not only at empirical metrics (which remain fundamental), 
but also at how these tools are built, and which criteria we 
use to determine if they function properly. But by starting to 
investigate how algorithmic systems are built, we realize that 
the choices made by practitioners have limited documen-
tation—the ML practice of training algorithmic systems is 
opaque, and for regulatory purposes it needs to be transpar-
ent. In this article, we develop this point: algorithmic sys-
tems are tools, and tools are designed for specific purposes. 
To claim that your tool is the right tool for the purpose, you 
have to show (1) how its design and training process does 
facilitate the realization of the purpose, and (2) that in fact 
it realizes the purpose itself. In other words, it means moti-
vating why the characteristics of a ML tool are desirable to 
achieve a specific purpose in a specific deployment context.

3  ML tools as medical devices

What does it mean concretely to treat ML tools as medi-
cal devices, and evaluate them from this point of view for 
regulatory purposes? One prominent example comes from 
the FDA [14].

3.1  FDA on regulating ML

In 2019, the FDA published a discussion paper to elaborate 
a series of recommendations to regulate ML in the medical 
context. In general, ML tools in medicine fall under the 
category of Software as Medical Devices (SaMD). The 
FDA relies on the International Medical Device Regula-
tors Forum (IMDRF) definition of SaMD as “software 
intended to be used for one or more medical purposes that 

3 “[G]reat emphasis should be placed on ensuring that data sets and 
analytical approaches are aligned with the decisions and uses they are 
intended to facilitate” [24, p 20].
4 “[R]egulatory practices should establish procedures that limit the 
use of machine learning systems to specific tasks” [24, p 20].
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perform these purposes without being part of a hardware 
medical device”, where medical purposes are defined 
“as those purposes that are intended to treat, diagnose, 
cure, mitigate, or prevent disease or other conditions”  
(p 2). The challenge for regulators is that up until now 
any substantial changes to SaMD must go through a sub-
mission procedure to evaluate the risk posed by the soft-
ware changes, especially if changes affect performance, 
safety, intended use of the device, or other clinical func-
tionalities. But ML systems, by design, may change their 
behavior without human intervention. FDA explains this 
problem by drawing a distinction between ‘locked’ and 
‘unlocked’ algorithms. A locked algorithm is defined as 
“an algorithm that provides the same result each time the 
same input is applied to it and does not change with use” 
(14, p 3). In unlocked algorithms, which includes many  
ML algorithms, the ‘adaptation’ can happen after the spe-
cific SaMD-ML is put on the market and they may “pro-
vide a different output in comparison to the output initially 
cleared for a given set of inputs” (p 3). The FDA argues for 
a new framework to regulate this novel dynamic and make 
sure that they are reliable.

Although the focus on modifications is important, we 
think that algorithm modification is just an instance of a 
more fundamental issue surrounding modifications. Given 
other aspects of the FDA proposal, rather than a narrow 
focus on modifications of unlocked algorithms, a better 
angle is to characterize the functions of a tool for specific 
practices and contexts and how either the tool changes keep-
ing the same purpose or the purpose may change. In some 
cases, we require the tool to maintain those functions for 
which it was designed, while in others one must explain how 
the purpose can ‘automatically’ change in a reliable way. 
This in turn needs to specify much more than just the possi-
ble modifications; it requires a specification of the details of 
the design of the tools, and how such a design can facilitate a 
specific purpose. This implies that practitioners should moti-
vate why the characteristics of their tools are desirable and 
facilitate reliability, safety, and effectiveness. This is pos-
sible through the description of a general approach towards 
the design of ML tools.

The FDA already goes in this general direction as it pro-
poses requirements for ML-based SaMD (from now on SaMD-
ML) by opting for a Total Product Lifecycle Approach. This 
lifecycle is divided into AI Model Development, AI Produc-
tion Model, and AI Device Modifications. In order for this 
lifecycle to generate a safe and effective tool that will achieve 
a predetermined purpose and will stay on it despite adaptation, 
this approach is based especially on what the FDA calls good 

machine learning practices (GMLP), which are “those AI/ML 
best practices (i.e. data management, feature extraction, train-
ing and evaluation) that are akin to good software engineer-
ing practices or system practices” (2019, p 9). In other words, 
if one goes through the process of development, production, 
and modification by following GMLP, then the tool will be 
safe, reliable, and effective (pending meeting some empirical 
requirements). Following GMLPs will result in a tool with 
desirable and exemplar characteristics, given a specific pur-
pose and a specific deployment context. However, other than 
general considerations on data and proper training, GMLP are 
left largely unspecified.

We get more details once FDA specifies the practices that 
invest the modifications of SaMD-ML. Given the problem of 
unlocked algorithms, FDA requires the submission of the types 
of anticipated modifications (i.e. SaMD prespecifications) 
and, most important, the Algorithm-Change Protocol (ACP), 
which is defined as a “step-by-step delineation of the data and 
procedures to be followed so that the modification achieves 
its goals” (p 10). There are four categories of ACP, and it is 
important to notice that these apply more broadly not only to 
the modifications, but also to the way the algorithmic system 
is in general built. Therefore, rather than being strictly about 
ACP, we interpret these categories as covering the domain of 
what FDA has previously referred to as GMLP. The catego-
ries are data management (e.g. collection protocols, reference 
standard determination, etc.), training (e.g. objectives, choice 
of ML method, data preprocessing), performance, and update 
procedures. FDA also mentions transparency, even though 
here transparency is about GMLP and ACP for users. To sum 
up, FDA proposes that, in order to introduce SaMD-ML in 
the medical context that are safe, reliable, and effective, we 
need to envision the total product lifecycle of how SaMD-
ML systems are developed, produced, and modified. The way 
safety, reliability, and effectiveness are evaluated is not just 
by verifying that the tool meets some empirical requirements 
(though these remain fundamental), but also that the design of 
the tool meets GMLP.

However, as we have said, GMLP remains largely unspeci-
fied in the document. In our view, this is because the burden 
of showing that the design facilitates the purpose reliably is 
left to practitioners. Practitioners should not merely document 
the design, but they should also motivate how it is the best 
among current alternatives, given the intended use/purpose. 
This means that developers should provide reasons motivating 
the technical choices made throughout the training process. 
Motivating design choices means showing that the choices are 
desirable and result in good ML tools. We should aim for those 
choices that promote valuable characteristics of ML tools that 
are seen instrumental to achieve a certain purpose well. As we 
will see, establishing which are ‘the valuable characteristics’ 
of ML tools is a value judgement. Going back to the general 
point, we claim that documenting design and motivations is 
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akin to explain the design of ML tools. But what does this 
mean exactly? In the next section, we introduce a philosophical 
framework to bring clarity to these considerations.

3.2  Situating FDA claims between philosophies 
of science and technology

3.2.1  Role functions

There is a rich literature in philosophy of technology debat-
ing how to explain the work of artifacts. Explaining how 
tools work can mean a variety of things. For instance, it can 
be describing the physical operations performed by tools to 
produce a certain behavior; but it can also mean describ-
ing which design choices have been made to ensure tools 
produce a certain behavior. Here, for ML tools we focus 
on this second meaning. One popular strategy is to extend 
the mechanistic account of explanation to engineering [37].

The mechanistic account of explanation has received a lot 
of attention and it has been developed especially in the life 
sciences [8]. Mechanistic explanations are descriptions of 
how systems produce certain outcomes or how systems are 
maintained. A popular characterization argues that, after the 
phenomenon to explain is identified, scientists decompose it 
in terms of activities and entities deemed causally relevant. 
The final step is to identify how entities and activities are 
organized to produce/maintain the explanandum.

As van Eck [37] shows, there is a connection between 
this mechanistic account and Cummins’ [7] framework for 
functional analysis. In Cummins’ view, functional ascrip-
tions describe how an item or an activity contributes to the 
complex capacity of a system. An entity x has a function f, if 
x performs f in order to contribute to a capacity c of a system 
y. If we want to explain the circulatory system, we ascribe a 
specific function to the heart, which is to pump blood—the 
fact that the heart emits a noise will not count as a valid 
functional ascription in this context. Functional ascriptions 
situate entities or activities in the organization of a system. 
In mechanistic accounts, the system becomes the phenom-
enon we want to explain, and functional ascription becomes 
a matter of understanding entities’ roles within a mecha-
nism. These are mechanistic role functions, which depend 
on the general mechanistic organization. This account is 
extremely popular in molecular biology, and metaphors 
appealing to technical artifacts abound. It is natural to think 
that the account can be extended to technical artifacts them-
selves—and the account has indeed been extended to arti-
facts. We can explain how a car works by showing how its 
parts contribute to the functioning of the car itself. We can 
explain this also in terms of design choices, by showing 
that parts have been designed and arranged in a way that 
fulfill optimally their role functions; thereby, resulting in 
an excellent car.

In engineering, the mechanistic account has one impor-
tant distinguished mark [37]: we can distinguish between 
different types of role functions, and each will map into a 
specific functional decomposition. In particular, there are:

• Behavior function, i.e. the desired behavior of a tool
• Effect function, i.e. the desired effect of behavior of a tool
• Purpose function, i.e. the purpose for which a tool is 

designed

While behavior functions include the details underpin-
ning the physical behavior of a tool, in the case of effect 
functions the description refers to the “technologically rel-
evant effects of the physical behaviors of technical artifacts” 
(p 354). Van Eck makes the example of electric screwdriv-
ers: while the effect function is to loosen or tighten screws, 
the behavior function is much more detailed, comprising 
“a conversion of flows of materials, energy, and signals"  
[37, p 354]. Purpose functions refer to states of affairs that 
we want to effect in the real world by having the tool per-
form certain functions via certain behaviors and effects. In 
the case of the screwdriver, it is to loosen or tighten screws 
of specific tools in a particular context.

From these role functions, different models of decompo-
sition can be derived. The functional decomposition—be 
it behavioral, effect, or purpose—explains the particular 
role function as a whole by describing how the function 
is produced by the interacting parts of different ‘modules’. 
For instance, effect function decomposition is a model of an 
organized set of effect functions, delineated by specifying 
how “the component functions realise the module functions 
and how the module functions realise the overall function” 
[36, p 841]. In the case of electric screwdrivers, it will be 
to explain how the different parts of the tool interact in a 
way that produces the desired effect (i.e. loosen/tighten). 
Most important, effect function decompositions of artifacts 
do not merely describe how desired effects are obtained, but 
it can also include reasons why the parts of the tools have 
been designed in a way that the desired effect obtained is 
optimal. Consider the design of a personal computer: we can 
motivate the choice of a processor by saying that, given the 
desired effect of excellent graphics performance, the pro-
cessor was the best available. The effect is connected to the 
purpose, in the sense that effect functions may be necessary 
or instrumental to purposes. In the case of the computer, we 
can motivate the desired effect (i.e. excellent graphics per-
formances) by saying that this is instrumental to the purpose 
(i.e. using the computer for gaming).
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3.2.2  SaMD‑ML and role functions

How do these role functions and decompositions map into 
documenting and explaining design choices of SaMD-ML? 
What type of role function do we need to ensure the reli-
ability, and hence the effectiveness and safety of SaMD-
ML? Which decomposition do we use in order to explain 
the desired role function?

First, in SaMD-ML there is little emphasis on behavioral 
role functions. Behavioral role functions include the hard-
ware underlying the ML system. While its materiality makes 
it (allegedly) less interesting for the context of SaMD-ML, 
it has been noted that hardware components play a signifi-
cant role in issues about ML reproducibility [17]. Given the 
lack of space and the lack of emphasis of FDA on these 
issues, we leave considerations of behavioral role function 
for another work.

What is at stake here are effect and purpose functions. In 
order to assess SaMD-ML from the FDA’s perspective, we 
need to explain those role functions, and how the overall 
effect function is instrumental for the purpose function. This 
is another way of expressing London’s views, namely the 
idea of specifying meaningful endpoints (i.e. effect func-
tions) in specific deployment contexts (i.e. facilitating pur-
pose function in specific contexts).

The overall purpose function is described as the intended 
use of SaMD-ML, of which the FDA suggests three: to 
treat and diagnose; drive clinical management; and inform 
clinical management. These are general categories listed 
by FDA, and more nuanced distinctions are possible [38]. 
FDA wants to make sure that the characteristics of the tool 
allow the user to realize the purpose function reliably. In our 
understanding, a necessary condition for this is to achieve 

a desired effect, conceptualized by the FDA as a positive 
clinical evaluation. This is a combination of the estimates 
of valid clinical association (i.e. valid clinical association 
between ML output and the targeted clinical condition), ana-
lytical validation (reliably processing input data to generate 
reliable outputs), and clinical validation (ML outputs target-
ing the right population in the context of clinical care). To 
connect the dots more precisely, if we want to ensure that the 
purpose function is achieved by the user, an assessment of 
the overall effect function is necessary. Evaluating the effect 
function includes both an effect function decomposition as 
well as quantitative evaluation of the performances of the 
tool (as London correctly argues).

Therefore, SaMD-MLs are evaluated by assessing 
whether the effect function makes possible the purpose func-
tion. Different positions can possibly emerge on this topic 
(Fig. 1). In what we characterize as Option A, one can say 
that to assess how effect functions reliably facilitate pur-
poses, we need an effect function decomposition intuitively 
characterized as a thorough mechanistic description of how 
the algorithm has produced an output: the relevant aspects 
needed to explain the overall effect function are the details of 
how algorithms would make predictions from data, which is 
a position that can be popular among XAI’s proponents. In 
Option B, one may claim that we do not need a (algorithmic) 
decomposition of the effect function, because we only need 
to measure empirical performances (this partially overlaps 
with London’s position), usually with metrics as discrimi-
nation and calibration [5]. Discrimination, for instance, is 
the ability of SaMD-ML to distinguish different conditions 
(such as the presence of breast cancer or not in a biopsy), 
and typical metrics used for calibration are sensitivity, speci-
ficity, etc.

Fig. 1  Purpose function, and different ways of decomposing the effect function of SaMD-ML
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3.3  Alternative ways of decomposing the effect 
function

In this article we argue for Option C. Algorithmic details 
are not the only ‘modules’ through which the overall effect 
function of SaMD-ML can be decomposed. The FDA in its 
paper refers to a description of how the algorithm has been 
trained, and why it has been trained in one way and not 
another. Explaining design choices of the algorithmic train-
ing means not only describing different aspects of SaMD-
ML and why the tool behaves in such and such a way, but it 
also means motivating why technical choices of the design 
are the best for the overall effect function and the purpose 
function (Option C, Fig. 1).

Different training choices would produce different overall 
effect functions, which have consequences for the purpose 
function. As an example illustrating the point (and show-
ing the distinction between effect and purpose), consider 
London’s interpretation of the case of the neural net and 
asthmatic patients. The goal of such a tool may be to facili-
tate a reliable allocation of resources “against a baseline risk 
of death that is independent of current medical practice”  
(p 19)—this is the purpose. The effect is to provide a risk 
score for patients. The problem of the tools (i.e. its unre-
liability in providing a desired effect instrumental to the 
purpose) was that training data reflected the probability of 
death given standard medical practice—asthmatic patients 
are treated more aggressively, and hence the probability of 
them dying from pneumonia is low given standard care. The 
only way to find out about this problem is to document thor-
oughly the process of building the algorithmic system, and 
to motivate the choices behind it. If the FDA has to evaluate 
whether the overall effect function of the neural net (e.g. 
provide a risk score for patients independently of current 
medical practice) is instrumental for realizing the purpose 
function (e.g. prioritize resources in an ICU), one important 
aspect will be considering whether training data can actu-
ally be used to train the algorithm in a way that realizes 
the overall effect function. We cannot identify the problem 
unless there is explicit attention to the different aspects of 
the construction of the tool. In this case, using different data 
sets will lead to different effect functions, which in turn will 
be more or less instrumental for the purpose function.

It is here that technical practices—GMLP—become rel-
evant. For ML systems that adapt within a regulated envi-
ronment (called “unlocked” by FDA), the FDA suggests that 
practices must be “good”. We interpret this as saying that 
effect functions can change as long as the purpose remains 
the same, and the changes take place under GMLP which 
will ensure the reliability of the tool. This shifts the focus 
away from algorithmic decomposition to showing how tech-
nical practices result in a better design that will facilitate 
the purpose. Empirical requirements are satisfied here: it 

is within functional decomposition with respect to purpose 
and practices that discrimination and calibration would be 
necessary (option B) to show agreement with the purpose.

But what do we mean by ‘technical practice’? We refer to 
concrete technical choices. In the FDA document, choices 
constituting GMLP are only vaguely listed. Here we claim 
that ML practitioners should decompose the overall effect 
function from a procedural angle, by dividing the overall 
development and training process into ‘modules’ or ‘phases’ 
(based upon varying technical practices), and they should 
motivate fundamental technical choices that they have made, 
where fundamental choices are the ones making a difference 
to the overall effect function and, as a consequence, to the 
purpose function. We claim that documenting and motivat-
ing choices to make sure that effect and purpose are aligned 
is explaining the design of SaMD-ML.

4  Explainable AI without XAI: opening 
the black box of ML practice

With all the information from Sect. 3, we claim that explain-
ing ML practice has two components:

(a) a description of the way SaMD-ML has been developed 
and constructed

(b) a motivation for the fundamental technical choices 
made by the ML practitioners

Complying with (a) only will provide a long list of techni-
cal requirements and specifications, spelled out as neutral, 
step-by-step recipes. Formulating (b) means also providing 
reasons why the technical choices made are best and result 
in the overall effect really allowing the purpose function. 
It has been shown that documenting technical choices is a 
neglected practice [15, 29], and motivating choices even 
more. Moreover, the nature of technical choices reveals that 
the practice of ML is replete with value judgements. How we 
motivate technical choices is shaped by technical constraints, 
but it is not limited to them—here we claim that value-laden 
judgements are inevitable in ML practice, given that tech-
nical choices are underdetermined [13]. In this section we 
describe first a pipeline to accommodate how (a) can be 
formulated (Sect. 4.1), then clarify in which sense technical 
choices are necessarily shaped by values (Sect. 4.2), describe 
(b) in detail (Sect. 4.3), and finally characterize limitations 
of our approach (Sect. 4.4).

4.1  Documenting ML practices

Decomposing the overall effect functions by identifying 
modules based upon the practices used to develop SaMD-
ML for a specific purpose can be done in different ways. 
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Chen et al. [5] characterizes a pipeline for healthcare, and 
we extend that with best practices from data science, e.g., 
to distinguish data understanding and preparation from 
data collection and model development. This builds upon 
the FDA’s AI Model Development and gives a functional 
decomposition of the aspects of ML that can explain an 
overall effect function of SaMD-ML from the point of view 
of design choices. We characterize the design and devel-
opment of SaMD-ML as six stages, which we identify as 
‘modules of the overall effect function’ (Fig. 2).

First, there is what Chen et al. [5] call problem selection 
(i.e. understanding and definition). In developing SaMD-
ML, one has to choose carefully which prediction or other 
ML tasks the SaMD-ML will perform in meeting the pur-
pose. Although driven by the sociotechnical processes 
constraining the ML task, the first step of the process is to 
understand those needs and constraints and formally define 
the problem to be addressed, i.e., one defines the purpose 
and overall effect function. This choice has important ramifi-
cations for the other phases. As a working example, consider 
the problem of building a ML system to extract diagnostic 
information from Electronic Health Records (EHR). The 
purpose could be to extract an explicit diagnosis; to extract 
information sufficient for diagnosis (such as test results), 
even if not previously coded; to create cohorts or subpopula-
tions for targeted treatment; to select individuals (or medical 
institutions) for clinical trials or retrospective investigations; 
etc. The effect function specifies a diagnosis given the data, 
typically with a predictive model.5

The second module is data acquisition. Acquiring train-
ing data for ML adds complexity beyond the task taken in 
isolation, depending on the problem one has selected. Even 
if data exists in some form within organizations, additional 
steps are needed to select the data and ensure it is fit for the 

purpose. For instance, if one needs data to train a model for 
identifying the possibility of a rare disease from medical 
records, then one must train on many examples of records 
with the disease, much more than proportionate to the pop-
ulation. Moreover, depending upon the purpose, one may 
need different kinds of negative examples, e.g., the occur-
rence and results of different tests would vary in their rel-
evance depending upon whether the system is extracting a 
diagnosis or predicting a disease without formal diagnoses.

The third stage/module is data understanding and prep-
aration, which include characterizing the data, especially 
issues of quality (e.g. cleaning, transforming, reducing) to 
prepare data for analysis and modeling. Although glossed 
over by Chen et al., this stage is well characterized in data 
science and data mining [27]. Data preparation is also con-
strained by requirements of the modeling algorithms to be 
used and the need to divide the set into developmental (e.g., 
model training and tuning) and a testing (or clinical valida-
tion) data sets for supervised approaches. In unsupervised 
ML, the data scientist may need to understand the biases that 
may occur, such as gender or race imbalances, and adjust or 
augment datasets.

The fourth module is model development, which is the 
phase where the algorithm is run on the data to create the 
model or other ML construct, e.g., trained and tuned (in the 
narrower, technical process of training) with the develop-
mental data sets. This is the module/stage where most of 
the choices for the ‘model architecture design’ take place. 
In designing the architecture, parameters and hyperparam-
eters are fundamental. Parameters are usually defined as the 
internal values of the model we are generating via the train-
ing of the algorithm. The number of parameters that can be 
estimated from data in the model would be a hyperparam-
eter and should also be appropriate to the dataset size and 
complexity as they influence how parameters are learned 
during training. Examples include k in k-nearest neighbors 
or k-means, number and size of hidden layers in NN, etc. 
Opening up the black box of training requires explaining 
why certain hyperparameters were chosen, e.g., was it a 

Fig. 2  Modules of the machine learning practices

5 Clustering approaches might also be used to create a treatment 
group not otherwise differentiated by a formal diagnosis (e.g., if a 
disease could have different subtypes not clinically well-distinguished 
with respect to the proposed treatment).
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convenient default or the result of substantial tuning efforts 
with a specific aim.

Next, there is the stage of validation of performances 
and interpretation for its intended use (testing, or clinical 
validation), where metrics similar to the ones of tuning are 
evaluated on the test set, but additional emphasis is placed 
on clinical results. Chen et al. clarify the distinction between 
validation in ML (what they and we call tuning) and vali-
dation in a clinical setting, though we would add the need 
for those clinical criteria to inform the selection of tuning 
metrics used in model development. Thus, clinical validation 
criteria can also affect the model development, especially 
via model tuning.

The last module/stage is assessment of model impact and 
deployment and monitoring. As Chen et al. notice, “a per-
formant model alone is insufficient to create clinical impact” 
(p 413). From a data science perspective, deployment is a 
prerequisite for assessing impact. Reconciling the clinical 
and ML perspectives illuminates the need to recognize that 
the model should be deployed in as realistic setting as pos-
sible to assess impact, and that many follow up steps may be 
required for regulatory approval. What we have to do here 
is show how design choices of, e.g., a visualization or user 
interface for a ‘dashboard’, allow a range of usage modali-
ties. Moreover, design choices can facilitate or impede the 
integration of the tool in specific clinical workflows.

4.2  Value judgement in training

Section 4.1 shows that there are a lot of aspects that have to 
be documented during ML practices. We have mentioned 
throughout this article that some choices taken in the process 
are pervaded by value judgements. What does this mean 
exactly, and why does this matter? In order to explain this, 
we draw a parallel between the context of this article and 
the problem of theory choice in philosophy of science. The 
context of this article is understanding the reliability of ML 
tools in medicine. We have translated this problem into the 
problem of establishing what is the best design for a SaMD-
ML given a specific context of deployment and a given 
intended use. This problem, in turn, can be addressed by 
understanding which are the best technical choices that prac-
titioners have to make in order to design the best SaMD-ML. 
We think that these ideas can be approached by thinking 
about design/technical choices under the lens of the problem 
of theory choice in philosophy of science, and this will show 
that in which senses technical choices are value laden.

How scientists choose among theories/hypotheses is 
highly contentious. Ideally, theory choice is determined 
by criteria that scientific theories should meet in order 
to be considered ‘good scientific theories’. Various lists 
are present in the literature, but they are all variations on 
Kuhn’s preliminary list [22], which includes predictive 

accuracy, internal coherence, external consistency, unify-
ing power, and fertility. When we say that theory choice 
is ideally determined by these criteria, we mean that it 
would be very convenient if these functioned as rules: 
a theory/hypothesis with more unifying power is better 
than one with less, etc. If theory choice functioned as an 
algorithmic procedure, one would be able to apply those 
criteria unambiguously. However, Kuhn argues that this is 
a misleading idealization, because criteria are imprecise 
(i.e. individuals disagree on how to apply them in concrete 
cases), and they conflict with one another. Therefore, Kuhn 
concludes that “the criteria of theory choice with which I 
began function not as rules, which determine choice, but 
as values which influence it” [22, p 362]. McMullin in 
a well-known paper [28] makes similar considerations: 
theory choice is a procedure close to value judgement, 
meaning it is not an unambiguous procedure determin-
ing which choice is the best, but a propensity to consider 
certain characteristics as more desirable. In addition to 
the difficulties of deciding which epistemic value is the 
best for a theory in a given context, it has also been shown 
that nonepistemic values, such as social and moral values, 
shape theory/hypothesis choice. In particular, because of a 
gap between hypothesis and evidence, one faces inductive 
risk, namely accepting/rejecting a hypothesis with the risk 
that it will turn out to be false/true; and usually deciding to 
accept or reject the hypothesis is a function of the serious-
ness of making that mistake, where ‘seriousness’ can be 
evaluated from the point of view of nonepistemic values 
[11, 12, 18, 31].

Both the arguments from epistemic and nonepistemic 
values point to an underdetermination: any dataset is insuf-
ficient to determine which theories are best, and we need 
to resort to pragmatic considerations (informed by various 
values, both epistemic and nonepistemic) to justify theory 
choice convincingly. But there is evidence that ML faces 
analogous problems [13]: throughout the ML pipeline, tech-
nical choices are underdetermined and practitioners resort to 
value-laden considerations. Thus, a step-by-step description 
will not suffice to document the development of SaMD-ML. 
To understand what is really behind a tool, we must under-
stand the values shaping and constraining the development 
of these tools, because any design necessarily is shaped by 
technical choices that are influenced by values.

But what is exactly a value here? McMullin argues that 
something counts as a value in a specific entity if “it is desir-
able for an entity of that kind” (p 5). Why something is 
desirable can vary a lot; in the case of epistemic values in 
science, those are values because they are conducive to truth. 
But here we are in a different context. Technical choices are 
value laden when the reasons to take them are based on the 
expectation that they will promote certain valuable charac-
teristics of that process or, in our case, of the SaMD-ML. 
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There are two valuable characteristics of the practices that 
we think are relevant:

• there are characteristics of ML practices that simply 
make SaMD-ML a more reliable tool assuming certain 
goal performances, some of which will be subordinated 
to the purpose function (e.g. usability, as we will see). 
But others will be independent of the purpose function 
(e.g. the metrics London refers to). In other words, there 
will be technical choices that will allow SaMD-ML to 
meet some performance metrics better than others. We 
call these values performance-centered values

• there are things that we find desirable because they result 
in an overall effect function that does not harm data sub-
jects, or that data subjects may possibly benefit from. 
Characteristics that we can find desirable from this per-
spective are shaped by social, political, and moral val-
ues.6

In the next section we will identify some of these values 
in the different modules of the ML practice (see Table 1 for 
a summary).

4.3  Identifying values in ML practices

Let us now see in detail how values and technical choices 
influence each other in every single phase (i.e. module) 
described in Sect. 4.1.

The first module (i.e., problem understanding and defini-
tion), requires seeking understanding of what is needed and 
making choices in how to define the problem. The over-
all effect function aims to solve the problem statement (or 
answer the posed questions) for the stated purpose. Perfor-
mance-centered values include consistency between the con-
structs of the problem statement and external needs as well 
as its internal coherence. Moreover, choosing the problem to 
address incorporates a number of human biases and assump-
tions (including well-reasoned clinical ones) that need to be 
made explicit, especially as the project most likely requires 
cross-discipline collaboration.

In data acquisition, data availability is a performance-
centered value playing a key role. But we want to ensure not 
only that there is enough data to train properly, but also that 
the data is representative enough, given the particular goal. 
Going back to the example of asthmatic patients, it may be 
difficult to find data sets about patients that are independent 
of medical care received, and one may need to redefine the 
problem to account for diagnostic information and resulting 
treatments actually available. How much value is placed on 
available data versus acquiring more data will determine 
how SaMD-ML will be developed to address a problem. In 
addition, racial and ethnic diversity of training data often 
fails to match the diversity of the population—a problem in 
both ML and clinical trials [16, 20]. Moreover, given that 
there are different ways of thinking about representativeness 
that cuts across different social factors, sometimes the values 
of availability of data and representativeness/inclusiveness 
(understood as an ethical and social value) can stand in an 
odd relation. Although data may appear sufficiently repre-
sentative, it might only come from well-served and wealthy 
areas. But collecting data coming from underserved areas 
may mean processing poor data, possibly optical character 
recognition (OCR) of scanned records, with lots of gaps. 

Table 1  Examples of values in the training process

As shown in the text, values can stand in various relations with each other (complementarity, tradeoff, etc.)

Modules of training Performance-centered values Social/ethical/political values

Problem understanding and definition External consistency, internal coherence Identification of human biases in choosing the 
problem

Data acquisition Availability of data Data representativeness; privacy; implicit biases
Data understanding and preparation Data quality; reference truth; data cleanness Data representativeness
Model development Complexity; data availability; similarity; generality Values characterized by ML ethics literature
Validation and interpretation Precision–recall; sensitivity–specificity Values related to the inductive risk literature
Impact, deployment, and monitoring Usability Graphical integrity

6 A common, though controversial, way of talking about values is 
by distinguishing direct vs indirect roles for values. Here, disentan-
gling direct and indirect roles is difficult. Admittedly, sometimes this 
is straightforward: values play an indirect role especially when we 
are measuring the performance of the trained models—in particular, 
when we have to interpret the results in terms of false positive and 
false negative. But in other contexts, the distinction between direct 
and indirect is more complex. For instance, if we have to decide 
whether data available are enough, or are of enough quality, then 
we have to make a decision about thresholds, and sometimes these 
thresholds will be determined by values playing an indirect role. But 
it can also be that the very notion of what constitutes representative-
ness or good quality of data is shaped by values, and in this case the 
values will play a direct role, because it is the value itself that acts as 
“stand-alone reasons to motivate our choice” [11], p 96). We think 
that talking about values in the way we do—by referring to the char-
acteristics deemed desirable that the values promote—is a much more 
straightforward way of understanding the relation between values and 
technical choices.
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We will have to justify the use of this problematic data by 
saying that we want to promote inclusiveness that cuts across 
not only different ethnic groups, but also groups with dif-
ferent incomes. Moreover, in the example of rare diseases 
in Sect. 4.1, sometimes rather than just listing the dataset 
used, one should explain the decision to oversample from 
a disease group (or other underrepresented subpopulation) 
in terms of the desired effect on the model. Finally, data 
acquisition requires identifying legal issues around owner-
ship, ethical concerns about privacy and implicit bias, and 
technical challenges for balancing data representation and 
identifying underlying changes over time.

In data understanding and preparation, conflicting val-
ues may lead to different choices. The value of inclusion/
representativeness can stand in an odd relation with ‘data 
quality’ (a performance-centered value). Varying the thresh-
old separating acceptable versus low quality data may lead 
to more or less inclusive SaMD-ML. Another important 
aspect is how we define, especially in the medical context, 
a reference truth for our tools; this, according to Chen et al., 
requires clinical judgement, and we should make explicit 
the performance-centered values of what makes a good 
reference truth. Eliminating statistical outliers may lead to 
cleaner data, and more useful models, but related outliers in 
the overall population might indicate subpopulations that 
should be considered separately.

In model development, we face similar conundrums. In 
choosing an algorithm, we may favor one that generates 
complex models, but if we do not have enough data, then 
we may want to opt for a less complex algorithm. Here the 
performance-centered values of data availability and com-
plexity constrain one another. But choosing an algorithm 
depends also on data modalities (2D images, 3D volumes, 
lab measurements, texts, etc.). For data including simple 
or engineered features such as clinical characteristics, then 
linear/logistic regression, support vector machines, and deci-
sion tree are considered accurate, while for images convolu-
tional neural networks seems to be the norm [5]. Which are 
the characteristics that we are looking for in an algorithm 
given a particular data modality? Other values central in 
developing a model are similarity (i.e. the model should 
accurately reflect the phenomena of interest) or general-
ity (i.e. the model performs robustly with respect to novel 
data), and sometimes these can stand in a tradeoff relation. 
Because the output of the model contributes directly to the 
overall effect function, the adaptability and opacity of ML 
models are central to what needs explaining. Our approach 
differs significantly in this respect from London and other 
approaches to transparency or XAI. Rather than decompose 
how the model generates the effect function, or calibrate it 
to empirical clinical results, we emphasize justifications for 
the inputs to the training, good practices in selecting and 
tuning the algorithm, justifying that the model is appropriate 

for the purpose, and ML and clinical validation of the model 
outputs.

The stage of validation is replete with ethical and social 
values shaping performance-centered values, especially con-
siderations of inductive risks. Metrics will change depend-
ing on how the SaMD-ML deals with conditions and level 
of risk. One may choose metrics minimizing either false 
positives or false negatives depending on both the purpose 
function as well as ethical and social values—e.g. either to 
minimize false positives when diagnosing nonthreatening 
diseases with costly follow-up or to minimize false nega-
tives with effective early treatment of serious or contagious 
disease. It is frequently necessary to trade off either reduc-
ing false positives or false negatives, as it may be not pos-
sible to reduce both simultaneously, and these tradeoffs can 
be captured by metric pairs precision–recall and sensitiv-
ity–specificity. The two tradeoffs are similar, with sensitivity 
mathematically identical to recall, and both increase with a 
reduction in false negatives. The difference between trade-
offs is that while specificity and precision both increase with 
fewer false positives, specificity takes true negatives into 
account while precision takes into account true positives. 
Precision works well in information retrieval to measure rel-
evance when retrieving a few documents out of potentially 
millions, but specificity works better when modeling high-
prevalence disease to identify healthy individuals (i.e., true 
negatives for the disease). There is no technical rationale 
for choosing among these metrics, and how to adjust the 
tradeoffs may depend heavily upon performance-centered as 
well as social/moral values. If the purpose of the SAMD-ML 
involves diagnosing a disease, then sensitivity–specificity 
may be a better tradeoff, while if the system is retrieving dis-
ease information from patient records, then precision–recall 
might be better. Design of the SAMD-ML involves not only 
selecting one of the tradeoffs, it involves justifying the rea-
sons one tradeoff was selected for model validation over the 
other one.

Finally, there is model impact and deployment and moni-
toring. In this module, the user interface of the tool is mostly 
driven by the performance-centered value of usability. In 
other words, designers should motivate the interface by 
describing how it affords usability. But usability is not eve-
rything. We also want to make sure that the interface does 
not mislead users into thinking that they have obtained a 
particular piece of information, while in fact they have not, 
e.g., graphical integrity. When presenting a relative quantity, 
such as a relative difference, ratio, or percentage, it is impor-
tant that the reference value reflect the user’s expectation 
rather than a modeling artifact. This is because in this case 
the purpose function will be impacted. Therefore, motivat-
ing why the interface does not mislead users is fundamental.
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4.4  Limitations of the account

This overview of how values can influence different choices 
must not be thought as complete and definite. There are at 
least three limitations to what we have described in this sec-
tion. First, we have characterized the relation between val-
ues mostly in tradeoffs terms. However, values can stand in 
many different types of relation. Let us indulge for a moment 
in an analogy; let us think about values as mathematical vari-
ables: as there are different types of relationships between 
mathematical variables (e.g. linearity, nonlinearity, dis-
continuity, nonmonotonicity, etc.), so we can make similar 
considerations with values. The second limitation is that is 
that it is not clear how the values we described have been 
selected. We base the identification of values on our profes-
sional and research experience, but we acknowledge that 
introspection is not a substitute for a real methodology, at 
least not long term. Finally, our characterization of the inter-
play between values and technical choices is an idealiza-
tion, especially because we have represented the data-aware 
machine learning pipeline as a process where one person 
takes all decisions; however, the practice of ML is a social 
practice, involving different actors and stakeholders [2, 26], 
and this can mean that there will be negotiations of values 
among different individuals. But these limitations can be 
overcome in future works. This is a philosophical frame-
work for a much bigger, empirical project. We hope later to 
use qualitative methods (e.g. interviews, ethnographies) and 
enrich our list of values, relationships among values, and 
characterization of negotiations among stakeholders.

Despite these limitations, we think that our framework 
has substantial advantages over existing frameworks that 
aims to provide tools to identify values in the practice 
of data science. Here we mention only a few of these 
frameworks, with no presumption of completeness. For 
instance, Loi et al. [25] provide a contribution similar 
to ours, in particular with the idea of ‘design explana-
tion’, which is an explanation of the goals of the system, 
in conjunction with information about why the design of 
the system is the way it is and the norms and values guid-
ing it. Another example is Selbst and Barocas [32]. They 
argue that we should understand “values and constraints 
that shape the conceptualization of the problem (..) how 
these (…) inform the development of machine learning 
models (…) how the outputs of models inform final deci-
sions” (p 47). They propose, as others do [23, 30], to con-
sider ‘documentation’ of the training process as a way 
to explain and regulate ML tools. These are all valuable 
contributions, but when they address values, it seems to 
us that they refer especially to social/ethical values, while 
technical/performance-centered values are neglected. 
What generally count as ‘technical preferences’ are seen 

as less problematic than ethical/social values, even though 
in principle they are preference and hence values. This 
assumes that practitioners largely agree on ‘technical val-
ues’, while social/ethical values are somehow arbitrary and 
hence need to be discussed more thoroughly. However, 
this is largely misleading: ‘technical values’ (i.e. perfor-
mance-centered values) are no less values than ethical/
social values (Sect. 4.2), and they pose the same problems 
of ethical/social values. They are preferences, they can be 
seen as arbitrary, they can be endorsed without awareness, 
etc. The only exception to this trend that we could identify 
is the work by Birhane et al. [3], that provided a list of 67 
values which influence to various degrees ML research, 
including technical values, and van de Poel [35] who for-
malizes technical norms within sociotechnical AI systems. 
While their work shows the possibilities implied by more 
‘empirical’ approaches, we think that it does not engage 
enough with the connections between specific technical 
choices and the values they identify.

5  Conclusion

By developing some intuitions that London has in [24] 
and preliminary work of the FDA [14] to stimulate ideas 
on AI regulation in the medical context, we have made the 
following proposals. In regulating medical AI, we should 
address not only algorithmic opacity, but also on other 
black boxes plaguing these tools. In particular, there are 
many opaque choices that are made in the training process 
and in the way algorithmic systems are built, which can 
potentially impact SaMD-MLs performances, and hence 
their reliability. Second, we have said that opening this 
alternative black box means explaining the training pro-
cess. This type of explanation is in part documenting the 
technical choices made from problem selection to model 
deployment, but it is also motivating those choices by 
being transparent about the values shaping the choices 
themselves—in particular, performance-centered values 
and ethical/social/political values. Overall, our frame-
work can be considered as a starting point to investigate 
which aspects of the design of AI tools should be made 
explicit in medicine, in order to inform discussions on the 
characteristics of reliable AI tools, and how we should 
regulate them. We have also highlighted some limitations, 
and we have claimed that in the future it will be necessary 
to empirically investigate the practice of machine learning 
in light of our framework, and to identify more nuances in 
the values shaping ML training.

We want to end this article by repeating that the prob-
lem of explaining opaque technical choices is not an alter-
native to explain the opacity lying at the algorithmic level. 



813AI and Ethics (2022) 2:801–814 

1 3

Unlike London, we think that the worries about algorith-
mic opacity in medicine are more than justified. However, 
we leave any consideration on how the two opacities are 
connected to each other for future works.
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