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Abstract
This Comment explores the implications of a lack of tools that facilitate an explicable utilization of epistemologically richer, 
but also more involved white-box approaches in AI. In contrast, advances in explainable artificial intelligence for black-box 
approaches have led to the availability of semi-standardized and attractive toolchains that offer a seemingly competitive 
edge over inherently interpretable white-box models in terms of intelligibility towards users. Consequently, there is a need 
for research on efficient tools for rendering interpretable white-box approaches in AI explicable to facilitate responsible use.
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1 Introduction

Calls for rendering artificial intelligence (AI) explainable 
have surfaced in many proposals for AI ethics guidelines, 
oftentimes even elevating ‘explicability’ to an ethical prin-
ciple [10]. While the status as an ethical principle may be 
debatable [28], explicability is usually considered paramount 
for responsible AI. According to Floridi et al. [8], explica-
bility is richer notion that explainability, as it is combin-
ing demands for intelligibility and accountability as a way 
to enabling both those working with and those affected by 
AI systems to understand and challenge ways of interaction 
and outcomes [24]. In other terms, demands for explain-
ability–referring to means for providing some form of expla-
nations to users–are usually accompanied by demands for 
transparency–referring to the communication of (ideally) all 
aspects necessary to scrutinize or challenge an AI during its 
development, implementation, deployment and use [7, 54]. 
In essence, this Comment proposes to take explicability as 
the combination of both intelligibility and accountability 
seriously also when basing AI on inherently interpretable 
models.

In most ethics guidelines, definitions of AI are usually 
broadly construed, such that they also encompass white-
box model approaches, such as expert or fuzzy systems, or 

probabilistic (graphical) models, to name a few. Depend-
ing on their complexity and from an applied perspective, 
these models may be just as opaque as black-box model 
approaches [5]. Accordingly, calls for making explana-
tions of AI systems humanly understandable have recently 
increased. From proposals to consider the nature of human-
to-human explanations for effective and communicative 
human–machine interfaces [20, 21] to adopting a human-
centric perspective on explanations, in general [6], research-
ers have addressed a move beyond explanations merely as 
a tool for debugging and gaining new scientific insights. 
Hence, attempts at defining ‘interpretability’, e.g., as “the 
degree to which a human can understand the cause of a deci-
sion” [20], are helpful, but the goal of this Comment is to 
rather emphasize explicability by asking ‘which human?’, 
‘under which circumstances?’ and ‘for which purposes?

2  Explicability as an ethical principle

Explicability has first been advocated as an ethical principle 
for AI by Floridi et al. [8], where it was essentially added 
to the canon of biomedical ethical principles developed 
by Beauchamp and Childress [4]. The principle has since 
been taken up by the final version of the European Commis-
sion’s Independent High-Level Expert Group on Artificial 
Intelligence's Ethics Guidelines on Trustworthy AI [12]. In 
Floridi et al. [8] the principle of explicability is introduced 
as enabling the other principles of ‘beneficence’, ‘non-
maleficence’, ‘autonomy’ and ‘justice’, rather than being 
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a primary principle. The authors attempt to synthesize the 
different but related notions of ‘transparency’, ‘understand-
ability’, ‘interpretability’ and ‘accountability’ by explaining 
the principle of ‘explicability’ in both epistemological and 
ethical terms.

Epistemologically, Floridi et al. intend ‘explicability’ 
to encompass the notion of ‘intelligibility’, meaning that 
for intelligible AI it is in some sense possible to give an 
answer to the question of “how does it work?”. However, 
Floridi et al. stop short of making precise demands regard-
ing the extent of explanations of the inner workings of an AI 
algorithm. Demands for intelligibility may well be context-
specific in the sense that, e.g., in medicine fully mechanistic 
explanations may not be available [17], while practition-
ers and patients alike might be satisfied with invoking cor-
relative evidence as the foundation for responsible shared 
decision making. In addition, the question of “how does 
it work?” may also not relate to concrete evidence leading 
to specific decisions (or rather suggestions), but rather to 
the explanation of fundamental procedural mechanisms 
employed and conditions relevant to arrive at them. This 
may entail providing information about the data bases and its 
provenance as well as interpretive processes [22] and algo-
rithmic processing involved to reach an output. Again, what 
level of depth is satisfactory in providing details about the 
conditions of algorithmic (or algorithm-supported) decision 
making may depend very much on the context and recipient. 
Explaining the essential inner workings of an AI algorithm 
to a physician may require entirely different expositions 
than explaining this to a patient, or an AI system developer. 
Again, Floridi et al. are stopping short of demanding that 
an AI algorithm may be explainable in every single detail. 
Instead, in stating that “we must negotiate the terms of the 
relationship between ourselves and this transformative tech-
nology, on grounds that are readily understandable to the 
proverbial person ‘on the street’” Floridi et al. [8] rather 
propose to demand the provision of the right level of expla-
nation, such that any particular provider and user of–or per-
son affected by–AI technology is able and willing to take 
responsibility for effects resulting from an AI system’s use, 
or contest the associated decisions, respectively.

In ethical terms, then, Floridi et al. intend ‘explicability’ 
to encompass, or rather, enable ‘accountability’. Here, I sug-
gest taking their formulation of the underlying question on 
“who is responsible for the way it works?” to consider the 
wider socio-technical system of which the ethical and–in 
terms of the European Commission’s guidelines–trustwor-
thy AI system [27] is a part. This entails that we should not 
only be interested in the developing party as the responsi-
ble entity, but also in the commissioning, deploying and, 
ultimately, the utilizing parties. This, of course, still makes 
accountable use reliant on some form of explanation of 
how the AI system itself works, but it also allows a wider 

recognition of, e.g., accompanying efforts that contribute 
to helping less AI tech-savvy users make responsible use 
of AI. For instance, consider physicians who are provided 
with a medical decision-support tool. Such a tool may be 
designed as, say, an expert system. It would, thus, not con-
stitute a black box system in the sense that the algorithm is 
opaque even to the developers, cf. Herzog [11]. However, 
it may still be designed without explanatory interfaces that 
facilitate a flow of information from AI system to physician 
and on towards the patient for enabling informed consent 
and, ultimately, shared decision-making. On the other hand, 
such a system may well be designed to allow for this kind of 
transparent and user/recipient-centered handling of expla-
nations, but it is employed in and may even contribute to 
workflow settings that favors rationalized medical treatment 
over actual care. I suggest that the notion of ethical or trust-
worthy AI should consider the entire relevant socio-technical 
system, instead of focusing on the AI system as an artefact 
alone. In this sense, Floridi et al.’s principle of ‘explicabil-
ity’ is different from demanding that AI systems be fully 
explainable and, hence, non-opaque, but rather requires its 
accountable use, where actors are both sufficiently able and 
comfortable to take responsibility [13].

3  Arguments against ‘explicability’ 
as an ethical principle

Robbins [28] argues against letting ‘explicability’ constitute 
an ethical principle. To be fair, he does not dismiss explica-
bility as useless, but rather makes the points that (i) explica-
bility should attach to a concrete action rather than the entity 
responsible for it, (ii) the need for explicability is context-
dependent, and (iii) explicability should not restrict AI to 
offer decision support for applications that only incorporate 
reasoning whose considerations are acceptable a priori. In 
the latter case, Robbins argues, standard automation would 
be sufficient. I will briefly attempt to refute these arguments 
against granting ‘explicability’ the status of an ethical prin-
ciple, before moving on to the core perspective of this Com-
ment: That there is a lack of effort to achieve explicability 
in the sense proposed by Floridi et al., which is especially 
profound when considering inherently interpretable models, 
as they seem to be perceived to not be in need of explanatory 
interfaces that support context- and recipient-specific intel-
ligibility and accountability.

As with respect to (i) and (ii) Robbins elaborates that 
there are certain low-risk AI decisions that do not require 
explanations, because it is very likely that no harm can be 
done. Robbins provides weather forecasts as an example. 
Notwithstanding that mistaken weather forecasts can lead 
individuals into hazardous and life-threatening situations, 
there is undoubtedly a steep risk-gradient between medical 
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decision support and weather predictions. However, just 
as there may be AI whose risk is negligible, there is also 
AI whose contribution to beneficence may be highly insig-
nificant. Does this deprive ‘beneficence’ of the status as an 
ethical principle? Perhaps, but then we would not be left 
with much of any principles at all. Rather, I suggest that all 
ethical principles can be relevant to either action/decision 
or decision maker (or the corresponding device) to variable 
degrees. Consequently, Robbins’ argument that because for 
some decisions we may demand explanations, while for oth-
ers, we may need none, is not conclusive of the view that the 
notion of ‘explicability’ should necessarily be attached to 
particular decisions. An entity capable of making decisions 
can be required to explain in general, even though in some 
instances decisions may be quite inconsequential.

With respect to (iii), it appears that it follows that Rob-
bins’ definition of AI must necessarily be a quite narrow one, 
perhaps even a moving target. The line between standard 
automation and AI is not clear and expert systems, whose 
underlying rationale and considerations are clearly known 
from the outset, would–in Robbins’ view–not constitute AI. 
This certainly is not the stance adopted the EU’s novel pro-
posal for AI regulation, which defines AI systems as systems 
that “can, for a given set of human-defined objectives, gener-
ate outputs such as content, predictions, recommendations, 
or decisions influencing the environments they interact with” 
[26]. Clearly, this does not preclude expert systems. Further-
more, AI systems that offer decision support with under-
lying considerations that are not immediately evident to 
either developers, users or recipients, might simply require 
adequate time frames allowing scrutiny of said decisions. 
Robbins employs the example of possibly discriminatory or 
otherwise inacceptable explanations for accepting or reject-
ing loans and argues that we could as well hard-code the 
non-discriminatory and fair considerations for granting a 
loan into a system, which would then constitute standard 
automation. In this particular example, I completely tend 
to agree, even though the EU definition would potentially 
still allow to denote this an AI system. It can be argued that 
in matters of fairness–and possibly all matters relating to 
societal consensus on moral values–the decision principles 
should be almost always set out a priori, instead of being 
learned by a system.

However, e.g., in other contexts such as medicine, it is 
conceivable that the necessary considerations for the respec-
tive decision principles can reach levels of complexity that 
are difficult to handle and program into a system manually. 
For instance, consider the prospect of automated and highly 
current meta-analyses [19] that can support medical deci-
sion making. It may well be that the considerations, i.e., a 
set of steps that would guide expert analysis and could be 
hard-coded, could themselves constitute useful AI system 
output. In turn, this might be new input to the physicians. 

Given the necessary resources, these would need to scruti-
nize the medical considerations and learn from them. Rob-
bins anticipates this objection, only to quickly dismiss it by 
pointing out that newly found considerations could simply 
be hard-coded again into new automation algorithms (which 
he does not consider AI). This is a good point but leaves 
the benefit of the AI system revealing new correlations or 
reasons untouched. In light of advances in precision and 
individualized medicine, such AI systems may constitute 
important ingredients to a continuous feedback between 
research and practice in the vein of a learning health care 
system [23, 25]. Explicability plays a key role of facilitat-
ing this way towards scientific progress and epistemic gain.

Consider Fig. 1 as a simple illustration of how a medi-
cal expert system (potentially qualifying as AI in terms of 
the EU draft artificial intelligence act) may benefit from a, 
say, sub-symbolic AI meta-analysis system that identifies 
updates to the set of medical considerations which constitute 
the medical decision tree. Even though the meta-analysis 
system may be fed hard-coded criteria to ensure the com-
pleteness and fairness in its assessment of the medical litera-
ture, its output cannot possibly be known a priori. However, 
its output–consisting in updates to the set of medical con-
siderations relevant to the decision tree–itself may constitute 
easy to understand criteria. As a whole, a medical decision 
support system designed this way would not operate on 
medical considerations that are deemed acceptable a priori. 
Rather both the changing set of medical considerations and 
criteria for the quality of the research and evidence con-
sidered together amount to items that contribute to a more 
complete explanation of a medical decision. This should not 

Fig. 1  Schematic of a possible AI-supported medical expert system
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be taken as a proposal for a blueprint on how to construct 
medical AI. Rather, this example should exemplify how AI 
system architectures may provide ingredients for catering to 
a justified demand for explicability, while not excluding sub-
systems whose reasoning is completely known a priori and 
could potentially be hard-coded. In the case of medical AI, 
updates from meta-analyses would certainly be running on 
a much slower time scale than the actual decision tree-based 
medical decision support to allow for regulatory and factual-
medical checks. In that sense, the medical decision support 
might be running on considerations that could potentially be 
hard-coded a priori just as well. However, if the same archi-
tecture would be employed in a field other than medicine, 
both the subsystems’ time scales may be much closer, while 
the entire system would still produce potentially intelligible 
explanations. There is no reason, why in less consequential 
fields than medicine such as, e.g., business administration, 
explanations may well be contested and scrutinized a poste-
riori, i.e., as long as the possibility of proper redress is not 
endangered.

4  The risk of confusing interpretability 
with explicability

Above, I have defended ‘explicability’s’ status as an ethical 
principle and have outlined the depth of its implications for 
conceiving of intelligibility and accountability as impor-
tant notions for a responsible and trustworthy use of AI in 
practice. In summary, my view of ‘explicability’ is that it 
means both more and less than explainability understood 
in a sense that considers only mechanistic explanations, 
and hence, ‘interpretable models’ as good foundations for 
responsible use. ‘Explicability’ means more, because in my 
view ‘explicability’ demands explanatory interfaces tailored 
to the recipient and use-case, incorporating a wide array of 
possible forms of explanations that may not be complete, but 
that focus on putting the respective stakeholders in a position 
to take responsibility. On the other hand, ‘explicability’ also 
means less–or rather is less precise–, because the principle 
remains flexible enough to not strictly demand mechanis-
tic explanations at every level of usage and, perhaps, may 
even allow for none if not available and required for serv-
ing the other principles of ‘beneficence’, ‘non-maleficence’ 
and ‘autonomy’. Granted, quite often, we will want to enact 
regulatory requirements on AI that demands full transpar-
ency and interpretability. However, my main point is that 
we should not mistake calls for transparency and interpret-
ability as sufficient for achieving explicability in the sense 
that guarantees actual accountable use in practical situations 
under harsh time constraints and potentially wide ranges of 
technological proficiency (i.e., a lack thereof).

Hence, I will now turn to the Comment’s main conjec-
ture: There is a lack of effort to achieve true explicability in 
cases where models used in AI are inherently interpretable. 
Meanwhile, black-box approaches have received more atten-
tion from the explainable AI community with efforts often 
directed at providing intelligible algorithmic outputs for end-
users–albeit with varying degrees of success [1]. However, 
systems based on interpretable models are not necessarily 
intelligible to other stakeholders than the developers, hin-
dering accountability of the system users when explanation 
interfaces are lacking. In turn, providing domain-specific 
intelligible explanations for black-box systems does not nec-
essarily achieve accountability.

As an example for the latter, consider saliency maps, see, 
e.g., (Simonyan et al. [30]), as a means to generate maps 
representing the importance of each pixel in arriving at an 
image classification. This approach to make sense of black-
box AI-based image classification is notorious for being 
unreliable [2] and, hence, may undermine accountable use 
despite the deceptively intuitive appearance of its outputs 
even if applied to highly unstructured data such as medical 
imaging.

On the other hand, generally interpretable models, such as 
simple regression approaches yielding parameterized equa-
tions, or graphical models visualizing equations or statisti-
cal independence statements do not provide added value in 
terms of explicability when deployed without further means 
to transport the in-situ reasoning behind the interpretable 
model.

Hence, let the notion of misconstruing interpretability as 
implying explicability be denoted the ‘interpretability-expli-
cability confusion’. There is ample indication that confusion 
of interpretability and explicability is rather widespread. 
Take, for instance, a very recent study on ‘Explainable 
AI’ commissioned by the German Ministry for Economic 
Affairs and Energy [14]. Prominently positioned within its 
executive summary, a process diagram is intended to provide 
orientation on the most common tools for explainable AI. 
However, according to this diagram, no means of explana-
tion to domain experts (or beyond) are suggested if a white-
box model can be used without sacrificing performance. It 
should be clear, however, that some white-box models are 
neither inherently interpretable by all domain experts, nor 
do outputs of AI algorithms based on them typically war-
rant their responsible use. Rather, there might be a need for 
interfaces that support domain experts in the communica-
tion of algorithm outputs towards, e.g., patients (such as in 
healthcare).

Granted, it may be significantly easier to derive means 
of explanations from interpretable models in specific cases. 
This might explain a certain underappreciation of the task in 
basic research and more general tool development. However, 
it appears as though there is a general tendency to equate 
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interpretable models with explicable models, even among 
highly skilled data scientists. Consider, e.g., Rudin [29], who 
does not distinguish between the functions of an explanation 
to provide either scientific insight or allow for its responsible 
use–in the terminology of this Comment, interpretable or 
explicable algorithms. Quite often, both these notions may, 
in fact, significantly overlap. However, they are not the same, 
especially when algorithmic outputs need to be made suf-
ficiently plausible (or rather need to be augmented to reveal 
potential implausibility) for users to challenge them in situa-
tions where, e.g., time is of the essence. Potential application 
domains, where this may be so, include healthcare, autono-
mous driving and many others.

Admittedly, Rudin is making the compelling claim that 
more often than not, non-interpretable models bring about 
more risks than benefits. More specifically, she strives to 
invalidate the myth of the accuracy-interpretability trade-
off. However, it can still be maintained that interpretable, 
yet–due to their complexity–opaque models may not receive 
the same attention as black-box approaches to facilitate 
transparency by the explainable AI research community. 
This is also supported by recent surveys on explainable AI 
that categorize published literature into post hoc approaches 
that create interpretable models, explain black-box deep 
learning models, or explain black-box models in a model-
agnostic way [15]. Comparably much fewer approaches try 
to render an AI algorithm explainable ante-hoc [31]. While, 
of course, many model-agnostic approaches can also be used 
on complex white-box model-based AI, there seems to be no 
significant strand of model-specific explainable AI research 
targeting algorithmic explicability of interpretable models 
directly.

Consider, for instance, large-scale probabilistic models 
for statistical inference. Frameworks for constructing these 
are often already considered with expert interpretability in 
mind. Factor graphs [16], for instance, allow for the hierar-
chical and graphical construction of large models, mix-and-
match approaches to synthesize algorithms from different 
parts and–given proper toolboxes–methods for debugging 
and analysis by zooming in on parts of the graphical repre-
sentation. Such approaches are not only used for signal pro-
cessing, but are applied in areas like neuroscience, attempt-
ing to uncover some basic mechanisms of active inference 
[9]. However transparent such an approach may be to the 
expert, even domain experts such as physicians, who accept 
their need for statistical inference results to improve health-
care, may be quickly left with decision support systems, 
whose outputs they cannot scrutinize and challenge without 
further development efforts for transparent interfaces.

Simply branding approaches based on interpretable, yet 
highly complex, models as ‘explainable AI’ is not support-
ive of responsible use of this otherwise epistemologically 
advantageous approach. In contrast, rather obviously opaque 

algorithms, such as deep learning, may receive more atten-
tion towards their transparency to facilitate their responsible 
use, merely, because they are not interpretable to begin with. 
Perhaps the lack of epistemic certainty during the develop-
ment leads to a kind of humility towards the different needs 
of all stakeholders, while teams working with interpret-
able models consider themselves certain to produce correct 
results.

Therefore, this Comment contains the proposition to 
the community to not allow the epistemological benefits of 
white-box models remain unharnessed simply due to a lack 
of consideration for making the leap from an interpretable 
to an explicable algorithm. The specific form that this leap 
should take is, obviously, contextual, i.e., much depends on 
the actual application under consideration.

5  Conclusion and open questions

There is ample research on making so-called black-box AI 
approaches explainable for AI-, domain- and non-experts. 
While any work on tackling algorithmic opacity is com-
mendable, a preoccupation with augmenting black-box AI 
approaches for responsible use may have led to a neglect 
for the fact that complex white-box models are also opaque 
to most domain- and non-experts. Just because white-box 
models can be interpreted by expert developers, they do not 
automatically yield solutions that facilitate responsible and 
accountable use in practice. Notwithstanding that–or per-
haps, because–often white-box models hold a clear episte-
mological advantage over black-box models, tools to pro-
vide explanations of their output to domain- and non-experts 
have not nearly received the same attention as black-box 
approaches. Therefore, researchers should carry over the 
significant impetus that the discussion about ethical and 
trustworthy AI has brought to the field of explainable AI to 
encompass opaque algorithms in general by also including 
interpretable, yet highly complex, models. The epistemolog-
ical headway of white-box approaches should not pale due 
to a lack of effort for making them amenable for responsible 
use in practice.

A confusion between explicability and interpretability 
carries this risk. An important contribution to this discussion 
is also due to Babic et al. [3], who advocate caution towards 
post hoc methods for making AI explainable. This caution is 
well warranted for, as it resonates with an agenda similar to 
this Comment’s. However, by stressing the fact that explain-
ability does not automatically incur accountability, Babic 
et al. fail to see that interpretability does not, either. This is 
why we need to stress a demand for explicability instead, to 
strike the balance between performance and intelligibility of 
any AI-powered device without sacrificing accountability.
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Black-box AI models definitely deserve their fair share of 
attention. They often promise a fast development cycle from 
data to model and, perhaps, even straight into application. 
An ever-growing set of tools and tutorials facilitates this. 
Likewise, tools for rendering black-box approaches explain-
able are widely available, at many times skipping model 
interpretability and cutting directly to outputs intended for 
domain experts or end-users. There is a sense that this per-
ceived ease of employing such a readily available toolchain 
makes it even more attractive to skip the trouble of more 
involved data analytics, acquiring model domain knowledge, 
devising algorithms and custom-tailoring transparency-sup-
portive means for explainability. While there certainly is 
value in cutting short the development cycle for bringing 
effective tools to the market (or point of care) more quickly, 
it strikes as odd that the presumably epistemologically more 
rewarding way of going for interpretable white-box models 
instead would remain underutilized due to a lack of tools 
that support their ethical use by means of transparent and 
understandable interfaces.

The challenges may potentially not even simply consist in 
a lack of research results. This Comment is almost certainly 
not doing proper justice to some prolific research groups 
that combine both interpretable approaches and methods for 
accountable communication of algorithm outputs to the user. 
However, in any case, an increase in visibility and avail-
ability of both interpretable and transparent AI methods for 
applied research appears necessary.

In addition, the malleability of AI methods making them 
often directly applicable to a wide range of domains seems 
to call for increasingly multi-disciplinary and diverse teams. 
Engaging in meaningful stakeholder involvement and con-
sidering societal and ethical implications from the very 
beginning of a development process [18] is likely to reveal a 
much broader spectrum of what it takes to deliver explicable 
algorithms in practice. This applies to both black- as well as 
white-box approaches.
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