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Abstract
Fast query processing is a primary goal of modern database systems. The use of indexes is crucial to reduce the execution times 
of database queries. Hence, it is of great interest to determine an efficient selection of indexes for a database management system 
(DBMS). However, index selection problems are highly challenging as indexes cause additional memory consumption and 
the individual benefit of an index is influenced by the selection of others. In this paper, we consider index selection problems 
accounting for non-standard features, such as (i) multiple potential workloads, (ii) different risk-averse objectives, (iii) multi-
index configurations, (iv) reconfiguration costs, and (v) anticipation of dynamic workload scenarios. For the different problem 
extensions, we propose specific model formulations, which can be solved efficiently using solver-based solution techniques. 
The applicability and performance of our concepts are demonstrated using reproducible synthetic workloads as well as standard 
TPC-H and TPC-DS-based benchmark workloads.

Keywords Index selection · Stochastic workloads · Dynamic workload anticipation · Performance robustness · (Piecewise) 
Linear programming

Introduction

In this work, we consider resource allocation problems in 
database systems using means of quantitative methods and 
operations research. Specifically, we seek to run database 
workloads efficiently and, at the same time, try to avoid poor 
performances in case of stochastic or even uncertain future 
workloads. In this context, we look for risk-averse decision 
support models that help to optimize whether to store, create, 
or remove indexes by taking into account different potential 

workload scenarios, which can—to some extent—be antici-
pated based on historic data.

Motivation and Background

Indexes are auxiliary data structures. They are used in a rela-
tional database system to reduce the execution time required 
for generating the result of a database query. The shorter the 
execution time of a workload’s query set, the more queries 
can be executed per time unit. Consequently, reducing query 
execution times implicitly increases the throughput of the 
database. Indexes are auxiliary data structures that have to be 
stored in addition to the stored data of a database itself, which 
leads to additional memory consumption and increases the 
overall memory footprint of the database. Memory capacity 
is limited and, therefore, a valuable resource. For this reason, 
it is important to take the memory consumption into account 
for decision-making about which indexes to store in the sys-
tem’s memory.

For each database query, different indexes may exist, 
each of which can improve the query execution time differ-
ently. Table 1 shows an exemplary scenario in which dif-
ferent combinations of indexes lead to different execution 
times of a single hypothetical example query. The first com-
bination without any index leads to the longest execution 
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time of the query with 500 ms. The best execution time of 
300 milliseconds can be achieved using both index 1 and 
index 2. However, the best performing combination regard-
ing the execution time also involves the largest memory 
footprint. The second-best solution from an execution time 
perspective results in an index memory consumption of only 
40% of the optimal solution and is only about 17% slower. 
This simple example illustrates the need to consider the 
index memory consumption for selecting which indexes 
should be used.

Of course, in real-world database scenarios, a database 
management system processes more than only a single 
query. Instead, a set of queries is executed on a database 
with a certain frequency in a specific time frame for each 
query. The set of queries with their frequencies is referred 
to as workload. Executing a workload using a selection 
of indexes has a certain performance. This performance 
is characterized by the total execution time of the work-
load and the selected indexes’ memory consumption. The 
workload execution time should be as low as possible, and 
the index memory consumption must not exceed a specific 
memory budget.

A further challenge of selecting the set of indexes that 
shall be present and used by queries is index interaction. 
“Informally, an index a interacts with an index b if the ben-
efit of a is affected by the presence of b and vice versa” 
[19]. For example, assume a particular index i for a sub-
set S of the overall workload may provide the best perfor-
mance improvement for each query in that subset. There is 
also no other index that has a better accumulated perfor-
mance improvement. Suppose i has such a high memory 
consumption so that the available index memory budget 
is fully exhausted. In that case, no other index can be cre-
ated. Therefore, only queries of the subset S are improved 
by index i. Another index selection might be worse for the 
workload subset S but better for the overall workload. Con-
sequently, a (greedily chosen) single index whose accu-
mulated performance improvement is the highest is not 

necessarily in the set of indexes that provides the best per-
formance improvement for the total workload.

Contributions

This paper is an extended version of [23], where we present 
solver-based approaches to address specific challenges of index 
selection that occur in practice. Besides a basic problem, solu-
tion concepts for several extended problem versions are pro-
posed. The main contributions of [23] are the following: (i) 
We study solver-based approaches for single- and multi-index 
selection problems. (ii) We use a flexible chunk-based heuristic 
approach to attack larger problems. (iii) We consider extensions 
with multiple stochastic workload scenarios and reconfiguration 
costs. (iv) We derive risk-aware index selections using worst 
case and variance-based objectives. (v) We use reproducible 
examples to test our approaches, which can be easily combined.

Compared to [23], in this paper, we present extended studies 
and the following additional contributions:

– We use utility functions in a piecewise linear framework as 
a further criterion for robust index selections in case of sto-
chastic workloads (Section “Expected Utility Using Piece-
wise Linear Functions”).

– We use the workloads of the standard database benchmarks 
TPC-H and TPC-DS for the evaluation.

– We evaluate our approaches in stochastic dynamic settings 
using experiments with in-sample and out-of-sample data 
(Section “Numerical Evaluation for Stochastic Dynamic 
Workloads”).

– We show how to use historic workload data to adapt to 
unknown stochastic seasonal workload patterns in a robust 
and anticipating way.

The remainder of this paper is organized as follows. Sec-
tion “Related Work” discusses related work. In Section “Solu-
tion Approach”, a basic version of the index selection problem 
as well as some extensions are formulated, e.g., the additional 
consideration of reconfiguration costs. For the described prob-
lems, different models and solution approaches are presented. 
An evaluation of the proposed models using synthetic, scalable 
workloads is given in Section  “Implementation and Evalua-
tion”. In Section “Robust Selection Approaches for Stochastic-
Workloads”, we derive different robust selection approaches for 
dealing with stochastic workload scenarios. In Section “Numeri-
cal Evaluation for Stochastic Dynamic Workloads”, we evalu-
ate those approaches for the TPC-H and TPC-DS benchmark 
workloads. Final conclusions and directions for future work are 
given in Section “Conclusion and Future Work”.

Table 1  Sample index combinations with their memory consumption 
and the resulting execution times of a hypothetical query, cf. Weisgut 
et al. [23]

Usage of index 1 Usage of index 2 Total memory 
footprint (MB)

Query execu-
tion time 
(ms)

False False 0 500
True False 100 350
False True 150 400
True True 250 300
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Related Work

The recommendation and automated selection of indexes 
have been in the focus of database research for many years 
and are still important today, particularly in the rise of self-
optimizing databases [13, 15]. In the following, we give an 
overview of index selection algorithms.

A recent and comprehensive overview of the historic 
development as well as an evaluation of index selection algo-
rithms is summarized by Kossmann et al. [11]. Current state-
of-the-art index selection algorithms are, e.g., AutoAdmin 
[5], DB2Advis [21], CoPhy [6], DTA [4], and Extend [18]. 
All those selection approaches focus on deterministic work-
loads. Risk aversion in case of multiple potential workloads is 
not supported. As typically iterated or recursive methods are 
used, it is not straightforward how they have to be amended 
to address the extensions considered in this paper, such as 
multiple workloads, risk aversion, or transition costs.

Early approaches tried to derive optimal index configu-
rations by evaluating attribute access statistics [7]. Newer 
index selection approaches are mostly coupled with the 
query optimizer of the database system [11]. By doing so, 
the cost models of the index selection algorithm and the 
optimizer are the same. As a result, the benefit of consid-
ered indexes can be estimated consistently [5]. As optimizer 
invocations are costly, especially for complex queries, along 
with improved index selection algorithms, techniques to 
reduce and speed up optimizer calls have been developed 
[5, 14, 22].

An increasing number of possible optimizer calls for index 
selection algorithms opens the possibility to investigate an 
increasing number of index candidates. Compared to greedy 
algorithms [5, 21], approaches using mathematical optimiza-
tion are able to efficiently evaluate index combinations. In 
this context, we perceive a shift away from greedy algorithms 
[5, 21] toward approaches using mathematical optimization 
models and methods of operations research, especially integer 
linear programming (ILP) [3, 6]. A major challenge of these 
solver-based approaches is to deal with the increasing com-
plexity of integer programs. An obvious solution is reducing 
the number of initially considered index candidates, which 
may, however, reduce the solution quality.

Alternatively, also machine learning-based approaches 
for index selection are an emerging research direction. For 
example, deep reinforcement learning (RL) techniques have 
already been applied, cf., e.g., Sharma et al. [20] or Koss-
mann et al. [12]. Such approaches, however, require exten-
sive training, are still limited with regard to large workloads 
or multi-attribute indexes, and in particular, do not support 
risk-averse optimization criteria.

A further research direction seeks to solve joint tuning 
problems, where besides the index selection, additional 

features, such as sorting, compression or data tiering selec-
tions, are taken into account (see, e.g., Richly et al. [16]).

Solution Approach

In this section, we present approaches to solve different ver-
sions of index selection problems. Section “Basic Problem” 
describes a fundamental index selection problem, which is 
considered the basic problem in this work. In addition to the 
problem’s description, we formulate an integer linear pro-
gramming model, which allows solving this problem. Sec-
tion “Chunking Extension” (chunking), Section “Extension to 
Multi-Index Configurations” (multiple indexes per query), and 
Section “Consideration of Reconfiguration Costs” (reconfigu-
ration costs) each describe an extension of the basic problem 
and explain which adjustments can be made to the solution 
of the basic problem to solve the extended problems. After 
an evaluation of the mentioned models, cf. Section “Imple-
mentation and Evaluation”, in Section “Robust Selection 
Approaches for StochasticWorkloads”, we will finally present 
our approaches to obtain robust index selections in scenarios 
when workloads are stochastic. Those models are evaluated 
in Section “Numerical Evaluation for Stochastic Dynamic 
Workloads”.

Basic Problem

In this subsection, we first describe a basic version of the 
index selection problem, which resembles typical properties. 
The basic index selection problem is about finding a subset 
of a given set of (multi-attribute) index candidates used by a 
hypothetical database to minimize the total execution time 
of a given workload. The given workload consists of a set 
of queries and a frequency for each query. A query can use 
no index or exactly one index for support. Different indexes 
induce different improvements for a single query. As a result, 
the execution time of a query highly depends on the used 
index. A query has the longest execution time if no index is 
used. For each query, it has to be decided whether and which 
index is to be used. Only if at least one query uses an index, 
the index can belong to the set of selected indexes. Each index 
involves a certain amount of memory consumption. The total 
memory consumption of the selected indexes must not exceed 
a predefined index memory budget.

Table 2 shows the formal representation of the given 
parameters and the decision variables of our model. The 
binary variable uq,i ∈ {0, 1} is used to control whether an 
index i is used for query q. Variable vi ∈ {0, 1} indicates 
whether index i is selected overall. It is used to calculate the 
overall memory consumption of selected indexes. Similar 
to the work of Schlosser and Halfpap [17], the considered 
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standard basic index selection problem can be formulated as 
an integer LP model:

The objective (1) minimizes the execution time of the overall 
workload taking into account the index usage for queries, 
the index-dependent execution times, and the frequency of 
queries. The constraint (2) ensures that the selected indexes 
do not exceed the given memory budget M. Constraint (3) 
ensures that a maximum of one index is used for a single 
query. Here, a unique option has to be chosen including the 
no index option. Thus, if uq,i with i = 0 is true, no index is 
used for query q. The constraints (4) and (5) are required 
to connect uq,i with vi . If no query uses a specific index i, 
constraint (4) ensures that vi is equal to 0 for that index. If at 
least one query uses index i, constraint (5) ensures that vi is 
equal to 1 for that index.

Chunking Extension

The number of possible solutions of the index selection prob-
lem grows exponentially with the number of index candidates. 
Databases for modern enterprise applications consist of hun-
dreds of tables and thousands of columns. This leads to long 

(1)
minimize

vi,uq,i∈{0,1}
I+Q×(I+1)

∑

q = 1, ...,Q, i = 0, ..., I

uq,i ⋅ tq,i ⋅ fq,

(2)s.t.
∑

i=1,...,I

vi ⋅ mi ≤ M,

(3)
∑

i=0,...,I

uq,i = 1, q = 1, ...,Q,

(4)
∑

q=1,...,Q

uq,i ≥ vi, i = 1, ..., I,

(5)
1

Q
⋅

∑

q=1,...,Q

uq,i ≤ vi, i = 1, ..., I.

execution times to find the optimal solution of the increasing 
problem. In this extension, the set of possible indexes is split 
into chunks of indexes. The index selection problem will then 
be solved via (1)–(5) only with the reduced set of indexes for 
each chunk, and the indexes of the optimal solution will be 
returned. After solving the problem for each chunk, the best 
indexes of each chunk will get on. In the second round, the 
reduced number of remaining indexes will be used for a final 
selection using again (1)–(5).

The approach allows an effective problem decomposi-
tion and accounts for index interaction. Naturally, chunking 
remains a heuristic approach an does not guarantee an optimal 
solution, but the main advantage is to avoid large problems. 
Of course chunks should not be chosen too small as splitting 
the global problem into too many local problems can also add 
overhead (see the evaluations presented in Section “Results 
for Index Chunking”). An other advantage is that, in the first 
round, all the chunks could be solved in parallel. With this, the 
overall execution time could be reduced even further.

Extension to Multi‑index Configurations

Our basic problem introduced in Section “Basic Problem” 
could not handle the interaction of indexes as described in 
the introduction: One query could be accelerated by more 
than one index and the performance gain of an index could 
be affected by other indexes. We tackle this part of the index 
selection problem by adding one level of indirection called 
index configurations. An index configuration maps to a set 
of indexes.

For ease of simplicity, we consider the use of at most two 
indexes per query. Assuming the index selection problem 
has ten indexes, then the first configuration (configuration 
0) means that no index is used for this query. The next ten 
possible configurations point to the respective indexes, e.g., 
configuration 1 points to index 1, configuration 2 points to 
index 2, configuration 10 points to index 10. The subsequent 
configurations map to sets containing combinations of two 
indexes. Database queries could be accelerated by more 

Table 2  Basic model parameters and decision variables, cf. Weisgut et al. [23]

Designation Type Description

I Parameter Number of indexes
Q Parameter number of queries
M Parameter Index memory budget
tq,i Parameter Execution time of query q = 1, ...,Q using index i = 0, ..., I ; i = 0 indicates that no index is used by query q
mi Parameter Memory consumption of index i = 1, ..., I

fq Parameter Frequency of query q = 1, ...,Q

uq,i Decision variable Binary variable whether index i = 0, ..., I is used for query q = 1, ...,Q ; i = 0 indicates that no index is used by 
query q

vi Decision variable binary variable whether index i = 1, ..., I is used for at least one query and thus, part of the selection
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than two indexes, but we simplified the configurations in our 
implementation so that they can consist of a maximum of 
two different indexes. We use a binary parameter dc,i indi-
cating whether configuration c contains the index i, where 
c = 0, ...,C and i = 0, ..., I with C being the number of index 
configurations and I being the number of indexes. Further-
more, we assume that ten percent of all possible index combi-
nations will interact in configurations. Our approach to index 
selection works with configurations in the same way as with 
indexes, cf. (1)–(5). The constraints (3)–(5) of the basic prob-
lem, cf. Section “Basic Problem”, are adapted in the following 
way for multi-index configurations:

Again, the binary variable uq,c is used to control if configura-
tion c is used for query q and C is the number of index con-
figurations. Similar to the basic approach, c = 0 represents a 
configuration that contains no index. Constraint (6) ensures 
that one single query uses exactly one configuration option 
instead of one index. In constraint (7)–(8), the parameter dc,i 
is included to activate indexes of used configurations.

Consideration of Reconfiguration Costs

In this problem extension, we consider the costs of a transition 
from one index configuration to another. We assume that the 
database removes indexes that are no longer used and loads 
indexes that are to be used into the memory. Typically, the 
database would need to do some I/O operations, which are 
time expensive and generate additional costs. We model such 
creation and removal costs in our final extension to reduce 
such transition costs.

To adapt the index configurations, the algorithm identi-
fies the differences between the previous configuration (now 
characterized by parameters v̄i ) and a new target configuration 
governed by the variables vi . For each removal at index i, the 
algorithm looks up the removal costs rmi for index i and adds 
them to the total removal costs RM. Analogous, the algorithm 
proceeds to calculate the total creation costs MK using the 
creation costs mki of the index i. The sum of the removal costs 
and creation costs is then being added to any of the previous 
objectives, which allows to avoid high transition costs. The 
costs can be modeled linearly:

(6)
∑

c=0,...,C

uq,c = 1, q = 1, ...,Q,

(7)
∑

q=1,...,Q

uq,c ⋅ dc,i ≥ vi,
c = 1, ...,C

i = 1, ..., I,

(8)
1

Q
⋅

∑

q=1,...,Q

uq,c ⋅ dc,i ≤ vi,
c = 1, ...,C

i = 1, ..., I.

Table 3 describes an explanatory calculation of the transition 
costs between two index selections. The previous (and thus 
fixed) selection, cf. v̄ , uses the indexes 1 and 3. The new 
selection, cf. v, uses index 1 and 2. The resulting transition 
costs are 50.

Implementation and Evaluation

In this section, we demonstrate the applicability of our pro-
posed models. The considered setup and the input data are 
described in Section “Setup and Scalable Test Datasets”, 
respectively. In Section “Results for Basic Index Selection 
Problems”, we reflect on the scalability of the basic approach. 
Then, in Section “Results for Index Chunking”, we investigate 
when index chunking is beneficial for the performance com-
pared to the basic approach and reflect on the cost trade-off 
that the heuristic entails. Afterward, in Section “Results for 
Multi-Index Configurations”, we determine the computational 
overhead of the multi-index extension.

Implementation and Solvers

To evaluate the described approaches, we implemented our 
different models using AMPL,1 which is a modeling language 
tailored for working with optimization problems [8]. The syn-
tax of AMPL is quite close to the algebraic one and should be 
easy to read and understand, even for the readers, who have 
never seen AMPL syntax before. AMPL itself translates the 
given syntax into a format solvers can understand.

The solver is a separate program that needs to be specified 
by the developer. The approach is based on linear/quadratic 
programming using integer numbers. Solvers such as, e.g., 

(9)RM =
∑

i=1,...,I

v̄i ⋅ (1 − vi) ⋅ rmi,

(10)MK =
∑

i=1,...,I

vi ⋅ (1 − v̄i) ⋅ mki.

Table 3  Transition cost calculation example, cf. Weisgut et al. [23]

Index v̄
i

v
i

RM +MK

# mk
i

rm
i

1 50 10 1 1 0   (keep)
2 20 5 0 1 20  (create)
3 100 30 1 0 30  (remove)
4 10 1 0 0 0   (skip)
Total transition costs 50

1 https:// ampl. com/.

https://ampl.com/
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CPLEX2 and Gurobi,3 are suited to solve our models. Several 
tests showed that Gurobi is faster than CPLEX in most cases, 
which is the reason why we used Gurobi.

All code files are available at GitHub.4 Our implemen-
tation in AMPL allows the reader to evaluate the different 
approaches and to reproduce its results, see Section “Imple-
mentation and Evaluation”. The .run-file contains information 
about the selected solver and loads the specified model and 
data specifications. After a given problem was solved, the 
solution is displayed. The .mod-file contains the description of 
the mathematical model, such as parameters, constraints, and 
objectives used. The input data, which are required for solving 
a certain problem, are specified in the .dat-file.

Setup and Scalable Test Datasets

All performance measurements were performed on the same 
machine, featuring an Intel i5 8th generation (4 cores) and 
8GB memory storage. All measurements were repeated three 
times. For each time measurement, we used the AMPL build-
in function _total_solve_time . It returns the user and system 
CPU seconds used by all solve commands [9]. The final value 
was determined by the mean of all three measurement results. 
All non-related applications have been closed to reduce any 
side effects of the operating system.

The datasets that are being used for the evaluation are being 
generated randomly, using multiple fixed random seeds. Each 
dataset is defined by the number of indexes, queries, and avail-
able memory budget. The algorithm provided in the index-
selection.data-file then generates the execution time of each 
query, depending on the utilized index. First, the “original” 
execution time for the query without using any index are cho-
sen randomly within the interval [10; 100]. Based on the drawn 
costs, the speedup for each index is calculated by choosing a 
random value between the “original’ costs and a 90% speedup. 
The memory consumption of a query can be an integer between 
1 and 20. The frequencies can be between 1 and 1 000.

The extensions that are applied on top of the basic 
approach introduce further variables that need to be gener-
ated. For the stochastic workload extension, we introduced 
a workload intensity, which gets drawn randomly for each 
workload. This also applies to the transition cost extension, 
where the creation costs and removal costs are random. The 
multi-index configurations package requires a more complex 
generation process since each index configuration should be 
a unique set of indexes. The configuration zero represents the 
option that no index is being used. The configurations 1 to 
I point to their respective single index. All other generated 

configurations consist of up to two indexes, whereas the 
combinations are drawn randomly. By using a second data 
structure, it is ensured that no index combination is used mul-
tiple times. The speedup s for a combination, existing of two 
indexes i and j, is then calculated by the following formulas:

The minimum speed up and the maximum speed up are then 
passed to a function that returns a uniformly distributed ran-
dom number  wi thin  the  cont inuous in terval 
[min_speedupsi,j ;max_speedupsi,j ] , cf. (11)–(12).

Outsourcing the generation of input data into the index-
selection.data-file allows for an easy replacement with actual 
data, e.g., benchmarking data of a real system. However, this 
also enables the reader to validate basic example cases on 
their own.

Results for Basic Index Selection Problems

“The complexity of the view- and index-selection problem is 
significant and may result in high total cost of ownership for 
database systems” [10]. In this section, we evaluate our basic 
solution, cf. Section “Basic Problem”. We show the scal-
ability of our implemented solution, which we later compare 
to the chunking approach. We set up the memory limit with 
100 units and assume 100 queries with random occurrences 
uniform between 1 and 1000. To test the scalability on our 
machine, we generate data with 50, 100, 150,..., 1450, 1500 
index candidates. The outcome measurements are shown in 
Fig. 1. The total solve time on the y-axis is a logarithmic scale.

Figure 1 shows the growing total solve time while the 
number of indexes rises. With an increasing index count, the 
execution times vary more. Naturally, the solve time depends 
on the specific generated data input. In some cases with over 
1000 indexes, the generated input could not be solved with our 
setup in a meaningful time. Note that the possible combina-
tions of the index selection problem grows exponentially. To 
limit the number of index candidates, one might only consider 
smaller subsets of a workload’s queries that are responsible 
for the majority of the workload costs.

Results for Index Chunking

To tackle the exponential growing number of admissible index 
combinations, we divide the problem into chunks, find the 
best indexes of each chunk, and then find the best indexes of 
the winners of all chunks, cf. Section “Chunking Extension”. 
Compared to the basic index selection solution, problems with 
much more indexes can be solved with chunking.

(11)min_speedupsi,j = max
(

si, sj
)

,

(12)max_speedupsi,j = si + sj.

4 https:// github. com/ mweis gut/ DDDM- index- selec tion.

2 https:// www. ibm. com/ de- de/ analy tics/ cplex- optim izer.
3 https:// www. gurobi. com/ de/.

https://github.com/mweisgut/DDDM-index-selection
https://www.ibm.com/de-de/analytics/cplex-optimizer
https://www.gurobi.com/de/
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Figure 2 shows the total solve time for using different num-
bers of chunks between 1 and 50 (the case without chunking is 
shown in blue). In this experiment all other parameters were 
fixed (see previous Section “Results for Basic Index Selection 

Problems”). The dots of the different chunking versions show 
a linear relationship between an index count of 500–2500. In 
the beginning, the total solve time of the chunking curve has 
a higher slope.

The overhead introduced by chunking, i.e., splitting the 
index candidates into chunks, has not always a positive impact 
on the total execution time of our linear program. The chunk-
ing solution has a lower scattering than the basic solution. In 
each execution, some chunks could be solved faster than the 
mean and some other chunks needed more time. We observe 
that long and short solve times of single chunks balance each 
other and chunking leads to lower variation.

As described in Section “Chunking Extension”, the heuris-
tic chunking approach might cause the final solution not to be 
an optimal global solution of the initial problem. In this con-
text, Table 4 shows the total cost growth of the found solution 
compared to the optimal solution. The lower the chunk count, 
the higher the mean and the maximum growth. With a lower 
chunk count, the possibility that an index of the optimal solu-
tion is not a winner of the related chunk is higher. The more 
chunks, the more indexes get on to the final round.

Chunking reduces the total solve time and fewer outliers 
with very long execution times occur. The degradation of the 
calculated solution is surprisingly low. We observe that the 
total workload costs growth is consistently lower than 1%.

Results for Multi‑index Configurations

In this section, we evaluate the potential solve time overhead, 
which might get introduced by the multi-index configuration 
extension, see Section “Extension to Multi-Index Configura-
tions”. Therefore, we compare the solve times of the extension 
with the basic approach. For both implementations, we tested 
multiple settings. The number of indexes defines a setting and 
is one of 10, 50, 100, 200, 500, or 1000. Independent of the set-
ting, we assume a memory budget of 100 units and 100 queries. 
Figure 3 shows the solve time for both settings in comparison.

Overall, as expected, the multi-index configuration exten-
sion has an execution time overhead compared to the basic 
solution, which assigns at most only one index to each query. 
However, the additional required solve time is acceptable. 
Further, the relative solution time overhead decreases with 
an increasing number of indexes. One explanation for this 

Fig. 1  Execution times in seconds of the basic solution, cf. (1)–(5), 
for different numbers of index candidates, cf. Weisgut et al. [23]

Fig. 2  Execution times in seconds of basic solutions and with differ-
ent numbers of chunks (lower is better), cf. Weisgut et al. [23]

Table 4  Total workload costs growth for different numbers of chunks 
compared to the optimal solution in percent (%), cf. [23]

# Chunks Mean growth (%) Max growth (%)

5 0.49 0.92
10 0.34 0.65
20 0.20 0.65
50 0.07 0.38
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effect could be that increasing the number of index candidates 
also increases the number of dominated indexes excluded by 
the (pre)solver.

Robust Selection Approaches for Stochastic 
Workloads

Until now, we considered a single given workload only. How-
ever, in the context of enterprise applications, we observe that 
each day has a different workload. Further, the workloads at 
the end of the week or on the weekend can systematically 
contain fewer or different compositions of requests compared 
to workloads during the rest of the week. Further, future work-
loads are not perfectly plannable and can be seen as stochastic. 
Hence, a good index selection should be optimized such that 
it provides suitable results for a variety of potential workloads 
scenarios. In this section, we propose an approach that can 
take multiple workloads into account. The solution seeks to 
provide a robust index selection, where robust means that the 
performance is good no matter which workload of different 
potential ones may occur.

In the following, we assume W potential workload sce-
narios, e.g., for the next period of time. We consider the 
probability for workload w denoted by Pw , w = 1, ...,W  , 
where 

∑

w=1,...,W Pw = 1 . A workload scenario is character-
ized by a set of queries, which occur with given frequencies 
within a certain time frame.

Risk Neutral Baseline Approach

As a standard baseline approach, we use the risk neutral 
model. The expected total workload cost T across all work-
loads is being calculated as

where  we  use  the  un tuned  execut ion  t ime 
g(0)
w

∶=
∑

q=1,...,Q uq,0 ⋅ tq,0 ⋅ fw,q (i.e., when no indexes are 
used) to define the normalized execution time gw of a work-
load w with fw,q being the frequency of query q in workload 
w, w = 1, ...,W  , i.e.,

The information whether a configuration c is being used for 
a query q of a workload w is shared between the workloads, 
leaving it to the solver to minimize the total costs across 
all workloads. In this context, Figure 4 shows exemplary 
total workload costs when minimizing the expected execu-
tion time T with W = 4 workload scenarios, cf. W1 - W4, for 
some distribution P. Following the risk neutral objective, it 
is typical that the actual costs of each workload differ a lot, 
leading, e.g., to poor performances (for W1 and W3) in favor 
of others (W2 and W4).

Next, we propose different risk-averse approaches to 
make the index selection performance more robust.

Weighted Worst‑Case Optimization Approach

We include the worst-case performance by punishing the 
maximum total workload costs as additional costs besides 
the mean T. The maximum workload costs L (modeled as a 
continuous variable) are determined by the constraint:

The following (mixed) ILP, cp. (1)–(5), now includes this 
maximum workload cost (L) in the objective using the pen-
alty factor a ≥ 0 , cf. (13)–(14):

(13)T =
∑

w=1,...,W

gw ⋅ Pw,

(14)gw = 1∕g(0)
w

⋅

∑

q=1,...,Q, i=0,1,...,I

uq,i ⋅ tq,i ⋅ fw,q.

(15)L ≥ gw ∀w = 1, ...,W.

Fig. 3  Execution times in seconds of the basic approach and the 
multi-index configuration extension in comparison, cf. Weisgut et al. 
[23]

Fig. 4  Exemplary costs for each workload when minimizing the 
expected total costs (T) (lower is better), cf. Weisgut et al. [23]
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Note, L does not depend on the workload distribution P. 
Further, for a → ∞ , we obtain the pure worst-case optimiza-
tion criterion.

Figure 5 illustrates a typical solution leading to better 
worst-case cost, cp. Fig. 4. However, the costs of W2 and W3 
increased, leaving also a bigger gap between W4 and the rest.

Mean–Variance Optimization Approach

To obtain even (and plannable) performances, we apply the 
mean-variance optimization criterion, i.e., we weight the 
mean T and the variance V of the workload costs defined by, 
cf. (13)–(14),

as a penalty to minimize the scenarios’ cost differences. 
Now, the factor b and the term b ⋅ V  is used in the objective, 
cp. (16)–(17),

Remark that the problem, cf. (18), becomes a binary quad-
ratic programming (BQP) problem using the variance V in 
the penalty term. Using the mean–variance criterion (18) 
may lead to results illustrated in Fig. 6. Typically, all costs 
tend to be within a similar range. However, in comparison 
to the previous figures, not only have been W1, W2, and W3 
brought into a plannable range, but also W4. The total costs 
of W4 may not be reduced, which makes the result indeed 
more robust but less effective in the end. An alternative 
option to resolve this issue would be to use the semivariance 
instead of V. Similar to the variance, the semivariance can 
be used to penalize only those workloads whose costs are 
higher than the mean cost of all workloads, i.e., workloads 
with lower costs would not increase the applied penalty.

(16)minimize
vi,uq,i∈{0,1}

I+Q×(I+1),L∈�
T + a ⋅ L.

(17)V =
∑

w=1,...,W

(

gw − T
)2

⋅ Pw.

(18)minimize
vi,uq,i∈{0,1}

I+Q×(I+1)
T + b ⋅ V .

Expected Utility Using Piecewise Linear Functions

In Sections “Weighted Worst-Case Optimization Approach” 
and “Mean-Variance Optimization Approach”, we presented 
risk-averse objectives that minimize an upper bound to opti-
mize the execution time of the worst workload or use the 
mean-variance criterion to achieve robust execution times 
with small deviations. However, optimizing the mean–vari-
ance criterion also penalizes execution times that are better 
than the average execution time, which can be a disadvan-
tage as short execution times are desirable from a database 
perspective.

As an alternative to model more flexible risk-averse objec-
tives, we use utility functions, which allow to identify index 
selections such that all workload scenarios are addressed but 
a higher focus is put on improving scenarios with high costs. 
However, the included non-linearity is a challenge for solvers, 
particularly as we have an integer problem. To resolve this 
issue in a pragmatic way, we model the non-linear objective 
by using piecewise linear approximations.

As we have a cost minimization problem, we use the sce-
nario-specific costs g(0)

w
 representing the total workload costs 

of workload w when no indexes are used at all as an upper 
bound. Hence, the (normalized) benefit of using indexes for 
workload w can be expressed as �w ∶= (g(0)

w
− gw)∕g

(0)
w

 , cf. 
(14). In this context, we consider continuous concave util-
ity functions u(z), z ≥ 0 , to measure the decreasing marginal 
utility of the benefit of a workload. Further, to approximate 
u(z), we use 1000 equidistant values between 0 and 1 for a 
piecewise linear representation of u denoted by ũ , i.e.,

Finally, the objective to maximize the expected utility of 
benefits over all workload scenarios reads as

Note, the piecewise linear integer problem (20) can effi-
ciently be solved using standard solvers.

(19)ũ(z) ≈ u(z), z ∈ [0, 1].

(20)maximize
vi,uq,i∈{0,1}

I+Q×(I+1)

∑

w=1,...,W

ũ
(

1 − g
w
∕g(0)

w

)

⋅ P
w
.

Fig. 5  Exemplary workload costs with increased robustness by opti-
mizing the worst-case costs (L), cf. Weisgut et al. [23]

Fig. 6  Exemplary workload costs with increased robustness by using 
mean-variance optimization, cf. Weisgut et al. [23]
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To sum up, the risk-averse approaches proposed in this 
section enable us to use multiple workloads (e.g., observed in 
the past) to optimize index selections for potential/stochastic 
scenarios under risk considerations.

Numerical Evaluation for Stochastic 
Dynamic Workloads

In this section, we evaluate the performance of the risk-averse 
selection approaches proposed in Section “Robust Selection 
Approaches for StochasticWorkloads”. Our evaluation uses 
the workloads of the established standard database benchmark 
TPC-H and TPC-DS, which are introduced in Section “Setup 
and Model Input”. Further, in Section “Experiment with Sto-
chastic Dynamic Workload Scenarios”, we define our experi-
ments with stochastic dynamic workload scenarios, which are 
based on Section “Setup and Model Input” and different rand-
omized query frequencies. In Section “Evaluation Results for 
Stochastic Dynamic Workloads (In-Sample)”, we evaluate our 
index selection models for stochastic workloads, where we 
use drawn samples of dynamic workload data, which serve 
as exemplary historic data. Further, in Section “Evaluation 
Results for Stochastic Dynamic Workloads (Out-of-Sample)”, 
we verify the robustness of the selections obtained in Sec-
tion “Evaluation Results for Stochastic Dynamic Workloads 
(In-Sample)” by evaluating them for unseen generated out-
of-sample workloads. Finally, in Section “Discussion”, we 
discuss the results obtained.

Setup and Model Input

We consider the case with at most one index per query. To 
generate realistic workload data, we set up a PostgreSQL 11 
[1] database system with the extension HypoPG [2]. HypoPG 
allows creating hypothetical indexes and estimating their 
sizes. We loaded TPC-H and TPC-DS tables with scale fac-
tor 1. For TPC-H ( Q = 22 , I = 275 ) and the TPC-DS queries 
( Q = 99 , I = 1 422 ) and their various index candidates (with 
1-2 attributes), we derived query costs tq,i , i = 0, ..., I , by call-
ing PostgreSQL’s EXPLAIN with the query template string 
using fixed parameters, see [17]. Index sizes for the required 
memory, cf. mi , are modeled by using HypoPG’s function 
hypopg_relation_size(). The obtained model inputs 
to reproduce the calculations are available online.5

Experiment with Stochastic Dynamic Workload 
Scenarios

We consider workloads for different days of the week, which 
are referred by j = 0, ..., 6 . Further, we generate workload 

data for 20 weeks as historic data. Hence, for days of type 
j, we consider Wj = 20 historic workload scenarios. With-
out loss of generality, for all j, we use uniform probabilities 
P
(j)
w = 1∕20 , for the workload scenarios w, w = 1, ...,Wj , 

Wj = 20 , j = 0, ..., 6 . To generate random seasonal patterns 
for query q and the type of day j, we use skewed random num-
bers zq,j ∶= 1∕tq,0 ⋅ (Uniform(0, 0.1)

(1∕0.1)) . Based on zq,j for 
the 20 days of type j, we use the randomized query frequen-
cies f̄q,j,k ∶= zq,j ⋅ (Uniform(0, 0.2)

(1∕0.2)) , for all k = 1, ..., 20.
The total workload costs of day j in week k amount to 

C
(0)

j,k
=
∑

q=1,...,Q f̄q,j,k ⋅ tq,0 . As we seek to optimize index selec-
tions against different mixtures of workloads and not primar-
ily against different amplitudes of load, in our experiment, we 
normalize the overall load, i.e., in our models for day j in week 
k ,  we consider  the f inal  query frequencies 
fq,j,k ∶= f̄q,j,k ⋅ C

(0)

1,1
∕C

(0)

j,k
 . For day j in week k without using 

indexes, we have the untuned total workload costs 
g
(0)

j,k
=
∑

q=1,...,Q fq,j,k ⋅ tq,0 . Finally, for the memory budget M, 
we use M ∶= � ⋅

∑

i=1,...,I mi for a given parameter value 
� ∈ [0, 1].

Evaluation Results for Stochastic Dynamic 
Workloads (In‑Sample)

For generated workload scenarios over 20 weeks, as described 
in Section “Experiment with Stochastic Dynamic Workload 
Scenarios”, for each type of day j, j = 0, ..., 6 , we separately 
apply the models proposed in Section “Robust Selection 
Approaches for StochasticWorkloads”, which are based on 
different optimization criteria. Besides the risk neutral model 
(RN), the weighted worst-case approach (WWC), the mean-
variance optimization model (MVO), and the expected utility 
model (EU)—as another baseline—we consider the approach 
that optimizes the selection for a certain single workload (SW) 
only. For this, we used the last one of the day’s type. Alterna-
tively, one could also use the most likely scenario, cf. Pw , or 
the average workload over all types of days.

The results of Table 5 are based on the TPC-H benchmark 
(cf. Q = 22 queries, I = 275 index candidates) for a budget 
M determined by � = 0.0017 . For the WWC model, we used 
a = 100 to basically optimize the worst case L. For the MVO 
model, we used b = 5 . For the EU model, we used the utility 
function u(z) = z� , � = 0.5 . For the SW approach, for each 
type of day j, we used the workload of week k = 1.

Table 5 shows the results when optimizing for the five dif-
ferent approaches. Each model was solved seven times for 
all seven types of days j for 20 different associated workload 
scenarios each. The numbers in Table 5 are average values 
of the seven different performance values for the seven dif-
ferent types of days of the week. Further, all selections were 
also evaluated (as averages) for the criteria not optimized for. 
A row contains results that are optimized for the criterion 

5 https:// hyrise. github. io/ repli cation/.

https://hyrise.github.io/replication/
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given in the first column. The different columns contain an 
evaluation of the associated index selection with respect to 
all different objectives. Hence, within the different columns, 
the value on the diagonal (marked in bold style) represents 
the best possible objective value. Note, that all criteria are 

minimizations except the EU approach, where large objec-
tive values are

As expected, we, observe that, e.g., the WWC approach 
provides the best worst-case objective (L=0.976225) but 
falls short in the RN performance. Here, of course, the RN 
approach provides the best results (0.743616) but performs 
comparably bad regarding the WWC or MVO criterion. Natu-
rally, optimizing for one single scenario only, cf. SW, can 
lead to fairly random results when evaluating other criteria. 
Overall, in this experiment, the EU approach provides good 
results regarding all criteria.

Table 6 contains corresponding results based on the larger 
TPC-DS benchmark (cf. Q = 99 queries, I = 1 422 index 
candidates), where we used the same model parameters, i.e., 
� = 0.0017 , a = 100 , b = 5 , and � = 0.5 . The optimization 
of the MVO model is excluded as its computation was not 
possible within 1 h, due to its non-linear (quadratic) structure. 
The solutions for all other models could be computed within 
single seconds. The results obtained are similar to the TPC-H 
case. Further, they show the applicability of our linear models 
for larger workloads.

Evaluation Results for Stochastic Dynamic 
Workloads (Out‑of‑Sample)

Table 7 shows the average performance results of the deter-
mined index selections associated to Table 5 when evaluated 
for 20 new unseen workload scenarios for each type of day j. 
Those new scenarios respect the same seasonality pattern, cf. 
realized zq,j values, but are based on new i.i.d. random vari-
ables for f̄  (see Section “Experiment with Stochastic Dynamic 
Workload Scenarios”). The 20 new unseen scenarios can be 
seen as potential workloads that effectively occur on the next 
day of a certain type j. Those scenarios serve as an out-of-
sample validation of our (robust) index selections that have 
been computed based on 20 seen historic workloads, cf. Sec-
tion “Evaluation Results for Stochastic Dynamic Workloads 
(In-Sample)”.

In Table 7, again, the performance results for the differ-
ent objectives have been averaged of all seven types of days. 
The performance values on the diagonal (italicized) show the 
results that have been tried to optimize using similar but dif-
ferent workload data. Overall, these values are among the best 
(within one column). Naturally, it is possible that selections 
associated with one of the other criteria accidentally provide 
better results for the new data.

To finally determine the quality of our out-of-sample 
results for the different objectives, we compare the results 
obtained in Table 7 to the best possible results that could have 
been obtained when (i) knowing all the 20 new scenarios for 
all types of days and (ii) computing optimized solutions as 
done in Table 5—but now for the unseen data. Those upper 
bound results are shown in bold in Table 8, including their 

Table 5  In-sample results of the five different objectives regarding 
the performance metrics: SW, RN, MVO, WWC, and EU; average 
performance results over seven types of days for 20 scenarios of data 
each (TPC-H benchmark workloads)

The values on the diagonal (marked in bold style) represent the best 
possible objective value

TPC-H: 
Criterion\
Objective

SW RN MVO WWC EU

SW 0.841076 0.796636 0.968590 0.989777 0.374070
RN 0.846430 0.743616 0.971760 0.988616 0.433794
MVO 0.884328 0.851324 0.919373 0.983296 0.330971
WWC 0.931793 0.787028 0.989648 0.976225 0.397476
EU 0.845298 0.744480 0.965337 0.986453 0.436840

Table 6  In-sample results of the five different objectives regarding 
the performance metrics: SW, RN, MVO, WWC, and EU; average 
performance results over seven types of days for 20 scenarios of data 
each (TPC-DS benchmark workloads)

The values on the diagonal (marked in bold style) represent the best 
possible objective value

TPC-DS: 
Criterion\
Objective

SW RN MVO WWC EU

SW 0.793180 0.827521 0.871827 0.950612 0.396287
RN 0.837601 0.794857 0.840674 0.923163 0.438164
WWC 0.832654 0.821789 0.850853 0.920160 0.409473
EU 0.837598 0.794858 0.840670 0.923145 0.438165

Table 7  Out-of-sample results of the five different objectives regard-
ing the performance metrics: SW, RN, MVO, WWC, and EU; average 
performance results over seven types of days for 20 (unseen) scenar-
ios of data each (TPC-H benchmark)

The values on the diagonal (italicized) show the out-of-sample results 
that have been achieved when using the consistent objective criteria 
for similar but different workload data

TPC-H: 
Solution\
Objective

SW RN MVO WWC EU

SW 0.905438 0.798104 0.981805 0.989426 0.371737
RN 0.852599 0.743132 0.951999 0.983760 0.440299
MVO 0.838664 0.836308 0.950803 0.981496 0.339849
WWC 0.862135 0.800519 0.990310 0.984174 0.384951
EU 0.847340 0.739281 0.947899 0.981270 0.449813
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evaluations for the non-optimized criteria. The results con-
firm that the italicized numbers of Table 7 are indeed close 
to the bold numbers of Table 8, which verifies the quality of 
our models to determine the intended robust index selections.

Similar to Tables 7,  8, Tables 9 and 10 contain the results 
for the TPC-DS benchmark. The optimization of the MVO 

model is again excluded due to runtime issues. More impor-
tantly, the results show that the quality and robustness of our 
linear solutions also hold for larger workloads.

Recall, that reconfiguration costs, cf. Section “Considera-
tion of Reconfiguration Costs”, have been excluded in this 
experiment to not influence the out-of-sample robustness 
analysis. Undoubtedly, as they are modeled linearly, they 
could be directly included to incrementally adapt index selec-
tion dynamically over time by taking into account different 
workload scenarios of different kind (from one day/period 
to another).

Discussion

Overall, we can summarize that our models and extensions are 
applicable and effective for the index selection problem. Fur-
ther, in contrast to the synthetic workloads generated in [23], 
we demonstrated the models’ effectiveness with the analytical 
database workloads of the TPC-H and TPC-DS benchmarks 
established in the industry and the research community. Being 
able to (re)allocate indexes in uncertain and changing envi-
ronments addresses a relatively untapped field and, hence, 
contributes to existing works. We argue that the obtained 
results showed the intended characteristics for the follow-
ing reasons: First, being able to integrate the targeted goals 
directly in a model’s objective is effective. Second, solver-
based LP models—in contrast to heuristic or even black box 
algorithms—guarantee optimality. The price for optimality is 
impaired scalability, i.e., our models are limited to small and 
midsize problem instances.

Conclusion and Future Work

We considered different variants of index selection problems 
and proposed solver-based solution concepts. For the basic 
version of the problem, assuming one deterministic work-
load only, we presented an ILP-based solution and analyzed 
a chunk-based heuristic to lower the problem complexity in 
case of large index candidate sets. We obtained that, compared 
to the optimal solution of the basic problem, this heuristic 
performs near-optimal and allows to significantly reduce the 
overall solution time.

Further, to address settings where index selections are 
adaptively chosen over time, e.g., under (expected) chang-
ing workloads patterns, we endogenized costs to create and 
remove indexes in the presence of an existing index configu-
ration while balancing performance and minimal required 
reconfiguration costs. The extended model remains linear and 
the numerical overhead is small.

In the second part of the paper, we considered multiple 
potential workload scenarios in a stochastic framework. To 
identify robust index selections for such type of uncertain 

Table 8  Upper performance bounds for out-of-sample results of the 
five different objectives: SW, RN, MVO, WWC, and EU; average 
performance results over seven types of days for 20 scenarios of data 
each (TPC-H benchmark)

The values on the diagonal (marked in bold style) represent the best 
possible objective value

TPC-H: 
Criterion\
Objective

SW RN MVO WWC EU

SW 0.824394 0.870395 0.964107 0.989635 0.308505
RN 0.847369 0.739265 0.947888 0.981217 0.449841
MVO 0.874844 0.897488 0.926958 0.989181 0.281312
WWC 0.883384 0.768710 0.961676 0.977096 0.417478
EU 0.847205 0.739261 0.947835 0.981168 0.449931

Table 9  Out-of-sample results of the five different objectives regard-
ing the performance metrics: SW, RN, MVO, WWC, and EU; average 
performance results over seven types of days for 20 (unseen) scenar-
ios of data each (TPC-DS benchmark)

The values on the diagonal (italicized) show the out-of-sample results 
that have been achieved when using the consistent objective criteria 
for similar but different workload data

TPC-DS: 
Solution\
Objective

SW RN MVO WWC EU

SW 0.829629 0.832788 0.877549 0.948473 0.390983
RN 0.826602 0.808464 0.853074 0.926985 0.424161
WWC 0.835600 0.832299 0.866277 0.931297 0.396786
EU 0.826608 0.808464 0.853073 0.926983 0.424161

Table 10  Upper performance bounds for out-of-sample results of the 
five different objectives: SW, RN, MVO, WWC, and EU; average 
performance results over seven types of days for 20 scenarios of data 
each (TPC-DS benchmark)

The values on the diagonal (marked in bold style) represent the best 
possible objective value

TPC-DS: 
Criterion\
Objective

SW RN MVO WWC EU

SW 0.812460 0.843506 0.875146 0.946141 0.375077
RN 0.820005 0.803912 0.853336 0.930921 0.427629
WWC 0.825157 0.819191 0.852716 0.922422 0.412090
EU 0.819998 0.803913 0.853337 0.930919 0.427628
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workload scenarios, we proposed the following risk-averse 
objectives: (i) weighted worst-case costs (linear), (ii) mean-
variance optimization (quadratic), and (iii) expected utility 
criteria (piecewise linear). Our results show that the different 
models are applicable—particular the linear ones—and that 
the targeted effect to avoid bad and uneven performances is 
achieved.

Using numerical experiments based on TPC-H and TPC-
DS benchmark workloads, we studied the performance 
robustness of the risk-averse selection models when trained/
optimized for observable historic dynamic workload data and 
finally applied for a variety of unseen randomly generated 
(out-of-sample) workloads. We verified the high quality of 
the results obtained by comparing the achieved performance 

against upper bounds, which are based on exploiting full 
knowledge of the out-of-sample workload scenarios.

In future work, further experiments could be performed 
to study how the performance robustness is affected when 
using the chunking heuristic or reconfiguration costs. Note, 
that all our concepts can be easily combined. Other research 
directions may include scalability issues of solver-based 
approaches as well as the integration of risk-averse objec-
tives in rule-based or self-learning index selection algorithms.

Appendix

See Table 11.

Table 11  List of parameters and 
variables

Parameters

C Number of index configurations
I Number of indexes
M Index memory budget
Q Number of queries
W Number of workloads
fq Frequency of query q = 1, ...,Q

fw,q Frequency of query q = 1, ...,Q in workload w = 1, ...,W

Pw Probability of workload w = 1, ...,W

mi Memory consumption of index i = 1, ..., I

si Speedup of index i = 1, ..., I in contrast to no index being used
tq,i Execution time of query q = 1, ...,Q using index i = 0, ..., I ; i = 0 indicates that no index is used
dc,i Binary parameter whether configuration c = 0, ...,C Contains the indexes i = 1, ..., I

v̄i Binary parameter whether index i = 0, ..., I was part of the previous/current index selection
mki Creation costs of the index i = 1, ..., I

rmi Removal costs of the index i = 1, ..., I

g(0)
w

Execution time of a workload using no index w = 1, ...,W

zq,j Random parameters to generate patterns of query q at period of type j
� Memory budget parameter
a Parameter for weighting worst-case costs (WWC model)
b Parameter for weighting the variance of costs (MVO model)
u Utility function
ũ Piecewise linear approximation of u
� Parameter of the utility function u (EU model)

Variables
T Total expected execution time of all workloads
L Maximum workload costs (worst case)
V Variance of execution times
MK Total index creation costs
RM Total index removal costs
gw Execution time of a workload w = 1, ...,W

uq,i Binary variable whether index i = 0, ..., I is used for query q = 1, ...,Q;
i = 0 Indicates that no index is used by query q

uq,c Binary variable (for the multi-index extension) whether configuration c = 0, ..., I is used for
query q = 1, ...,Q ; c = 0 represents an empty configuration with no indexes

vi Binary variable whether index i = 1, ..., I is used (for at least one query)
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