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Abstract
Artificial intelligence (AI) is an important part of today’s pervasive computing systems. Still, there is no end-to-end system 
platform that allows to deploy, update, manage and execute AI models in pervasive systems. We propose such a system 
platform in this paper. Most importantly, we reuse concepts and techniques from twenty years of pervasive computing 
research on how to enable runtime adaptation and apply it to AI. This allows to specify adaptive AI models that are able to 
react to a multitude of dynamic changes, e.g. with respect to available devices, networking conditions, but also application 
requirements and sensor data sources. Developers can optimise their applications iteratively, starting with a generic setup 
and refining it step by step towards their specific pervasive computing scenario. To show the applicability of our platform, 
we apply it to two pervasive use cases and evaluate them, achieving up to four times faster inference and three times lower 
energy consumption compared to a classical AI deployment.

Keywords Deep learning · System software · Pervasive computing · FPGA · Adaptive systems

1 Introduction

Since its inception 30 years ago (Mattern 2001; Weiser 
1991), ubiquitous and pervasive computing has changed 
fundamentally how we perceive computers and interact with 

them. The ability of a pervasive system to detect the situa-
tion of its users in the physical world (Clemente et al. 2020; 
Sadhu et al. 2019) and to adapt itself to it (Braud et al. 2020; 
Breitbach et al. 2019) are central building blocks of such 
systems. Besides context management (Elmalaki et al. 2015) 
and runtime adaptation frameworks (Becker et al. 2003, 
2004; Cervantes et al. 2017; Handte et al. 2012; Herdin 
et al. 2017), artificial intelligence (AI) and machine learn-
ing (ML) algorithms have proven to be of major importance 
to realize this vision. With them, pervasive systems can e.g. 
detect user behaviour (Clemente et al. 2020; Radhakrishnan 
et al. 2020; Zhou et al. 2015), analyse physical environments 
(Fukushima et al. 2018; Zhang et al. 2017) and optimize 
system operation (Burger et al. 2020b).

Despite its importance for pervasive computing, AI is 
typically provided in an ad-hoc manner without comprehen-
sive support of a suitable system software. Instead, it is han-
dled as part of an application and integrated by developers 
anew for each app. AI components are usually either imple-
mented for the Cloud and Edge, or specifically on embedded 
devices as isolated solutions. In neither case these solutions 
are interconnected and do not take into account the specific 
challenges that pervasive systems pose on them:
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Firstly, pervasive system runtime situations are known 
to be highly dynamic, heterogeneous and often unpredict-
able. As such, an AI system must be able to handle widely 
fluctuating applications, data sources, available execution 
resources and network conditions at runtime.

Secondly, pervasive systems can have very long lifetimes 
with devices being in operation for decades. The AI system 
must be able to handle data drift over time as well as new 
AI techniques that have been developed after a device has 
been deployed.

Thirdly, pervasive systems often have very strict and 
often contradictory performance requirements, e.g. with 
respect to prediction accuracy, energy consumption, reac-
tion time, and privacy. An AI system must allow to optimize 
its behaviour for such requirements.

In this paper we propose a system platform for pervasive 
AI applications, that aims to take AI techniques and com-
bine them with approaches from the pervasive computing 
community, such as Becker et al. (2003, 2004), as well as 
making pervasive solutions available to AI developers. This 
allows the AI system to become adaptive and to optimize 
itself to runtime changes in pervasive execution contexts. 
At the same time, it relieves developers from the complex-
ity of pervasive computing and allows them to concentrate 
on their specific AI. Through runtime adaptation and pro-
gramming abstractions, developers can start with a standard 
AI, e.g. placed in the Cloud, using input data from a fixed 
sensor. Then, iteratively, they can extend this approach, e.g. 
switching to a specialized AI model on an embedded system 
and taking into account input data from different, changing 
sensors.

To realise this vision, we use and extend our earlier work 
on pervasive systems, runtime adaptation and AI, integrating 
ideas and concepts from nearly 20 years of research.

We propose two main contributions in this paper:
First, we propose a distributed execution environment for 

AI in pervasive computing that integrates deeply embedded 
devices, Edge and Cloud servers. To mitigate the limitations 
of embedded devices with respect to compute power, our 
system allows to incorporate exchangeable hardware (HW) 
accelerators for AI that are implemented on local embedded 
field programmable gate arrays (FPGAs). We call this solu-
tion the Elastic AI, a distributed AI runtime environment.

As our second main contribution, we show how to use 
this execution environment to realise adaptive AI systems 
for pervasive computing, using a variety of structural and 
behavioural adaptation techniques such as reselection, relo-
cation, and parametrisation for the AI model execution, as 
well as clustering and data fusion for AI data.

The remainder of this paper is structured as follows. In 
Sect. 2 we provide the necessary background explaining 
our assumptions and the resulting challenges and require-
ments our system must address. We also discuss related 

work. Section 3 describes the overall approach and design 
rationale of our system, after which we present our Elastic 
AI runtime environment in Sect. 4. In Sect. 5 we describe 
how a developer can implement an adaptive AI system for a 
pervasive application using our system. Then, in Sect. 6, we 
show how to handle varying data sources and data quality. 
In Sect. 7 we evaluate our approach before concluding the 
paper in Sect. 8.

2  Background and related work

Before presenting our approach for adaptive AI we first 
want to provide all necessary background information for 
the paper. First, we describe our system model for pervasive 
computing. Then we analyse the specific challenges that per-
vasive computing poses for AI systems and derive require-
ments from them. Finally, we discuss our related work.

2.1  System model

We model a pervasive system as a number of mobile end-
users that execute pervasive application software on inter-
connected compute devices. Devices are very heterogene-
ous with respect to their resources and attributes. They can 
range from high performance stationary servers in a Cloud 
centre that are reachable over the Internet, to mid-level Edge 
devices that are installed in a local environment, mobile 
battery-powered devices that are carried by users, and low-
end (deeply) embedded devices that are integrated into 
everyday objects with 8bit microcontroller units (MCUs), 
a few kilobytes of RAM and no operating system support. 
Many devices also integrate sensors to measure their physi-
cal environment and actuators to influence its state. Sensors 
are themselves very heterogeneous and can range from very 
cheap, inaccurate ones to very expensive and accurate sen-
sors that measure a variety of phenomena.

Users, applications and devices are not fixed. Users come 
and go, move between rooms and buildings and between 
different physical contexts. Applications are started and 
stopped as needed by users and need differing resources at 
different stages of their execution. Devices are powered on 
and off and may be able to provide different sensor data 
and actions depending on their location. All devices are net-
worked with each other and we assume that each device can 
exchange information with any other device, e.g. using a 
wireless local network or the global Internet. However, con-
nectivity can fluctuate, devices may switch between different 
networks with different performance, and devices might not 
be able to communicate temporarily.

With respect to applications, we focus on applications 
that need to work with AI to perform their function. The AI 
can be realized with a number of different techniques such 
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as neural networks, unsupervised data clustering algorithms 
or reinforcement learning. Often, several of these techniques 
are used in combination with each other. Preprocessing such 
as filtering or feature extraction may be used, too. The AI is 
fed input data from one or more data sources, e.g. different 
types of sensors of local or remote devices. We call the set 
of all these interconnected parts an AI model.

2.2  Challenges

As discussed before, pervasive computing poses special 
challenges for AI. In the following, we analyse these chal-
lenges in more detail. After that, we derive our requirements 
from them.

What is special about pervasive computing when it comes 
to supporting AI?

Unpredictably changing runtime situations As a devel-
oper of a pervasive computing application, you have to cope 
with highly dynamic systems that may change unpredict-
ably and may lead to a huge number of very heterogeneous 
runtime situations and contexts. Thus, it is not really pos-
sible to hard code how the application should be executed 
in all possible situations. Instead, the application must adapt 
itself dynamically to cope for unpredictable changes. One 
moment the Cloud might be available via cheap and high 
speed communication. Thus, the AI model can be offloaded 
to it efficiently. In the next moment, the Cloud may not be 
reachable at all or only very slowly. Thus, the AI model must 
be executed locally or the application must work without 
its AI for some time. This results in large fluctuations with 
respect to the available compute resources. As a result, the 
complexity of the AI model that can be supported changes.

Fluctuating data sources Typically, in pervasive systems 
you have a large and changing number of heterogeneous 
sensors to work with. One moment you might be in a setting 
where you only have a cheap, low-quality sensor in your 
mobile device. The next moment, you might have access 
to sensors from multiple nearby devices, some of them not 
owned by you. Shortly after, you might have access to a very 
good sensor that is deployed nearby in the infrastructure 
(e.g. for air quality). As a result, both the number of poten-
tial data sources as well as your data quality may fluctuate 
quickly and strongly and the AI model has to take that into 
account.

Long system lifetime Pervasive computing systems are 
expected to be in use for many years. Many pervasive 
devices that are embedded into everyday objects cannot 
be replaced every year without wasting natural resources 
and money. Instead, the system and its components must be 
able to evolve after being deployed. They have to adapt to 
new algorithms and protocols, new security risks, new legal 
requirements, and new applications. In addition, their physi-
cal environment will evolve, too, leading to data drift. This 

can degrade an AI model over time and must be taken care 
of by updating and retraining it after its initial deployment.

Performance Pervasive applications typically have to 
fulfil very strict performance requirements that need to be 
balanced. The deployment of a full precision AI model in the 
Cloud will optimize the resulting prediction quality. At the 
same time, privacy and safety are major concerns in perva-
sive computing. We cannot stream all data about a user 24/7 
to a server to perform AI computations on it. This would 
expose the user’s daily life completely and is unacceptable. 
It also invites denial of service attacks—which may lead 
to physical harm e.g. in medical systems—by degrading or 
blocking communication between a sensor and its AI server. 
Therefore, some AI tasks must be executed as close to the 
data source as possible, in some cases in situ on the sensor 
device itself. This will also influence the resulting energy 
consumption and latency.

2.3  Requirements

In this section, we derive the main technical requirements 
for a system platform for AI in pervasive computing. We 
derive these from the characteristics of pervasive comput-
ing that we discuss before. Similar requirements have been 
described in previous work for AI systems in pervasive 
computing (Lalandaet al. 2019) and self-* systems (Bell-
man et al. 2019). 

1. Optimized deployment across heterogeneous device 
classes To respond to the challenges of unpredictable 
runtime situations as well as performance optimization, 
we need to have the ability to deploy AI models on all 
currently available, heterogeneous compute resources. 
This includes deploying only to the embedded pervasive 
sensor device itself (e.g. for privacy reasons), to nearby 
Edge servers (e.g. to reduce latency) or to the remote 
Cloud (e.g. to work on an integrated view). More com-
plex models must also be deployable in a distributed 
way with parts of the AI model on each of these device 
classes.

2. Continuous evolution and runtime adaptation Deploying 
once is not enough. Since runtime situations change in 
pervasive computing and due to the long system life-
time, the system must support evolving and adapting an 
AI over time. This includes the ability to update your AI 
both with new architectures and new training results to 
ensure an appropriate behaviour of the system for years 
to come. This is especially relevant when facing data 
drift or changing application requirements. In addition, 
the system must be able to redeploy an AI model dynam-
ically and to switch between AI models dynamically to 
optimize the system.
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3. Data source management Finally, to cope with fluctu-
ating populations of data sources, an AI system needs 
to be able to work with different numbers of sensors 
efficiently, as well as working with fluctuating data qual-
ity. This should not require any specific training tech-
niques and should work for any kind of AI model. The 
AI developer can just use a normal, good quality dataset 
to train and evaluate the model without taking care of 
pervasive peculiarities like redundant sensors etc.

2.4  Related work

In the following section we analyse previous and related 
work for runtime support of AI in pervasive computing.

Today, AI is an important part of many pervasive com-
puting approaches, either executed locally (Fellicious 2018; 
Fukushima et al. 2018; Krupitzer et al. 2018; Radhakrishnan 
et al. 2020; Turky et al. 2020; Zhang et al. 2017; Zhou et al. 
2015) or in the Cloud (Clemente et al. 2020; Muhammad 
et al. 2019; Tantawi and Steinder 2019). However, these 
approaches focus on how to use AI in their respective appli-
cation areas. They do not provide a general adaptation or 
execution platform for pervasive AI.

In contrast, runtime support for adaptive applications in 
general (as opposed to adaptive AI) has been an important 
topic for the research community in pervasive systems, e.g. 
(Aberer et al. 2006; Aygalinc et al. 2016; Becker et al. 2019; 
Caporuscio et al. 2010; Escoffier et al. 2014; Handte et al. 
2012). Most of these approaches concentrate on either net-
worked embedded devices (Becker et al. 2004, 2003; Eisen-
hauer et al. 2010; Kostelník et al. 2011) or the Cloud (Brink-
schulte et al. 2019, Guinard et al. 2010, Mahn et al. 2018, 
Naber et al. 2019), thus not fulfilling our first requirement, to 
provide a runtime environment for all device classes.

This has changed only recently. Barnes et al. (2019) and 
Lalanda et al. (2017, 2018) provide execution platforms for 
adaptive pervasive systems that take into account all device 
classes. However, similar to earlier approaches, they do not 
provide any specific system support for adaptive AI. There-
fore the development effort required for AI components 
remains high.

As a third group of related work, there are a number of 
systems, most prominently in the domain of the Internet of 
Things, that are specifically focusing on runtime support for 
AI components in networked systems, e.g. Amazon (2021), 
Kim and Kim (2020), Li et al. (2019) and Microsoft (2021). 
However, these focus purely on running AI models in the 
Cloud or Edge and do not support the level of dynamism 
necessary for pervasive application cases.

Designing AI models for deeply embedded devices is 
another important research area. This requires model opti-
misations to cope with the resource constraints imposed by 
these devices. Different approaches focus on different types 

of embedded hardware. To execute models on embedded 
MCUs, highly optimised software implementations of AI 
models are required. Approaches such as MCUNet (Lin et al. 
2020) or MobileNetV1/V2 (Howard et al. 2017; Sandler 
et al. 2018) address this by optimising Deep Neural Net-
works (DNN). As an energy-efficient alternative, embed-
ded FPGAs can be used as hardware accelerators for DNNs 
(Wang et al. 2019; Musha et al. 2018; Venieris and Bouganis 
2016, 2017, 2019; Yang et al. 2019; Zhang et al. 2015). 
Due to an embedded FPGA’s limited available resources to 
instantiate circuit designs, further optimisations are required. 
Examples are binarisation or quantisation (Han et al. 2015; 
Iandola et al. 2016; McDanel et al. 2017), pruning unneces-
sary neuron inputs (Han et al. 2015; Roth et al. 2020; Hassibi 
and Stork 1993; Yang et al. 2017) or reducing the math-
ematical complexity of the underlying models (Rastegari 
et al. 2016; Wang et al. 2019). Other approaches aim to 
develop special ASICs for neural processing units (NPUs), 
e.g. Google’s tensor processor unit (Jouppi et al. 2018), or 
CONV-SRAM (Biswas and Chandrakasan 2018).

While these approaches are crucial to create embedded 
AI models, especially on deeply embedded devices, they do 
not address how the resulting models are deployed, executed, 
and adapted in a concrete system.

Although no previous work has provided full system 
support for runtime adaptation of pervasive AI, some 
approaches have proposed solutions for different aspects of 
AI adaptation.

Federated learning allows to adapt an AI by retraining it 
at runtime (Ek et al. 2020, 2021; Saeed et al. 2020; Konečnỳ 
et al. 2016). Existing approaches do not tackle the aspects of 
AI software component deployment.

(c) AI implementation graph
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Cox et al. (2021) propose a generic execution framework 
for DNNs on Edge devices that includes a memory-aware 
scheduler for multiple, concurrent DNNs.

Thus, they adapt the order in which multiple AI models 
are executed. The framework is limited to a single device 
and does not address distributed AI deployments.

Houzé et al. (2020) present a component-based decentral-
ized AI system for smart homes that allows to adapt an AI 
model when devices join and leave. However, the main focus 
of their work is on how to use this for explanatory AI. They 
do not provide details on their runtime environment or how 
to integrate deeply embedded devices.

A different field of research (Yu et al. 2018; Guerra et al. 
2020; Jin et al. 2020) has delved into creating AI models that 
are able to adapt their internal state according to the input 
data. While we consider this an additional powerful tool 
to create appropriate AI models for pervasive applications, 
the range of challenges a single network can address will be 
limited in contrast to the vast and potentially drastic con-
text changes that can occur in a pervasive system. As such, 
while an adaptable AI model (Yu et al. 2018; Guerra et al. 
2020; Jin et al. 2020) may reduce the necessity for switching 
between models, we still consider that a necessity for truly 
pervasive systems.

To conclude, while a lot of work has been done on runt-
ime adaptation in pervasive computing in general, support-
ing adaptive AIs in such environments has not been explored 
enough. No system exists that fulfils all our requirements, 
either lacking the ability to support Cloud, Edge and embed-
ded devices, (b) runtime support for AI, or (c) support for 
pervasive environments.

3  Approach overview

In this section we present our proposed approach to enable 
adaptive AI in pervasive computing. We give a brief design 
rationale for our approach, discussing major design choices. 
Then, we describe our open hardware platform that we are 
using as the embedded device target platform for our work. 
In the next sections, we discuss each part of our approach 
in more detail.

3.1  Design rationale

A conceptual overview of our approach is given in Fig. 1. 
We essentially have to provide three parts:

First, we need a way to specify adaptive AI models. In our 
system, an AI model is a graph of interconnected AI compo-
nents as depicted in Fig. 1a. The graph contains all parts and 
dependencies of an AI model, e.g. necessary input data, data 
filters and pre-processing, feature extraction and classifier. It 
essentially specifies the granularity of the model and gives 

restrictions on how it can be adapted. We decided to realise 
AI graphs programmatically, e.g. by allowing the developer 
to program AI components in isolation and to connect them 
with each other in code at runtime by binding to remap-
pable URIs. This provides loose coupling between them. 
We do not support a specific declaration language for AI 
graphs. This is similar to the approach taken by established 
AI frameworks like TensorFlow and thus well-known to AI 
developers.

Second, we need an execution environment to run adap-
tive AI models (see Fig. 1b). To fulfil our Requirement 1, 
namely, to distribute AI models across all device classes, the 
execution environment software allows developers to deploy 
and run their own AI models as well as pre-existing ones 
on a large span of devices. Devices range from embedded 
devices, to Edge servers and the Cloud. To better address 
the specific characteristics of these very different target plat-
forms, we subdivide our execution environment into two dis-
tinct, cooperating runtimes: one for Edge and Cloud devices, 
and another one for deeply embedded devices. Following 
from our discussion in Sect. 2.4, deeply embedded devices 
typically lack the resources to execute meaningful AI models 
locally without draining their battery. Therefore, we decided 
to enhance such devices with low-cost embedded FPGAs. 
These can instantiate AI algorithms efficiently in hardware 
and act as local accelerators for high speed AI. Since they 
can be updated with new accelerator code after deploy-
ment, this also allows us to support continuous evolution of 
the embedded AI. Because we did not find a suitable open 
hardware platform for such devices, we developed our own, 
which we briefly present in Sect. 3.3. More details about our 
distributed execution environment can be found in Sect. 4.

Third, we need to support adaptation mechanisms and 
strategies that developers can use (see Fig. 1c). This ena-
bles us to fulfil our Requirements 2 and 3. There are many 
different adaptations that a system can perform [see e.g. 
Krupitzer et al. (2015)]. We decided to support (1) adapta-
tions on the AI model and (2) adaptations on the input data 
and data sources. For the AI model, we focus on updating, 
reselection and relocation of AI models, namely the nodes 
in the AI graph. Updating allows to upload new code to 
devices to replace outdated components. Reselection is used 
to exchange a component in the graph, e.g. to use another 
implementation for filtering or classification. We can also 
reselect data sources, e.g. by receiving data from a different 
embedded device. Relocation modifies where a given com-
ponent is executed, e.g. moving it from a Cloud to an Edge 
device. We provide more detail about this in Sect. 5.

Executing an AI model is useless without the right input 
data. Therefore, we provide mechanisms and algorithms 
for data adaptation and data source management (see (f) in 
Fig. 1). We offer data clustering algorithms to map required 
input data to measurements of groups of sensors that are 
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combined with a suitable sensor fusion algorithm. This 
allows to use measurements from changing numbers of data 
sources as input into an AI model without the need to train 
different models. More detail about this can be found in 
Sect. 6.

3.2  Automatic vs manual adaptation

Note, that in contrast to many other systems, our approach 
does not focus on providing fully automatic adaptation sup-
port. Instead, we offer partially automated adaptation and 
rely on the developer for the rest. This is due to two main 
design considerations.

First, we want to support very resource-restricted embed-
ded devices. These are not powerful enough to execute com-
plex adaptation strategies on their own, e.g. if the Edge or 
Cloud is not reachable. Therefore, in our embedded runtime 
we rely on the developer to use our adaptation mechanisms 
in their code for a specific—application-dependent—adapta-
tion strategy. For Cloud and Edge devices, which have much 
more resources, we provide automatic adaptation for placing 
components and managing their lifecycle.

Second, in our research we experienced that fully auto-
matic adaptation strategies are often not the best solution for 
real systems. Developers have specific goals in mind when 
designing their applications. They know when to best adapt, 
when not to, and how to notify the user about a planned 
or ongoing adaptation, either to reduce annoyance or for 
liability reasons. Sometimes an adaptation must take into 
account the potential for partial failure, especially in embed-
ded systems that may be safety critical. This is very difficult 
to automate correctly in all cases if we have to provide safety 
guarantees.

With these considerations in mind, we decided to pro-
vide automatic adaptation support for cases where we can do 
so without impacting the available resources too much and 
which are not visible to the user. This is the case mainly for 
placing and relocating AI components on computers in the 
Edge and Cloud as well as for adapting input data. Automat-
ing these tasks already reduces the workload on developers. 
For additional adaptation tasks, e.g. updating code or rese-
lecting an AI model or data source, we restrict ourselves to 
providing the tools to enable developers to program their 
own adaptation strategy as easily as possible.

3.3  Open hardware for FPGA‑based embedded AI

As discussed before, part of our requirements is to execute 
AI models locally on a pervasive sensing device if neces-
sary, e.g. due to privacy concerns or because communi-
cation is too slow to send raw data to a Cloud-based AI. 

Because conventional CPU architectures cannot execute 
AI models with good performance, alternative architec-
tures are developed, such as custom neural processors 
units (NPU) (Jouppi et al. 2018) or advanced RAM archi-
tectures (Biswas and Chandrakasan 2018). NPU-based 
approaches however lack the necessary flexibility to adapt 
to large changes in the environment.

Embedded FPGAs have become a flexible solution for 
this by implementing AI models as accelerators (Venieris 
and Bouganis 2016, 2017, 2019; Yang et al. 2019; Zhang 
et al. 2015). We believe that with the current generation of 
embedded FPGAs they are both powerful as well as cheap 
and energy-efficient enough to be integrated into many 
pervasive devices, including mobile sensors and actua-
tors. This also enables the local AI to evolve over time. 
AI models implemented as an FPGA hardware accelera-
tor can be instantiated as required, the FPGA can reselect 
between different available models directly at runtime and 
models can easily be updated to newer or different imple-
mentations to adapt to new and unexpected changes in the 
application for years to come.

Therefore, we decided to provide full support for such 
embedded FPGAs as part of our AI runtime.

Using only an FPGA in a pervasive device, however, is 
not a feasible solution, due to the FPGA’s comparatively 
high power consumption when performing basic tasks. 
Many tasks in a pervasive device do not require much 
computational power, e.g. reading out a sensor value and 
sending it to a processing service. These can therefore be 
handled by a classic device design containing something 
as small as an 8bit MCU. As a result, we argue that a 
future, AI-enabled pervasive device must include hetero-
geneous compute cores, including at least a low-power 
MCU and an embedded reconfigurable FPGA, which must 
all be interconnected fast and with low overhead to enable 
them to collaborate efficiently.

Fig. 2  The Elastic Node v4
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Since we were not aware of an open hardware board 
that fulfils these requirements, we developed our own 
board, the Elastic Node (Burger et al. 2017; Schiele et al. 
2019). An assembled Elastic Node in its fourth version can 
be seen in Fig. 2. It combines a classical 8bit MCU with 
an energy efficient embedded (Xilinx Spartan 7) FPGA. 
An application is split across the MCU and the FPGA. 
For most regular tasks, the MCU handles them while the 
FPGA is powered off, conserving as much energy as pos-
sible. However, if a more computationally intense AI task 
is scheduled, the FPGA can be powered on and a tailor-
made AI accelerator circuit is instantiated. This accelera-
tor can then process the AI task at a much faster rate and 
more energy efficiently than doing so on the MCU. To use 
this hardware platform, we included support for it into our 
distributed AI runtime, which we describe in more detail 
in the next section.

4  Elastic AI: a distributed AI runtime 
environment

In this section we discuss our distributed runtime environ-
ment for AI models. Most importantly, this runtime environ-
ment supports embedded as well as Edge and Cloud devices 
to fulfil our requirement 1 (making full use of all heteroge-
neous resources). Thus, it enables to deploy and execute 
AI models that are distributed over all these device classes. 
To do so, we developed two distinct but integrated runtime 
systems: one for Edge and Cloud devices, another one for 
(deeply) embedded devices.

The main reason for separating these sub systems is that 
they have to cope with very different requirements. Soft-
ware on embedded devices has to work efficiently with very 
restricted resources. We target tiny 8bit micro controller 
units (MCUs) with some kilobytes of RAM that are battery 
operated. Such low power MCUs are usually programmed 
in low level languages like C without full-fledged operating 
system support and have to guarantee realtime and safety 
properties. Therefore, dynamically loading and executing 
code is often out of the question. Cloud and Edge devices 
on the other hand have comparatively massive amounts of 
computation, storage, and energy resources. Realtime is typ-
ically a lesser concern and robustness can be achieved using 
high levels of redundancy between devices. Programming is 
often done with high level languages such as Java or Python. 
Virtual machines, containers and dynamic orchestration are 
standard features. In the following we first describe the runt-
ime for Edge and Cloud servers. Then, we present the runt-
ime for deeply embedded systems.

4.1  Edge and cloud runtime

As depicted in Fig. 3, our Edge and Cloud runtime is com-
posed of two kinds of software components that can be 
deployed dynamically. First, a set of digital twins that can 
be used to implement application logic and to extend the sys-
tem, and second, a collection of system services that imple-
ment system-wide management functionality. Digital twins 
can e.g. represent physical entities such as a smart pervasive 
device, a room, or a user. System services provide e.g. sup-
port for intra-system communication and control, as well as 
fluctuating device populations.

All of these system parts are implemented as container-
ized microservices that can interact with each other using 
a resource-oriented communication abstraction. They are 
orchestrated automatically by Kubernetes. We specifically 
decided against developing our own orchestration frame-
work. Existing technologies are mature, provide good per-
formance and are well supported by developers and tools. 
Using Kubernetes, we only have to provide a YAML descrip-
tor detailing our deployment and Kubernetes takes care of all 
placements. It offers life-cycle management for container-
based system components, monitors their states and if any 
of them shuts down unexpectedly, it restarts or relocates the 
container automatically. New twins can be added at runtime 
by deploying them with their own descriptor, either by pro-
viding the descriptor directly to Kubernetes or by having 
Kubernetes download it together with its container.

Kubernetes however has two shortcomings that we must 
address. First, it is not viable for deeply embedded systems. 
Therefore, we restrict its usage to larger devices, which may 
include larger embedded systems, too. We provide system 
services that allow to connect to our embedded runtime, e.g. 
to exchange data, and to manage devices in the embedded 
runtime, adapt them and deploy code on them. As a second 
shortcoming, Kubernetes does not manage fluctuating device 
populations directly. Therefore, we add system services to 
detect and integrate such devices dynamically.

Fig. 3  Edge and cloud runtime
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4.1.1  System services

We provide a set of fixed system services consisting of: (1) 
the message broker, (2) the URI resolver, (3) the bootstrap-
per, (4) the translation services, and (5) the embedded com-
ponent controller. In the following we will discuss briefly 
each service individually.

(1) Message broker All communication is based on the 
concept of interacting remote resources that are identified 
using URIs. Accessing a URI is mapped to sending a mes-
sage to a twin. We will refer to this action as calling a URI. 
To guarantee message delivery we rely on a centralized 
message broker with a topic based publish/subscribe para-
digm. In its current form we are using the MQTT protocol 
as our messaging system. Its pub/sub architecture allows 
for ideal communication flow and offers a flexible quality-
of-service architecture. The centralized message broker 
can easily be operated in a high-availability configuration 
with multiple instances to avoid single point-of-failure and 
load balancing.

(2) URI resolver With everything being accessed via a 
URI we want to offer the ability for developers to compose 
multiple components into a higher concept. This can prove 
difficult when trying to keep track of all involved parties, 
especially in a highly volatile pervasive computing system in 
which devices enter and leave frequently. The URI resolver 
maps a URI call to the correct receiver. When a URI is 
called, the resolver is queried whom to contact and provides 
all necessary information to execute said call.

(3) Bootstrapping service The bootstrapper has two main 
functions: a presence service and a directory service. The 
presence service is the first point of entry for every device 
and its digital twin. They register with the service and pro-
vide a self-description of themselves, which is stored in a 
repository. The presence service establishes a link between 
a device and its twin, starting and stopping a device twin if 
needed. It also notifies the URI resolver about all new URIs 
and their mappings for a new device/twin pair. Finally, the 
presence service provides a heartbeat mechanism to check 
for unexpected system leaves to keep track of all registered 
devices/digital twins. The directory service uses the pres-
ence service to allow clients to search for digital twins that 
provide specified functionalities using semantic reasoning.

(4) Translation services Communication between differ-
ent components in the Edge and Cloud runtime is based 
on MQTT, which requires IP. Deeply embedded devices 
however are often unable to implement a full IP stack. For 
such devices we provide Translation Services. Translation 
Services can be implemented by a gateway, a dedicated piece 
of hardware that supports multiple communication proto-
cols and acts as a proxy between them. Relaying messages 
from and to the Edge and Cloud runtime via such a proxy 
happens fully transparently to both device and digital twin. 

Ideally, the gateway is deployed in the Edge, acting as a 
bridge between the Cloud and the embedded hardware.

(5) Embedded component controller The embedded com-
ponent controller provides over-the-air (OTA) update func-
tionality to physical devices as well as their corresponding 
twins. Embedded software can be updated, and in case of 
our Elastic Node new FPGA functionality in the form of bit 
files can be supplied to the FPGA to extend or exchange the 
available set of accelerators on the device. It manages the 
retrieval of updates, e.g. by a provided download link, and 
transparently updates devices.

4.1.2  Digital twins

As mentioned before, the main interface for developers to 
access our system is through the use of so called digital 
twins. A digital twin offers a resource-based API to access 
other system parts. It can represent physical or virtual enti-
ties in the system. In addition to this basic twin, we provide 
specialized twin types that provide more powerful APIs to 
developers. We offer a pre-defined set of classes and anno-
tations you can use out of the box to reduce the amount of 
boilerplate code.

A device twin represents a hardware device (and its sen-
sors) that is embedded into an environment. Our system sup-
ports linking a device twin to its device and provides system 
services for synchronizing their life-cycles. A device twin 
is started automatically by the Bootstrapping service when 
its device joins the system and is stopped when the device 
leaves. To hide fluctuating connectivity, a device twin can 
predict sensor values for a currently disconnected device. A 
device twin can also be asked about historical data or predic-
tions of future states.

A composite twin is a twin that combines other twins. 
This can, e.g. represent a room that contains several devices. 
This way, a client does not need to know which devices are 
currently in a room to get sensor data from them. Instead, 
it can contact the room’s composite twin and ask for sensor 
data. The room’s composite twin can use the Bootstrapping 
service to keep track of which devices are currently located 
in the room and can contact their device twins to get sen-
sor readings. Of course, composite twins can also use other 
composite twins, forming a multi level hierarchy.

A data twin is a twin modelling a stream of sensor data as 
input data. It provides a configuration API that allows other 
twins to specify the required data quality. If this quality can-
not be provided, it notifies its clients. Internally, a data twin 
can attach to a specific device twin and request data from 
it or it can use our data adaptation algorithm to use fused 
sensor data from multiple sources, e.g. a composite twin 
combining multiple device twins for data gathering.

An AI twin abstracts an AI model. It can be implemented 
as a basic twin, including the whole AI model as a single 
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monolithic component. To do so, our system provides the 
ability to access existing AI frameworks like TensorFlow 
and to execute an AI model in them. As an alternative, an 
AI twin can be a composite twin. In this case, the AI is 
modelled as a set of different twins that are wired to each 
other. Thus, e.g. pre-processing can be modelled as one twin, 
feature extraction can be modelled as a second, and clas-
sification can be modelled as a third one. The composite AI 
twin can then link these twins and reselect between different 
twins at runtime as it chooses, e.g. to cope for new devices 
joining, changing network connectivity or fluctuations in 
data quality. It can use the Bootstrapping service to get a 
current view on AI twins to choose from.

Note, that to reduce development effort, we also provide 
a set readily-implemented twins, e.g. data twins that include 
data clustering or sensor fusion. A developer can use these 
as part of her application. We describe these twins in more 
detail in Sects. 6.2 and 6.3. You can find a more thorough 
description of the runtime in our previous work (Burger 
et al. 2020a).

4.2  Embedded runtime

Developing software components for deeply embed-
ded devices can be a challenging task, due to the lack of 
resources. This results in having to develop an application 
in a bare-metal approach, e.g. without an underlying operat-
ing system. For hybrid hardware such as the Elastic Node, 
the complexity increases even more, as a developer has to 
handle the hardware interactions directly between both pro-
cessing units as well as organising how to pass data between 
the application components distributed on MCU and FPGA.

To simplify this process as well as to provide tools to 
integrate deeply embedded devices into the Elastic AI, we 
created a software suite written in C using a bare-metal 
design approach. We call this the Elastic Node Middleware 
(Embedded Systems Department UDE 2019). This system 
software consists of components, that are deployed on both 
the MCU and circuit FPGA and are aimed to be as resource 

efficient as possible to accommodate the limited available 
resources. With this, developers are able to create their 
own application logic on a deeply embedded device and 
can incorporate newly developed FPGA-based AI models 
for their specific application, all while reducing the total 
development overhead. So far, designing and synthesising 
FPGA-based AI models is supported by existing tools and 
toolchains, e.g. by using Xilinx Vivado (Xilinx 2021). Fur-
ther design support is subject to our ongoing research.

While our middleware provides a wide range of services, 
e.g. to perform measurement experiments to estimate energy 
consumption for your application, we will focus on the ser-
vices required to support AI components on the device. An 
overview over these can be seen in Fig. 4. A complete over-
view can be found in Burger et al. (2020a).

Due to the harsh resource limitations, especially on the 
MCU side, the Elastic Node Middleware focuses less on 
creating a runtime that allows to dynamically create the 
appropriate behaviour. Instead we strive more towards using 
code generation, where we create a fitting, static embed-
ded application component. These components can then be 
deployed as a whole using over-the-air updating techniques.

Note that embedded devices that are powerful enough to 
run operating systems such as Linux are also able to execute 
Kubernetes. Therefore, such embedded devices are, from a 
development approach view, part of our Edge and Cloud 
runtime and do not require an extra bare-metal development 
approach.

4.2.1  MCU services

On the MCU we offer the following services:
Remote resource framework (R2F) To provide an 

abstracted view towards the communication protocols and 
to provide a resource-oriented interaction scheme with 
other remote components in our system we offer the remote 
resource framework (R2F) service. R2F offers a self-descrip-
tion of the current system capabilities. Through the R2F, 
remote services can access data, control different device 
actions such as the power state, and deploy components on 
it. R2F allows developers to both write device-centric appli-
cations, that can react to external requests as well as cloud-
centric applications that have full control over the devices.

Hardware component manager The hardware component 
manager service allows developers select, which FPGA 
accelerators to instantiate out of a set of currently available 
accelerators. It reduces the complexity of the MCU-FPGA 
interactions for loading and instantiating the right accel-
erator and handles the communication between MCU and 
FPGA.

Offloading manager As soon as another, remote compo-
nent in our system requires a task to be executed locally, 
e.g. by running a specific accelerator, we can handle these 

Fig. 4  The embedded runtime (excerpt) for MCU-FPGA devices
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requests with the Offloading Manager. It detects which 
FPGA accelerator is required to fulfil a request and trig-
gers the reconfigurations through the hardware component 
manager.

OTA updater To support applications with lifetimes com-
mon in pervasive computing, both the soft- and hardware 
components will have to be updated to continue offering 
functionality adequate to the current system goals and the 
surrounding environments. The Over the Air (OTA) Updater 
service offers resources, that enable developers to swap soft-
ware components on the MCU as well as FPGA accelera-
tors, that are then incorporated into the device application 
at runtime.

4.2.2  FPGA services

On the FPGA we offer the following services:
Communication manager To provide a component 

equivalent to the MCU’s hardware component manager, we 
use the Communications Manager. It handles the incom-
ing and outgoing data exchanges between MCU and FPGA. 
The received data can either be passed directly to the core 
accelerator logic, or to a skeleton component that translates 
between the unified interface and the individual structure of 
the accelerator logic.

Reconfiguration control While we assume that switch-
ing between accelerators is aimed to be mainly managed by 
the hardware component manager, a reconfiguration of the 
FPGA can be started from within the FPGA as well. This 
can be used by accelerator designs that are subdivided into 
multiple smaller designs which are executed sequentially. 
This allows designs to be extended to support more complex 
accelerators.

4.2.3  Stubs and skeletons

While developers can use the MCU and FPGA services 
directly, they still need to provide information which is spe-
cific to each accelerator: where the circuit is stored in the 
flash chip of the Elastic Node hardware and how the data 
should be exchanged between the MCU and the FPGA side. 
To make it easier for developers to incorporate their own 
user defined application components and AI models on our 
deeply embedded device, we further simplify this process 
by using a stub/skeleton approach. Stub and skeleton lie 
between the software component or hardware accelerator 
and the middleware on either side, as shown in Fig. 4. It 
abstracts from and isolates the specific deployment details 
for a given accelerator, providing a single, semantically 
unambiguous function towards the application itself. 

Listing 1 Example stub implementation to access a CNN
accelerator on the FPGA

1 #define LOC CNN 0x0
2 #define INPUT ADDR 0x100
3 #define RESULT ADDR 0x101
4 u in t 16 t cnn execute ( u i n t 8 t input ) {
5 e last icnode fpgaPowerOn ( ) ;
6 e l a s t i c n o d e r e c o n f i g u r e (LOC CNN) ;
7 e l a s t i cnode wr i t eDa ta (INPUT ADDR,
8 input , s izeof ( input ) ) ;
9 e l a s t i c n od e e x e cu t e ( ) ;

10 while ( ! e l a s t i c nod e i sDone ( ) ) {}
11 u i n t 8 t r e s u l t ;
12 e l a s t i c n od e r e ad (RESULT ADDR,
13 &re su l t , s izeof ( r e s u l t ) ) ;
14 e l a s t i cnode fpgaPowerOf f ( ) ;
15 return r e s u l t ;
16 }

An example for a stub implementation can be seen 
in Listing 1. Within the stub we define the location of 
the corresponding bitfile in flash, as well as the explicit 
addresses to our memory mapped communication interface 
to the FPGA. These are meant to mirror the expected com-
munication behaviour on the accelerator side and should 
be designed together with them. For the developer, call-
ing a CNN which is locally available on the FPGA is then 
reduced to a simple, single function call.

To similarly simplify the integration of an accelerator 
with the FPGA middleware services we propose using a 
skeleton. It bridges the specific behaviour of the accel-
erator circuit with the unified middleware communication 
interface. An example entity for the CNN skeleton, coun-
terpart to the above stub implementation can be seen in 
Listing 2. 

Listing 2 Example Skeleton interface for a CNN accelerator
in VHDL

1 entity CnnSkeleton i s
2 Port (
3 −− con t ro l i n t e r f a c e
4 c l o ck : in s t d l o g i c ;
5 r e s e t : in s t d l o g i c ;
6 busy : out s t d l o g i c ;
7

8 −− memory mapped i n t e r f a c e
9 −− r eque s t a v a r i a b l e

10 rd : in s t d l o g i c ;
11 −− r eque s t changing a v a r i a b l e
12 wr : in s t d l o g i c ;
13 data in : in u i n t 8 t ;
14 add r e s s i n : in u in t 16 t ;
15 data out : out u i n t 8 t ;
16 ) ;
17 end EchoSkeleton ;

Due to the memory-mapped interface on the MCU side 
our skeleton can receive a read or write command to a spe-
cific address to request an action based on the target address.
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The stub/skeleton structure can be derived fairly easily 
from the interface description of the hardware accelerator 
on the FPGA and from the deployment information where 
its corresponding bit file has been stored. Thus, we aim to 
auto-generate the stubs and skeletons in the future.

4.2.4  Overhead

To put our system components into context we want to 
briefly give an overview over the resource consumption of 
this embedded runtime on both the MCU and FPGA side. 
On the MCU side the software components are made up of 
2350 lines of code and require 2.1 kilobytes of RAM and 
16.1 kilobytes of program flash. For the FPGA libraries, the 
resource consumption can be seen in Table 1 in relation to 
the available amount of resources on a low-power FPGA, the 
Xilinx Spartan 7 XC7S15, that is currently also supported on 
the Elastic Node platform. Our libraries only require 0.79% 
of the available registers and 0.55% of the Lookup Tables.

4.2.5  Integrating conventional deeply embedded devices

While this software suite was designed with the Elas-
tic Node Hardware in mind, its different libraries are not 
implemented to run only on the Elastic Node Hardware but 
a range of different microcontrollers. This is achieved thanks 
to appropriate hardware abstractions, making these libraries 
platform agnostic. It enables developers to use parts of the 
Middleware even on conventional deeply embedded devices, 
allowing them to integrate them into the Elastic AI in just 

the same way. An example of such a structure can be seen 
in Fig. 5. The behaviour of the different libraries remain 
unchanged.

5  Adaptive AI models

After presenting our distributed runtime environment in the 
last section, we now describe how to use it to implement and 
execute an adaptive AI. As discussed before, an AI model 
in our system is essentially a graph of interconnected AI 
components.

Developers have to create (or reuse) components for 
the different runtimes and assign URIs to them. More con-
cretely, an adaptive AI model can consist of a combination 
of (1) data twins and AI twins in the Cloud/Edge, (2) R2F 
callbacks and embedded software on the MCU, and (3) AI 
accelerators on the FPGA. If a new device is used, then the 
developer may also need to provide a device twin for it.

Components in a graph communicate by sending mes-
sages to each other’s URIs. Each graph is managed by one 
AI twin, which can search and select all other parts, link 
them together by injecting URIs to them or map URIs to 
different twins.

In the following we describe how you can use this to 
specify increasingly complicated and flexible AI models, 
starting with a basic model without adaptivity, showing 
how to change its design during continuous development 
and finally extending it to include runtime adaptation for the 
deployment and selection of model parts. This shows how 
we support our Requirement 2 for continuous evolution and 
runtime adaptation.

Table 1  FPGA resource overhead on a Xilinx Spartan 7 XC7S15

Resource Used Available Percentage

Slice registers 88 16,000 0.55
Slice LUTs 63 8000 0.79
DSP 0 20 0.00
BlockRAM 0 10 0.00

Fig. 5  Reduced embedded runtime for conventional devices

Fig. 6  Overview of the components of the basic AI model application 
including where each of the different parts is run
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5.1  A basic AI model

For a basic AI model (we call it EIP://twins/ai/
basic), you first need to specify the input data for the 
AI. You do this with a data twin, e.g. EIP://twins/
data/basic. The AI model, as well as the data twin 
are hosted and orchestrated in the Cloud. Figure 6 depicts 
an overview of all the twins as well as their deployment 
location used in this example. Despite being in the Cloud, 
the data twin provides access to a stream of input sensor 
data from one or more sensors on one or more devices. 
In our basic case, to access e.g. audio data from a micro-
phone on an embedded device X, you configure the data 
twin to request data from X’s device twin by handing it 
a corresponding URI, e.g. EIP://X/audio. In Fig. 6 
requests are marked as arrows with solid lines. The URI to 
request audio data will, internally, be mapped to the actual 
device twin’s URI EIP://twins/X/audio. This sub-
tle abstraction allows you to interchange your data sources 
in the long run without needing to change access patterns. 
The communication flow of the different components is 
shown in Fig. 7. It entails all URI abstractions and dem-
onstrates the communication behaviour in our system. The 
device twin requests and buffers the audio data from the 
embedded device using the URI EIP://devices/X/
audio, which represents the data on the device itself. 

Note that the data twin can also access the data on the 
device directly. However, we rely on the device twin to 
ensure data buffering, such that data is requested from 
the device only once, thus reducing its energy consump-
tion. In this most basic form, a data twin is just a facade, 
providing the AI system with an API to access data and 
otherwise just forwarding data from the device twin. In 
more realistic, more complex scenarios, the data twin is 
more powerful. We discuss this in more detail in Sect. 6.

Listing 3 shows an excerpt from the device twin of X. 
To make it a device twin you simply have to extend our 
base AbstractTwin class. It offers already implemented 
functions for initialising and starting the twin, and only 
needs basic parameters, like the URI of the twin itself. 
By starting the twin, it subscribes to its own URI auto-
matically. The developer then can specify handler func-
tions that are called when a specific URI is accessed. To 
simplify this, we offer an annotation-based scheme. As 
an example, if the URI twins/X/audio is accessed 
on the device twin, then the annotation @EIPMessage-
Handler("/audio") marks the function audio to 
be called. The function initially checks if the requested 
data is already buffered locally. Otherwise, it first requests 
the data from its physical device by using the device URI. 
Then, it forwards the buffered data to the data twin. The 

Fig. 7  Communication flow for the basic AI twin. The AI model 
requesting an audio stream starts a cascade of (transparent) interac-
tions leading to the device twin requesting data from the device by 

means of Translation Service and buffering it to send to the data twin. 
Note: The Translation Service as a separate entity is omitted for read-
ability. If used it is referenced by its acronym PTS 
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callURI() function is also provided by our API and 
allows calling remote URIs through our platform. 

Listing 3 Device twin for device X.

1 DeviceTwinX extends AbstractTwin{
2 i n i t ( ” twins /X” ) ;
3 s t a r t ( ) ;
4

5 @EIPMessageHandler ( ”/ audio ” )
6 public void audio ( EIPMessage message ) {
7 i f ( bu f f e r . isEmpty ( ) )
8 bu f f e r = getDataFrom ( ”EIP :// dev i c e s /X/

audio ” ) ;
9 cal lURI ( message . senderURI , bu f f e r ) ;

10 }
11 }

Since the embedded device cannot communicate directly 
via IP, requests send to it are routed over a Translation Ser-
vice, which reformats the message and sends it to the device 
using the best available transmission technology. The Trans-
lation Service is ideally located in the Edge (cf. Fig. 6). It 
is identified by the URI Resolver, which rewrites any URI 
identifying the embedded device to point to the Transla-
tion Service instead (e.g. PTS://X/audio). Note that the 
Translation Service sends the original URI to the device as 
part of the message payload.

On the device, R2F receives the message and looks up the 
callback function that should handle it (based on the included 
URI). For raw data access, this function is usually already 
provided by the device developer, similar to Listing 4. 

Listing 4 R2F Handler providing access to raw audio data

1 void handler rawAudio ( u i n t 16 t r eque s t Id )
{

2 u i n t 8 t data [ b u f f e r S i z e ] ;
3 microphone read ( data , b u f f e r S i z e ) ;
4 r 2 f r e s p on s e ( request Id ,
5 data , b u f f e r S i z e ) ;
6 }

The function implementation is simple and can even be 
auto-generated easily. It is called when the message for its 
corresponding URI is received by R2F on the embedded 
device, reads a chunk of audio data from the microphone, 
packs it into a response message and returns that message 
to the Translation Service in the Edge, where it is refor-
matted and forwarded to the device twin in the Cloud. The 
device twin buffers the data and sends it to the data twin. 
With this, the input data is available at the data twin and 
can be used.

The corresponding main function of the software compo-
nent on the embedded device is shown in Listing 5. Again, 
a code generator could auto-generate this code quite easily. 

Listing 5 Initialisation and duty cycle handling

1 int main (void ) {
2 r 2 f r e g i s t e rHand l e r (
3 handler rawAudio ,
4 ”EIP :// dev i c e s /X/audio ” ) ;
5 e l a s t i c n o d e i n i t ( ) ;
6 microphone in i t ( ) ;
7 p l a t f o rm i n i t s l e e p ( ) ;
8

9 while (1 ) {
10 r2 f dutyCyc l e ( ) ;
11 e l a s t i cnode dutyCyc l e ( ) ;
12 p l a t f o rm s l e ep (SLEEP LENGTH) ;
13 }
14 }

All handlers have to be registered initially at boot time 
together with their corresponding URI. Due to the resource 
constraints and the therein resulting lack of true multithreading 
capabilities, all software components have to be incorporated 
into the main loop of the MCU’s single software component.

As your next step as a developer, you need to specify the 
AI model itself. You do this with an AI twin (e.g. with URI 
EIP://twins/ai/basic). Since our basic model does 
not allow adaptation and is executed fully in the Cloud, the AI 
twin can include the whole AI model as a single monolithic 
component. Our system provides an API to access existing 
AI frameworks like TensorFlow and to execute an AI model 
in them. TensorFlow is included into the container of the AI 
twin and thus, is placed and run automatically by Kubernetes.

To get its input data, your basic AI twin uses the URI 
EIP://twins/audio which will be translated to the pre-
viously specified data twin EIP://twins/data/basic 
and data messages are automatically routed to it.

On the embedded device you only need to specify a single 
callback function and a simple main function. Note that this 
is only necessary if you want to use a new device that has not 
been integrated into the system, yet. On the Edge and Cloud 
side, you need to program a few lines of code for the AI twin, 
the data twin and maybe a device twin (again, if you use a 
new device). Almost all functionality is provided by APIs and 
system services that are already available. Deployment and 
runtime management is done automatically by Kubernetes, 
except for your new embedded code which you can deploy on 
the embedded device remotely with our OTA Updater.
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5.2  Continuous development: using an AI model 
on an embedded device

With the first version of the AI solution deployed, a more 
advanced version might be already in development. At some 
point, you may decide that it is actually more efficient to exe-
cute the AI model on the FPGA on the embedded device itself, 
instead of sending raw data to the Cloud. This can reduce com-
munication overhead but also can increase data privacy. To do 
so, you need to modify the AI twin, add a new data twin (or 
modify the existing one), program a new R2F callback func-
tion, and develop a new AI accelerator for your AI model on 
the FPGA. All except the last step are rather trivial. The AI twin 
must be modified to simply forward the results of a data twin 
instead of executing the AI model directly via TensorFlow. The 
data twin now represents the results of your embedded AI model 
instead of the raw sensor data. This new data twin is reachable 
via a new URI. The new data twin is similar to your earlier one, 
using the platform’s system services to connect to the device’s 
twin and receive data from it.

For the AI accelerator on the FPGA, we are establishing an 
online library that allows to share AI models for FPGAs with 
others. If the needed AI model is available in this library, then 
the developer can simply download it (more specifically an 
accelerator for it) and use the OTA Updater to deploy it in the 
flash memory of the embedded device. Otherwise, the devel-
oper needs to program a new accelerator in VHDL and make 
it available to our system. We provide a number of helper tools 
and code to ease this process but nevertheless, a VHDL expert 
is needed for this step. More details on this can be found in 
Schiele et al. (2019). As part of our ongoing work, we are 
actively working on a development toolchain that will allow 
to deploy TensorFlow models directly onto embedded FPGAs 
by generating the required VHDL code automatically.

As a final step for moving to an embedded AI model, you 
need to extend the R2F mapping on the embedded device by 
adding a new callback function for a new URI representing the 
AI result. An example for this can be seen in Listing 6. Initially, 
the function is identical to our earlier, raw data example. You 
first request audio data from the microphone. Then, you need to 
use your embedded AI accelerator on the FPGA, e.g. a CNN. 
This is where our embedded middleware comes into play. Each 
AI accelerator in our system provides a C stub that—using the 
embedded middleware services—automatically activates the 
FPGA, reconfigures it to the specified AI, sends input data and 
receives results. Then it deactivates the FPGA to save energy. 
All this is hidden behind a single C function call of the stub (see 
Listing 1). The result is then packed into a response message and 
send back to the remote caller. 

Listing 6 R2F Handler for fully embedded AI

1 void handler embeddedAI ( u in t 16 t id ) {
2 u i n t 8 t data [ b u f f e r S i z e ] ;
3 microphone read ( data , b u f f e r S i z e ) ;
4 u in t 32 t r e s u l t = cnn execute ( data ,
5 bu f f e r S i z e ) ;
6 r 2 f r e s p on s e ( id , r e s u l t , s izeof (

u i n t 32 t ) ) ;
7 }

Moving from the old version with a Cloud AI and the new 
one with an embedded device now only requires to deploy 
the new embedded code with our OTA Updater. Since the 
old URI for raw data is still available, you can in parallel 
continue using the Cloud AI. Figure 8 shows the commu-
nication flow in which both data twins are available and 
only the URI mappings are changed at runtime. In our case 
the user triggers the OTA update to push her new code to 
the embedded device. Kubernetes starts the additional data 
twin without interfering with system operation. This can 
happen automatically or at the users request. To actually 
reselect, you could stop the AI twin, replace it with the new 
one and tell Kubernetes to start it again. Alternatively, you 
can run both AI twins in parallel and simply specify to the 
URI Resolver to map the URI of the old AI twin to the new 
one, as depicted in Fig. 8. This immediately routes all new 
requests to the embedded solution. Similarly, you can con-
tinue developing your AI system and keep deploying new 
versions, always providing the latest technology to users.

5.3  Runtime adaptation: relocation and reselection

So far we have seen how to use our platform to specify 
monolithic AI models for the Cloud as well as for an 
embedded FPGA. We also showed how to reselect between 
them during development. At runtime, we can provide 
further flexibility by allowing the system to dynamically 
reselect different configurations as needed. As an example, 
you can decide to have three runtime versions and to let 
the system reselect between them e.g. depending on the 
available communication interface or relocate depending 
on a device’s or server’s status. While your user is at home 
in her own WLAN, you want to use the Cloud-based AI. 
When she leaves her home and is on the move, her embed-
ded device connects to the mobile network and switches to 
the embedded AI model, greatly reducing data transmis-
sion cost. As a third scenario, if she carries her mobile 
phone with her, the embedded device connects to it via 
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BLE. The phone is powerful enough to execute our Edge 
and Cloud runtime and can thus become a member of our 
system. Components can be relocated to the phone. The 
FPGA on the embedded device is used for preprocessing 
and filtering of the data. That data is then forwarded to 
the feature extraction and classification parts of the AI, 
which can be placed on the mobile phone by Kubernetes 
by providing a specific label to it.

To achieve this scenario, you first need the Cloud AI 
model and the embedded AI accelerator from our earlier 
scenario. In addition, to implement the corresponding fil-
tering on the embedded device you need to create a new AI 
accelerator for on-device filtering as well as a third call-
back function for yet another URI on the embedded device. 
It is shown in Listing 7 and very similar to our embedded 
AI example. Again, usage of the FPGA is abstracted via a 
C stub into a single function call. 

Listing 7 R2F Handler for embedded preprocessing

1 void hand l e r p r ep ro c e s s ( u i n t 16 t id ) {
2 u i n t 8 t data [ b u f f e r S i z e ] ;
3 u i n t 8 t proce s s ed [ b u f f e r S i z e ] ;
4 microphone read ( data , b u f f e r S i z e ) ;
5 p r ep r o c e s s i n g ex e cu t e ( data ,
6 processed , b u f f e r S i z e ) ;
7 r 2 f r e s p on s e ( id , processed , b u f f e r S i z e )

;
8 }

The resulting embedded main function on the MCU is 
shown in Listing 8. 

Fig. 8  Communication flow for the extended AI twin. In this scenario 
Kubernetes starts the new Data Twin (CNN Data Twin) and the user 
provides a CNN accelerator to the embedded device. At runtime the 
AI model remaps the URI for audio data to receive the CNN data 

from the device, rather then the raw audio data. Note: The Transla-
tion Service as a separate entity is omitted for readability. If used it is 
referenced by its acronym PTS 
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Listing 8 Initialisation and duty cycle handling for all three
variants

1 int main (void ) {
2 r 2 f r e g i s t e rHand l e r ( handler rawAudio ,
3 ”EIP :// dev i c e s /X/audio ” ) ;
4 r 2 f r e g i s t e rHand l e r ( handler embeddedAI ,
5 ”EIP :// dev i c e s /X/ a i ” ) ;
6 r 2 f r e g i s t e rHand l e r ( hand l e r p r eproce s s ,
7 ”EIP :// dev i c e s /X/pre ” ) ;
8 e l a s t i c n o d e i n i t ( ) ;
9 microphone in i t ( ) ;

10 p l a t f o rm i n i t s l e e p ( ) ;
11

12 while (1 ) {
13 r2 f dutyCyc l e ( ) ;
14 e l a s t i cnode dutyCyc l e ( ) ;
15 p l a t f o rm s l e ep (SLEEP LENGTH) ;
16 }
17 }

On the part of the embedded device, everything is now 
prepared to adapt your AI at runtime. For this to work, you 
extend the AI twin. Until now, the AI model has been a 
monolithic block and thus, the AI twin was a basic twin. 
Now, you can use an AI twin that is a composite twin. The 
AI is modelled as a set of different twins that are wired to 
each other via their URIs. Thus, e.g. preprocessing can be 
modelled as a twin, which internally links to the device 
twin to get preprocessed data. Feature extraction can be 
modelled as a second twin, and classification as a third 
one. The composite AI twin can reselect between them 
at runtime as it chooses, e.g. to cope for changing net-
work connectivity. Note that this design does not require 
the data flow between the parts of your AI model to go 
through the composite AI twin. Instead, it can send to 
each twin the URI to which it should send data to and 
connect all the parts directly with each other. It only ever 
receives the final result of the AI model. The composite AI 
twin just becomes the common interface that other appli-
cations can talk to, and thus hiding the details of the AI 
implementation.

One final missing piece is how our composite AI twin is 
notified about changes in the connectivity of the embedded 
device. This can be done with its device twin, which pro-
vides a URI to query the current communication technology 
that is being used. Alternatively, when the embedded device 
switches its communication protocol it automatically uses 
a different translation service and, technically, rejoins the 
system. This is detected by the Bootstrapping service and 
our composite AI twin can be notified about it. The decision 
to actually adapt the AI and reselect a new configuration is 
currently not automated. Instead, this is done explicitly by 
the composite AI twin. In the future we plan to provide dif-
ferent decision algorithms for this, which the AI twin can 
call. These will be based on well-known algorithms from 

related work, e.g. heuristics such as proposed in Becker et al. 
(2004).

Our approach for implementing adaptive AI models can 
be applied easily to other scenarios, too. As an example, 
when the context of a user changes, you might need to use 
a different AI model all together. Let us assume you have 
implemented a second AI model, consisting of another com-
posite AI twin with the corresponding data twin, preprocess-
ing and filtering, as well as an implemented AI accelerator 
for the deeply embedded device. Incorporating this new twin 
can be realised in two ways. First, you can develop another 
composite twin, which connects to both composite AI twins 
to switch between them. Alternatively, you can specify a 
new URI, which represents the combination of both AI mod-
els. When a client calls this URI, you can instruct the URI 
Resolver to map this to one of the URIs of the original AI 
models and route requests to the one that is active right now.

6  AI data adaptation

So far, we have shown how a developer can create an adap-
tive AI model, e.g. by updating to a new model or by rede-
ploying it to new target devices. However, so far we have 
ignored our Requirement 3, namely to cope with fluctuating 
data source populations. Instead, we worked with a single, 
fixed data source. In this section, we extend our approach 
and show how to support dynamic populations as well as 
varying data qualities. To do so, similarly to Sect. 5, we 
discuss a sequence of increasingly complex adaptation 
scenarios.

6.1  Fixed data source

As a starting point for our discussion, let us first reiterate our 
basic case from Sect. 5.1. To get input data from a specific 
sensor, the developer created a simple data twin, which is 
connected to a fixed device twin that communicates with 
the device actually doing the measurements (see Listing 3 
for the device twin). This approach does not allow us to 
reselect to new data sources. Still, it allows a very restricted 
parametric adaptation, which we ignored so far. The data 
twin provides an API to clients that allows them to specify 
non-functional requirements for the data, e.g. how often 
they need a new measurement. This allows the data twin to 
configure the sensor device accordingly. In this example the 
data twin relays the measurement frequency to be configured 
to the device twin of X. In Listing 9 we see the handling of 
this request for device twin X: It extracts the given meas-
urement frequency (in Hz) and creates a new TimerConfig 
with it. This TimerConfig calculates all necessary values 
like the prescaler value, timer mode etc. for the embedded 
device, depending on the available timer hardware. Since 
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it is a device twin it possesses all the necessary knowledge 
like clock frequency, available timer hardware, of the device 
it’s mirroring. After calculating everything it just sends the 
configuration to the device. 

Listing 9 Simple data twin listing

1 DeviceTwin extends AbstractTwin{
2 @EIPMessageHandler ( ”/ setFrequency ” )
3 public void conf igAudioFreq (EIPMessage

message ) {
4 int f r e q = message . parameter ( ” f r e q ” ) ;
5 TimerConfig c on f i g = new TimerConfig (

f r e q ) ;
6 cal lURI ( ”EIP :// dev i c e s /X/ f r e q ” ,

c on f i g ) ;
7 }
8 }

6.2  Reselecting a data source

In reality, binding our AI model to a single, fixed data source 
can lead to problems. If e.g. a user moves between rooms, a 
data source that is installed in the environment may become 
unavailable (or may not provide the required data any more). 
Therefore, a new data source has to be selected dynamically. 
As common in pervasive applications an abundance of addi-
tional data sources may now be available, e.g. a low quality 
sensor carried by the user and a high quality sensor installed 
in a room. One of these data sources has to be selected.

For this we need to (a) detect the set of sensors that meas-
ure the needed phenomenon, e.g. temperature sensors in the 
same room as the user, and (b) choose the most suitable 
sensor out of that set.

The first part is essentially a context-aware sensor dis-
covery problem. Out of all available sensors, we need to dis-
cover the ones that have the correct type (e.g. temperature) 
and context (e.g. in the same room as the user). This should 
be done efficiently and should scale for increasing numbers 
of sensors. How to implement a suitable location and context 
management service for this has been a long standing area of 
research in the pervasive computing community. However, 
as it is not specific to implementing AI models, it is out of 
the scope of this paper. A context management service can 
be integrated into our platform as an additional twin, e.g. 
using our bootstrapping service and device twins to get con-
tinuous location information from all devices. We can also 
support multiple such services in parallel, e.g. to support 
different location models for different applications.

In this paper, due to the data-centric nature of AI enabled 
applications, we in contrast propose to detect the correct data 
sources based on their measured data in relation to a given 
reference sensor, e.g. a sensor carried by the user. Previous 

work (Schmeißer and Schiele 2020) showed that sensors (for 
the most part) produce similar data if they measure the same 
phenomenon. This can be detected with an unsupervised 
learning algorithm for data clustering. In our current sys-
tem implementation we support three such algorithms: (1) 
modularity based community detection (Newman 2004), (2) 
label propagation on a graph (Raghavan et al. 2007) and (3) 
modified OSort binning (Rutishauser et al. 2006; Valencia 
and Alimohammad 2019). A developer can choose to use 
one of these for their application or she can implement a 
different algorithm. Note that the algorithms are themselves 
implemented as AI models that are managed by our platform 
(via AI twins) just like any other AI model. Thus, they can 
also use the full scale of adaptation possibilities. In addition, 
input data for them is provided by data twins that can pre-
filter by data type and network, effectively only taking into 
account e.g. temperature data that is measured by devices 
in a user’s home network. We are currently exploring fur-
ther possibilities to increase scalability, e.g. by combining a 
location-based filtering with data clustering.

Once we have found a set of sensors that measure the 
phenomenon that we want, we need to select the most suit-
able sensor out of it. This can be achieved in different ways 
according to the application’s needs. We can use the self-
description of devices to select the device with, e.g. the high-
est sensor accuracy, a device with the most battery power 
left, or simply select one randomly.

Listing 10 shows an example implementation of a data 
twin that chooses the most accurate temperature sensor 
from a set of given sensors in relation to a reference point. 
In this example we create our own initialisation func-
tion, which in turn uses the provided init and start 
function of our API. Besides the normal initialisation 
of a twin we use our platform’s adaptation scheme to 
instantiate other twins to use for input. The task of the 
twin at hand is to pick out the most accurate temperature 
sensor from a given set of sensors (l. 20–26). To do so, 
we need the set of sensors to be provided. The set of sen-
sors is created by one of the aforementioned algorithms, 
namely OSort. Thanks to our preparations, there already 
exists a twin that offers this algorithm as a service and 
is accessible via the EIP://osort URI. We only need 
to create a new configuration on it, so it takes tempera-
ture sensors as an input and performs the algorithm on 
it; provide our reference point to it, so it can choose the 
relevant set of sensors for us; and finally, provide a des-
tination URI to which to send the relevant set of sensors 
(l. 11–17). To make things easier we additionally instruct 
the Bootstrapping Service to instantiate a new composite 
twin specifically for temperature sensors, by providing 
it the service description, i.e. temperature, and the base 
URI for the twin (l. 6-9). As a final step we offer the value 
of the most accurate sensor via URI (l. 28–34). Figure 9 
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shows the communication process of creating the new 
composite twin (TempDataTwin) to collect temperature 
measurements and use as input for creating the set of 
sensors (OSort). 

Listing 10 New data twin utilizing a provided unsupervised
learning algorithm to group temperature data and offers a
selection scheme based on sensor accuracy.

1 GroupedTempData extends AbstractTwin{
2

3 public void i n i t i a l i s e ( ){
4 i n i t ( ” temp groupings ” ) ;
5 s t a r t ( ) ;
6 cal lURI (
7 ”SYS:// boots t rapper /new comp twin” ,
8 ”hasURI=EIP :// twins / temp data twin ” ,
9 ” s e r v i c e=has temperature ” ) ;

10

11 cal lURI ( ”EIP :// o so r t / new conf ig ” ,
12 ”sourceURI=
13 EIP :// twins / temp data twin /data” ,
14 ” dest inat ionURI=”
15 +this .URI+”/temp data” ,
16 ” recType=stream” ,
17 ” r e f S en so r=”+this . r e f S en so r ) ;
18 }
19

20 @EIPMessageHandler ( ”/ temp data” )
21 public void receiveTempData
22 ( EIPMessage message ) {
23 this . be s tSensor =
24 pickMostAccurateSensor (
25 parseParams (message . parameters ) ) ;
26 }
27

28 @EIPMessageHandler ( ”/ g e t b e s t v a l u e ” )
29 public void sendValue
30 ( EIPMessage message ){
31 cal lURI (
32 message . senderURI ,
33 this . be s tSensor . va lue ) ;
34 }
35 }

6.3  Sensor fusion

So far, we can pick one data source out of a set of possi-
ble sources dynamically. This allows us to reselect the used 
data source at runtime. However, using just a single data 
source for our input data can perform suboptimally, e.g. 
if we have cheap sensors with large measurement errors. 
Using data from multiple data sources has the potential to 
significantly improve the prediction quality for an AI model 
by compensating for the individual measurement errors of 
the respective sensors. To do so, data from each source can 
be fed into an AI model, leading to multiple input channels 
per measured phenomenon. The problem however is, that 
many AI models require a fixed number of input channels 
to be able to be trained accurately. But, because of mobility 
and failures, the number of potentially usable data sources 
can vary significantly over time. This can be partially com-
pensated for with multiple AI models, each one trained for 
different numbers of input data sources (Gordon et al. 1993; 
Van Laerhoven et al. 2001; Kuo 2000), that our system can 
switch between. However, this approach can be very com-
plex if we have to support many different numbers of data 
sources.

Therefore, in our system the AI developer can use a sen-
sor fusion approach to reduce the data from all applicable 
data sources to a single data item that can then be used as 
the input for a single AI model, regardless of the—poten-
tially fluctuating—number of data sources. This data fusion 
is again provided by a data twin that can be configured for 
the specific type and context of the needed data. The AI twin 
can then be linked to this data twin directly. Our fusion algo-
rithm can be adapted parametrically via an extended API 
that allows the developer to specify if she is more interested 
in an accurate or a more robust measurement.

Fig. 9  Communication over-
view of GroupTempData twin 
initialisation
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Note, that a developer can—once again—choose to use 
other, simpler algorithms for this, e.g. using an average or 
the mean over all relevant data, by providing her own data 
twin. However, since these approaches can severely degrade 
data quality, we do not support them out of the box.

Instead, we use a modified version of the Fault-Tolerant 
Interval (FTI) algorithm (Schmid and Schossmaier 2001). 
Originally designed for clock synchronisation, we adapted 
it for sensory measurements. The key concept behind the 
FTI algorithm is that no sensor is truly accurate, and as such 
measurements are treated as rough estimates, with a (known) 
degree of inaccuracy. In a nutshell, we treat an observa-
ble phenomenon, like temperature, light etc., as a random 
variable with a normal distribution. If a sensor reports a 
measurement, we assume this measurement to be the peak 
of a probability density function, e.g. it is the most likely 
value. The inaccuracy is represented by a neighbourhood 
with the measurement being the centre of it. The FTI now 
takes intersecting neighbourhoods and fuses them together, 
creating a singular neighbourhood. Not only does it reduce 
the dimensionality, but it also creates a neighbourhood that 
is much more meaningful than that of a single sensor. More 
details, as well as a comprehensive study, can be found in 
Schmeißer and Schiele (2020).

The output of FTI is a fused neighbourhood. To use this 
as input for an AI model, we have to map it to a singular 
value. We do this by creating a Gaussian mixture model 
by overlapping all original probability density functions. 
This calculates the probability density function of the fused 
neighbourhood. The peak of this function is then picked as 
our final output.

Using FTI increases the robustness of our system towards 
faulty and failing sensors, as it is similar to a majority vote. 
It derives its robustness from the fact that a majority of sen-
sors agree upon a certain range. This can further increase 
the prediction quality by excluding sensors outlier from the 
overall AI model inputs, allowing a developer to define the 
required data quality for the model within the data twin.

Note that sensor fusion is not a way to cope with the 
common problem of data drift, where the input data distribu-
tion deviates from the distribution that the model was origi-
nally trained on. Instead the sensor fusion allows to exploit 
redundancy in the input data to gain values that are more 
consistent with the physical event allowing higher quality 
predictions.

7  Evaluation

So far we have already shown how our system fulfils our 
functional requirements from Sect.  2.3, namely, how 
to deploy on all device classes, how to update and adapt 
dynamically, and how to manage data sources. In this 

section, we want to further evaluate our system. To show 
that it can be applied to different use cases, we implemented 
two different scenarios. The first one is a portable pervasive 
device that uses AI to continuously check for a user’s heart 
problems. This use case focuses on adapting the AI model 
and shows how our system can be used to optimise the AI for 
different usage settings, e.g. with respect to energy consump-
tion and latency. Our second use case is about developing 
a pervasive weather prediction service that uses embed-
ded sensor stations that are deployed in the environment. 
It focuses on managing multiple data sources and how our 
system allows to cope with failing sensors.

7.1  Use case: portable ECG analysis

In the following section, we describe our first use case to 
show how an AI-based pervasive application can be devel-
oped with our system. As discussed before, our use case is 
to develop a pervasive device that checks for a user’s heart 
problems. To do so, a DNN-based AI model analyses data 
from a portable ECG monitor. The DNN is executed in the 
Cloud or on the local device and is adapted depending on 
network availability (e.g. if the Internet is unavailable) and 
the device status (e.g. the battery is reaching critical levels 
or is recharging).

7.1.1  Implementation with the elastic AI platform

To realise this use case with our platform we implemented a 
number of components. Overall, the architecture resembles 
that of our example in Fig. 6.

We define an AI twin in the Cloud that connects to a 
DNN model for analysing ECG data. The AI twin receives 
its input from a data twin that abstracts away the source of 
the data, making the AI twin device agnostic. To be able 
to receive data from the embedded device, we also imple-
mented a device twin, in our case representing an Elastic 
Node v4 that acts as the portable ECG monitor. It contains 
a Microchip AT90USB128 MCU and a Xilinx Spartan 7 
XC7S15 FPGA. The device twin interacts with the device it 
represents through the Translation Service provided by the 
Elastic AI platform and a wireless communication channel, 
in this instance IEEE 802.15.4.

If the Elastic Node can communicate with its device twin, 
it pushes the raw ECG data periodically to the AI twin for 
analysis. The result is sent back to the device and—if neces-
sary—the user is notified of a detected heart problem. If the 
network is unreachable, the ECG analysis task is offloaded 
to the FPGA, using an FPGA implementation of the analysis 
DNN model. The structure of our two different DNNs is 
shown in Fig. 10.

To provide an AI model for the Cloud we train a full pre-
cision CNN model with TensorFlow. We use full resolution 
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data and 1D CNNs. On the FPGA we apply a number of 
optimisation methods taken from Burger et al. (2020c) to 
produce a compressed model that can work with fewer 
resources. As input data, we use ECG records from the 
MIT-BIH Arrhythmia Database (Moody and Mark 2001) 
and store them on the Elastic Node’s MCU to use it to simu-
late an ECG sensor.

7.1.2  ECG analysis accuracy

To quantify the performance of our platform, we performed 
a set of experiments with it. First, we want to evaluate if 
our approach to execute local AI on embedded FPGAs is 
able to handle high quality AI models for real use cases on 
pervasive sensor devices. For this, we measure the detec-
tion rate that our local AI can achieve. After training, our 
FPGA model is fairly performant, achieving 97% accuracy. 
Figure 11 shows the inference accuracy for each ECG label 
(Moody and Mark 2001), as well as the distribution of incor-
rect classifications. This is more than enough for typical sce-
narios. Nevertheless, for high risk situations, e.g. when a 
heart problem must be treated immediately and thus cannot 
be missed, bigger, Cloud-based models can achieve even 
higher accuracy (Chen et al. 2020; Oh et al. 2018; Yildirim 
2018). Therefore, while the local FPGA-based AI model is 

often powerful enough, when conditions allow it, it is prefer-
able to use an AI model in the Cloud to achieve the highest 
possible detection rate.

7.1.3  Inference latency

Next, we want to compare the inference latency of the Cloud 
and local (e.g. FPGA-based) AI models.

Both our models process ECG records that contain 130 
ECG data points for an inference. We define the latency for 
the Cloud inference as the time between starting to send an 
ECG record to the Cloud until the embedded device receives 
the AI result back from the Cloud AI model. This includes 
time for data transmission and jitter over the network. For 
the local inference we define the latency as the time required 
to perform the following five stages: (1) powering on the 
FPGA, (2) configuring it, (3) loading the ECG data onto 
the FPGA, (4) performing the inference and (5) sending the 
result to the MCU.

To consistently measure the latency, we repeated the 
inference 1000 times for both cases. Figure 12 shows the 
latency distribution for the Cloud and local AI model. On 

Fig. 10  CNN models for the Cloud and on the embedded device. Due 
to limited resources on the embedded device, it achieves a lower pre-
cision than the Cloud model

Fig. 11  Inference confusion matrix of the ECG analysis CNN model 
on a Xilinx Spartan 7 XC7S15 FPGA (Burger et al. 2020c)

Fig. 12  Latency distribution with 1000 times measurement
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average the local inference requires 95 ms, while the Cloud-
based inference requires 401 ms. These results show that the 
latency overhead induced by our system in both settings is 
low. Our AI platform can therefore be used for scenarios in 
which fast response times are necessary.

Additionally, local inference also shows a much more sta-
ble latency. This is to be expected, since it does not suffer 
from any communication jitter. Note that our experiments 
for Cloud-based inference were conducted under ideal con-
ditions with no packet loss on the wireless channel. With 
packet loss the resending mechanism would increase the 
latency further.

Both jitter and latency show that, if a very fast response is 
needed, the developer should choose local inference.

7.1.4  Adaptation latency

Performing a runtime adaptation causes overhead, most 
importantly with respect to latency when switching between 
configurations. Therefore, we briefly discuss the resulting 
latency in different scenarios.

Switching from local inference to Cloud inference 
The first scenario is to switch from a local AI model on 
an embedded device to an AI model in the Cloud. On the 
Cloud side, we deploy our model in a docker container. To 
switch to this model, the corresponding container must be 
made available and started, first. After that, the switch can be 
done instantaneously by the AI twin. The resulting latency 
therefore depends on the latency for making the container 
available, which in turn depends on the state of the container 
at the time of switching.

If the container has not been created before, it must be 
loaded and started by Kubernetes from scratch. Depending 
on the container design that can take a few miliseconds or 
several seconds. In our experiments, starting the container 
takes approx. 361 ms, which we think is a typical value for 
AI models.

If the container is paused for saving resources, then 
Kubernetes only needs to unpause it. In our experiments this 
takes approx. 20 ms, much faster than before. Since our sys-
tem usually pauses an unused container instead of stopping 
it, this will be the resulting switching latency in most cases.

If the container is already active, then the AI twin only 
needs to redirect the data to the new AI model. The result-
ing latency is neglectable compared to the data transmission 
latency.

Switching from Cloud inference to local inference In the 
second scenario, the AI twin wants to switch from a Cloud-
based model to a model that is executed on an embedded 
FPGA. To do so, the embedded FPGA must be started and 
reconfigured with a new configuration file to execute the cor-
rect AI accelerator. We assume that the configuration file has 
already been stored on the flash chip beforehand, e.g. when 

starting the pervasive application or when the model was 
used already at an earlier time. The latency of switching to 
a local model is the time for reconfiguring the FPGA, which 
is related to the size of the FPGA. For the Spartan-7 XC7S15 
used in our system, this takes approx. 50 ms.

Switching models in the Cloud In the third scenario, we 
switch between AI models in the Cloud. With respect to 
latency, this case is equivalent to the first scenario and there-
fore leads to the same measurements. Depending on the state 
of the container that executes the AI model to which we want 
to switch (stopped, paused or running), the resulting latency 
in our experiments is approx. 361 ms, 20 ms, or neglectable.

Switching models on the embedded device Similarly, the 
latency of switching between AI models on an embedded 
device is equivalent to the latency of our second scenario, 
switching to a local model. Again, assuming that the new 
configuration file is already stored locally, the FPGA must 
simply be reconfigured, taking approx. 50 ms.

7.1.5  Energy consumption

While the latency is most certainly important for this medi-
cal application, it is also important to understand the energy 
efficiency of our implementation for the embedded device. 
To collect the necessary power measurements, we use a 
monitoring subsystem that is integrated on our Elastic Node 
platform (Burger et al. 2017; Schiele et al. 2019). The results 
can be seen in Table 2, comparing the power and energy 
consumption of the Elastic Node for the Cloud-based and 
local inference runs of the previous section.

We are using a CNN implementation optimized for low 
power consumption and very little decrease in accuracy. 
Still, the power consumption of local inference is slightly 
higher than Cloud inference, because using the FPGA has a 
higher power consumption than using the wireless 802.15.4 
module. Since 802.15.4 is specifically designed for very low 
power, this is not surprising. However, it is also relatively 
slow. The embedded device (or at least the wireless module) 
has to remain active (in receiving mode) until it receives its 
response leading to a longer power consuming time frame 
compared to local inference. The length of that time frame 
is made up of several variables. It is largely consisting of 
the data transmission time, which in turn depends on the 

Table 2  Elastic node energy consumption breakdown

Cloud inference Local inference

MCU 84 mW 65 mW
Wireless 70 mW 0 mW
FPGA 0 mW 123 mW
Sum 154 mW 188 mW
Energy 62 mJ 18 mJ
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amount of transmitted packages and their size. We send the 
ECG data in JSON format. To send one ECG record to the 
server we need to send around 986 Bytes of data to the R2F 
layer. Due to fragmentation at the 802.15.4 layer, the module 
needs to send 11 packages for one ECG record. (On our gate-
way side, the receiver module uses a USB-to-serial inter-
face—which is even slower than wireless transmission—to 
transmit the received data to the computer.) As a result, the 
energy consumption per inference is 71.0% lower for the 
local AI. It can be assumed that other potential AI models 
with a similarly efficient FPGA implementation will produce 
similar results. Thus, to optimise battery life, a developer 
should again choose local inference when using our platform 
and runtime. Utilizing a different transmission technology, 
however, may lead to differing results. For example, a tech-
nology with a higher transmission rate will lead to a lower 
latency for Cloud-based AI but will presumably consume 
even more energy.

7.1.6  Concurrent AI tasks

As we have seen so far, our device can achieve higher speed 
and energy efficiency when executing an AI model on its 
FPGA instead of offloading it to the Cloud. We have also 
discussed the conditions that have lead to these results. More 
realistic conditions in terms of the latency experiments, 
including packet loss over the radio channel, would make 
the local inference option even more favourable in compari-
son. Furthermore, energy consumption for local inference is 
largely dependent on the energy efficiency of the AI model 
implementation. Its efficiency could be improved by apply-
ing more aggressive optimisations such as low-bit width 
quantization and pruning, although this will usually decrease 
the accuracy of the AI model.

However, the embedded FPGA has a major disadvantage: 
it can only execute one AI model at a time. Furthermore, 
you cannot just implement any AI model on our embed-
ded FPGA. It has to be optimized so that it fits our limited 
resources. In conjunction with AI model decomposition 
and scheduling, this is ongoing research. What happens if 
our device needs to apply different AI models on the ECG 
data to detect different heart problems? This can even occur 
dynamically, if our AI detects an artefact that should be 
checked further by additional, more specialised AI models. 
For our runtime system, this means that multiple AI models 
are placed onto the same embedded FPGA and are executed 
sequentially using round robin scheduling. More sophisti-
cated scheduling algorithms for this are subject to ongoing 
research. Additional overhead is induced by the necessity of 
reconfiguring the FPGA between each AI. In the Cloud, all 
AIs can be executed in parallel.

Based on 100 measurements for each setting, Fig. 13 
visualizes the total time cost of executing multiple AI 

models in the Cloud or locally on the FPGA. With an 
increasing number of concurrent AI tasks, the total latency 
of local inference increases linearly, while the latency 
of the Cloud inference only has a slight increase. Still, 
despite the reconfiguration overhead, due to the large 
overhead of wireless transmission, local inference is still 
faster than Cloud inference for 6 or fewer AI tasks. In 
addition, according to Fig. 14, if we have less than 5 con-
current AI tasks, local inference with our Elastic Node is 
more energy-efficient than Cloud inference. The energy 
consumption overhead for switching AI models is largely 
dependent on the FPGA reconfiguration time and power 
consumption. If these parameters differ on another hard-
ware platform, the amount of concurrent AI tasks which 
are feasible can change.

This leads us to the conclusion that—to achieve an opti-
mised AI system—the developer must take into account how 
many AI models are currently executed that use data from 
a given pervasive sensing device. If the number is low, then 
placing the AI model on the device’s embedded FPGA is 
both faster and more energy-efficient. However, for larger 
numbers of AI models using the same data, the developer 
should execute these models in the Cloud. This should be 
coordinated between all AIs, since mixing local and Cloud-
based AIs may lead to suboptimal performance.

Fig. 13  Total time cost of executing AI tasks

Fig. 14  Total energy cost of executing AI tasks
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7.1.7  Batch processing

The time and energy cost of powering on the FPGA and 
configuring it, has a big impact on the energy-efficiency 
for local inference. To counter this, we explore how batch 
processing can reduce the overhead of inferencing a sin-
gle ECG record. To enable batch processing, we apply a 
buffer to temporarily store multiple ECG records before 
performing inference for all of them, either by sending 
them all to the Cloud or by feeding them all to the FPGA. 
For the FPGA, the overhead is reduced because we only 
need to activate and configure it once per batch, not for 
each record. For the Cloud, once the batch is received, we 
can distribute each record to a parallel AI instance and 
process them all in parallel.

Figures 15 and 16 show the latency and energy cost over-
head of local and Cloud inference for batch sizes from 1 to 
10 ECG records.

Although the FPGA must still process all ECG records 
in a batch sequentially, the overhead of local inference per 
record can be reduced by up to 81% for a batch size of 10 
records. This shows the impact of activating and configur-
ing the FPGA on the overall performance of the system. For 
Cloud-based inference, the cost can be reduced by 51%. This 
is due to the high energy and time cost of actually sending 

the data to the Cloud compared to the time spent for the 
actual inference.

We conclude that, if possible, a developer should use 
batch processing for the AI. This can produce large savings, 
especially for local AI models. One scenario to exploit this 
is to retrain a local AI. While we may need to do inference 
for each new measurement right away to guarantee timely 
responses, we can still buffer all raw data locally for a given 
time frame. Then, we can reconfigure the FPGA, retrain our 
AI model with all buffered measurements and update our 
inference AI model accordingly.

7.2  Use case: pervasive weather prediction

Our second use case addresses the development of a perva-
sive weather prediction service. In this scenario, we focus 
on adapting the data sources, not on adapting the AI model, 
as in our first use case. Therefore, the main challenge for 
the AI developer is the changing number of suitable input 
data sources—embedded sensor stations that are placed in 
the environment—that can be used for different locations. 
In addition, it is possible that a sensor station is damaged 
or temporarily not functioning properly, e.g. due to birds or 
other animals. The AI should be able to work reliably for 
such cases.

7.2.1  Implementation with the elastic AI platform

We implemented a number of components to deploy our use 
case with our platform. Again, the architecture is similar to 
the one depicted in Fig. 6.

First, we created a monolithic AI twin in the Cloud that 
takes five different environmental phenomena into account 
to perform a weather forecast: wind speed, wind direction, 
air pressure, temperature, and humidity. The AI model is 
taken from Karvelis et al. (2020). For sake of simplicity we 
focus solely on the wind speed prediction. To reduce the 
development effort and the necessary training, the AI twin 
is designed to receive a single input value per phenomenon 
for each time step, independently of the number of actually 
available data sources. Our data sources are the aforemen-
tioned embedded sensor stations. Each one of them has a 
digital twin representation that regularly queries the sen-
sor data and buffers it. To make all of their measurement 
data available to the AI twin, we implement two data twins. 
The first gathers all measurements from all data sources and 
provides access to all of them with a single URI call. The 
second data twin uses this data and applies our FTI sensor 
fusion algorithm to it to fuse all measurements to create a 
single, combined measurement per phenomenon that is then 
forwarded to our AI twin. As such, the AI twin is completely 
decoupled from the amount, URIs, and—to an extend—the 
quality of the sensor stations.

Fig. 15  Time cost per ECG record with batch processing

Fig. 16  Energy cost per ECG record with batch processing
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We compare our approach to a straight-forward alterna-
tive solution in which the AI developer applies a standard 
average pooling algorithm to the measurements as part of 
the AI’s pre-processing.

Since we cannot deploy a sufficient number of real sensor 
stations, we use simulated weather data based on actual sen-
sor measurements curated by the Deutscher Wetterdienst,1 
This also allows us to control the exact number and accuracy 
of sensor stations at each location to create varying settings 
for our evaluation. We can even let sensors fail completely 
to analyse the impact of faulty sensors on prediction quality.

7.2.2  Varying number of low‑ vs. high‑quality sensors

First, we want to evaluate how well our system shields 
the AI model from a rising number of low-quality sen-
sors. Our scenario includes a total of ten simulated sensor 
stations. We configured each sensor to have an accuracy 
similar to real-world off-the-shelf sensors, either for high-
quality or low-quality sensors. The measurement of a sen-
sor is sampled from a uniform distribution on an interval 
[m

t
− mmaxd, mt

+ mmaxd] , with m
t
 being the ground truth 

and d the sensor’s maximum deviation from the ground truth 
relative to the maximum measurable value mmax . For high-
quality sensors we chose d from the interval [0.005, 0.05] . 
For low-quality sensors we picked from the interval 
[0.01, 0.1] instead. Since the result of the simulation is non-
deterministic, we decided to produce ten data sets per low 
to high quality sensor ratio. The model is trained three times 
on each of these data sets resulting in a total of thirty experi-
ment conductions per configuration.

Figure 17 shows a boxplot of the mean absolute per-
centage error of the AI’s weather prediction in relation to 

the rising number of low-quality sensors for both average 
pooling and FTI. As mentioned in Sect. 6.3 our FTI-based 
sensor fusion algorithm provides a fine-grained control of 
fault-tolerance, which we abstracted into a quality-of-service 
(QoS) schema, with three distinct levels. Level one offers the 
least fault-tolerance, but highest accuracy, and level three 
offers the most fault-tolerance but least accuracy. In a real 
deployment, the developer would choose which QoS level 
should be used. For our evaluation we show results for all 
three QoS levels.

We can see that the AI’s prediction error increases only 
slightly for FTI with up to five low-quality sensors, with 
the median of the mean absolute percentage error varying 
between 16.09 and 16.67. Average pooling on the other hand 
induces a large error for this setting, varying the median 
between 18.05 and 22.40. For more low-quality sensors, 
both approaches resemble each other more closely, with the 
median error for FTI increasing to 20.3. Note, however, that 
in a real world scenario, average pooling would probably 
perform worse, since the way that our error model induces 
inaccuracy may lead to the errors of multiple low-quality 
sensors cancelling each other out.

As another observation, in this scenario a higher QoS 
level does not necessarily lead to a lower mean error. This is 
because a higher QoS level is specifically optimised to filter 
out faulty sensors, not inaccurate sensors. Thus, they should 
only be beneficial if a sensor actually breaks and produces 
vastly different outputs. In such a scenario, average pooling 
should suffer even more, since the broken sensor will likely 
move the average by a large amount.

7.2.3  Sensor outliers

To examine this effect, in our second experiment we want to 
evaluate how well our system shields the AI from a broken 
sensor that has no correlation with ground truth anymore. 
Our scenario is similar to the one above in having ten sen-
sors per phenomenon. We only have high-quality sensors 
and do not introduce low-quality sensors. However, we intro-
duce a corrupted wind speed sensor. Starting after 600 min, 
it reports corrupted values for the next 600 min. After that, 
it recovers and returns to its normal operation. This is remi-
niscent of delayed maintenance on sensor stations. Figure 18 
shows the result of the FTI and average pooling preproc-
essing for the wind speed phenomenon in relation to the 
ground truth. It is apparent that average pooling is greatly 
influenced by the broken sensor. In contrast, the values that 
are preprocessed by FTI on QoS level 1 are not affected by 
the corrupted measurements.

Fig. 17  Mean absolute percentage error for varying number of low-
quality sensor stations

1 https:// opend ata. dwd. de/ clima te_ envir onment/ CDC/.

https://opendata.dwd.de/climate_environment/CDC/
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To further characterise how this influences the prediction, 
Fig. 19 shows the root square error of the wind speed predic-
tion with its 95% confidence interval for both approaches. 
As we can see, the AI reacts immediately to the inaccurate 
input data from average pooling, leading to a large prediction 
error until the faulty sensor is fixed. The AI that receives 
input data from FTI on the other hand is not influenced by 
the faulty sensor.

8  Conclusion and future work

Executing AI models in pervasive computing efficiently and 
effectively is not easy. Many, very heterogeneous devices 
must be integrated into a single runtime system that can 

handle highly dynamic runtime situations. The Elastic AI 
platform provides AI developers with the means to execute 
their AI models in such systems. It combines deeply embed-
ded devices with Edge and Cloud servers and uses adapta-
tion concepts from pervasive systems to enable adaptive AI 
models. To mitigate the limitations of embedded devices 
with respect to compute power, our system allows to incor-
porate exchangeable HW accelerators for AI that are imple-
mented on local embedded FPGAs.

Our platform contains three major components: (1) a 
Cloud and Edge runtime, providing an execution platform 
for AI models using Digital Twins, (2) an embedded runt-
ime, integrating deeply embedded devices and simplifying 
the process to deploy AI models on them, and (3) a sensor 
fusion engine, providing a preprocessing component that 
allows to simplify the training and inference of AI models 
on sensor data from multiple sources.

Our evaluation shows the large potential of the Elastic AI 
platform to aid in the development of pervasive AI systems 
that can be optimised and extended for years to come after 
they have been deployed in the field. If energy-efficiency or 
short reaction times need to be prioritized, handing over exe-
cution of the AI model to an embedded FPGA can facilitate 
that. Even the execution of multiple concurrent AI models 
can benefit from that, although it is important to monitor the 
situation and switch to a Cloud deployment if the number 
of concurrent AI tasks increases and starts to induce higher 
latency and energy costs. The above-mentioned results 
apply, if low-power wireless communication is used, and 
if the embedded AI models are implemented with energy-
efficiency and low inference latency in mind. Broken input 
sensors can also influence the performance of a pervasive AI 
dramatically. This can be mitigated by using our integrated 
sensor fusion, which successfully shields the AI model from 
such sensors.

For future work, we plan to introduce different pre-exist-
ing adaptation strategies that developers can use for auto-
matic adaptation in common usage scenarios. We also want 
to equip our Elastic Node with different wireless modules to 
support protocols such as WiFi and Bluetooth or LoRa, so 
we can evaluate our approach in more use cases. In addition, 
we are looking into how to reduce the development effort 
for embedded AI models even further using code generation 
techniques and platform-aware neural architecture search. 
Finally, we want to extend our support for continuous train-
ing, including the ability to use federated learning in our 
system.
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