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Abstract
Through a large-scale online field experiment, we provide new empirical evidence 
for the presence of the anchoring bias in people’s judgement due to irrational reli-
ance on a piece of information that they are initially given. The comparison of the 
anchoring stimuli and respective responses across different tasks reveals a positive, 
yet complex relationship between the anchors and the bias in participants’ predic-
tions of the outcomes of events in the future. Participants in the treatment group 
were equally susceptible to the anchors regardless of their level of engagement, pre-
vious performance, or gender. Given the strong and ubiquitous influence of anchors 
quantified here, we should take great care to closely monitor and regulate the distri-
bution of information online to facilitate less biased decision making.

Keywords Anchoring bias · Quasi-experiment · Social influence · Information 
processing

Introduction

Heuristics are mental shortcuts that enable us to arrive at solutions to complex tasks 
or problems with minimal effort [25, 31]. However, as has been shown by Tversky 
and Kahneman [30] these shortcuts come at a cost: to be able to quickly solve a 
problem, certain information will be simplified, some ignored, and estimations will 
be made, thus increasing the likelihood of systematic errors in decisions. Commonly 
referred to as cognitive biases, these errors are the result of non-rational information 
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processing [11, 15]. Examples of cognitive bias include the anchoring effect (that is, 
the influence on decisions of the first piece of information encountered), the avail-
ability heuristic (where estimates of the probability of an outcome depend on ease 
of access to that information), the framing effect (the presentation of identical infor-
mation in different ways), and confirmation bias (a focus on information that sup-
ports a pre-existing position), among others. Given the black-box nature of the algo-
rithms that drive searching and selecting relevant information on the Internet [22], 
it is left to large Internet corporations managing those algorithms to decide which 
information is “valuable” and therefore displayed to users [24]. Recent experiments 
by Nikolov et al. [19] and Kramer et al. [13] show that depending on what online 
platform is used, people may be exposed to extremely different information, which 
can, in turn, result in the development of “social bubbles” or even changes in their 
emotional state.

This paper examines one of these effects: anchoring. Tversky and Kahneman 
[30] observed that in situations where people make estimates or predictions (e.g. the 
value of a car), the resulting judgement tends to be similar to a previously encoun-
tered value (e.g. what the salesperson is offering). The term ‘anchoring’ can there-
fore be understood as people’s tendency to rely heavily on these prior values (or 
‘anchors’) when making decisions. This effect is pervasive and robust in a variety of 
experimental settings (see [1, 3, 9, 15] and real-world contexts, including in court-
room sentencing [6], in negotiations [10, 29], in financial market decisions [5], in 
property pricing [20], and in judging the probability of the outbreak of a nuclear war 
[23]. Typically, anchoring bias occurs when numeric anchors are provided, although 
some research has also investigated the effect of non-numeric anchors [14].

Most experiments investigating anchoring effects have been limited in their 
design and implementation. Often experiments have been limited to single ques-
tions examining participants general knowledge. For example, subjects have been 
asked to estimate the percentage of African countries in the United Nations [30], 
the length of the Mississippi river [12], Gandhi’s age at death [28], and the number 
of calories in a strawberry [16]. Few of these questions, however, seem particularly 
engaging or representative of everyday situations. With the assumption that research 
on social psychology should inform and shape policy and regulations towards infor-
mation systems (such as social media), it is important to bring the experiments as 
close as possible to daily life scenarios where those policies would apply. Moreover, 
participants were often incentivised to take part through monetary reimbursement 
or course credit. Such a setting does not encourage participants to concentrate fully 
on the task at hand, given pay is frequently fixed-rate and non-performance-related. 
The general notion of WEIRD (western, educated, industrialised, rich and demo-
cratic) participants and the issues of validity in psychology experiments are present 
in most of the previous work on anchoring bias too [18].

In recent years, participants were often recruited from online portals like Ama-
zon Mechanical Turk [16, 27] adds further to the artificiality of the experiments. 
Many experiments only recruited between 30 and 50 participants, which limits the 
statistical power of the experiments and the generalizability of the results. Lastly, 
most of these experiments did not systematically quantify and generalise the anchor-
ing effect by diversifying and analysing a large range of questions at the same time 
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or adequately control for subjects already knowing the correct answer to a general 
knowledge question.

We address these shortcomings through a large-scale online field experiment 
undertaken on a mobile game (“Play the Future”) which “gives players the power 
to predict the everyday outcomes of the world’s most popular brands and events for 
points, prestige and prizes”. Players make numeric predictions regarding the out-
come of certain natural, economic, social, sports and entertainment events such 
as the weather, stock prices, and flight times (Fig. 1), to receive points and accu-
racy feedback for each prediction, which they can then compare with other users 
on the app. We know that predictions about future events rely on a complex pro-
cess in which prior knowledge is used to determine the likelihood of a given event. 
However, due to time or knowledge constraints, people rely on heuristics or mental 
shortcuts when making predictions—so-called “bounded rationality” [26]. By sys-
tematically manipulating numeric hints provided as part of the game (i.e. manipulat-
ing information that is potentially relevant for the judgement process), we examine 
the influence of anchoring bias on the decisions made by our experimental subjects. 
As discussed above, anchoring bias is a known and documented phenomenon, our 
contribution here, therefore, is the provision of a more accurate and detailed image 
of the phenomenon using a more methodologically sophisticated design.

For the experiment, we designed 62 questions (and corresponding hints) to be 
provided to the gamers (see Table  1 for example questions). The subjects who 
answered our questions were not explicitly recruited to the experiment and did not 
know they were part of the experiment. For each question, two hints are provided 

Fig. 1  Screenshots of two example questions during the experiment on the Play the Future mobile appli-
cation. The first hint is provided by default. The second hint has been unlocked in the right screenshot
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that contain information regarding the topic of the question. The first hint is always 
shown and is identical for all users. The second hint can be unlocked with a ‘key’. 
Keys automatically renew themselves every four hours for all users for free. We 
tried to ensure our questions (and the hints) were typical of the game, to ensure they 
played on the app normally. The hints provided were accurate values, i.e. while we 
varied the type of information available to participants, all information provided 
was correct. The questions are not necessarily relevant to decision-making scenar-
ios; however, they are selected in relation to the current affairs as opposed to public 
knowledge questions used in previous work. This, we believe, brings the experiment 
closer to what individuals are exposed to, for example, on social media at the current 
time.

The experimental treatment was administered in the second (locked) hint. Par-
ticipants who only saw the first hint are considered to be in the control group (for 
more details see “Methods” section). Users who opted to unlock the second hint 
were randomly assigned to Group A or Group B, who were then provided with the 
lowest or highest value of a previous outcome (Table 1). We then examined how 
the provision of both low and high anchors (in the form of factual hints) affects the 
values predicted by the users. If anchoring is effective, we would expect those pro-
vided with a high figure, to predict higher values than those who were provided with 
low figures. In addition to investigating a general anchoring effect of information on 
decision making, in an additional set of experiments, we provided non-factual hints 
in the form of “ < someone > from Play the Future Team’s prediction” to compare 
the size of the anchoring effect induced by “expert’s opinion” to the one by pure fac-
tual hints. Finally, we build on research on individual differences in susceptibility to 
anchoring bias [7] to examine how the bias varies for individual users according to 
their level of engagement while playing the game, their previous performance, and 
their gender.

Results

General anchoring effect

We asked 42 questions on six different topics over a month. Each question was 
answered by an average of 219 users, with an average of 58 participants in the 
treatment condition (i.e. Groups A and B) for each question. The full list of ques-
tions and hints is provided in Supplementary Table  1. The actual results (i.e. the 
correct answers) do not affect the experiment or analysis, given they were known 
and revealed only after the experiment was over. The answer distributions to the 
questions shown in Table 1 are shown in Fig. 2. Yuen’s test for independent sample 
means with 15% trimming was applied to all questions to test whether the predic-
tions in the two treatment groups are different from each other. The results indicate 
that the answer distributions are indeed significantly different (p < 0.01) in all ques-
tions except one, which is marginally significant (p = 0.05).
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Eight questions providing irrelevant information in the first hint were included 
in the experiment as a check to determine whether control group participants 
are blindly following the values provided in the first hint without questioning 
their actual relevance for the target outcome (see the questions in Supplemen-
tary Table 1). If this were the case, it would be inferred that the cognitive effort 
invested by participants in this game is minimal and that the observed responses 
are not due to anchoring effects but to users’ laziness. The detailed results of this 
test are provided in Supplementary Figs. 1–2, but in short, it was confirmed that 
the players of the game, generally pay attention to the relevance of the hint to the 
question and do not follow the values in the hint blindly.

For 42 standard questions, the anchoring stimulus (Eq. (1)) and the anchoring 
response (Eq. (2)) were calculated and shown in Fig. 3.

where Hint Group X is the numerical value of the provided hint to group X and σ is 
the standard deviation of all the answers in the group.

As expected, a larger stimulus leads to a larger anchoring response, however, after 
an initial increase in the size of the induced anchoring effect, saturation appears.

A closer look at examples shown in Fig. 2, however, reveals that in some cases the 
diversity of answers in the treatment groups is very small (left panel) whereas in other 
cases the answers are widely dispersed (right panel). This observation suggests that 
for some questions the provision of two anchors lead to higher collective prediction 
certainty when compared to the control group, while for other questions it introduced 
more doubt about the true value of the likely outcome among the group members.

This observation warrants a more systematic analysis of the ratio of the treatment to 
the control group’s standard deviation depending on the size of the provided stimulus. 

(1)Stimulus =
| Hint Group A − Hint Group B|

�Control Group

(2)Response =
|Median answer Group A −Median answer Group B|

�Control Group

,

Fig. 2  Distribution of participants’ answers depending on group allocation for the two example questions 
in Table 1. Provided anchors in each group indicated by dotted lines. The diversity of predictions in the 
two treatment groups is smaller in the left graph compared to the right
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Figure 4 illustrates how the relative group diversity—that is the diversity of answers 
within each treatment group divided by the diversity of predictions in the control group 
(Eq. (3))—changes with the group stimulus (Eq. (4)).

Smaller anchoring stimuli lead to smaller relative group diversity, which means 
that treatment group users were collectively more certain of their answers compared 
to the control group for these questions. When the size of the anchoring stimulus 
increases, the relative group diversity also increases.

Based on this observation, we define a new measure of the anchoring bias by 
normalising the difference between the median answers of the two treatment groups 
by the average of the standard deviations of the two treatment groups instead of the 
standard deviation of the control group (Eq. (5)).

(3)Relative group diversity X =
�Group X

�Control Group

, where X = A, B

(4)

Group stimulus =
| Hint GroupX −Median answer Control Group|

�Control Group

, where X = A, B

Fig. 3  Anchoring response function based on 42 standard questions. LOESS curve fitted to all data 
points. Points coloured according to question category
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The resulting modified response accounts for the participants’ collective confi-
dence in their predictions. A small average standard deviation of the two treatment 
groups is assumed to be indicative of higher certainty of answers among participants 
since users appear to be in collective agreement regarding the true value of the tar-
get. The modified response function is shown in Fig. 5.

Medium-sized stimuli (2 < x < 5) seem to have caused the majority of partici-
pants to believe that the anchors might be plausible, resulting in a larger modified 
response, i.e. a larger difference in the answers of the two groups with higher collec-
tive confidence in each group. High anchors induce more uncertainty among partici-
pants: not all users follow high anchoring stimuli, instead, a considerable proportion 
of participants starts adjusting their predictions to less extreme values, thus increas-
ing the diversity of answers.

(5)

Modified response =
|Median answer Group A −Median answer Group B|

(
�Group A+�Group B

2

)

Fig. 4  Relative group diversity vs. group stimulus. Points coloured according to question category and 
shaped according to group allocation (high vs. low anchor). The line at y = 1 indicates the equal ratio of 
the treatment to the control group’s standard deviation
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“Expert‑opinion” anchors

By substituting the factual information in the second hints by fictitious “Play The 
Future-prediction” values (which we carefully selected to resemble realistic predic-
tions) in additional 12 questions, we examined how strongly these values impact 
participants’ predictions. The hints of these questions presented as the prediction of 
a hypothetical member of the Play The Future team. An example is given in Table 2 
and the rest of the questions are in Supplementary Table 1. 

The upper panel of Fig.  6 shows the size of the anchoring effect versus the 
anchoring stimulus for 42 standard and 12 PTF-prediction style questions (note the 
data points belonging to the standard questions in Fig. 6 are identical to ones of the 
Figs. 3, 4, 5 and are repeated here for the purpose of comparison). It becomes imme-
diately apparent that the questions containing PTF-prediction values in the treatment 
hints result in consistently larger responses compared to the standard questions with 
factual information. The middle panel of Fig. 6 shows that not only the medians of 
treatment groups distributions are moved further with the fictitious hints, but also 
the relative group diversity tends to be lower for PTF-prediction questions, which is 
the result of less variation in the treatment groups’ answers compared to the control 
group’s predictions. Hence, in the modified response curve is shown in the lower 
panel of Fig. 6 we see an even larger amplification of the anchoring effect emerged 
from the fictional hints.

Fig. 5  Modified response vs. stimulus. Points coloured according to question category
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Individual analysis

To analyse the effect of the anchoring stimulus provided in the experiment on each 
participant’s predictions, the median bias for each user during the experiment was 
calculated. Firstly, the normalised difference between the user’s prediction and the 
control group’s median prediction was computed for each question (Eq. (6)).

Next, the median bias was calculated per individual user for all questions 
answered in the control condition and for all questions answered in the treatment 
condition. A higher individual bias indicates that a certain user’s prediction values 
are further away from the median of the control group’s predictions, which may be 
the result of the influence of the anchoring stimuli.

User engagement

It could be hypothesised that the anchoring effect is stronger in less experienced 
users. We, therefore, tested for a difference between participants who answered less 
than half of all experimental questions (casual users) and those who made predic-
tions for more than half of the questions (“loyal users”).

Results are shown in Supplementary Fig. 3. Focussing on control groups only, we 
observe that loyal users in the control group seem to make predictions that resemble 
the median control group’s predictions more closely than casual users in the control 
group (Welch’s t-test significant t = 6.986, p < 0.001). The highly engaged users may 
have concluded that making moderate rather than extreme predictions (if no further 
information in the form of a second hint is provided) constitutes a relatively success-
ful strategy in this game.

However, among the treatment groups, barely any difference between casual and 
loyal participants can be detected (Welch’s unequal variances t-test insignificant 
t = 1.448, p = 0.149). This implies that all users regardless of their level of engage-
ment on the app are roughly equally susceptible to the provided anchoring stimuli. 
Thus, it is concluded that even among high-frequency players no ‘learning effect’ 
regarding the true purpose of this experiment occurred.

User prior accuracy

Many of the experiment participants had already played the game and the records 
of their predictions were available to us. However with the caveat that there were 
not enough prior data for each category of questions and we had to calculate users’ 
prior accuracy based on their average performance at the aggregate level rather than 
a question specific level. This “coarse-graining” could be rectified in future work. 
We divided the players into high accuracy and low accuracy groups based on their 

(6)

Bias per participant i per question =
||Predictioni −Median answer Control Group||

�Control Group
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accuracy score in all the games they had played before our experiment and com-
pared the induced bias for the two groups (see “Methods” section for details).

Considering only control groups, participants who made less accurate predictions 
before the start of the experiment provided answers that were relatively close to the 
overall median answer during the experiment (Supplementary Fig.  4). Previously 
better-performing users made more distinct predictions, potentially because they put 
less trust in the information provided in the first hint. The results of Welch’s t-test 
indicate that the individual biases in the two control groups are slightly different 
from each other (t(139.11) = 1.933, p = 0.055), however, this result is statistically 
significant only at the 0.1-level.

For previously low-performing users in the treatment group, the individual bias 
seems to be slightly larger compared to the bias observed for previously well-per-
forming users. This would imply that their answers were slightly more influenced 
by the anchoring stimuli compared to better-performing users. However, Welch’s 
t-test reveals that the visually observed difference is not statistically significant 
(t(97.99) = − 1.443, p = 0.15).

Gender

Finally, we analysed the users based on their gender and compared their cross-group 
errors (see Supplementary Fig.  5). Even though Welch’s t-test with unequal vari-
ances confirms that this difference between males and females in the control condi-
tion is indeed significant (t(349.86) = − 2.412, p = 0.016) meaning that female users 
tend to make predictions that are closer to the overall median answer compared to 
male users in the control conditions, both the visual analysis and Welch’s t-test for 
the same comparison in the treatment condition show that there is no difference 
among male and female individual biases (t(194.92) = −  0.929, p = 0.354). Thus, 
both sexes appear to be equally susceptible to the anchoring stimuli provided in the 
treatment condition.

Discussion

Over one month, 549 participants made numeric predictions to over 62 questions 
about the outcome of a variety of future events after having been exposed to differ-
ent numeric anchors. Overall, 13,000 predictions were recorded during the experi-
ment. After defining and applying a consistent normalisation method to the distribu-
tions of answers to all questions, the various anchoring stimuli and responses were 
compiled to form the anchoring response function.

Fig. 6  Upper panel: response vs. stimulus. Middle panel: relative group diversity vs. stimulus. Lower 
panel: modified response vs. stimulus for 42 standard and 12 PTF-prediction questions. LOESS curve 
only fitted to standard anchoring questions for reference

▸
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The calculation of the anchoring index (AI) proposed by Jacowitz and Kahneman 
[12]1 for individual hints in all groups results in a mean AI of 0.61 for all questions. 
This means that participants did not fully accept the presented anchoring stimulus 
in their predictions (which would be the case if AI = 1) but instead adjusted their 
predictions to a level of roughly 60% of the size of the anchor on average. This effect 
is in agreement with the one observed by Jacowitz and Kahneman [12], who found 
a mean AI of 0.49 (with slightly different effects for low and high anchors). This 
large size of the anchoring index here is likely attributable to the specific nature of 
the provided anchors: firstly, the numeric hints usually contained information about 
the size of the target outcome in the past, making the anchors appear somewhat rel-
evant to the question. Secondly, the anchor value and target outcome were typically 
provided in the same unit, such as °C, USD, etc. This provides support for Mochon 
and Frederick’s [16] scale distortion theory, which proposes that anchors are effec-
tive when the stimulus and response share the same scale. Here, further research 
should be conducted by reducing the relevance of the information provided in the 
hints even further and varying the units.

The relationship between the anchoring stimuli and responses we find advances 
the result found by Chapman and Johnson [2], who suggested that a limit of the 
anchoring effect exists when stimuli become too extreme. We see a monotonic, yet 
deaccelerating increase in the response curve, and when we modify the measured 
response by considering the standard deviation of the predictions, we see a decline 
in the modified response curve. This result is confirmed in the present work by the 
modified anchoring response function, which resembles the shape of an inverted U. 
By incorporating the standard deviation of predictions in the treatment groups as a 
normalisation factor it was observed that larger anchoring stimuli not only translate 
to larger responses but also lead to higher collective uncertainty among participants.

This finding suggests that the limit of the anchoring bias finds expression in a 
higher variation of participants’ answers rather than in a smaller response. The 
greater diversity of predictions may be explained by both the original anchoring-
and-adjustment, and the selective accessibility theory: participants may have started 
an insufficient adjustment process from the implausible anchor, or searched-for 
information confirming the value presented in the anchor. The lack of clear evidence 
for the presence of one of these mechanisms may suggest that both theories are 
applicable in this case. Further lab experiments could shed more light on this.

On the level of the individual user, it was shown that all participants in the treat-
ment groups were equally affected by the anchoring stimuli in their responses. This 
holds regardless of participants’ level of engagement during the experiment, their 
previous performance on the app, or their gender.

One of the implications of this study can be in marketing, where the anchor-
ing effect has already been discussed in the context of pricing [20]. Following our 
results, an optimal pricing strategy might be to first produce a distribution based on 
prices suggested by several different individuals. After cleaning the distribution and 

1 Jacowitz and Kahneman [12] compute the AI as follows: AI = Median (high anchor)−Median (low anchor)

High anchor−Low anchor
.
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removing the outliers, calculate the median and standard deviation of the popula-
tion, and then opt for a price that is 2–5 standard deviations higher than the median 
of the distribution. This proposition however needs proper testing through further 
experimentation.

We must note that our work has a limitation that is mostly due to the experi-
mental design: the anchors provided to the participants in the form of hints had to 
include relevant information to keep users engaged on the app, whereas, Chapman 
and Johnson [3] argue that proof for the presence of the anchoring bias is strong-
est when the information influencing participants’ answers is uninformative because 
subjects had no rational reason to follow that value. The present experiment uses 
two consecutive anchors that both contain relevant information, however, users have 
to “pay” to unlock the second hint. Hence, participants’ predictions might be biased 
towards the treatment hint partly because they implicitly (and irrationally) associate 
higher importance with it (endowment effect). To counteract this effect as much as 
possible, the information provided in the second hint in many questions was even 
less pertinent for answering the searched-for target outcome than the first hint, or 
equally uninformative. Thus, the anchoring bias observed in this experiment is due 
to overly influential factual information [2].

A major contribution of this experiment lies in the ecological validity of this 
research. Not only does the overall setting of the experiment in the form of a mobile 
application closely resemble a real-world situation in which information is provided 
by various sources and subsequently processed by the individual, but the different 
questions also reflect realistic forecasting decisions.

The fact that the anchoring effect was especially strong for questions in which the 
anchoring stimuli were labelled as ‘PTF-prediction’ values constitutes a very impor-
tant finding of this experiment. This suggests that people’s perception of the useful-
ness or veracity of information can be influenced by the provision of an “authority” 
label. In an era in which clickbait and fake news are frequently used tools to compete 
for people’s attention and influence their opinions, individuals must understand the 
strong impact of purposefully (or even unintentionally) set anchors on their percep-
tion of certain events: the slogan “We send the EU £350 million a week—let’s fund 
our NHS instead” that was used by the Leave-campaign in Brexit vote in 2016, is a 
prime example. It goes without saying that social media provide people with power 
and influence a great platform for providing “advice” to the members of the public 
and considering the effects reported in our work, it becomes even more important to 
regulate and verify such information before their spread on social media.

Further research should investigate whether anchors with the same numerical 
value that are associated with different sources produce distinct anchoring effects. 
Moreover, given the specific experimental platform used in this work, it would also 
be interesting to determine how information about predictions made by other users 
on the app influence participants’ predictions as part of a collective intelligence 
experiment in future work. Considering the design of social media platforms which 
“bombard” the users with information of other users’ actions and decisions (social 
information) and previously reported influence of social information on decision 
making [17], it becomes ever more relevant to ask how cognitive biases in general 
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and anchoring bias, in particular, can be amplified and consequently hinder collec-
tive intelligence in this new informational environment.

Methods

Experimental design

The platform we used for the online field experiment is an application (app) for 
smartphones called “Play the Future” (PTF), which has been in operation since the 
beginning of 2016. It is freely available for both Android and iOS devices.2 Over 
300,000 users are currently registered on the app, with around 82,000 monthly active 
users making numerical predictions regarding the outcomes of various economic, 
social, sports, entertainment, and other events. For each question, two hints are pro-
vided that contain relevant information. The first hint is always shown, whereas the 
second hint can be unlocked with a ‘key’. Keys automatically renew themselves for 
free every four hours so that up to a maximum of three keys are available at any 
given time.

Participants were not specifically recruited for this experiment; all users who 
were active on the PTF application during the period of the experiment (May–June 
2018) were treated as participants. The experimental questions were both themati-
cally and structurally very similar to regular PTF questions (apart from the distinc-
tion between the two user groups), thus, users were not explicitly notified about tak-
ing part in an experiment, which adds to the real-world character of the research. 
Users were not paid for their participation (the game is free to use); they used the 
app out of their own volition and could discontinue playing at any point.

The experimental treatment is administered in the second (locked) hint: Its 
description and content are different for two user groups A and B. By recording each 
unlocking of the second hint it can precisely be determined which participant was 
exposed to the treatment and who belongs to the control group on a per-question 
basis. Participants who have only seen the first hint are considered to be in the con-
trol group. The information provided in the first hint is identical across all users. 
The second hint reveals either a low or a high value (depending on the group) of the 
target outcome during a specific time frame. We devised the questions and hints in a 
way that no experimental group has an advantage over the other group.

The two second hints contain values that are above and below the value shown 
in the first hint. Ideally, the distance to the medium value is roughly the same for 
both groups, however, due to the hints containing real-world factual information this 
was not possible in all cases. While generally, the hints are factually accurate, some 
questions include a fictitious “PTF’s prediction” value in the second hint to explore 
whether users are equally anchored by facts and predictions from unverified sources. 
Additionally, some questions contain irrelevant information in the hint for the 

2 The app is currently unavailable in Europe, due to adjustments being made to accommodate the Gen-
eral Data Protection Regulations which took effect on May 25, 2018.
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control group to test whether that information also serves as an anchor. The current 
events and factual information for all questions and hints were manually researched 
by the authors. Please refer to Supplementary Table 1 for a list of all questions.

Out of the six to ten questions that were asked on the app every day, two to four 
questions were part of the experiment and the remaining questions were regular, 
non-A/B testing questions designed by the PTF team. Each question was available 
for a limited period of approximately 24–48 h. Within that period users could freely 
decide whether and when to submit a response, thus, time pressure was minimal. We 
did not control for whether users gathered additional information (e.g. consulting 
weather statistics) before making a prediction. Users received an accuracy score and 
point proportional to that two to four days after the results were in.

At the beginning of the experiment, all the registered users were randomly 
allocated to two equally sized groups A and B and new users were subsequently 
assigned to one of the two groups. The second hints were designed in a way that 
each participant would receive a roughly equal number of high and low second hints 
in alternating order. Participants decided on a per-question basis whether to unlock 
the information contained in the second hint or not given their limited number of 
keys. This self-selection into the treatment or non-treatment condition is character-
istic for online field experiments [21]. As users need to log in to play the game, we 
could keep track of their actions and the various treatments, as well as their gender 
and country.

Ethical approval

Ethical approval for this experiment was obtained from the Social Sciences and 
Humanities Interdivisional Research Ethics Committee (IDREC) of the University 
of Oxford (CUREC 2 reference number: R52154/RE001). The users had agreed to 
the terms and conditions laid down by PTF upon signing up for the app. Moreover, 
since the questions in the experiment were in line with previous questions asked on 
the app, participants could not notice the difference between the experimental and 
normal settings. At no time were participants exposed to any risks; no deception 
took place and the questions only pertained to events for which the results will be 
publicly known and that were appropriate for all ages. As a further precaution, the 
data collection was kept to an absolute minimum, and any personal information was 
anonymised by the PTF team before it was released to the researchers for analysis, 
meaning that no user was individually identifiable.

Participants

Overall, 549 users took part in the experiment by answering at least one of our ques-
tions. One-third of participants only answered five questions or less. Roughly one-
quarter of users answered 80% of all experimental questions or more. 56% of users 
identified as female, 41% as male, and 3% did not disclose their gender. Users are 
predominantly from North America (60% from Canada and 36% from the US).
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Data preparation and analysis

Outlier removal and key statistics for each question

The visual inspection of the three answer distributions (control group, group A, 
group B) showed that all groups contained outlier values. Extreme values can bias 
a distribution’s key statistics so that the calculated and standard deviation are not 
representative of the data’s actual distribution, thus necessitating their exclusion. 
The outlier answers could be by players who decide to type in a number and sub-
mit without thinking about the question or misunderstood the question altogether. 
This is evident from rare answers which are orders of magnitude off or physically 
impossible (e.g. a three-digit prediction for weather temperature). The existence of 
such outliers is inevitable in any “field” experiment and it is common practice to 
remove them from the dataset before analysis. However, the removal should be done 
according to a pre-defined systematic protocol to avoid “cherry-picking”. We devel-
oped such a protocol based on our preliminary observations and prior to data collec-
tion and cleaning: data points were classified as outliers and consequently removed 
if they lay outside the range of median ± 2.5 times the median absolute deviation 
(MAD).

For subsequent analyses (see below), the median prediction value was calculated 
for each of the three groups based on the cleaned dataset. Even after removing the 
most extreme values from the dataset, the distributions may still be skewed. Thus, 
the median rather than the mean prediction serves as a better basis when comparing 
the various groups because it is more robust to skewness in distributions and there-
fore representative of participant’s collective prediction value in each group [12].

Curve fitting

The anchoring response curve is the result of plotting a smooth curve through the 
resulting data points. A non-parametric model relying on local least squares regres-
sion (LOESS) was used to create the curve, thus eliminating the need to determine 
the specific form of the model before fitting [4, 8]. This method is particularly suit-
able for data exploration. The shaded area around the LOESS curve indicates the 
95% confidence interval.

Error index

Users’ previous performance on the app is indicated by an error index. The error 
index is based on the accuracy of the last 10 predictions (or fewer depending on how 
many times a given user had previously played on the app) before the experiment 
started. For each of those questions, the absolute difference between the user’s pre-
diction and the actual result was calculated and normalised by the standard devia-
tion of all predictions for that question according to Eq. (7) (after having removed 
extreme answers as described above). Subsequently, the median of all calculated 
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error scores per participant was computed. A lower error score is indicative of a bet-
ter previous performance.

Supplementary Information The online version contains supplementary material available at https:// doi. 
org/ 10. 1007/ s42001- 021- 00158-0.
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