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Abstract
Grasp estimation is a fundamental technique crucial for robot manipulation tasks. In this work, we present a scene-oriented
grasp estimation scheme taking constraints of the grasp pose imposed by the environment into consideration and training on
samples satisfying the constraints. We formulate valid grasps for a parallel-jaw gripper as vectors in a two-dimensional (2D)
image and detect them with a fully convolutional network that simultaneously estimates the vectors’ origins and directions.
The detected vectors are then converted to 6 degree-of-freedom (6-DOF) grasps with a tailored strategy. As such, the network
is able to detect multiple grasp candidates from a cluttered scene in one shot using only an RGB image as input. We evaluate
our approach on the GraspNet-1Billion dataset and archived comparable performance as state-of-the-art while being efficient
in runtime.

Keywords Robotic grasping · Learning · Grasp estimation · Vector detection network

Introduction

Grasping is an engaging and demanding skill for robots lever-
aged in industrial [1], home service [2], and logistic domains
[3]. In these scenarios, the robot is often imposed with a
diverse category of objects to grasp, whose appearance, pre-
cise three-dimensional (3D) models, and physical characters
are unknown beforehand. Furthermore, the objects could be
cluttered in a pile, making it even harder to distinguish them.
Despite the difficulty of the grasping task, it is also required
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to be conducted at a high pace. For instance, in the logistics
bin-picking scenario where the mean pick per hour (MPPH)
metric is adopted to evaluate a robotic grasping system’s per-
formance [4], an acceptable MPPH should exceed 600 to be
considered as compatible with humans.

Due to robotic grasping’s wide applications and its funda-
mental role in robotic manipulation research, much literature
has focused on the topic as detailed in section “Related
work”. However, this problem is still considered open as it
requires the grasping system todynamically reason thepoten-
tial interactions among the triplet—the robot, the object to
grasp, and the environment they both belong to. In this sense,
solely considering the object out of context is not enough for
a successful grasp. The robot’s limited workspace may not
encapsulate the ideal grasp pose; the collision in the scene
may prevent particular trajectories from being executed; or,
frequently, the grasping strategy may fail when the gripper
is changed, or the environment is altered. These challenges
essentially entail a comprehensive treatment for the triplet,
wherein the constraints for generating grasps should be con-
sidered.

To be more specific, we categorize the grasp estimation
approaches as object-oriented and scene-oriented. The first
emphasizes object pose estimation, as if the model and the
pose of the target object are known, one could transform
predefined (by heuristic, analytic, or experimental methods)
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grasp poses adhered with the object model to the scene. Con-
sequently, valid grasp poses could be filtered out from the
candidates subject to the constraints. This kind of approach
often relies on a database filled with complete 3D models
of the objects, which helps the algorithm transfer to novel
objects or provide key semantic/geometric landmarks for reg-
istering archived objects with those in the scene.

For object-oriented methods, its strength and weakness
both arise from the heavy reliance on the database. The
advantage is that it could produce a precise grasp, especially
when the object in the scene is observed holistically and its
reconstructed shape and texture are intact. However, build-
ing a large-scale 3D dataset is a non-trivial task, especially
for the end-user of the grasping system who wants to add
new objects at hand to the dataset but lacks the equipment
and expertise. Moreover, the imaging in real-world scenar-
ios could be highly affectable, resulting in a loss of crucial
landmark features. Consequently, object-oriented methods
relying on a static database could hardly scale to dynamic
scenes and novel/deformable objects.

By contrast, scene-oriented approaches pursue an under-
standing of the whole scene. The same visual sensory criteria
(viewing angle and distance, camera adopted, etc.) keep
the input consistency for training and inferencing. Unlike
object-oriented methods relying on predefined grasps of iso-
lated objects, this spectrum of methods leverages a sampling
procedure to produce grasp candidates on the fly. The sam-
pling module could be a trained neural network estimating a
grasp’s quality or directly regressing to coefficients compos-
ing a grasp. Although in the training phase, scene-oriented
methods could also benefit from a large-scale dataset with
predefined grasps, the distinctions are, first, the dataset is
developed in anobject agnosticmannerwhere objects are free
to be added, removed, or deformed, such that a generic sam-
pling strategy could be learned; second, invalid grasps could
be filtered out at the very beginning of generating training
samples, instead of leaving that to the implementation. As a
result, the robot–object–environment triplet’s kinematic and
physical constraints could be considered early, eliminating
unexpected behaviour (e.g., posing the gripper underneath
the table), the error induced by registration, and unnecessary
computation cost.

As explained above, the scene-oriented concept could
potentially alleviate some most challenging damping factors
in grasp estimation, such as clutter and imperfect imaging,
and also save time during grasp estimation. However, there
is a barrier to break, i.e., how to make the estimation gen-
eralizable. Specifically, this problem is two-fold. First, it
should be compatible with different configurations regard-
ing scenes, objects, grippers, sensors, viewing perspectives,
etc. Second, it should make sure that the fine-tuning or re-
training of themodel is painless if the configurations changed
drastically. For the first aspect, much research shows that

leveraging a large-scale scene dataset could enhance the scal-
ability of the model trained on them. We closely followed
this idea and leveraged the GraspNet-1Billion [5] (for suc-
cinctness, we call it GraspNet afterwards) dataset to facilitate
our scene-oriented grasp estimation approach. While for the
second aspect, we highlight that the proposed Grasp Vector
Detection Network (GraspVDN) could ease the training and
fine-tuning confronted with changeable configurations since
it directly estimates the grasp parameters in a minimum foot-
print with primary input (like RGB images), and is agnostic
to the object or gripper type. The details of this approach are
given in section “Methods”.

In a nutshell, this work’s core idea is using a large-scale
scene dataset to endow a relatively simple network with the
ability to generalize and adapt. Following this idea, we made
three contributions in the grasp estimation domain:

1. We proposed a learning-based method for grasp estima-
tion that could take RGB, depth, or RGB-D images of the
scene as input, estimating grasps for parallel-jaw grip-
pers with concise parameters in an end-to-end fashion.
In its simplest form, the parameters yield by GraspVDN
includes the centre coordinates of the gripper and the
open direction in the image plane.

2. A strategy was proposed to convert the estimation of
GraspVDN to an applicable grasp pose for the robot
equipped with a parallel gripper to execute.

3. We evaluated our model with the GraspNet test split and
compared the performance with the state of the art. The
results indicated that our approach is compatible with
those counterparts in terms of average precision (AP)
metric while being significantly efficient in and run time.
A series of simulation experiments were also conducted
to give insight into the performance of the method.

Related work

In this section, we review the related work of object-oriented
and scene-oriented grasp estimations. In general, grasp esti-
mation includes two related subproblems: perception and
planning. The former deals with estimating the grasp pose of
the gripper subject to the object to grasp and the collisions in
the scene. The latter tackles how to reach that pose given the
current configuration of the robot under environmental con-
straints. This review mainly focuses on the perception part,
wherewhether considering the constraints in the environment
could be a significantmark for distinguishing object-oriented
and scene-oriented approaches.
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Object-orientedmethods

Object-oriented methods, in their canonical form, try to
superpose a predefined rigid 3D model of the target object to
itsmatching geometries in the perceived scene. Thematching
reveals the pose of the target object in the scene, which is then
leveraged to derive corresponding grasp poses. Numerous
studies utilizing distinct sensory data address the matching
with various techniques for defining the 3D models and per-
forming the registration [6].

Sun et al. [7] matched the segmented 3D point cloud with
a primitive geometric model of the target to derive the reg-
istration. After a rough pose matching with RANSAC [8],
the method refines the pose with the iterative closest point
(ICP) algorithm. Its accuracy substantially depends on the
matching quality of RANSAC yet is limited by the repre-
sentativeness of primitive models. To tackle the inability of
RANSAC-based methods to scale to large databases, a shape
completion framework is proposed in [9] and simplified in
[10] to enable grasp estimation. Since if the shape and tex-
ture of the perceived object are complete, the object-oriented
method could be more accurate. A 3D convolutional neu-
ral network (CNN) was trained on a dataset of over 440,000
3D exemplars to learn to complete a segmented point cloud.
The completion could generalize to new objects, allowing
previously unseen items to be grasped. Yet, it still performs
the grasp planning with GraspIt! [11] in an out of context
manner, making it an object-oriented method.

Another research line for completing the perceived geom-
etry and estimating its pose is via multi-view fusion [12].
This kind of methods is able to alleviate the damping factors
of perception such as poor lighting conditions, clutter, and
occlusions. Though, a precise estimation generally requires
having an accurate computer-aided design (CAD)model [13]
[14] for the target object.

Scene oriented

Scene-oriented approaches pursue an understanding of the
whole scene [16]. This kind of method can be generalized to
new objects and environments, and dynamically reacts to the
environment [17–20].

Grasping new objects in unknown (complex) scenes is a
challenging problem in the field of robotics [21]. In recent
years, end-to-end grasp estimation methods on this problem
have thrived. These methods deal with the objects in context
(the scene), which could be defined as scene-oriented grasp
estimation. They take images or point clouds as input and
produce viable grasp poses as output. This idea originated
in the work of Saxena et al. [22], which enables the robot to
grasp objects it has never seen before. The algorithm neither
requires nor tries to build or complete a 3D model of the
object. Instead, given two (or more) images of an object, it

attempts to identify a few grasp points to locate the gripper
with a supervised learned model. This set of sparse points is
then triangulated to obtain a 3D location at which to attempt
a grasp.

Subsequently, Zeng et al. [23] proposed to utilize multi-
view RGB-D data self-monitoring and data-driven learning
methods to obtain the grasping poses of objects. The sys-
tem can estimate the object’s 6-DOF grasping poses reliably
in a variety of scenes and adapts to the scene. Zapata-
Impata et al. [24] proposed an optimal grasp estimation
method for 3D point clouds based on the local perspective
of unknown objects. This approach is flexible and stable to
work with objects in ever-changing scenes but is limited to a
non-cluttered environment. Mousavian et al. [25] introduced
6-DOF GraspNet for generating diverse grasps for unknown
objects. The method leveraged a trained variational auto-
encoder (VAE) to sample multiple grasps for an object. It
also presented a scheme to move the gripper closer to a suc-
cessful grasp pose. Wang et al. [26] proposed a method for
robot grasping both rigid and soft objects. This method gen-
erates the grasping pose directly along its central axiswithout
relying on a CAD model. An ambidextrous grasping frame-
work is proposed in literature [4] as a significant extension
of the previous versions of Dex-Net research. The approach
learns strategies by training on a set of grippers using a
domain randomized dataset and geometric analysis models.
Wu et al. [27] proposed an end-to-end Grasp Proposal Net-
work (GPNet) predicting a diverse set of 6-DOF grasp for an
unseen object observed from a single and unknown camera
view. GPNet builds on a crucial design for the grasp proposal
module that defines anchors of grasp centres at discrete but
regular 3D grid corners, being flexible to support either pre-
cise or diverse grasp predictions.

Chu et al. [28] presented a grasping detection system to
predict grasp candidates for novel objects in RGB-D images.
The system test on the Cornell grasping dataset as well as
a self-collected multi-object multi-grasp dataset showed the
effectiveness of the design. TenPas et al. [29] generated grasp
hypotheses that do not require a precise segmentation of the
object. They proposed incorporating prior knowledge about
object categories to increase grasp classification accuracy.
Since the algorithmdoes not segment the objects, it can detect
grasps that treat multiple objects as a single atomic object.
Liang et al. [30] proposed an end-to-end grasp evaluation
model (PointNetGPD) to address the challenging problem of
localizing robot grasp configurations directly from the point
cloud. It is lightweight and can directly process the 3D point
cloud locating within the gripper for grasp evaluation. In
[31,32], GenerativeGrasping Convolutional Neural Network
(GG-CNN) was presented as a grasp synthesis model which
directly generates grasp poses from a depth image on a pixel-
wise basis, instead of sampling and classifying individual
grasp candidates like other deep learning techniques.
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Fig. 1 The architecture of the GraspVDN. The input image is firstly
processed by ResNet18, whose configurations are detailed in [15].
Then three deconvolution layers increase the spatial dimension of the
extracted features. Finally, two branches, respectively, estimate a con-

fidence heatmap and a two-layer scalarmap via 1×1 convolution. Note
that we apply tanh to the scalarmap branch to make the output values
within [−1, 1] range

Methods

This section first gives a comprehensive overview of the pro-
cedure using GraspVDN to generate grasp proposals for a
robotic grasping system. Then we explain the architecture,
training data generation, and optimization of GraspVDN in
detail. Finally, we present the strategy for producing proper
grasp poses with the output of GraspVDN and discuss the
advantages and limitations of the proposed method.

Overview

As humans, we could grasp novel objects in a cluttered scene
with our hands without being told the grasp affordances.
We assume such capability partially comes from the percep-
tion and understanding of the possible interaction between
the hand and the graspable regions that could be deduced
from local geometry and visual appearance due to life-long
practice (training) on grasping. Such assumption inspired
us to start with simple visual input and biomimetic grasp-
ing modal, e.g., using RGB image as input and two-fingered
parallel-jaw gripper, to deliver the perception and interaction
aided by a learnable model.

Since the dynamic interaction between the gripper and the
object could be complicated and intractable, we simplify it
to a one-shot grasp parameterized by i) the 2D coordinates of
the middle point (the projection of the palm centrem on the
image plane, referred as m′1) in the image I , along with ii)
the opening direction from m′ to the open point (geometric
centre o of one of the two fingers projected on the image,
referred as o′). With m′ and o′, we formulate a vector label
for a grasp analogue to the rectangle label in the grasp esti-

1 Throughout this paper, we use an apostrophe (’) to denote 2D points
in the image space.

mation context. The details are given in section “Training
data generation”.

Essentially, such parameterization turned the grasp esti-

mation into a 2D vector detection problem, as
−−→
m′o′ naturally

depict a vector. As such, it extends the application of the Vec-
tor Detection Network (VDN) [33] to this domain. Tomake a
quick brief, VDNs derived the inspiration from human key-
points estimation and proposed detecting directions along
with keypoints, where the common problem is to find seman-
tically significant local keypoints in clutter. In this work, we
further generalize the idea of vector detection from one cat-
egory of objects (pointers of analog meters in the previous
case) to arbitrary graspable objects.

Since only a minimum set of parameters representing the
grasps is output by GraspVDN, they need to be converted to
6-DOF grasp poses by tailored strategies. Accordingly, we
present the vertical grasping strategy, forcing the approach-
ing direction to be vertical to the image plane. By this
means, with the 3D position of the middle point m derived
from its 2D coordinates and camera parameters, we could
determine the 6-DOF pose of the gripper in space based

on m, the approaching direction, and the orthogonal
−−→
m′o′

orientation. This scheme is remarkably straightforward for
a camera-in-hand configuration and also applicable for a
camera-over-shoulder setting.

Please note that our approach could generalize to multi-
fingered grippers without enormous reversion by redefining
the middle point and the open point in the gripper frame.
Besides, it could also be enhanced by adding depth images
as input, as depicted in section “Main results”.
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Grasp vector detection network

Network architecture

The architecture (illustrated in Fig. 1) is a fully convolutional
network (FCN) with dual outputs. GraspVDN takes a batch
of RGB images (by default we used RGB images but it could
be easy to switch to depth or RGB-D images) as input. It uses
a ResNet backbone for feature extraction, followed by three
deconvolutional layers for feature upscaling, whose output is
separately processed by two branches of 1× 1 convolutional
layers that generate a heatmap and a scalarmap, respectively.
The 1-channel heatmap represents a dense estimation of a
pixel’s likelihood corresponding to the grasp middle point.
Its pixel values are in the range [0, 1] (converted to false
colour in Fig. 1), where the higher the value, the more likely
the pixel represents a valid grasp. Besides, the scalarmap has
the samewidth and height as the heatmap, such that the pixels
in the heatmaphave a one-on-one coherencewith those on the
scalarmap. However, the scalarmap is a product of stacking
two channels. In each channel, the pixel value represents one
of the two scalar components of the resulting unit vector,
whose scalar values’ quadratic sum numerically equals to 1.
Notice that this only holds for middle point pixels and their
adjacent regions. Otherwise, the pixel values would be set as
zeros for both channels. As a result, we could perceive these
infected regions as squares with solid colours in Fig. 1, where
for each channel, the pixel values are in the [−1, 1] range
and displayed with false colours. The network’s architecture
and its training data are tailored to fulfil this value range.
Consequently, a heatmap peak could query the 2-channel
scalarmap with its coordinates and retrieve the unit vectors’
scalar components to yield the grasp.

Training data generation

We leveraged the GraspNet dataset for training and evaluat-
ing GraspVDN. This dataset is chosen because it provides
a large-scale multi-object-multi-grasp grasp pose detection
dataset with a unified evaluation system. The dataset contains
97,280 RGB-D images from 190 cluttered scenes with over
one billion grasp poses. In each scene, two sets of RGB-
D images are captured with an Intel RealSense 435 and a
Kinect 4 Azure RGB-D camera, respectively, in a camera-
in-hand fashion. This setting ideally meets the criteria of
training GraspVDN because grasping along the same direc-
tion as perception raises the probability of the grasp being
executed by the co-axis gripper compared with one detected
in a different viewing point.

The training data of GraspVDN are images in the train
split, together with the derivatives of corresponding grasp
labels. GraspNet provides both 6-DOF grasp labels and rect-

Fig. 2 The coordinate frame and parameter definition of the parallel-
jaw gripper

Fig. 3 The 6-DOF grasp labels before (a) and after the pruning (b).
Fifty grasps were randomly sampled for display

angle labels. Themeaning of the parameters denoting 6-DOF
grasps is depicted in Fig. 2.

The rectangle labels provided by GraspNet ease the con-
version from 6-DOF labels to vector labels. To convert
6-DOF labels to rectangle labels, first, agrp = (1, 0, 0)ᵀ is
leveraged to represent the approaching vector in the gripper’s
frame. Then for each positive 6-DOF grasp being feasible
for the gripper and collision free, with the rotation matrix
R ∈ SO(3) given by the ground-truth label, one could trans-
form agrp to the camera frame, deriving its coordinates a as

acam = Ragrp. (1)

By definition, acam should be almost parallel with the Z -
axis of the camera frame. The included angle θ between the
Z -axis and acam is utilized to judge whether a grasp is valid
for propagating to subsequential processes, where θ ≤ 0.15
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radians is considered valid in our implementation. The 6-
DOF grasp labels before and after the pruning are depicted
in Fig. 3.

With the pruning scheme, we identified valid 6-DOF
grasps and utilized the official API to convert them to rect-
angle labels R, each composed by

R = {
m′, o′, s, h

}
, (2)

which is further converted to a vector label:

V = {
m′,u′, s

}
, (3)

where u′ = (α, β) is a unit vector having the same initial

point and direction as
−−→
m′o′; s is the score of the grasp; h is the

height in Fig. 4.Notice thatwe ignored the half openingwidth
‖m′o′‖ and h, since they have no impact on the ground truths
for training GraspVDN, and omitting them lets GraspVDN
act in a pure gripper-agnostic and object-agnostic way.

Assume that GV = {V1, . . . ,Vn} is a set of n vector labels
for an RGB image I , during the training phase, GraspVDN
takes an affine transformed I as input (here we omit the
batch for briefly), where the transform T is composed by
random rotation and scaling. As a result, GraspVDN pre-
dicts a heatmap Ĥ and a scalarmap Ŝ to be regressed to the
ground-truth heatmap H and scalarmap S, respectively.

For H , we initialize it with an emptymap filledwith zeros,
and calculate the value for each pixel p∗ in H by applying a
2D Gaussian centered on m∗

k :

H(p∗) = exp

(

−minη
k=1

(‖p∗ − m∗
k‖22

)

2σ 2

)

, (4)

m∗ = λT (m′), (5)

where λ is a constant shrink factor determined by the net-
work architecture; σ is the standard deviation controlling
the sharpness of the Gaussian; η is the number of selected
grasps that build up H . Note that η could be different with
the number of vector labels n; T is an affine transform with
random rotation and scaling. In case that n ≥ 20, we select
the best 20 labels according to their scores, and if n < 20,
then η = n. In other words, GraspVDN regresses to top-20
grasps in a run, where 20 outnumbered the total object num-
ber in a GraspNet scene, enabling at least one grasp for an
object. Please note that the top-20 labels are also induced to
be from different objects to make the peaks sparse on the
heatmap. This prevents grasps for one object dominate the
ground truth. However, if two or more Gaussian regions do
overlap, the pixel value H(p∗) will be the maximum of the
overlapped values.

For S, we respectively initialize its two channels Sα and
Sβ with null maps of the same size as H , where α and β mark

the two scalar components of a vector. We derive the value of
each pixel p∗ of them ∀k ∈ [1, η] in a first-come-first-served
way. Let

Sα,k(p∗) =
{

αk if ‖p∗ − m∗
k‖ ≤ 2σ + 1,

null elsewise,
(6)

Sβ,k(p∗) =
{

βk if ‖p∗ − m∗
k‖ ≤ 2σ + 1,

null elsewise,
(7)

where Sα,k(p∗) and Sβ,k(p∗) are temporary maps respec-
tively denoting the kth scalars contributed to the two channels
of S at pixel p∗. Then for k ∈ [1, η], we have

Sξ (p∗) =

⎧
⎪⎨

⎪⎩

Sξ,k(p∗) ifSξ,k(p∗) 
= null and Sξ (p∗)=null,

Sξ (p∗) if Sξ (p∗) 
= null,

0 elsewise,

(8)

where ξ could be α or β.
From Eq. 7, we could tell that once the pixel value in

Sξ (p∗) is manipulated, it will stay unchanged in subsequen-
tial processes as first-come-first-served. In other words, the
areas touched formerly will not be overlapped by successors.
Finally, S is derived by stacking Sα and Sβ along the channel
dimension.

Optimization

GraspVDN minimizes the mean squared error (MSE) loss
between the predicted maps and the ground truth maps. Let
L(Ĥ , H) be the MSE loss between Ĥ and H , and L(Ŝ, S)

be the MSE loss between Ŝ and S, the overall lose Lε for
epoch ε is

Lε = L(Ĥ , H) + ω
ε

ζ
L(Ŝ, S), (9)

where ε ∈ [0, ζ −1] is the epoch index; ζ is the total training
epochs; ω is a constant impending L(Ŝ, S) to dominate the
early stage of training. The loss L(Ŝ, S) is specifically tackled
as this because we observed that it converges slower than
L(Ĥ , H).Without the treatment, GraspVDNwill be prone to
stuck in localmaxima. From an empirical view, the reason for
this phenomenon is that the semantic location of the middle
point is significantly supported by underlying patterns than
its semantic orientation, and the estimation of orientations
would only be possible after having an accurate estimation
of middle points.
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6-DOF grasp conversion

The vertical grasping strategy is proposed to convert vector
labels of grasps to 6-DOF labels. Formally, the 6-DOF label
could be described as a set W:

W = {m,R, s, w, h, d} , (10)

where m ∈ R
3 is the middle point’s 3D coordinates in the

camera frame; R ∈ SO(3) is the rotation matrix of the grip-
per frame subject to the camera frame; w is the half open
width of the gripper for the grasp; d is the grasp depth as
depicted in Fig. 2; s, h, and i follow the same definition as
in Eqs. 2 and 3.

First, we highlight that m could be derived with its 2D
projection m′ by

xm = z

fx
(xm′ − cx ), (11)

ym = z

fy
(ym′ − cy), (12)

zm = z, (13)

where m = (xm, ym, zm); m′ = (xm′ , ym′); fx and fy are
the focal length of the camera in X - andY -directions; (cx , cy)
is the principal point of the camera; z is the distance between
m and the camera origin, which could be queried from the
depth image D registered to the image I .

To obtainm′, we turn to its estimation m̂′ derived from the
network output Ĥ . We apply the peak-local-max algorithm
on Ĥ , and identify the detected peak as m̂∗, which is then
converted to m′ as

m′ = T †
(
1

λ
m̂∗

)
, (14)

where T † denotes the inverse of the affine transform T .
For the rotation matrix R, recall that with m′ and u′ in

Eq. 3, we could locate the 2D point p′, where
−−→
m′p′ is parallel

withu′. Using the same scheme asEqs. 10–12 and let z = zm,
we get the 3D position of p. Then, with cross product, we
get the 3D vector −→mq orthogonal to −→mp. Finally, −→mp and −→mq
are normalized to unit vectors p and q, respectively, together
with the unit translation vector m from the camera origin to
the middle point, we have

R =
⎡

⎣
xm xp xq
ym yp yq
zm zp zq

⎤

⎦ . (15)

To obtain u′, we simply query the two channels of the
predicted scalarmap Ŝ at m̂∗ to obtain u∗, and then transfer

it to u′:

u′ = T †(u∗) = T †(S(m̂∗)). (16)

We do not explicitly calculate w but assume it to be half
of the maximum open width of the gripper leveraged in our
implementation. Although this may induce collision in some
scenarios and impede the grasp, it could be alleviated if using
reactive force control or soft grippers. Yet, we leave the mod-
ification to future works. Meanwhile, h and d are fixed in the
implementation according to the routine in the grasping esti-
mation domain [32].

Experiments

Implementation details

We implemented GraspVDN with PyTorch and trained it
on the train split of the GraspNet dataset. Specifically, the
GraspVDN was separately trained on all 100 training scenes
captured with the RealSense camera and the Kinect camera,
where the only difference is the data source.

All three test splits, namely test-seen, test-similar, and
test-novelwere used for performance evaluation and ablation
tests. The test-seen split was also utilized for determining
when to save the best model subject to an accuracy metric
detailed explained in section “Accracy metric”.

By default, the size of input images was set as 384× 384
pixels, and the output maps were set as 96 × 96 pixels.
Hence λ = 0.25 in Eq. 13. Unless otherwise noted, the
backbone network was a ResNet18 initialized by the weights
pre-trained on the ImageNet classification task [34]. Dur-
ing training, the base learning rate was 1e-3 initially and
then dropped to 1e-4 and 1e-5 at the 160th and 180th epoch,
respectively. We totally trained 200 epochs, taking approxi-
mately 15 hours with 16 samples per batch. ω in Eq. 8 was
set as 1 and σ in Eqs. 4–6 was set as 5. We kept other hyper-
parameters the same as [35].

The training and evaluations were conducted on a desktop
with an AMD 3700X CPU, an NVIDIAGeForce 2070 GPU,
and 32 GB RAM.

Accracymetric

During training, we need to figure out whether the model
is improving or saturated regarding its performance of esti-
mating positive grasps. A straightforward approach may
be directly evaluating the intermediate model with Grasp-
Net evaluation functions. However, such evaluation requires
much computation and data I/O, hence not suitable for
frequent invoking. Instead, we propose a light-weighted
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accuracy evaluationmetric enabling fast yet reasonable judg-
ment for the performance.

The basic idea behind this metric is that given the ground-
truth and estimated middle point sets M∗ = (m∗

1, . . . ,m
∗
j )

and M̂∗ = (m̂∗
1, . . . , m̂

∗
j ), one could use the average dis-

tance between the matched points, plus the errors caused
by non-matched outliers to depict how likely the estimation
be similar to the ground-truth. The higher the similarity, the
more likely the model performs better. Such problem has
been investigated in [36]; however, the weighted Hausdorff
distance (WHD) proposed in [36] relies on extra parame-
ters, yet here we would like to keep the distance expression
compact. Accordingly, we leverage the Hungarian algorithm
[37] to match the point sets to find out the best match, deriv-
ing the mean distance d̄m∗ ∈ [0, 1) normalized by the map
dimensions. Meanwhile, each outlier contributes a constant
error (em∗ and em̂∗ for the two sets, respectively) to the final
metric. Thus, the total error E is

E = d̄m∗ + γ em∗ + δem̂∗ , (17)

where γ and δ are the outlier number in the two sets, respec-
tively. In our implementation, we let em∗ = 0 and em̂∗ = 0.1,
i.e., we prefer under-estimation over over-estimation.Yet this
configuration is not rigid but could be fine-tuned based on the
circumstance.

With the total error E , we set a bar threshold TE , that for
a batch of training output, the accuracy A is calculated as:

A =
∑B

b=1 φ(Eb < TE )

B
, (18)

where B is the batch size; φ(x) is a function deriving 1 when
x is true, otherwise 0.

Please note that the validation loss is not used as the accu-
racy metric. The loss only evaluates the distinction between
two maps but is unable to count the error induced by locating
the peaks with the local maxima algorithm. In comparison,
the metric proposed directly uses the peaks derived as max-
ima.

Main results

We report the performance of GraspVDN along with its
variants and state-of-the-art inTable 1. To evaluate the perfor-
mance of ourmethod,we trained themodelwith default RGB
input, and also made two variations by training with depth
and RGB-D input. The trained models were then evaluated
given corresponding input type in the test splits of Grasp-
Net. The vector labels were converted to rectangle labels and
finally to 6-DOF predictions following the scheme described
in Sect 3.3. We dumped the 6-DOF labels into files, one

Table 1 Evaluation on the GraspNet dataset

Methods Seen Similar Novel

GG-CNN [31] 15.5/16.9 13.3/15.1 5.5/7.4

GG-CNN2 [32] 16.0/17.4 13.7/19.6 5.7/7.6

Chu et al. [28] 16.0/17.6 15.4/17.4 7.6/8.0

GPD [29] 22.9/24.4 21.3/23.2 8.2/9.5

PointNetGPD [30] 25.9/27.6 22.7/24.4 9.2/10.7

GraspVDN-RGB 18.9/16.7 14.7/13.3 6.9/5.9

GraspVDN-D 20.1/17.4 15.8/13.9 7.6/6.4

GraspVDN-RGBD 20.9/17.8 15.7/14.3 7.9/6.8

The values denote the AP in percentage for samples captured
by RealSense/Kinect cameras, respectively. In the bottom rows,
GraspVDN-RGB denotes our approach with RGB input, whereas -D
and -RGBD denote depth image input and RGB-D input, respectively

for each image, and evaluated that with the GraspNet pro-
tocol. In general, the percentage of true positive grasps, i.e.,
Precision@k, was leveraged as the evaluation metric, which
measures the precision of top-k ranked grasps. Hereby we let
k = 10 instead of 50 in the GraspNet literature. Because our
method detects relatively fewer grasps given the same scene
than the method proposed in [5], the comparison would be
unfair if k is too large.

In Table 1, the values denotes AP in percentage, i.e., the
average Precision@k for k ranging from 1 to 10 given dif-
ferent friction μ ranging from 0.2 to 1.0, with �μ = 0.2 as
interval. Readers are suggested to refer to [5] for the details
of the metric.

The results indicate three aspects. First, the proposed
method struggles to catch up with methods using sophis-
ticated networks and rich input data (e.g., point cloud) like
[29,30] as expected, as the point cloud provides fine-grained
geometric details of the scene than RGB images. Neverthe-
less, it is compatible with the method that relies on depth
image, and even better than that when also using depth
information. Second, the proposed method shows compa-
rable generalization performance across the three test splits
of GraspNet, which drops at a similar ratio when more novel
objects are added to the scene. Finally, opposite to others, the
proposedmethod performs better onRealSense data.Wewit-
nessed that the images captured by the Kinect camera were
taken in a longer shooting range, such that the objects are
more concentrated in the image, which could cause heavy
overlapping on the scalarmap and lower the accuracy of
grasping orientation estimation. To alleviate that, adjusting
the viewing distance could be helpful when implementing
GraspVDN in real-world applications.

We show qualitative results, including failure cases of the
grasps produced by our approach in Fig. 4. As illustrated,
the major failure reason is the collision between the gripper
and the objects/table as the gripper open width is set as the
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Fig. 4 Qualitative results of GraspVDN tested on GraspNet. The
detected grasps’ vector labels were transformed to 6-DOF labels as
described in section “6-DOF grasp conversion” and displayed with the
GraspNet visualization tool. The grasp handles in the image represent
the grasp poses subject to the objects circumvented by them. The non-

black colour of the handle indicates the robustness of grasping. The
more the colour close to red, the more likely the grasp be feasible.
Besides, the black colour indicates that the gripper is in collision with
the scene

maxima. This issue could be reresolved by designing reactive
behaviour for the hand and fingertip, by which the gripper
will either move to avoid the contact, or cower its finger
according to the contact force.

In terms of themodel’s runtime performance, wemake the
comparisons inTable 2 by testing all themethods inGraspNet
scenes. It suggested that the runtime for point cloud based
methods could change drastically due to different input sizes.
Whereas methods using image input, such as [31] and ours,
could excel in runtime due to simple network architecture
and also keep the performance consistent.

Simulation experiment

We tested our algorithms in simulation with our developed
collaborative dual-arm robot manipulator (named CURI) as
shown in Fig. 5a. The upper body is formed by two arms,
each of which is a 7-DOF Franka Emika panda robot, sup-

Table 2 Comparison of the execution time of the grasp detection net-
works

Methods Time

GG-CNN [31] 19.0 ms

GG-CNN2 [32] 19.4 ms

Chu et al. [28] 0.2 s

GPD [29] 1.1 s − 7.9 s

PointNetGPD [30] 0.75 s − 5.5 s

Ours 6 ms

The execution time for allmethodswasmeasuredwith the default setting
described in section “Implementation details”. For methods take point
clouds as input, the time for generating that was not included. The
runtime performance of our approach does not depend on the input
type

ported by a customized 3-DOF torso. The lower body is
a Robotnik summit-XL steel omni-directional mobile plat-
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Fig. 5 Simulation experiment setup and intermediate results. a A dual-
arm mobile robot equipped with two Franka Emika arms and Robotiq
2F-85 grippers was used to grasp the objects on the table. In this setup,
we only used the right arm. RGB and depth images captured by the sim-
ulated RealSense camera were depicted on the top left corner. b Given

the scene in a, GraspVDN processed the input depth image and output
vector labels marked with rays. c Heatmap and scalarmap output cor-
responding to b. d–g A full sequence of grasping given the estimation
in b

form. GraspVDN was utilized to aid CURI with Robotiq
2F-85 grippers to grasp GraspNet objects on a table. The
setup implemented in Webots [38] and intermediate results
are depicted in Fig. 5. A simulated RealSense camera was
mounted along with the gripper in a camera-in-hand fash-
ion. The camera carried by the gripper was initially facing
downwards, whose optical axis was perpendicular with the
table surface. For each trial, a pile composed of 5 randomly
selected objects from the dataset were manually distributed
underneath the camera, such that 1) they were all inside the
camera frustum and 2) their poses allow at least one valid
(decided heuristically) top-down grasp. We performed 20
trials in total to cover all 87 instances in the dataset, accumu-
lating 100 individual grasps.

During each trial, the camera first took the image of the
pile and sent it to the GraspVDNmodule. Then 6-DOF grasp
candidates were generated as described in section “6-DOF
grasp conversion”. Finally, the gripper moved to the first
grasp pose given the estimated candidates, closed to exert
predefined contact force, and then lifted the object in hand.
We measured success as the object stay in hand for 3 sec-
onds without falling. This process is looped until all 5 objects
have been tackled, where failed objects (not graspable in 3
attempts) will be removed manually from the scene.

The results in Table 3 show that our models archived a
higher success rate than tested on GraspNet’s seen split, even
that the models were not fine-tuned in this scenario and the
sim-to-real gap is huge. We ascribe this to the fact that the
gripper could adjust the pose of the object in hand when a
mild contact happened, such that it could still be gripped.
However, a collision in GraspNet evaluation will directly
result in a failure. The model with depth input could endure
the gap better than the one with RGB input, and the one with
RGB-D input archived the highest (yet not by a largemargin)
success rate. Typical failure cases include (1) inaccurate open
point estimation leads to gripping along the wrong direction
(usually orthogonal to the true direction). Itwould prevent the
gripper to encompass the object inside themaximumgripping
range. (2) The model failed to make the object legible in the
heatmap, which leads to false-negative for estimating grasp
middle points.

Conclusion

We have presented a scene-oriented grasping estimation
approach predicting 6-DOF grasp poses for parallel-jaw
grippers. Thework shows that the grasp pose could be seman-
tically represented as vector-like features in the 2D image
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Table 3 Evaluation on the simulation environment

Methods Success rate (%)

GraspVDN-RGB 45

GraspVDN-D 52

GraspVDN-RGBD 60

The values denote the success rate. GraspVDN-RGB denotes our
approach with RGB input, whereas -D and -RGBD denote depth image
input and RGB-D input, respectively

plane. And by only using RGB, depth, or both images as
input, the proposed method could reveal these vectors as
projections of 6-DOF grasp poses in clutter without prior
grasp sampling, archiving comparable performance in the
GraspNet-1Billion dataset as state-of-the-art while being
able to run in real-time.

Although in this work, GraspVDN was trained on the
analytic ground-truths relied on a predefined 3D database
to provide feasible grasps, it, on its own, is agnostic to the
ground-truth source and could potentially be trained in a
self-supervisionmanner. Specifically, one couldfirst leverage
GraspVDN to produce coarse labels for the scene and then
use a robotic grasping system either in the real world or in
simulation to verify the prediction. Such that positive grasps
are distinguished and propagated to subsequential training
of GraspVDN. Note that the perception with GraspVDN not
only could happen in the initial glance of the scene but also
proceed while approaching the target, in case that the cam-
era is mounted on the gripper. This scheme is inexpensive
because 2D vector labels could be generated at a high pace.
Indeed, GraspVDN does not need dense annotation for each
pixel on the image, yet sparse and stochastic annotations are
enough.

In future work, we propose to utilize GraspVDN in
dynamic and cluttered picking scenarios such as bin pick-
ing and waste sorting. Such applications not only require
accuracy and success rate but also be tight on budget. To this
end, GraspVDN could provide a low-cost solution since only
RGB cameras are used. On the other hand, for applications
demanding higher precision, we are about to further improve
the performance of GraspVDN. Possible performance gain
could be derived by integrating force control or visual servo-
ing into the grasping system, as discussed in section “6-DOF
grasp conversion”.
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