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1 Introduction

In the 1970s, hidden Markov models (HMMs) gained prominence as useful tools for
speech recognition, i.e. for the automatic translation of speech into text. In such a set-
ting, an HMM would consider segmented speech signals, for example obtained by spectral
analysis, to be noisy versions of the actual phonemes spoken, which are to be inferred
by the computer. The class of HMMs became very successful in this area due to their
appealing combination of immense versatility on the one hand, which allows the mod-
els to be tailored to various types of sequential data, and the relative mathematical ease
coupled with the availability of efficient training and decoding algorithms on the other
hand. While originally applied predominantly by engineers and computer scientists, the
wide applicability and tractability has resulted in HMMs becoming increasingly popu-
lar also in applied statistical modelling. In particular, since the 1990s, HMMs have been
successfully applied to diverse statistical problems in disciplines such as finance [17],
psychology [19], medicine [12], volcanology [5], ecology [8], bioinformatics [9], and
marketing [14].

The mathematical theory of HMMs, and in particular the various methods to fit an HMM
to a given data set—most notably maximum likelihood estimation, either by direct numerical
optimisation or using the expectation-maximisation algorithm [21], and within a Bayesian
framework via Markov chain Monte Carlo [18]—are now well established in the statistical
literature. Indeed, over the last two decades, we have witnessed HMMs establishing them-
selves within the toolboxes of many applied researchers. To some extent this was also driven
by the provision of specialised HMM software (e.g. the R packages depmixS4 by Visser
and Speekenbrink [20], msm by Jackson [11], HiddenMarkov by Harte [10], LMest by
Bartolucci et al. [4], moveHMM by Michelot et al. [16], and momentuHMM by McClintock
and Michelot [15]). Nevertheless, some disciplines are only beginning to discover the utility
of HMMs. Furthermore, there is still a need to adapt the HMM framework to increasingly
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large and complex data sets, which in recent years have once more fuelled methodological
research into HMMs.

The aim of this special issue is to highlight several current directions of statistical research
related to HMMs, both regarding novel model formulations and estimation approaches, but
also innovative types of applications. In what follows, we briefly summarise the contribution
of each article in this special issue.

2 Overview of the articles in this special issue

For many years now, the collection and thus the analysis of electronic health records has seen
major progress. Such data hold great promise for medical research as well as personalised
treatments. Patient-specific data are typically sequential, and with the underlying health state
only indirectly being observed, HMMs are natural models for (medical) classification as
well as forecasts of disease progression. In this special issue, Amoros et al. [3] present
an application of HMMs for cancer surveillance, thereby showcasing the great potential of
these models for complex health record data. In particular, the paper addresses the temporal
irregularity of the sampling by using a continuous-time HMM formulation, and addresses
patient heterogeneity using a hierarchical model with random effects, which is fitted in a
Bayesian framework. While tailored to the application at hand, the concepts presented in this
paper are widely applicable in health research.

Cole [7] describes three different approaches for investigating identifiability and detecting
parameter redundancy in the context of HMMs. Given the fairly complex structure of HMMs
in many applied settings, with not only two stochastic processes but also different depen-
dence structures that can be assumed, the issue of estimability in general is clearly of much
interest when working with HMMs. Two of the procedures discussed in Cole [7], the Hessian
method and the log-likelihood profile method, are based on numerical techniques, while the
third uses symbolic algebra. The paper provides guidance on the practical feasibility of these
approaches.

Lember et al. [13] discuss global state decoding for HMMs fitted within a Bayesian
framework. The Viterbi algorithm provides an efficient recursive scheme for finding the most
likely sequence of states to have given rise to the observations, conditional on a point estimate
of the model’s parameter vector. Lember et al. [13] give an overview of corresponding global
state decoding approaches in a Bayesian framework, where the outcome is a (posterior)
distribution (rather than a point estimate) of the model’s parameter vector. In particular, they
suggest a new decoding approach in the Bayesian framework, the segmentation expectation-
maximisation algorithm, which is designed to directly yield a Viterbi path, i.e. without the
need to first of all fit the model. The new algorithm regards the model parameters as nuisance
parameters, thus avoiding the usual two-stage approach to decoding the states (first fitting
the model, then applying Viterbi to the point estimate).

While non-parametric inference in HMMs has been studied intensively for the case of
continuous-valued time series, corresponding work on discrete-valued time series has so far
been lacking. Adam et al. [2] fill this gap by proposing a maximum penalised likelihood
approach for fitting HMMs to discrete-valued time series without making any distributional
assumptions for the observed state-dependent process. In simulations and case studies, it
is shown that the new approach provides a good balance between completely unrestricted
estimation of the probabilitymass functions, which often results in overfitting, and parametric
model formulations using say the Poisson or the negative binomial, which are often too
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inflexible. The new approach is applicable effectively to any univariate discrete time series
with at least ordinal data, and is available to users within the R package countHMM [1].

Finally, Chiappa and Paquet [6] tackle the problem of identifying and simultaneously
trackingmultiplemoving objects from video data, i.e. pixel arrays, in an unsupervised setting.
While recurrent neural networks have been very successfully used in such learning tasks, the
corresponding methods also have some shortcomings, including a lack of interpretability
as well as limitations when dealing with missing data. Chiappa and Paquet [6] embed the
learning task at hand in a state-space model formulation, thereby enabling probabilistic
reasoning. In their modelling framework, linear latent processes describe the positions and
velocities of the multiple objects to be tracked, with the video being regarded as a sequence
of noisy observations of the actual positions.
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