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Abstract
Remote Direct Memory Access (RDMA) is a networking protocol that provides high bandwidth and low latency accesses
to a remote node’s main memory. Although there has been much work around RDMA, such as building libraries on
top of RDMA or even applications leveraging RDMA, it remains a hard problem to identify the most suitable RDMA
primitives and their combination for a given problem. While there have been some initial studies included in papers
that aim to investigate selected performance characteristics of particular design choices, there has not been a systematic
study to evaluate the communication patterns of scale-out systems. In this paper, we address this issue by systematically
investigating how to efficiently use RDMA for building scale-out systems.

1 Introduction

1.1 Motivation

Scale-out data processing systems are the typical architec-
ture used today by many systems to process large data vol-
umes since they allow applications to increase performance
and storage capacity by simple adding further processing
nodes. However, a typical bottleneck in scale-out systems
is the network which often slows down the computation if
communication is in the critical path or, even worse, de-
grades overall performance when adding more nodes [22].

With the advent of high-speed networks such as Infini-
Band and its networking protocol RDMA this changed.
Network latencies dropped by orders of magnitude while
throughput increased [5] making scale-out solutions more
competitive. However, this improvement does not sim-
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ply come by switching the network technology stack, but
requires the usage of RDMA’s low-level communication
primitives, e.g., SEND or WRITE.

Although there has been much work around RDMA,
such as building libraries on top of RDMA [1, 8] or even
applications leveraging RDMA [2, 6, 7, 12, 17, 25], it re-
mains a hard problem to identify the most suitable RDMA
primitives and their combination for a given problem. While
there have been some initial studies included in papers that
aim to investigate selected performance characteristics of
some design choices [5, 10, 11], there has not been a sys-
tematic study to evaluate the communication patterns of
scale-out systems.

1.2 Contribution

We address this issue by systematically investigating how
to efficiently use RDMA for building scale-out systems.
For this study, we model communication between nodes
using a request-response pattern (i.e., an RPC-style com-
munication). This request-response communication pattern
can be used for many data-centric communication scenar-
ios such as a key-value stores or transactions in distributed
databases.

For implementing a request-response communication
pattern, the combination of RDMA verbs and other design
considerations (e.g. the communication model or the com-
munication topology) provide a huge design spectrum one
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has to navigate. In our study, we combine all of the above
options and evaluate different performance characteristics
with varying message sizes of 64B to 16KB to simulate
workloads of different applications (e.g., a different tuple
width in a distributed database). As a result, we shed light
on important metrics such as the bandwidth, latency but
also important CPU statistics.

To evaluate this design space, we perform an extensive
analysis and experimental evaluation of the following di-
mensions:

1. RDMA Verbs: RDMA verbs allow an application to
specify whether one-sided communication primitives
(RDMA READ/WRITE) or two-sided communication
primitives (RDMA SEND/RECEIVE) should be used.
While there have been already almost “religious” fights
which communication primitive is better in existing
papers, the usage of these primitives has only been eval-
uated in particular settings (e.g., only in a distributed
database using an M-to-N communication topology) but
not in the full design space. Moreover, there are many
low-level optimizations such as inlining, selective sig-
nalling, DDIO and many other low-level configuration
options (e.g., if RDMA is run in single-threaded commu-
nication or not) that have not been investigated.

2. Communication Model: A second dimension, we aim to
analyze in the design space is how threads are connected.
In this paper we analyze two typical connection mod-
els: One option is to use a so called communication Dis-
patcher where worker threads delegate the communica-
tion to one dedicated thread. Another option is that each
worker thread directly executes all communication by us-
ing a Private Connection to each other worker thread re-
sulting in a much higher number of overall connections
(i.e., not just between dedicated communication threads).

3. Communication Topology: The last dimension is the
communication topology between requesters and respon-
ders. In this paper, we analyze different options: One-
to-One, N-to-One, N-to-M. For instance, while a key-
value-store typically uses an N-to-One communication
topology (i.e.,N requesters, 1 responder), whereas a dis-
tributed database often uses an M-to-N communication
topology. In addition with the communication model,
the communication topology significantly influences the
number of connections and thus the contention on inter-
nal data structures of high-speed network components
(e.g., connection queues in InfiniBand).

We believe that our evaluation framework is an inter-
esting analysis tool for other research groups or industry
that plan to leverage RDMA for building distributed data
processing systems. To foster this and allow follow-up re-
search to use our findings, we made the code available on
GitHub [23].

1.3 Outline

The rest of this paper is structured as follows: We first
introduce the relevant background w.r.t RDMA in Sect. 2
and present related work in Sect. 3. In Sect. 4 we then
describe our methodology before we start our study with
Sect. 5 in which we evaluate single threaded performance
in a One-to-One topology. We continue with the scale-out
scenarios in Sect. 6 and 7, where we look at N-to-One
and N-to-M topologies, respectively. In Sect. 8 we finally
discuss the effect of further RDMA optimizations before
concluding in Sect. 9.

2 RDMA Background

Remote Direct Memory Access (RDMA) is a networking
protocol that provides high bandwidth and low latency ac-
cesses to a remote node’s main memory. RDMA achieves
low-latency by using zero-copy transfer from the applica-
tion space to bypass the OS kernel. A number of RDMA
implementations are available – most notably InfiniBand
and RDMA over Converged Ethernet (RoCE) [24].

RDMA implementations provide several communication
primitives (so called verbs) that can be categorized into
the following two classes: (1) one-sided and (2) two-sided
verbs.

� One-sided verbs:One-sided RDMA verbs (READ/WRITE)
provide remote memory access semantics, in which the
host specifies the memory address of the remote node
that should be accessed. When using one-sided verbs,
the CPU of the remote node is not actively involved in
the data transfer.

� Two-sided verbs: Two-sided verbs (SEND/RECEIVE) pro-
vide channel semantics. In order to transfer data between
a host and a remote node, the remote node first needs to
publish a RECEIVE request before the host can transfer
the data with a SEND operation. In contrast to one-sided
verbs, the host does not specify the target remote mem-
ory address. Instead, the remote host defines the target
address in its RECEIVE operation. Consequently, by post-
ing the RECEIVE, the remote CPU is actively involved in
the data transfer.

To setup the connection between requesters and respon-
ders, RDMA uses so called send/receive queues: (1) While
a send queue is used by the requester to issue operations
such as READ, WRITE, SEND as well as ATOMICS (2) the
receive queue is used by the responder to issue RECEIVE

requests. With RDMA, a connection between a requester
and a responder bundles these two queues and is therefore
called queue pair (QP). More precisely, to initiate a connec-
tion between a requester and a responder, the application
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needs to create queue pairs on both ends and connect them.
To actually then issue communication operations, a client
creates a work queue element (WQE). The WQE specifies
parameters such as the verb to use but also other param-
eters (e.g., the remote memory location to be used, if the
element is sent signaled/unsignaled see Sect. 8). For send-
ing the WQE, the requester then puts the WQE into a send
queue and informs the local RDMA NIC (RNIC) via Pro-
grammed IO (PIO) to process the WQE. For a signaled
WQE, the local RNIC pushes a completion event into a re-
quester’s completion queue (CQ) via a DMA WRITE once
the WQE has been processed by the remote side.

3 RelatedWork

Research and industry have widely adopted high-speed net-
works [15, 21] to improve scale-out systems. In the fol-
lowing, we compare our evaluation with related work and
provide a broader overview of work done in the database
community.

3.1 RDMA Evaluation

In this paper we aim at providing a systematic evaluation of
communication patterns. Therefore, an important body of
work are existing low-level RDMA evaluations [5, 10, 11].
Kalia et al. [11] discuss which RDMA operations should be
used and how to use them efficiently. The resulting guide-
lines provide a low-level analysis on the RDMA verbs and
how they can be optimized. In this evaluation we build on
this findings but focus on a more higher-level evaluation
using a request-response pattern to simulate various use-
cases in a data processing system.

3.2 High Performance RDMA Libraries and Systems

To simplify the use of RDMA, Alonso et al. [1] propose
a high-level API for data flows for data intensive applica-
tions. Fent et al. [8], in contrast, present a library to acceler-
ate ODBC-like database interfaces and propose a message-
based communication framework.

Several recent systems adopted RDMA to speed-up their
performance. There are many RDMA-enabled key/value
stores [13, 14, 18–20] and distributed database systems
based on RDMA [2, 6, 7, 12, 17, 25]. Depending on their
design, these systems use different communication patterns.
For instance, FaSST [12] discusses how remote procedure
calls (RPCs) over two-sided RDMA operations can be im-
plemented efficiently. FaRM [6, 7], in contrast, leverages
the benefits of one-sided verbs to implement distributed
transactions. Further, several researchers optimized specific

algorithms of a database, including distributed joins [3, 4,
22], RDMA-based shuffle operations [16], and indexes [26].

While all these papers include some micro benchmarks
to evaluate individual design options, there has not been
a systematic study of the broader design space in one unified
setup to evaluate the communication patterns of scale-out
systems.

4 Methodology

In this section, we describe the evaluation methodology
used to evaluate the design space of RDMA across the
different dimensions discussed before. To isolate the fun-
damental properties of different communication primitives,
we implemented a request-response framework that allows
us to evaluate all design dimensions (i.e., verbs, communi-
cation patterns, communication topology). For a fair com-
parison and to avoid potential overhead that stems from
configurability (which would potentially falsify the mea-
surements), the framework uses C++ templates to generate
code for one design option (selected by template parame-
ters). Furthermore, to focus on the communication aspects,
we avoid executing application logic on the responder side
such as a key-value lookup or a remote procedure call
(RPC).

In the following, we describe the building blocks of our
framework, the workload and the experimental setup used
for our evaluation.

4.1 Building Blocks of Framework

In a request-response communication pattern, the request or
the response can either be transmitted by using an RDMA
WRITE or an RDMA SEND operation. In the following, we
first explain the basic building blocks of how a WRITE /
SEND operations can be used to implement a request or
a response and then how these basic building blocks can be
combined to implement the request/response communica-
tion pattern.

Basic Building Blocks using RDMA WRITE: As men-
tioned in Sect. 2, WRITE is a one-sided verb, meaning
it directly writes to remote memory and bypasses the re-
mote CPU. Yet, the responder needs to know when new
messages arrive, which is challenging with CPU-bypass-
ing. A common protocol to detect incoming requests, is
to write messages to a specific memory region, i.e., into
mailboxes. Each requester knows the memory address to
its dedicated mailbox as depicted in Fig. 1a. The responder
constantly iterates the mailboxes to detect new messages.
Special care must be taken to (1) avoid reading partially
transmitted messages and (2) avoid that the optimizing com-
piler removes code. To avoid reading partially transmitted
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a

b

Fig. 1 Building Blocks – Write with Mailboxes and Send with Shared
Receive Queue. a Write,Mailboxes, b Send, Shared Receive Queue

messages, the responder needs to verify if a message is
completely written into RDMA memory. We can exploit
the increasing address order of WRITE to check the last
transmitted bit (flag). Although neither the RDMA nor the
InfiniBand specification mentions the order, most hardware
vendors implement WRITE with increasing address order [7,
10]. Scanning mailboxes is often implemented as a simple
loop, which might be removed by the optimizing compiler.
Because the optimizing compiler is not aware that a third
party writes to the mailboxes, such a loop is considered un-
necessary. In C++ the volatile construct ensures the op-
timizing compiler leaves the code for the loop unchanged.

The transmission process initiated by the requester be-
gins with setting the last bit in the message as depicted in
red in Fig. 1a. Afterwards, the message is written to the cor-
responding mailbox with WRITE. The responder will detect
the incoming message by scanning the mailboxes. Finally,
when processing is done the last bit in the mailbox is cleared
to receive a new message. This approach is also applicable
on the requester side, if the response is delivered by WRITE

as well.
The mailbox design is very static and thus has some lim-

itations. One needs to allocate the mailboxes and therefore
decide in advance how many messages each requester can
transmit. In our synchronous implementation, one requester
is assigned to one mailbox. In the context of our evalua-
tion, the WRITE verb always implies that the above mailbox
architecture is set up on the remote side.

Fig. 2 Designs – N Requester
and one Responder. a Private
Connection, N Connections, b
Dispatcher, Only 1 Connection

a b

Basic Building Blocks using RDMA textscsend: In con-
trast to WRITE, SEND requires a RECEIVE posted to a Re-
ceive Queue beforehand. As mentioned in Sect. 2, the RE-
CEIVE contains the information to which memory location
an incoming SEND is copied to. Because it is not always
known when to expect a SEND, a common pattern to prepare
for multiple incoming SEND is to post multiple RECEIVES

beforehand. When a SEND consumes one of the RECEIVES,
the RNIC will notify the application that a message was
received. To know which memory location, i.e., RECEIVE

was used a common misconception is to exploit the order
of the RECEIVES. For instance, the application registers two
RECEIVES in the Receive Queue one with address 0x1 and
afterwards one with 0x2. Since the RECEIVES will be taken
in order from the Receive Queue one might suspect that
the first message is written to 0x1, but hardware parallelism
in the RNIC does not guarantee which memory location
is used first. For instance, if two RECEIVES are consumed
directly after each other the second memory location 0x2
could be written first. The receiver would now look into
the first memory address, in which in the worst case noth-
ing, partially transmitted messages or old messages are lo-
cated. A better approach is to tag the RECEIVES with ids
and when a SEND consumes a RECEIVE the RNIC returns
the id, which can be mapped to a memory location. To de-
tect incoming SEND messages, the Receive Queue has to be
polled. This polling is expensive for the responder that typi-
cally has multiple incoming connections. These connections
require that the responder constantly switches between the
different receive queues. To mitigate this overhead, RDMA
offers a Shared Receive Queue to which multiple incoming
connections can be mapped. The Shared Receive Queue al-
lows the responder to only poll a single queue to handle
all requests as depicted Fig. 1b. We use the Shared Re-
ceive Queue always on the responder side, when requester
transfers messages with SEND.

Combining the Basic Building Blocks: These two ba-
sic building blocks encapsulate one and two sided RDMA
communication and can be freely combined to implement
a request-response pattern:

Design 1 – Private Connection per Thread: The first de-
sign is fairly simple: each requester is directly connected
to all responders (it has N QPs for N receivers, as shown
in Fig. 2a). If the application has multiple requesters, the
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amount of QPs increases linearly. This, in turn, can neg-
atively impact performance because the RNIC needs to
switch between connection states. In the worst case, a large
number of connections can lead to swapping some state to
the host memory over PCIe [11]. However, because each
requester owns its state, no synchronization or delegation
is required.

Design 2 – Communication Dispatcher: The second de-
sign, which is shown in Fig. 2b, aims to minimize direct
connections by introducing a single communication dis-
patcher. The dispatcher solely handles communication for
every requester on the same server. There is only one con-
nection to every receiver, in contrast to the first design the
number of QPs is decoupled from the number of requesters.
This can lead to a higher RNIC utilization, but the commu-
nication dispatcher can also end up being the bottleneck.
The dispatcher can only transfer messages from its own
RDMA pinned memory. Hence, it is important that work-
ers already prepare the messages in this memory region,
otherwise an additional memory copy is needed. Further-
more, in high-contention scenarios an efficient method of
delegating messages to the dispatcher is necessary. In our
implementation, we use the same mailbox approach as for
writes, but in a local setting. Requesters prepare the mes-
sage in the RDMA memory and then set the last bit. The
last bit again signals the dispatcher that the message can be
transferred.

4.2 Workload of Framework

As mentioned before, we use different message sizes to
simulate different application workloads. While the request
in a request-response pattern typically transfers the request
parameters (that are typically rather static in size), the re-
sponse message can vary significantly. For example, in
a key-value store the response depends on the width of
the value. Whereas, in a distributed database, the response
can vary between a few bytes and larger tuples grouped
together in pages of multiple KB.

In our evaluation framework, we hence simulate the re-
quest-response pattern using the following setup:

� The requester always transmits 64 byte messages to the
responder to simulate the request parameters. We use
64 byte messages since this allows us already to simulate
typical request messages without giving up generality
that we aim for: (1) We did not use smaller messages for
the request, since this would not change the results since
latency and bandwidth up to 64 byte messages is pretty
stable [5]. (2) We did not use larger messages for the re-
quest since 64 byte messages allows us to already encode
a large-enough number of parameters in the request.

� The responder replies with a response message, which
we vary from 64 until we hit the bandwidth limit of our
RNICs. Typically, as mentioned before, a response is
very application specific and involves design decisions,
such as memory allocation for each response or in ad-
vance. To avoid the effects of those decisions in our
benchmark and concentrate on the effects of the com-
munication, all response messages are pre-allocated in
a fixed-size memory region of multiple GB from which
a requester can retrieve items from.

4.3 Experimental Setup

For all experiments, we use a cluster with 6 nodes featuring
two Mellanox ConnectX5 cards connected to a single In-
finiBand EDR switch. Each node has two Intel(R) Xeon(R)
Gold 5120 Skylake processors (each with 14 cores) and
256 GB RAM per NUMA node. Moreover, each node is
equipped with two RDMA NICs (i.e., one per NUMA re-
gion). However, we will only use the second RNIC to cre-
ate more load, i.e., more receivers, for our M-to-N sce-
nario in Sect. 7. The reason is that M responders share all
requests, therefore to get a similar load and ot make the
numbers comparable to the previous experiments we uti-
lize the second RNIC. The nodes run Ubuntu 18.04 Server
Edition (kernel 4.15.0-47-generic) as their operating system
and use the Mellanox OFED–5.0–1.0.0.0 as the network
driver. The benchmark is implemented with C++ 17 and
compiled using GCC 7.3.0.

5 Evaluation: One-to-One

In the first part of our evaluation, we initially focus on eval-
uating the One-to-One communication topology. Different
from the following experiments (N-to-One, M-to-N), we
use a single thread to isolate fundamental performance dif-
ferences of alternative request-response designs. Hence, the
main focus is on evaluating the following combinations of
verbs for implementing the request-response pattern where
the first verb stands for request and the second verb for the
response:

� Write/Write (denoted as WriteWrite)
� Send/Send (denoted as SendSend)
� Write/Send (denoted as WriteSend)
� Send/Write (denoted as SendWrite)

Moreover, since we run in single-threaded mode, we only
use the design with a private connection per thread. We ex-
cluded the dispatcher design from this experiment because it
is not necessary to minimize communications (queue pairs)
in a one-to-one single threaded scenario. To evaluate the
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a

b

Fig. 3 Bandwidth and Median Latency – For different response sizes
in single threaded execution. a Bandwidth, One-to-One, b Latency,
One-to-One

performance we requested 4 million responses and plotted
the mean of 10 runs.

Fig. 3a compares the bandwidth in MB/s for different
response sizes. For the 64 and 256 byte sized responses,
only a minor difference in bandwidth is observable. How-
ever, the relative difference between SendSend (worst) and
WriteWrite (best) is still around 40%. In general, all com-
binations using a WRITE to implement the response outper-
form the versions in which SEND is used. This performance
difference is even more pronounced for larger messages. For
example, when using 16 KB messages, the performance
differs by 700 MB/s between WriteWrite and SendSend.
Finally, when reaching the bandwidth limit with 4 MB re-
sponse sizesthe gap closes again.

Next, we evaluate the corresponding median latency as
shown in Fig. 3b. The Y-axis shows the median latency in
microseconds and the x-axis the response sizes. For small
response messages up to 256 byte all combinations achieve
a latency below 4 microseconds. Nevertheless, SendWrite
and WriteWrite are again more efficient with below 3 mi-
croseconds. The difference again becomes even more pro-
nounced for 16 KB responses as there is almost a 2 mi-
crosecond difference between SendWrite/ WriteWrite and
SendSend/ WriteSend. However, as in the bandwidth exper-
iment the difference between all combinations disappears
with increasing messages sizes. It is important to note that
4 KB is the maximum transmission unit (MTU) which in-
creases the latency for packets larger than 4 KB.

In order to determine the cost for one byte transferred,
we additionally analyzed the CPU instructions normalized

a b

Fig. 4 Instructions per Byte for Requester and Responder – For dif-
ferent response sizes in single threaded execution. a Requester, One-
to-One, b Responder, One-to-One

per byte. Fig. 4a shows the instructions/byte on the re-
quester and Fig. 4b for the responder. We observe that for
64 byte messages there is an instruction overhead of up
to 800 instructions for each byte received and respectively
450 instructions on the requester. However, with increasing
response sizes the instruction overhead is amortized. For
brevity we only show up to 16 KB because instructions are
not further amortized. In other words, to save CPU cycles
per byte one can increase the message size and trade-off
higher latency.

6 Evaluation: N-to-One

So far, we investigated the effect of increasing response
sizes in a One-to-One setup using only single-threaded
communication. In a distributed system, however, a re-
quester often has multiple incoming connections. There-
fore, in this experiment we next examine a N-to-One sce-
nario. Due to space limitations we will only show band-
width in the following experiments. For the responder in
this experiment, we only use a single thread to show the
effects of scaling the requesters in isolation. Using multi-
ple threads for responders is evaluated next in the M-to-N
evaluation. To show the effects on bandwidth of using mul-
tiple requester threads, we gradually increase the number of
servers used for requesters from 1 to 5. On each requester
server we run 8 threads, therefore the maximum scale out
with 5 server results in 40 requester threads. Additionally,
we evaluate both design patterns (1) private connection and
(2) dispatcher. The dispatcher design significantly reduces
the connections needed, namely in the maximum scale-out
from 40 connections to 5 only.

Fig. 5 shows the bandwidth and the number of requesters
used for the private connection per thread design. We again
show the effect of different response sizes from 64 byte
to 16 KB. Interestingly, the pattern which is observable in
the 4 KB plot also applies for smaller sizes. For instance,
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Fig. 5 Bandwidth – Private Connection, For different response sizes in N-to-One scenario

Fig. 6 Bandwidth – Dispatcher, For different response sizes in N-to-One scenario

64 and 256 byte responses SendSend achieves 500 MB/s
WriteWrite 1.2 GB/s with 16 requesters. When scaling fur-
ther up the performance remains stable for all verbs and
is hardly affected. This performance gap also leads to the
fact that WriteWrite and WriteSend reach the maximum
possible bandwidth per NIC with 16 requesters and 4 KB
responses. SendSend and SendWrite, in contrast, stagnate
after 16 requesters and only reach between 9.5 and 8 GB/s.
This performance difference diminishes when using 16 KB
messages, because SendWrite and WriteWrite were already
network bound with 4 KB SendWrite catches up with 16
requesters. SendSend, however, is only bandwidth bound
with 40 requesters and clearly not as efficient as the other
verbs.

The decline in bandwidth for SendSend and SendWrite
with 4 KB responses is quite surprising when comparing
the numbers with the one-to-one experiment. In the previ-
ous experiment especially SendWrite appeared to be very
efficient. A possible explanation might be the RNIC’s in-
capability to handle many incoming send connections as
described in [11]. Consequently, we will test this hypoth-
esis with the dispatcher design which reduces queue pairs
to a minimum. From Fig. 6 we observe that the dispatcher
has similar performance characteristics as the private con-
nection per thread. We see the same pattern for smaller
response sizes. However, for 4 KB we need 40 requester,
instead of 16, to leverage the full bandwidth. Although, the
dispatcher sends the messages asynchronously, the hand-
over protocol (as mentioned in 4) from the requester thread

to the dispatcher adds overhead. This overhead leads to
a higher latency which in turn reduces bandwidth. Yet, we
still have the decline in SendSend and SendWrite. There-
fore, the number of connections did not cause the decline
in our rack-scale experiment.

However, polling on the Shared Receive Queue could be
more expensive than scanning over mailboxes in memory.
Therefore we investigate the CPU cycles per 4 KB message
measured on the responder shown in Fig. 7. When the re-
sponder only serves 8 requesters polling incurs a high CPU
cycle overhead, because the responder spins some time un-
til a message is received. This holds true for iterating the
mailboxes as well for polling the Shared Receive Queue.

Fig. 7 CPU Cycles spent – 4 KB responses, N-to-One
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Table 1 Low-level metrics for SendSend (4 KB responses, 40 Re-
quester threads, 1 Responder thread)

Method Cycles % Library

pthread_spin_lock 61% libpthread-2.27.so

mlx5_poll_cq_1 17% libmlx5.so.1.0.0

The more requesters (16) participate the less time is spent
polling which decreases the cycles to around 1700 for all
verbs. With even more requesters (> 20) the verbs diverge
significantly, polling on the Shared Receive Queue always
consumes around 1700 cycles and even increases again. In
contrast, the cycles for scanning mailboxes is amortized
with more requesters and continue to fall until the cycles
per message stabilize at around 1100. When analyzing the
Shared Receive Queue we observed that most cycles are
spent in phtread_spin_lock and mlx5_poll_cq as
shown in Table 1. Thus we conclude that polling on the
Shared Receive Queue has a constant overhead which does
not diminish with more requesters, i.e., messages.

7 Evaluation: N-to-M

Finally, in the last part of our evaluation, we analyze an
N-to-M scenario by fixing the number of requesters but
scaling the number of responders. However, different from
the previous experiments we use both Mellanox cards and
NUMA nodes per server to be able to run a requester / a re-
sponder per NUMA domain (i.e., in total we can simulate
a cluster with 12 nodes).

From the previous experiment, we have seen that the
network can be saturated with 16 requester threads per re-
sponder thread, therefore we scale responder threads in this
experiment up to this ratio as well. More precisely, we use 9
nodes for requesters and run 10 threads per requester node
(resulting in a total of 90 requester threads) while we use
3 servers for responders. The responder threads are scaled
from 2, 4, and finally 6 per responder node resulting in 18
responder threads in total maximally.

For running the workload, each requester thread ran-
domly chooses a responder thread for processing the re-
quest. Hence, with the setup that uses 6 responder threads
in total, on average 15 requester threads need to be handled
per responder thread while the other setups reflect a lower
load per responder thread (as shown in Table 2). Moreover,
we use the same setup as in the previous experiment and
vary the message sizes while using both design patterns for
the communication (private connections and dispatchers).

Fig. 8 shows the aggregated cluster bandwidth and total
number of responder threads used. For small messages up
to 1 KB we see that the aggregated bandwidth rises with ad-
ditional responders. As seen in Fig. 4, small messages have

a high instruction overhead causing a single core (respon-
der) to be CPU bound. When adding new responders, i.e.,
CPU cores we thus can increase the throughput. Addition-
ally, each requester needs to process fewer messages at the
time. This effect can be observed in the 4 KB plot, in which
SendWrite, surprisingly when looking at the N-to-One ex-
periment, outperforms WriteSend with well over 40 GB/s.
When comparing the aggregated bandwidth of WriteWrite
with the one achieved in the N-to-One experiments its stag-
gering that the bandwidth is far from the possible aggre-
gated bandwidth of 66 GB/s. This effect can be explained
with Table 2, when scaling the number of responders, the
mailboxes are often empty and the threads thus simply poll
without doing any actual work. Hence, the full aggregated
bandwidth cannot be achieved.

To investigate this effect in more depth, we conducted
the following microbenchmark:We evaluate a 90-to-1 setup
to determine if the amount of mailboxes for the alternatives
that use a Write operation (to implement the request) or
connections mapped to the Shared Receive Queue for alter-
natives that use a Send operation to implement the request
(i.e., SendWrite and SendSend) were limiting performance.
Fig. 9a shows the result of this microbenchmark using 4Kb
responses. These results show that the alternatives that use
a Write for the request (i.e., WriteWrite and WriteSend) are
able to leverage the full bandwidth despite the high mail-
box count. The alternatives that use a Send for the request
(i.e., SendWrite and SendSend), however, do not achieve
a higher bandwidth, which is comparable to the findings
from the N-to-One experiment.

Thus, focusing on Fig. 8 with 4 KB responses we can
see that the SendSend and SendWrite alternative with 6 re-
sponders achieve the expected performance. The difference
between the 90-to-1 microbenchmark and the M-to-N Ex-
periment is the number of average requesters per responder.
In the 90-to-1 setup every requester was constantly trans-
mitting messages, but in the M-to-N scenario only a frac-
tion of the requesters send to the same responder resulting
in many empty mailboxes.

From Table 2 we can observe that when having 6 respon-
ders an average of around 15 requesters need to be served,
which corresponds to around 83 percent of empty mail-
boxes. Therefore the next microbenchmark, Fig. 9b, shows
the effect of empty mailboxes. We used the 90-to-1 setup
but only a certain percentage of requesters transmit a mes-

Table 2 Average number of requesters threads per responder thread in
different scenarios

Responder Avg. Req./Resp. Avg. % Empty
Mailboxes

6 15 83.3

12 7.5 91.6

18 5 94.4
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Fig. 8 Private Connection: Aggregated BW for increasing number of responders – different response sizes, M-to-N

sage. The rest waited as long as it would take to contact
another responder, i.e, 8 microsecond latency. We observe
that the bandwidth is quite stable until 70 percent. After 70
percent the performance drops significantly with 80 percent
empty mailboxes around 8 GB/s can be achieved and with
90 only around 4 GB/s. The achieved bandwidth of 8 GB/s
correspond to the bandwidth each responder achieves in the
M-to-N scenario.

To summarize, the effect of empty mailboxes is quite
high when having more than 80 percent empty. When fo-
cusing again on Fig. 8 we observe when increasing the
number of receivers (see Table 2), i.e., reducing the av-
erage number of requester per responder, the bandwidth
increases. For alternatives that use a Write operation to im-

a b

Fig. 9 Bandwidth and Effect of Empty Mailboxes – 4 KB responses.
a Bandwidth, 4 KB response, 90 to One, b Effect of Empty Mailboxes,
90 to One

Fig. 10 Dispatcher: Aggregated BW for increasing number of respon-
ders – different response sizes, M-to-N

plement the request (i.e., WriteWrite and WriteSend) we
observed that when having high empty mailboxes the in-
structions/message increases. Therefore, it takes longer to
get a response on the wire. With more responders, this la-
tency can be hidden, but only until enough messages are
received, which explains why the bandwidth drops again
after 12 responders.

In contrast to WriteWrite and WriteSend, SendWrite
does not decline after 12 Responder threads instead it in-
clines. When looking at Table 2 we can see that only 5
requesters needs to be served on average. Therefore, the
scenario is closer to the One-to-One scenario in which
SendWrite outperformed WriteSend and SendSend. Fur-
thermore, from Fig. 7 we observed that the cycles of other
verbs get amortized with new requesters. In this scenario,
we effectively reduce the number of requesters per respon-
der. This diminishes the amortization advantage of other
verbs and in turn SendWrite is more competitive.

Lastly, we analyzed the dispatcher design in the N-to-M
scenario. Fig. 10 again shows the aggregated cluster band-
width and total number of responder threads. For brevity
we only show the measurements 4 KB and 16 KB as they
are most interesting. For smaller messages up to 4 KB we
can see that the private connection design from Fig. 8 out-
performs the dispatcher design. Interestingly, with 16 KB
messages WriteSend and SendSend in the dispatcher design
achieve up to 5 GB/s more aggregated bandwidth compared
to the private connection design. In contrast, SendWrite and
WriteWrite are performing equally well in both designs.

8 RDMAOptimizations

In the previous sections, we evaluated various communi-
cation patterns in a holistic manner. This section, in con-
trast, discusses several low-level RDMA optimizations we
analyzed in our benchmark code. Additionally, we present
some optimization techniques we have not yet implemented
but are worth mentioning.

We have seen that RDMA can achieve low latency and
high bandwidth. In fact, the latency is so low that small
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inefficiencies directly translate to decreased bandwidth and
increased latency. For instance, this impact has been ob-
served in Sect. 7 when the number of empty mailboxes
were high and the polling became expensive. Therefore,
we implemented techniques like selective signaling and in-
lining [5, 11] for small messages up to 220 byte.

Selective Signaling. As described in Sect. 2, a signaled
WQE creates a completion event once processing finished.
However, the completion event is generated by the RNIC
which incurs overhead and reduces throughput as shown
in [11]. To avoid completion event generation all together,
the application can specify the WQE to be unsignaled.
However, even though the completion event is not con-
structed, it still consumes completion queue resources. Be-
cause the completion queue is bounded, the application
needs to periodically post a signaled WQE and process the
generated completion to avoid depleting completion queue
resources. Selective signaling is a technique to reduce com-
pletion events and to prevent depletion of resources [5],
thereby improving performance. The application posts n-1
unsignaled WQE and then the n-th WQE signaled.

Inlining is another technique, applicable to messages up
to 220 byte, to reduce work inside the RNIC. In general,
once the RNIC processes a WQE it fetches the payload of
the message over the PCIe bus. Inlining allows the appli-
cation to directly attach the payload to the WQE, which
eliminates the need to fetch data over the PCIe bus. Conse-
quently, the message can be faster transmitted aqnd latency
decreases, as shown by Kalia et al. [11].

Another important aspect for an efficient usage of
RDMA is memory allocation and preparation. In partic-
ular, the NUMA architecture has to be considered carefully
when allocating RDMA memory to ensure that the RNIC
fetches NUMA-local data. Otherwise, data is fetched from
remote NUMA regions via the QPI/UPI bus incurring
a high overhead. To allow the RNIC to write and read
memory, the region must be pinned and registered on the
RNIC first. This registration should be avoided on the
hot path as it is quite expensive. Furthermore, to translate
virtual to physical memory addresses, the RNIC caches
virtual to physical address translations. To reduce address
translation cache misses often huge pages are used [11].

A feature we implicitly exploited is Data Direct I/O
(DDIO), which is provided by recent Intel CPUs (Sandy
Bridge and later). With DDIO, the DMA executed by the
RNIC to read (write) data from (to) remote memory, places
the data directly in the CPU L3 cache. DDIO supports two
modes of operation [9]: (1) Write Update if the memory
address is resident in the cache an in-place update is per-
formed, and (2) Write Allocate causing allocation in the
L3-cache if data is not yet cached. To reduce cache thrash-
ing, DDIO’s Write Allocate is limited to 10% of the L3
cache [9]. We measured the effect of DDIO during our

experiments, especially when using WRITE in combination
with the mailboxes. In our benchmark, the responder polled
mailboxes, which placed them in the CPU cache. Incom-
ing messages are then directly written to the L3-cache with
DDIO. This saves memory bandwidth and reduces latency
by avoiding a full cache miss.

An optimization for the mailbox design that we have
not implemented, but should be mentioned, is exploited
by L5 [8]. On the responder site, L5 uses a dense mailbox
buffer, in which each client occupies only a single byte. Ad-
ditionally, a message buffer is used, similarly to our mailbox
design described in Sect. 4, in which the payload is written.
To transfer a message, the requester writes the payload to
the message buffer and then issues a second write of a sin-
gle byte to the dense mailbox buffer to signal completion.
The responder benefits from decreased cache misses and
instructions, because only the dense region is polled. For
instance, with 64 clients only one cache line needs to be
polled. Especially, our N to M experiment has shown that
scanning empty mailboxes is expensive and the dense mail-
box design would have mitigated that overhead. However,
the drawback of this design is that the requester needs to
write two messages instead of one, which in turn influences
the latency and increases the operations per second in the
RNIC.

Finally, for completeness, we used the following perfor-
mance relevant settings in all experiments: MLX5_SINGLE
_THREADED=1, MLX_QP_ALLOC_TYPE=“HUGE”,
and MLX_CQ_ALLOC_TYPE=“HUGE”. The first setting
disables locking when used in a single threaded application,
and the two remaining variables allocate the queue pair and
the completion queue on huge (2 MB) pages.

9 Discussion and Conclusions

In this paper, we have presented a systematic evaluation
of RDMA communication patterns for various use-cases.
Our main findings are: (1) In the One-to-One experiment,
we have seen that WriteWrite and SendWrite perform
best. There was a 40% difference in performance between
WriteWrite and SendWrite compared to SendSend and
WriteSend. We further observed that the CPU cycles per
byte decline with increasing messages. This fact is quite in-
teresting as the trade-off between latency and CPU overhead
can be tailored to the application needs. (2) In the N-to-
One experiment, WriteWrite maintained the performance
observed in the first experiment. Surprisingly, however,
WriteSend outperformed SendWrite. We have seen that
the reason why SendSend and SendWrite did not scale is
that the cycles spent do not get amortized with additional
requesters as it is the case for WriteWrite and WriteSend.
Therefore, the constant overhead leads to a stagnation in
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bandwidth. (3) The results from the M-to-N experiment
confirmed the previous findings, but added another inter-
esting insight: WriteWrite and WriteSend performance is
determined by the number of empty mailboxes.
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