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Abstract
Infants learn to speak rapidly during their first years of life, gradually improving from simple vowel-like sounds to larger 
consonant-vowel complexes. Learning to control their vocal tract in order to produce meaningful speech sounds is a com-
plex process which requires to learn the relationship between motor and sensory processes. In this paper, a computational 
framework is proposed that models the problem of learning articulatory control for a physiologically plausible 3-D vocal 
tract model using a developmentally-inspired approach. The system babbles and explores efficiently in a low-dimensional 
space of goals that are relevant to the learner in its synthetic environment. The learning process is goal-directed and self-
organized, and yields an inverse model of the mapping between sensory space and motor commands. This study provides 
a unified framework that can be used for learning static as well as dynamic motor representations. The successful learning 
of vowel and syllable sounds as well as the benefit of active and adaptive learning strategies are demonstrated. Categori-
cal perception is found in the acquired models, suggesting that the framework has the potential to replicate phenomena of 
human speech acquisition.

Keywords Goal babbling · Speech acquisition · Vocal learning · Imitation learning · Inverse model · Developmental 
learning

1 Introduction

Speech production is a complex motor task that requires 
the simultaneous coordination of dozens of muscles and 
extremely fast movements. In the light of these difficulties, 
human children acquire their first words remarkably fast dur-
ing their first years of life. However, little is known about 
how they acquire speech [1, 2].

Machine learning systems learn in a vastly different way. 
Speech recognition and speech synthesis are active fields of 
research which are, nowadays, dominated by deep learning 
methods. State-of-the-art methods use large amounts of data 
to achieve remarkable performance [3, 4]. Such systems are 
trained on databases often containing hundreds of millions 
of words [5, 6], while infants are estimated to experience 
only around 20–40 million words in their first 3 years [7, 8]. 
Despite this effort, the generalization capability of machine 

recognition and synthesis of speech is still limited, and far 
beyond what human beings are able to do. In particular, 
speech communication systems often lack flexibility and 
robustness against perturbations of the speech sounds that 
humans easily adapt to [9, 10]. Human children do not only 
experience less example utterances than such systems, but 
also cope with imperfectly labeled training data. Further-
more, they learn only from a limited number of speakers 
and still generalize later even to accented speakers of the 
language. How do children master this difficult task?

One central difference between speech processing in 
humans and machines is the way of how perception and pro-
duction are treated. The human speech processing system 
has a strong coupling between perception and production 
which is considered to aid speech acquisition and to increase 
the robustness of perception [11]. Specifically, knowledge 
about how speech is produced helps to predict natural devia-
tions of speech that is caused, for instance, by differences in 
the anatomy of the speaker.

Using such inspiration from how humans learn to speak 
also could benefit the development of speech recognition 
and production systems. Conversely, computational models 
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of speech acquisition can also support research into the 
underlying mechanisms of speech acquisition in infants. 
Linguistic researchers nowadays mainly utilize observational 
approaches to gain an understanding of the methods and 
strategies that children use. Computational models could 
help to become more flexible in such analyses, for example, 
it is possible to modify specific parameters of learning and 
observe the effect on development.

The branch of developmental robotics aims to enable 
robots and, in general, artificial systems to acquire skills, 
starting with the learning of fundamental capabilities, and 
gradually extending to more complex tasks, similar to how 
human children learn [12–14]. Developmental learning 
methods have been extensively applied to standard robotic 
tasks, in particular, to reaching and grasping of objects. 
Acknowledging the fundamental role of speech acquisition 
for human children, in recent years, a growing number of 
computational approaches have been suggested to model 
speech acquisition in a more developmental way. A recent 
review was presented in [15].

This paper builds on these studies, proposing a computa-
tional model for acquiring a set of speech sounds by using 
goal babbling, an exploration strategy that is inspired by 
infants’ learning. The target is to introduce a unified frame-
work for acquiring either static or dynamic motor con-
figurations for learning a set of vowel or syllable sounds. 
Static motor representations are a common learning target 
in previous computational speech acquisition models [15] 
and can be learned very efficiently. However, in contrast to 
dynamic motor representations, they lack the ability to rep-
resent full syllables including vowels as well as consonants. 
Therefore, this framework is designed to handle both, static 
motor representations (for the efficient learning of vowels), 
and dynamic motor representations (for learning syllables).

Furthermore, the effect of two acquisition strategies is 
discussed: (1) a flexible adaptation of articulatory explora-
tion noise during learning and (2) a variant of active learning 
depending on current competence progress.

Finally, similarities to human learning are evaluated and 
discussed, in particular, considering categorical perception 
and the order in which the different sounds are acquired.

The source code for the framework, designed to support 
different types of vocal tracts, acoustic features and learning 
mechanisms, is available at GitHub: https ://githu b.com/aphil 
ippse n/goals peech .

2  Related Models

Computational models typically define speech acquisition as 
the task to acquire sensorimotor coordination, i.e. learning 
about the relationship between articulatory movements of a 
vocal tract model and the corresponding speech sound that 

this motor command produces [15]. To achieve this coordi-
nation, an exploration of the sensorimotor space is required.

The simplest way to approach this exploration is a direct 
random exploration in the space of motor commands, as it 
has been implemented, for example, in [16, 17]. By trying 
out new motor configurations, gradually more sounds are 
discovered. However, such motor babbling is not efficient 
in high-dimensional motor spaces: many motor configura-
tions have to be explored before properly articulated speech 
sounds are discovered. Active exploration strategies may 
help to increase efficiency [18], by integrating, for instance, 
the saliency of the produced sound [19], or caregiver feed-
back [20, 21].

Such strategies can help to overcome sampling problems 
in the motor space, and might play a role in infants’ learn-
ing. However, experimental evidence suggests that already 
young infants explore in a goal-directed way [22–26]. Thus, 
infants seem to be aware of the notion of goals very early 
in their development, and might use such goals actively for 
acquiring new skills.

Inspired by these findings, some recent studies propose 
to use the developmentally more plausible approach of goal-
directed exploration [18, 27, 28]. The idea is to select goals 
for exploration in the space of outcomes which is typically 
lower dimensional and better structured than the motor 
space. This space is called goal space, and exploration in 
this space was introduced as goal babbling. Originally, goal 
babbling was proposed as an efficient algorithm for learning 
inverse kinematics for robots, where the challenge is to cope 
with the high-dimensional actuators which need explora-
tion mechanisms that are feasible in real-world interaction 
[29–31]. The basic idea is to explore by trying to reach spe-
cific positions in the goal space. An inverse model is trained 
online during the babbling process. It maintains a mapping 
from desired goals to required motor configurations. New 
experience is integrated into the inverse model by updating 
it with newly discovered goal–action pairs, until it achieves 
proficiency in the desired tasks. Goals can be selected in a 
random manner, or using active exploration methods such as 
exploring goals primarily in regions where it is most benefi-
cial for the system. In [27], an active variant of goal babbling 
was successfully applied for acquiring speech sounds based 
on the ideas of intrinsic motivation. The authors imple-
mented a method that primarily explores goals for which 
a high recent increase in competence was observed. As a 
result, well articulated speech gradually emerged in a similar 
way to how it is observed in infants’ babbling.

One issue in applying goal babbling for speech acquisi-
tion is that it is not obvious how the goal space of speech 
looks like. In robotic tasks such as reaching for an object, 
a low-dimensional goal space is naturally defined by three-
dimensional space coordinates. In contrast, sound can be 
represented in various ways, and most acoustic feature 

https://github.com/aphilippsen/goalspeech
https://github.com/aphilippsen/goalspeech


55KI - Künstliche Intelligenz (2021) 35:53–70 

1 3

representations are high-dimensional. In previous studies, 
hand-crafted goal space representations based on formant 
features were used to make exploration feasible [27, 28]. As 
a more flexible solution, we previously developed a method 
of automatic goal space generation using high-dimensional 
acoustic features and dimension reduction methods [32]. The 
idea was to generate the goal space via dimension reduction 
methods from example speech sounds. This procedure was 
inspired by the fact that infants are exposed to the speech 
in their environment [1, 2, 33–35] and this information can 
help them to better structure the learning process. This paper 
builds on our previous study, and extends the framework 
developed in [32] to a more general formulation that can be 
applied not only for learning vowels, but also for acquiring 
short syllable-like sounds.

Additionally, the framework presented here extends pre-
vious studies in the field [27, 28] in three major ways: first, 
it models not the general emergence of articulated speech, 
but the bootstrapping of a set of concrete speech sounds. 
Second, learning is exemplified for VocalTractLab (VTL) 
[36], a vocal tract model which realistically simulates speech 
production in humans based on a three-dimensional geomet-
ric model, obtained from MRI data of a reference speaker 
[37]. Successful speech production with this model requires 
the coordination of about twenty articulatory parameters 
describing the movements of articulators such as tongue or 
lips (vocal tract parameters), and of the vocalization mech-
anism (glottis parameters). This realistic modeling of the 
speech mechanism enables VTL to produce a large vari-
ability of well distinguishable vowel and consonant sounds. 
Third, the goal space in which the system explores is not 
predefined, but derived from a set of speech sounds: these 
ambient speech sounds should reflect which sounds the sys-
tem experienced in its synthetic environment. Here, as ambi-
ent speech only speech is utilized which the system is able 
to produce itself, namely, speech which was generated by 
the same vocal tract model. By modifying which vowels or 
syllables are contained in the set of ambient speech sounds, 
the mapping to the goal space changes. This mapping acts as 
a filter on the perception similar to how language exposure 
affects human perception of speech [38].

3  A Computational Model of Speech 
Acquisition

An overview of the components of the framework and their 
interplay is presented in Fig. 1. The process of learning how 
to speak is organized in two phases: The first phase, the 
perceptual learning phase (arrow with dashed line in Fig. 1), 
consists of the generation of a low-dimensional representa-
tion of goals, the so-called goal space, from the system’s 
synthetic ambient speech. In the second phase (arrows with 

solid lines in Fig. 1), the sensorimotor learning phase, goals 
are drawn from this goal space and motor commands are 
explored in order to achieve these goals. In this way, an 
inverse model of speech production is bootstrapped.

In the following, the individual components and their 
roles in the framework are discussed before introducing to 
the goal babbling algorithm in Sect. 4.

3.1  Motor Representation

The motor representation depends on the vocal tract model 
that is used. In this study, the articulatory speech synthesizer 
VTL (version 2.1) [36] is employed. VTL has 30 control-
lable parameters: 24 articulatory parameters and 6 glottis 
parameters1. Not all 24 articulatory parameters have to be 
learned, as some of them can be determined automatically 
from the other parameters [36]. Here, a subset of 18 articu-
latory parameters is used which is in line with the selection 
made in other studies using this vocal tract model [40, 41]:

– Hyoid position (HX, HY)
– Jaw position and angle (JX, JA)
– Lip protrusion and lip distance (LP, LD)
– Velum shape and velic opening (VS, VO)
– Tongue position parameters (TCX, TCY, TTX, TTY, 

TBX, TBY) and side elevation parameters (TS1–TS4).

For the first half of the experiments (Sect. 5), static articula-
tory configurations are used to represent vowel sounds. Glot-
tis parameters can be set to default values and held constant 
while producing some airflow. Therefore, motor commands 
are expressed as 18-dimensional vectors of the articulatory 
parameters. When producing speech, the configuration is 

Fig. 1  Overview of the model components: Exploration takes place 
in the goal space. Via inverse and forward model, speech sounds are 
generated which are mapped back into the goal space. The closed 
loop is the perception–action loop executed during babbling. Ambient 
speech is only utilized for the initial generation of the goal space

1 The number of glottis parameters depends on the selected glottis 
model, here, the triangular glottis model is used [39].
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copied to 100 time frames (cf. “temporal rollout” in Fig. 1) 
which results in the production of a signal of 500 ms (with 
an articulatory sample rate of articulatory parameters fed 
into VTL of 200 Hz).

The second half of the experiments (Sect. 6) demon-
strates babbling using a dynamic representation of motor 
parameters. In this way, vowels as well as syllables can be 
represented. Both articulatory and glottis parameters have to 
be adjusted to capture the dynamics required, for example, 
for forming plosives or fricatives. Therefore, the following 
3 glottis parameters are added to the representation: funda-
mental frequency (F0), subglottal pressure and aspiration 
strength (cf. [42]). Other glottis parameters have a minor 
effect on the speech quality and can be disregarded. To 
represent changes in time in articulatory and glottis param-
eters, it would be possible to simply concatenate frames 
in each time step. However, this solution would generate 
a very high-dimensional representation for a single speech 
sound (number of time frames × number of parameters). 
Furthermore, such a representation does not account for the 
smoothness of articulatory parameter changes. For these 
reasons, articulatory trajectories are represented here with 
Dynamic Movement Primitives (DMPs) [43]. DMPs can 
represent trajectories by combining differential equations of 
point attractor dynamics with time-dependent perturbations. 
To define the level of the perturbation in each time step, K 
Gaussian basis functions are equidistantly spread over the 
time course of the trajectory. Each basis function has an 
associated weight �k . Then, the perturbation of the trajectory 
in a certain time step is determined by the distance in time 
to the basis functions and the corresponding weights �k . A 
trajectory, thus, can be described by �k . Additionally, an ini-
tial point and a target point for a trajectory can be specified. 
Owing to the point-attractor dynamics, the trajectory will 
converge to reach the target point. The implementation used 
in this study is the same as in [44, 45]. K is set to 4 which is 
the smallest value that allows for a comprehensible produc-
tion of the target syllables used in this study2. Additionally to 
the K basis function weights, the initial and target points are 
included in the representation, resulting in a dimensionality 
of 4 + 2 = 6 . The trajectories of all 21 motor parameters 
(18 articulatory plus 3 glottis parameters) are coded with 
separate weights, leading to a motor space representation of 
dimension 21 × 6 = 126 . As the synchronous movement of 
multiple articulators is crucial for the successful production 
of consonants, a multidimensional DMP implementation is 
used: convergence of all 21 trajectories is assumed when 

the absolute velocity (sum of individual components repre-
senting different dimensions) falls below a small threshold 
(0.001). By rolling out the DMP trajectory over time (cf. 
“temporal rollout” in Fig. 1), the DMP parameters are con-
verted into articulatory trajectories which can be directly 
fed into the vocal tract simulator. Note that due to the above 
mentioned convergence criterion two separate DMP motor 
representations can yield articulatory trajectories of different 
lengths depending on how quickly or slowly they converge.

Example configurations for generating speech sounds 
with VTL can be obtained from the predefined configu-
rations provided in speaker configuration JD2 in [36] for 
vowels, or online at [46] for syllables. In this study, a set of 
these examples (corresponding to the set of vowel or syllable 
sounds that the system should acquire in the given experi-
ment) is used to normalize the articulatory parameters to the 
range [−1, 1] (cf. Sect. 3.2). This normalization is performed 
parameter-wise (each articulatory parameter and each move-
ment primitive parameter is normalized separately). The 
normalization ensures that the noise that is later applied to 
the articulatory parameters has a comparable effect on all 
parameters.

3.2  Ambient Speech

Infants are exposed to speech of their native language(s) 
extensively during their first months of life, and even before 
birth [1, 2, 33, 34]. It has been shown that very young infants 
are able to perceive human speech in a language-independ-
ent way. For instance, American and Japanese infants are 
similarly well able to distinguish /r/ and /l/ in speech [38]. 
However, the infant’s perception changes during the second 
half of their first year [47, 48] to focus on differentiating 
those sounds that are phonemes in their native language. 
The goal space used in this study is designed to function as 
such a language-dependent representation, which is likely 
to be formed already when infants achieve their first proto-
syllables during the canonical babbling phase [35].

Communication requires an agent to use similar sounds as 
other agents in its environment. Ambient speech, thus, plays 
an important role for infants; it provides them with goals that 
they want to achieve. Inspired by the function of ambient 
speech for infants, the framework presented here is provided 
with a set of speech sounds, referred to as ambient speech.

Although, in principle, any kind of speech signals could 
be used as ambient speech, the requirement is that the acous-
tic processing extracts features which are sufficiently invari-
ant to irrelevant differences in the sound such that the same 
vowel produced by different speakers projects to the same 
region in goal space. How infants cope with this correspond-
ence problem, or how speech features can be created to over-
come this problem is still an open field of research [49, 50], 
and might require the usage of semantic information and 

2 How the syllables /aa/, /baa/ and /maa/ sound when generated with 
DMPs with different values of K can be checked in the GitHub repos-
itory in the folder: https ://githu b.com/aphil ippse n/goals peech /tree/
maste r/data/resul ts-data/sylla bles/DMP-basis -fct_compa rison .

https://github.com/aphilippsen/goalspeech/tree/master/data/results-data/syllables/DMP-basis-fct_comparison
https://github.com/aphilippsen/goalspeech/tree/master/data/results-data/syllables/DMP-basis-fct_comparison
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context. An analysis in a previous study of this framework 
[51] (p. 167) indicates that vowels of a human male speaker 
are perceived by the goal space in a similar way to the artifi-
cially generated speech, whereas a female speaker’s vowels 
project to different goal space regions. In the present study, 
the correspondence problem is excluded by assuming that 
the tutor (providing ambient speech) and the learner have the 
same vocal generation mechanism.

In particular, the sounds that the system should learn in 
a given experiment are generated from default vowel and 
syllable configurations (cf. Sect. 3.1). By adding a small 
amount of Gaussian random noise to the articulatory param-
eters, a number of varying example sounds can be generated. 
For vowels, noise is drawn from a Gaussian distribution with 
variance �2 = 0.1 and added to the normalized articulatory 
parameters for hyoid, jaw and lip parameters. For tongue and 
velum parameters which are more sensitive, the noise vari-
ance is reduced to 0.01. For syllables, noise is analogously 
added to the normalized DMP parameters. For the addition-
ally used glottis parameters, the noise variance is set to 0.05. 
Per speech sound that should be included in the ambient 
speech set, 100 noisy variants of the sound are generated. 
These generated articulatory configurations are only used for 
generating ambient speech, but discarded afterwards.

3.3  Auditory Perception

From the generated speech sounds, acoustic features are 
extracted in a frame-wise manner to represent their tempo-
ral-spectral properties. The most commonly used features in 
models of speech acquisition are formants [17, 18, 27, 52]. 
Formants refer to the characteristic frequency bands of a 
speech signal. The first two or three formants well represent 
differences in the speech spectrum of vowel sounds which 
are caused by the movement of the tongue. For the experi-
ments in Sect. 5, the first, second and third formants are 
extracted via Praat [53]. The extraction is performed for each 
millisecond of the speech signal, and afterwards, the values 
are downsampled by taking the mean of each 10 extracted 
formants. To filter out erroneous formant values, the changes 
in the formants are monitored: if within 10 ms the formant 
value changes by more than 50 Hz, this value is considered 
unreliable and filtered out.

In Sect. 6, a dynamic motor representation is used which 
can include the generation of consonant sounds. Thus, a 
more sophisticated feature representation is required. A 
common choice in the field of speech recognition are Mel-
frequency cepstral coefficients (MFCCs) [54]. These fea-
tures are computed by applying the discrete cosine transform 
on the log-mel-scaled power spectrum. 13 coefficients are 

computed on windows of 20 ms, shifted by 10 ms, using the 
implementation3 of [55].

The time-varying acoustic features have to be reduced in 
the time dimension to map them to the goal space in which 
a single position corresponds to a full speech sound. Various 
approaches can be used to achieve this temporal integration 
(cf. Fig. 1). A simple approach would be to concatenate the 
high-dimensional acoustic features to one large vector. As 
the time series for different sounds may differ in length (in 
particular for syllable sounds due to the DMP representa-
tion), too long or too short time series would have to be 
cut or augmented to ensure an equal number of dimensions 
(which is required for mapping them to the goal space, cf. 
Sect. 3.4). A more elegant solution to perform temporal 
integration is to use a kernel that can represent time series 
data. Recent studies showed that a model-based kernel 
using a generative model can be useful for representing time 
series in a low-dimensional way [56, 57]. The basic idea is 
to describe a time series by the parameters of a generative 
model that would reproduce this time series. These parame-
ters are then known as the model space representation of the 
time series [56, 57]. As a generative model that makes very 
little assumptions on the structure of the underlying time 
series, for example, an Echo State Network (ESN) [58] can 
be used. This recurrent neural network type has a recurrent 
layer (the reservoir) and has been previously demonstrated 
to be rich enough for modeling speech production and per-
ception processes [41, 59]. In an ESN, the input weights and 
the recurrent connection weights are set to fixed random 
values which provide rich temporal dynamics. ESNs, thus, 
can be trained very efficiently by collecting the internal state 
sequence when presenting the input and determining the out-
put weights via linear regression.

To generate the model space representation of an input 
signal (here, of the acoustic feature time series), the net-
work is trained during run time to perform one-step-ahead 
prediction of the input time series (see Fig. 2). The deter-
mined output weights that minimize the prediction error 
then serve as a time-independent representation of the time 
series. Importantly, the same set of fixed recurrent weights 
have to be used for each processed speech sound to make the 
obtained parameters comparable.

Note that other generative models may be used instead of 
the ESN, however, the efficient training via linear regression 
makes it particularly attractive as the training is performed 
on every time series individually during run time.

3 Standard parameters of [55] are used, i.e. an FFT size of 512, 26 
filters for filtering and 22 for liftering.
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Here, an ESN with 10 neurons in the recurrent layer4 
is utilized. The dimension of the input and output layer 
depends on the dimension D of the used acoustic features 
( D = 3 for formants and D = 13 for MFCC features). Each 
sequence, thus, is represented by a vector representation of 
size 10 × D . The full pipeline from a sound signal to the ESN 
model space representation is illustrated in Fig. 2.

Note that the procedure proposed here is not the only 
possible way to model the auditory perception. Specifically, 
when only vowels should be learned the ESN representation 
could be omitted. Results using alternative feature process-
ing pipelines are made available as supplemental material in 
the GitHub repository5. These analyses indicate that static 
motor configurations can be learned when using formant 
features directly as goal space dimensions. In contrast, the 
acquisition of dynamic motor configurations succeeds only 
when using the model space representation.

3.4  Goal Space

Even after reducing the dimensionality of speech sounds via 
feature computation and model space representation, explo-
ration directly in the space of acoustic features would be 
computationally inefficient. The sounds that a learner would 
experience constitute an extremely sparse subset of a high-
dimensional space—exploration would suffer from the curse 
of dimensionality. Therefore, a low-dimensional representa-
tion is formed using dimension reduction techniques: the 
goal space. The advantage of exploring in this goal space 
is two-fold. First, exploration becomes more efficient, and 
second, the created representation is specific to the ambient 
speech from which it was generated. The system, thus, learns 
to achieve a set of speech sounds that is useful for commu-
nication in its synthetic environment.

Here, simple dimension reduction techniques are 
employed to generate a two-dimensional goal space. 
Namely, Principal Component Analysis (PCA) [60] and 
Linear Discriminant Analysis (LDA) [61] are utilized to 
project the time-independent sound representation, obtained 
by the ESN, to two dimensions. After the projection, a full 
vowel or syllable sound is represented as a single point in 
the goal space. PCA extracts from high-dimensional data 
those dimensions that capture most of the variance in 
the data based on the eigenvectors. LDA is a supervised 
approach that additionally utilizes class information and, 
therefore, sharpens the contrast between different speech 
sound classes. Using such supervised information can be 
motivated by the remarkable sensitivity of young infants to 
speech contrasts [62, 63]. Furthermore, whereas infants have 
access to multimodal information that helps them to decide 
which sounds should be treated as different phonemes, this 
framework, being based only on acoustic information, does 
not have sufficient clues to know which classes it should 
separate. Using LDA can be considered as a measure to 
ensure separation of the desired target classes. Both dimen-
sion reduction methods are parametric dimension reduction 
techniques which directly yield a mapping to project from 
the high-dimensional to the low-dimensional space. Thus, 

Fig. 2  Pipeline of temporal integration for processing an example syl-
lable /baa/: MFCC features are extracted on windows of 20 ms of the 
signal. The ESN is trained to represent this time series by estimating 

the next time frame x(t + 1) from the previous one x(t). The trained 
output weights are used as a time-independent representation of the 
signal

Fig. 3  Examples for goal space representations generated for a set of 
vowels (left, using formants and model space representation) or syl-
lable sounds (right, using MFCCs and model space representation). 
Black circles show the covariance of the target clusters (cf. Sect. 4.3), 
/@/ is the schwa vowel (cf. Sect. 5)

4 The ESN’s leak rate is set to 1, lambda regularization to 1 and con-
nection density to 0.2. Weights are automatically initialized in range 
[−1, 1] (scaled to spectral radius 0.95). As activation function tanh is 
used.
5 See in GitHub repository https ://githu b.com/aphil ippse n/goals 
peech /tree/maste r/data/resul ts-data/resul t-overv iew.txt.

https://github.com/aphilippsen/goalspeech/tree/master/data/results-data/result-overview.txt
https://github.com/aphilippsen/goalspeech/tree/master/data/results-data/result-overview.txt
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the projections preserve linear relationships between the dif-
ferent sounds. Such linearities are useful during exploration 
because learning can be guided from one speech sound to 
another (see Sects. 5.2 and  6 for a discussion of linearity).

For vowel as well as for syllable sounds, data are first 
preprojected to 10 dimensions using PCA, followed by a 
LDA to 2 dimensions. Examples for goal spaces generated 
for vowel or syllable sounds are displayed in Fig. 3. It can be 
observed that all sounds are mapped to distinct clusters, but 
dependencies among the vowels are captured. For example, 
/e/ and /i/ as well as /o/ and /u/ lie close to each other in the 
goal space, indicating that they are perceptually similar.

Goal space generation is a crucial step in learning, as 
it determines the “perception” of the system. Two points 
that are projected to the same point in goal space cannot be 
distinguished by the system. The goal space, thus, provides 
a language-dependent representation of speech. When mak-
ing a comparison to infant’s learning, the goal space would 
represent the perception of a child of about one year that 
already became attuned to the native language contrasts. 
However, infants are certainly still adaptable even in later 
stages of learning. To some degree even older children and 
adults might be able to adjust their “goal space” via training 
or speech therapy. In this regard, the presented model in its 
current form is less flexible and is only an approximation 
of how infant learning proceeds. Extensions of the system, 
however, could account for adaptability by making the goal 
space flexibly adaptable even after the initial tuning to ambi-
ent speech (see Sect. 7).

4  Learning by Babbling

The previous section described how we can derive a low-
dimensional representation, the goal space, from raw speech 
sounds. The whole pathway, from articulatory parameters, 
over acoustic features, to a position in goal space, repre-
sents the forward model f  of speech acquisition which maps 
articulatory parameters into a representation space in which 
they can be evaluated or compared to ambient speech6. 
Learning how to speak, then, can be defined as learning the 
inverse model g which reverses this process: g should esti-
mate which motor action � is required in order to achieve a 
position � in goal space. The ultimate goal is that the inverse 
model proposes an appropriate motor action �̂ = g(�∗) for 
each goal �∗ of a set of goals X∗ such that f (�̂) equals (or is 
very close to) �∗.

The inverse model is trained in a supervised way dur-
ing babbling using newly explored action–outcome pairs. 
To implement the inverse model, various machine learning 
methods are applicable. However, it is important that the 
learner can be trained in an online fashion and that it well 
extrapolates to unseen data. Here, a Radial Basis Function 
(RBF) network is used which clusters the goal space with 
basis functions �i which are associated to readout weights �i 
that correspond to articulatory configurations. When que-
ried for a specific goal space position � , the inverse model 
returns an interpolation of acquired articulatory configura-
tions depending on the distance of the desired goal space 
position to the I clusters of the inverse model:

Here, hi(�) is the activation of the i-th basis function when 
input � is presented to the network:

With this formula, basis function i has higher activation 
when � is closer to its center ci . The distance is scaled with 
r, which can be imagined as the radius of the basis functions 
(here, r = 0.15 ). Softmax is applied in Eq. (2) to improve 
extrapolation properties of the inverse model.

Before babbling, the inverse model is initialized with a 
single (�home, �home) pair which correspond to the default 
goal space position and the corresponding action command 
(e.g., /@/ in Sect. 5).

4.1  Babbling Cycle

The goal babbling algorithm used in this study is based on 
the skill babbling algorithm suggested in [45], which is an 
extension of the original goal babbling algorithm [29–31]. 
Learning proceeds in iterations. In each iteration, the sys-
tem tries to achieve a number of B different targets around 
a selected target seed—this constitutes the exploration step. 
In the subsequent adaptation step, the collected experience 
is evaluated and used to update the inverse model.

Formally, in the exploration step, a new target seed �seed 
is drawn from the goal space (see Sect. 4.3 for details on 
target selection). B targets �∗

b
 are generated around this seed 

by adding Gaussian-distributed noise with variance �2
goal

:

Then, the inverse model is queried to propose actions for 
achieving these targets:

(1)� =

I∑

i=1

hi(�) ∗ �i.

(2)
hi(�) =

exp(−
1

r
⋅ ��� − �i��2)

I∑
j=1

exp(−
1

r
⋅ ��� − �j��2)

.

(3)�∗
b
= �seed +N(0, �2

goal
), b = 1…B.6 The term forward model, here, is used in line with the goal bab-

bling literature [29, 45, 64] to refer to the real forward model that is 
given by the world. In contrast to internal forward models which are 
typically acquired during the learning process, f  here is assumed to 
remain fixed during the babbling process.
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The inverse model is deterministic and returns only an 
interpolation of actions that it has already learned about. 
Therefore, an important factor to drive the discovery of new 
actions is the addition of noise in the action parameters. This 
exploration noise can be modeled as Gaussian-distributed 
noise with variance �2

act
 that is added independently to each 

dimension i of the estimated action parameters:

The variance term �2
act

 determines the amplitude of the 
exploratory noise, and therefore, is referred to as explora-
tory noise amplitude in the following.

The explored actions are tried out by executing the 
existing forward model:

In this way, B new action–outcome pairs (�b, �b) are explored 
in each iteration.

In the subsequent adaptation step, the explored pairs 
are used to update the inverse model parameters. In par-
ticular, basis function centers �i are added and adjusted, 
and the corresponding readout weights �� are updated. As 
an underlying mechanism to cluster the goal space with 
the basis function centers of the RBF network, various 
types of clustering algorithms are applicable. One cluster-
ing algorithm that has been shown previously to be useful 
for goal babbling [29] is Instantaneous Topological Map 
(ITM) [65], a variant of the Self-Organizing Map (SOM) 
which can cope with correlated inputs. Therefore, an ITM 

(4)�̂b = g(�∗
b
) ∀b.

(5)�b,i = �̂b,i +N(0, 𝜎2
act
).

(6)�b = f (�b) ∀b.

is used here to keep track of the basis function centers, 
following the implementation used in previous goal bab-
bling literature [29].

An example of how the basis functions of the inverse 
model cluster the goal space during the learning process 
is shown in Fig. 4 (top row). From left to right, the inverse 
model gradually extends to include new regions of the goal 
space, until finally the relevant part of the goal space is 
clustered with basis functions.

The readout weights �i are updated via gradient descent 
to minimize the error between the motor command �b 
that was used for exploration and the motor command 
as it would be currently estimated by the inverse model 
�̂b = g(�b) . Thus, �i are updated as follows:

The learning rate � determines the size of the update step 
(here, set to � = 0.9 ). Important is the term wb which refers 
to the weight of the explored action–outcome pair. Naturally, 
not all of the discovered pairs provide useful information 
for learning. As random noise is added to the articulatory 
parameters in Eq. (3), also not well articulated sounds are 
produced from which the system should not learn. There-
fore, weights wb are determined for each action–outcome 
pair which measure the usefulness of the produced sound 
using a number of objective criteria.

These weights are general quality measures for the 
explored sounds. For instance, infants would evaluate the 
speech sounds they produce according to their saliency 
(loud and clear sounds will be more interesting to explore 
than non-articulated sounds). For vowels, two weighting 
schemes are utilized, which measure:

(7)�new
i

= �i + 𝜆 ⋅ wb ⋅ hi(�b) ⋅ (�b − �̂b).

Fig. 4  How the inverse model (top row) and the workspace model (bottom row) cluster the goal space during the course of learning in the vowel 
learning task
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– How close the discovered goal space position is to the 
desired goal space position (target weighting scheme),

– And the general saliency of the sound, i.e. its loudness 
(saliency weighting scheme).

A detailed description of these weighting schemes is pro-
vided in [32]7.

For syllables, also the target weighting scheme is applied. 
Additionally, a syllable weighting scheme is used which 
assesses the babbled sounds by comparing them to the origi-
nal sounds provided by ambient speech. In particular, the 
distance between the default speech sound and the discov-
ered speech sound is measured via Dynamic Time Warping 
(DTW) [66] of the absolute values of the speech signals. To 
speed up the computation, the speech signal is downsampled 
beforehand by a factor of 100. The DTW distance db of 
speech sound b to the default sound is computed, and the 
weights for all sounds of one batch are determined as 
wb = 1 −

db

max(db)
 . Thus, this weight evaluates the similarity 

of the general loudness contour of the speech sounds and, 
therefore, constitutes a sophisticated version of the saliency 
weighting scheme that is used for vowels.

All of these weighting schemes return values between 0 
and 1, where 1 marks better babbling examples. The weight 
wb for an action–outcome pair is determined by multiplying 
the weights obtained by the individual weighting schemes. 
Babbled examples which have a low weight wb will contrib-
ute little to learning. Additionally, a weight threshold of 0.1 
is set such that for action–outcome pairs with low weights 
the ITM algorithm does not generate additional clusters.

In all experiments presented here, babbling continues for 
a maximum of 500 iterations with a batch size of 10 (i.e. 
the system babbles 10 sounds in each iteration). Learning 
stops earlier if the inverse model is able to achieve all rel-
evant goals, i.e. when the system’s reproduction of a goal 
� = f (g(�∗)) is similar to the original goal �∗ for all relevant 
goals in a set of goals X∗ . As a threshold, a Euclidean dis-
tance of 0.05 in goal space is used.

4.2  Workspace Model

In the skill babbling framework [45], it is suggested to 
maintain a so-called workspace model, containing clusters 
in regions of the goal space that have already been success-
fully achieved. Knowing which regions of the goal space 
can be achieved is useful to estimate the competence of the 
system for different types of tasks (where a task is expressed 

as a position in goal space) and can be used to decide where 
to explore next.

The workspace model, thus, clusters the goal space simi-
larly to the ITM of the inverse model. However, whereas the 
inverse model should have a low weight threshold such that 
newly discovered goal space positions are quickly integrated 
into the inverse model, the workspace model should only 
cluster a region in goal space when it can be reached with 
a certain proficiency. Therefore, a higher weight threshold 
is used (experimentally, 0.5 for vowels, 0.3 for syllables 
were selected). If the weight wb of the newly discovered 
goal space position �b is above this threshold, a new proto-
type with center �I+1 = �b and radius � = 0.1 is introduced 
if ||�b − �i|| > 𝛾 ∀i ∈ [1… I].

In Fig. 4 (bottom row), the development of the work-
space model is displayed in parallel to the inverse model 
clustering. It can be seen that clustering in the workspace 
model grows more slowly than in the inverse model: while 
in iteration 150, /a/ is already covered by the inverse model, 
the workspace model does not yet cover this region. Thus, 
the model has not yet reached proficiency in reaching this 
sound. Due to the smaller radius, the workspace model more 
densely clusters around relevant regions of the goal space, 
i.e. at positions where speech sounds are located.

In this study, the workspace model is utilized for an active 
selection of targets (Sect. 4.3) and for adapting the articula-
tory noise amplitude during learning (Sect. 4.4).

4.3  Target Selection and Active Learning

In each babbling iteration, a target has to be selected for 
exploration. This target can be drawn randomly from the 
goal space, or actively considering competence progress 
[27] or the novelty of discovered regions in the goal space 
[45]. In the framework presented here, ambient speech is 
known, and per definition, clusters of speech sounds in the 
goal space correspond to speech sounds that the system 
should acquire, i.e. they are interesting for exploration. Tar-
gets, thus, can be drawn from the distribution of ambient 
speech in the goal space. Therefore, a target distribution is 
generated by fitting a Mixture of Gaussians model [67] via 
the k-means algorithm [68] on the ambient speech points in 
the goal space:

where K is the number of clusters and �k , �k and �k are 
the prior probability, mean and covariance matrix for each 
target cluster. Here, the number of clusters was fixed accord-
ing to the number of speech sounds in the ambient speech. 
Fig. 3 shows the covariances of the formed target clusters 
as ellipses.

(8)P(�∗) =

K∑

k=1

�kN(�∗|�k,�k),

7 In [32], the ambient speech weighting scheme was additionally 
used. This scheme is left out in the present experiments as it proved 
to be not necessary for learning.
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From this distribution, targets can be drawn for explora-
tion as �seed ∼ P(�∗) . In the following, two different explo-
ration modes are discussed. Random exploration refers to 
drawing targets from P(�∗) with equal probabilities, i.e. 
�k = K−1 ∀k is set. Active exploration refers to drawing 
targets in a more sophisticated way, favoring targets which 
will provide more progress. Specifically, the probability �k 
is adapted in each learning iteration based on the relative 
minimum distance of �k to the clusters �i of the workspace 
model:

In this way, targets are more frequently drawn from regions 
which the system has not yet discovered. Thus, this strategy 
has the potential to speed up the learning process.

4.4  Adaptation of Exploration Noise

Generally, in goal babbling, exploratory noise with a fixed 
noise amplitude is used. However, while exploring, children 
are more flexible. For achieving a completely new sound, 
more variation in the exploration is required. In contrast, if 
an already discovered sound should be fine-tuned, it is better 
to reduce the amount of applied noise. To enable the system 
to adjust the amplitude of applied noise depending on which 
sound should be currently produced, we introduced an adap-
tive noise mechanism in [32]. By using information about 
already explored regions of the goal space, represented by 
the workspace model, articulatory noise can be adjusted 
according to how novel a task is for the system.

Similarly to how the prior probabilities for the target dis-
tribution are determined (cf. Eq. (9)), the distance of the 
current target seed �seed to the workspace model (WSM) can 
be used to determine an appropriate noise amplitude:

Here, � constitutes an upper threshold for the applied noise 
amplitude. The distance dWSM to the current workspace 
model containing J clusters is determined as:

The term in the denominator computes the smallest distance 
between every two cluster centers �k and �l ( k, l ∈ [1,… , J] ) 
of the target distribution. For example, in Fig. 3 (left), the 
two clusters that are closest to each other are /o/ and /u/. This 
distance acts as a normalization factor that ensures that the 
distance dWSM only falls below 1 (resulting in a reduction 
of �2

act
 ) when the distance to the closest workspace model 

cluster is smaller than the distance between /o/ and /u/. Thus, 

(9)�k =
minj(���k − �j��)

∑K

l=0
minj(���l − �j��)

.

(10)�2
act

= � ⋅ (1 − exp(−4 ⋅ dWSM(�seed))).

(11)dWSM(�) =
minj(||� − �j||)

mink,l(||�k − �l||)
∀j ∈ [1,… , J].

even when /o/ is already acquired (i.e. a cluster is added to 
the workspace model located at /o/), the resulting �2

act
 when 

exploring /u/ would still suffice to discover this vowel.

4.5  Evaluating Learning Progress

Learning progress is measured every 10 iterations by ask-
ing the system to reproduce the mean values �k of the target 
distribution (cf. Sect. 4.3). The desired goal space positions 
�∗ = �k are compared to the corresponding achieved goal 
space positions � = f (g(�∗)) . The reproduction error is eval-
uated via Euclidean distance as:

From these error values, a competence value for each learn-
ing cluster can be computed as suggested by [69]:

This value lies between 0 and 1, where 1 corresponds to the 
highest competence.

5  Results: Vowel Acquisition with Static 
Motor Representation

In this section, it is demonstrated how the presented frame-
work can be used for bootstrapping a set of vowel sounds, 
represented via static motor configurations. In particular, 
the five vowels /a/, /e/, /i/, /o/, and /u/ should be discovered.

Babbling starts from one known vowel sound which is 
used to initialize the inverse model. Specifically, the default 
position of the vocal tract simulator is used, �home = �/@/ , 
which generates a sound that corresponds to the vowel 
schwa [70], here abbreviated as /@/. By executing the for-
ward model, �home = �/@/ = f (�/@/) is determined.

As introduced in the previous section, the learning pro-
cess can follow different strategies. In this evaluation, the 
effect of two mechanisms on vowel acquisition is analyzed. 
First, targets are drawn during babbling either randomly, or 
using active exploration (cf. Sect. 4.3). Second, the explora-
tion noise in the motor space is set either to a fixed amplitude 
of 0.55, or alternatively, exploration noise is adapted during 
the learning process with � = 0.55 as the upper threshold of 
the noise amplitude (cf. Sect. 4.4)8. For each condition, 30 
individual trials are performed.

(12)�(�, �∗) = ||� − �∗||.

(13)comp(�, �∗) = exp(−�(�, �∗)).

8 Parameter choices adopted from our previous study [32].
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5.1  Effect of Exploration and Noise Adaptation 
Strategy

The effect of the two mechanisms random vs. active explora-
tion and fixed vs. adaptive noise on the acquisition of vowel 
sounds is displayed in Fig. 5. Learning succeeds in all condi-
tions: the competence increases during the learning process 
and the majority of the babbled sounds after learning are 
comprehensible9. However, the highest competence for most 
vowels is achieved at the end of babbling when active explo-
ration and an adaptive noise amplitude are applied. In con-
trast, using random exploration and a fixed noise amplitude 
leads to lower competence values and a larger variability of 
the results.

This finding indicates that both mechanisms facilitate 
the acquisition of vowel sounds. Our previous evaluation 
of the adaptive noise mechanism in [32, 51] suggested 

that nonlinearities in the goal space are the reason why 
different noise amplitudes are required for different vowel 
sounds. This study demonstrates that as an alternative 
approach, active exploration can be used. In fact, both 
mechanisms follow a similar underlying idea: reducing 
the exploration of already discovered sounds. This idea 

Fig. 5  Competence of the individual vowels during the learning process, evaluated every 10 iterations. Mean (solid lines) and the 95% confi-
dence interval (shaded areas) across 30 individual trials are displayed

Fig. 6  Amplitude of articulatory noise over the course of learn-
ing when exploring randomly (left) or actively (right). The average 
applied noise value across ten subsequent iterations is displayed

9 See sound examples in GitHub repository in the folder https ://githu 
b.com/aphil ippse n/goals peech /tree/maste r/data/resul ts-data/vowel s/
forma nts_model space .

https://github.com/aphilippsen/goalspeech/tree/master/data/results-data/vowels/formants_modelspace
https://github.com/aphilippsen/goalspeech/tree/master/data/results-data/vowels/formants_modelspace
https://github.com/aphilippsen/goalspeech/tree/master/data/results-data/vowels/formants_modelspace
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can be either implemented by reducing the noise ampli-
tude for acquired sounds, or by reducing the probabil-
ity that these sounds are further explored. The results 
also demonstrate that both mechanisms can be used in 
conjunction with each other, which leads to a further 
improvement of the competence values.

Figure 6 shows how the adaptive noise amplitude is 
differently adapted in the random exploration (left) and in 
the active exploration (right) condition. The main differ-
ence between the two conditions is how quickly the noise 
decreases during learning. In the case of random explora-
tion, the noise decreases in a different speed depending 
on the vowel sound. With active exploration condition, 
all vowels are acquired in parallel because more diffi-
cult vowel sounds are practiced more frequently. Thus, 
although both mechanisms lead to equally good perfor-
mance, the acquisition proceeds in different ways.

5.2  Evaluating Smoothness and Linearity

The previous evaluation analyzed the performance of the 
model only at a number of specific target positions. But 
how do the trained models behave when queried outside of 
the desired target clusters? In particular, it is interesting to 
look at how transitions in the goal space between different 
vowel clusters are represented in the acquired models. If 
the model appropriately reflects the general ability to gener-
ate vowel sounds, it should be able to smoothly interpolate 
in the goal space between the acquired vowels (i.e without 
sudden jumps). The motivation is that vowel sounds can 
continuously merge from one sound to another. For example, 
it is possible to gradually close the rounded lips in order to 
switch from an /o/ to a /u/ sound. Therefore, the capability 
of the trained models is tested to reproduce vowel sounds 
which lie in between target clusters. For this analysis, goal 

Fig. 7  How the trained models for vowels reproduce interpolated goal 
space positions between the /@/ sound and either of the five target 
vowels. The distance of the perceived goal space positions of the 
model’s own reproductions to the target goal space position is shown 

for the four different training conditions. All measures correspond to 
the mean square error (euclidean distance), and mean (solid lines) 
and the 95% confidence interval (shaded areas) across 30 individual 
trials per condition are displayed
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space positions are linearly interpolated between the /@/ 
vowel and the five target vowels (in steps of 0.1). The trained 
system then produces the speech sounds corresponding to 
these goal space positions, and “perceives” its own pro-
ductions: the sounds are mapped again to the goal space 
via the forward model. Figure 7 shows the distance of the 
“perceived” goal space positions to the goal space position 
of the target. Formally, it shows the distance ||𝜇k − �̂ip|| 
where �k is one target cluster mean and �̂ip = f (g(�ip)) , 
where �ip = � ⋅ �k + (1 − �) ⋅ �∕@∕ is the linear interpola-
tion between the target cluster of /@/ and the target vowel 
cluster k with interpolation factor �.

The results show that in models trained with active explora-
tion and noise adaptation a smoother transition between the /@/ 
cluster and the target cluster is acquired than in the other condi-
tions. In the random–fixed condition, changes are not gradual 
and sometimes, sudden jumps occurred during the transition.

The transitions between vowels are mostly linear, however, 
also a small effect of nonlinearity can be observed: queried 
goal space positions which are closer to a target cluster are 
“perceived” as if they would be closer to the cluster than they 
are. This is particularly well visible in the active–adaptive 
condition when interpolating between /@/ and /i/. This effect 
is interesting because it can be related to categorical speech 
perception in humans (see Sect. 7 section for a discussion).

6  Results: Syllables Acquisition 
with Dynamic Motor Representation

The previous section limited learning to the acquisition of 
static motor configurations. However, a dynamic representa-
tion is required when syllable sounds should be acquired. In 

this section, it is demonstrated that the presented framework 
can also acquire speech sounds which are represented with 
a dynamic motor representation. In particular, starting from 
the speech sound /aa/10, the syllables /baa/ and /maa/ are 
acquired.

Active exploration and exploratory noise adaptation 
is utilized, which produced the best results in Sect. 5. As 
exploratory noise is added to the DMP parameters, the maxi-
mum amount of noise was determined experimentally and 
set to � = 1.

Figure 8 displays how the competence for /baa/ and /maa/ 
gradually increases during the babbling process.

How transitions between the acquired sounds are repre-
sented in the acquired models is evaluated analogously to the 
analysis in Sect. 5.2 by interpolating between /aa/ and the 
target clusters. The results are displayed in Fig. 9. The left 
graph shows the Euclidean distance measured between the 
target cluster and the reproduced goal space positions analo-
gously to Fig. 7. The interpolated sounds smoothly change 
between /aa/ and the target sound, and the perception of the 
acquired model representation is nonlinear in the vicinity 
of the acquired syllables. In particular, all produced sounds 
with a � ≥ 0.8 are perceived as equally close to the target 
syllable. This observation of nonlinearity can be confirmed 
when listening to the interpolated sounds11. The perception 
of syllables, in particular of syllables which include conso-
nant sounds, thus, is categorical, which resembles categori-
cal perception of syllable sounds in human speech [71, 72].

The right graph of Fig. 9 displays the distances of interpo-
lated sounds measured in the space of articulatory DMP con-
figurations. Specifically, the distances are computed between 
the motor configurations generated by the inverse model for 
the interpolated goal space positions, and the articulatory 
configuration acquired for the target syllable. The Euclid-
ean distance is measured between the normalized, flattened 
vectors of DMP parameters. It can be observed that there is 
some nonlinearity in the vicinity of /aa/, but not close to /
baa/ or /maa/. This analysis indicates that not only the per-
ception but also the production of speech may contribute to 
the categorical perception (see Sect. 7.1 for a discussion).

7  Discussion

This study proposes a framework for articulatory speech 
acquisition based on infant-inspired goal-directed explo-
ration. The framework successfully bootstraps an inverse 

Fig. 8  Competence of the individual syllables during the learning 
process, evaluated every ten iterations. Mean (solid lines) and the 
95% confidence interval (shaded areas) across ten individual trials are 
displayed

10 The notation /aa/ is used instead of /a/ to indicate that the vowel 
is represented via DMP parameters and not as a single articulatory 
frame as in the previous section.
11 See sound examples in GitHub repository in the folder https ://
githu b.com/aphil ippse n/goals peech /tree/maste r/data/resul ts-data/sylla 
bles/mfcc_model space .

https://github.com/aphilippsen/goalspeech/tree/master/data/results-data/syllables/mfcc_modelspace
https://github.com/aphilippsen/goalspeech/tree/master/data/results-data/syllables/mfcc_modelspace
https://github.com/aphilippsen/goalspeech/tree/master/data/results-data/syllables/mfcc_modelspace
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model for generating vowel and syllable sounds. Only a 
minimum amount of prior information is needed. Specifi-
cally, a set of target speech sounds is required for creating 
a low-dimensional embedding of ambient speech, and the 
initial vocal tract shape has to be known to initialize the 
inverse model. Both can be assumed to exist in a similar way 
in young infant when they are starting to babble approxi-
mately at the age of three months. Another source of prior 
knowledge in the framework are the weighting schemes 
which are used to evaluate the babbled sounds. To this end, 
the weighting schemes play a similar role like reward in 
other models of speech acquisition (e.g. [19, 21, 41]). The 
weighting schemes were designed to be as generic as possi-
ble: the target weighting measures the success of a produced 
sound based on the goal space representation and the sali-
ency weighting or the syllable weighting (cf. Sect. 4.1) are 
based on parameters derived directly from ambient speech.

The remainder of this section discusses the findings of 
this study while drawing comparisons to human speech 
acquisition. Furthermore, the limitations of the current 
framework are discussed and future research directions are 
proposed.

7.1  Categorical Perception of Speech

Human speech perception is not linear but distorted by 
linguistic experience [73]. Patricia Kuhl described the ten-
dency to perceive instances of a speech sound as if they 
were closer to the prototype than they physically are as the 
perceptual magnet effect [73, 74]. Furthermore, it is known 
that human speech perception is highly categorical [71, 73], 
i.e., oriented toward prototypes of phonetic categories. Such 
categorical perception is important for robust perception, 
for example, in the presence of environmental noise. Still, 
humans are also able to recognize continuous changes, in 

particular, for isolated vowel sounds [71]. Similarly, Figs. 7 
and  9 show that continuous changes can be produced and 
perceived by the system, but that nonlinear transitions occur, 
in particular, close to syllables that contain consonants.

Furthermore, Fig. 9 (left) suggests that nonlinearity is 
partially also present in the motor representations. In par-
ticular, around the starting syllable /aa/, the inverse model 
tends to propose articulatory configurations which are more 
prototypical, i.e. closer to the corresponding default motor 
configuration. This finding raises the question whether the 
perceptual magnet effect in human speech perception might 
also exist in the articulatory modality. Such an effect appears 
plausible considering the important role that motor represen-
tations seem to play for perception [11], and could be further 
investigated in future research.

Also, additional evaluations, available as supplemental 
material12, indicate that the degree to which categorical per-
ception occurs depends partially on the used acoustic feature 
representation. In particular, using Gabor filterbank features 
[75], an even stronger categorical effect has been found in 
goal space as well as in motor space.

7.2  Developmental Change During Learning

Developmental models commonly investigate whether the 
course of learning follows a trajectory that is similar to 
human learning. For example, a gradual increase of articu-
lated in contrast to non-articulated sounds was found in [27]. 
In the present study, the developmental improvement can 
be observed as an increase of the competence during the 
babbling process.

Fig. 9  How the trained models for syllables reproduce interpolated 
goal space positions. Left: distance of the perceived goal space posi-
tions of the model’s own reproductions to the target goal space posi-
tion. Right: distance of the DMP motor commands to the motor com-

mand generated for the target syllable. Mean (solid lines) and the 95% 
confidence interval (shaded areas) across 10 individual trials are dis-
played. All measures correspond to the mean square error of Euclid-
ean distances

12 See in GitHub repository https ://githu b.com/aphil ippse n/goals 
peech /tree/maste r/data/resul ts-data/resul t-overv iew.txt.

https://github.com/aphilippsen/goalspeech/tree/master/data/results-data/result-overview.txt
https://github.com/aphilippsen/goalspeech/tree/master/data/results-data/result-overview.txt
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Another factor that can be looked at is the order in which 
different speech sounds are acquired. Regarding the order in 
which infants acquire different vowel sounds, little consist-
ent experimental evidence is available. It can be assumed 
that high individual differences exist. The order might also 
depend on the frequency of the sounds in a specific lan-
guage. Such differences were not modeled here (all sounds 
were equally likely), but could be tested in future studies.

Still, in the experiments, it was found that different vowel 
sounds are discovered in a specific order: The vowels /@/, 
/i/ and /e/ are acquired first, whereas /a/ and /u/ are acquired 
more toward the end of the learning. This order, in particu-
lar, the late discovery of /a/ might be considered surprising 
as, intuitively, children typically acquire this sound early. 
In infants, the reason might be the similarity of /a/ to pre-
speech sounds such as crying. Thus, using /a/ instead of /@/ 
as an initial vowel might be more adequate for modeling the 
developmental process of human learning.

In which order the sounds are acquired in the present 
framework may depend on many factors such as the used 
acoustic features and the nature of the goal space mapping. 
In previous studies, we demonstrated that nonlinearities in 
the forward mapping can slow down the acquisition of par-
ticular vowels such as /u/ [32]. Additionally, the redundancy 
in the mapping plays a role: naturally, discovering new 
speech sounds by random exploration is easier when there 
are multiple different articulatory configurations for achiev-
ing this goal. Table 1 shows the probability that a randomly 
babbled speech sounds is perceived close to a target cluster 
(within the radius of 0.2). For this analysis, 5000 sounds 
were generated from random motor configurations (in the 
normalized articulatory space), and then mapped to the 
vowel goal space. When comparing the values in Table 1 to 
the order of discovery of different vowels, it can be seen that 
vowels which are achieved with higher probability usually 
are learned earlier by the system. Future work is required to 
decide where this bias originates from.

The presented framework may also be used to model 
specific phenomena known from infant development. In our 
previous study [76] we tested the unverified hypothesis from 
infant development that infant-directed speech is beneficial 
for articulatory learning. The study modeled the presence of 
infant-directed speech in the early stage of development by 
using speech sounds which were either strongly articulated 
(tense vowels) or not (lax vowels). The results demonstrated 
that the model is better able to acquire novel speech sounds 

later on when the goal space was generated from strongly 
articulated speech sounds. Thus, infant-directed speech 
which is characterized by stronger articulatory effort might 
indeed be beneficial for infants to increase their flexibility to 
adapt to new speech sounds in the later development. Simi-
larly, the presented framework could be applied to test or 
generate other hypotheses on infant’s developmental learn-
ing of speech in the future.

7.3  Limitations and Future Research Directions

The main feature of the presented framework is the goal 
space which is automatically generated from ambient 
speech. Despite the advantages of this procedure compared 
to a fixed goal space representation that were demonstrated 
in this study, in its current form, the goal space representa-
tion also has some limitations. One point that might be seen 
as a shortcoming of the goal space is that it cannot differenti-
ate between two sounds that are projected to the same posi-
tion in goal space. On the one hand, this property of the goal 
space is desired because the model’s perception becomes 
adjusted to ambient speech. Also, it is developmentally plau-
sible as infants make similar mistakes early in their develop-
ment [77]. On the other hand, infants eventually are able to 
overcome such problems while the model cannot adjust its 
goal space during learning. Therefore, an important aspect 
for future research is to create a more flexible notion of the 
goal space. For instance, the goal space could be adaptable 
during the learning process, either gradually or organized in 
stages. Furthermore, more research is required to understand 
how well the goal space’s “perception” matches human per-
ception of speech.

A gradual development of the goal space from coarse to 
fine-grained perception of speech is not only developmen-
tally plausible [78], but could also help to overcome another 
problem: while it is possible to learn a large amount of vowel 
sounds in a single goal space [79], the attempt to acquire 
a larger amount of syllable sounds in parallel impairs the 
performance [51]. Higher dimensional goal spaces or a step-
wise approach to learning could remedy this shortcoming.

Alternatively, new methods for generating the goal 
space could be explored. The current dimension reduc-
tion method extracts linear properties of the underlying 
ambient speech. Syllable sounds require drastic changes 
in a high-dimensional articulatory space which are only 
partially captured by this dimension reduction technique. 
The amount of syllables that can be learned in parallel, 
therefore, is naturally limited. Using deep neural networks 
such as variational autoencoders for extracting features of 
the goal space could improve the framework in this aspect.

The developed framework is not restricted to a specific 
vocal tract model, but can be adjusted to use other vocal 
tract models. Therefore, it would be interesting to test 

Table 1  Percentage of 5000 randomly babbled sounds which are 
mapped to the vicinity of the vowel clusters in goal space

/a/ (%) /e/ (%) /i/ (%) /o/ (%) /u/ (%) /@/ (%)

0.1 2.4 4.1 2.6 0.8 5.5
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the framework with different vocal tract models, either in 
software or also in hardware (using vocal robots) where 
efficiency in exploration is particularly important.

Finally, many phenomena in speech learning involve the 
aspect of social interaction [80] and require learning about 
the meanings of the produced sounds. A conceptualization 
of such aspects in the presented framework, for instance, 
by using multimodal goal spaces [76], is an important 
challenge for future work that could further increase the 
potential of the framework to investigate aspects of infant 
learning.
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