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Abstract
A number of perceptual (exteroceptive and proprioceptive) illusions present prob-
lems for predictive processing accounts. In this chapter we’ll review explanations 
of the Müller-Lyer Illusion (MLI), the Rubber Hand Illusion (RHI) and the Alien 
Hand Illusion (AHI) based on the idea of Prediction Error Minimization (PEM), and 
show why they fail. In spite of the relatively open communicative processes which, 
on many accounts, are posited between hierarchical levels of the cognitive system in 
order to facilitate the minimization of prediction errors, perceptual illusions seem-
ingly allow prediction errors to rule. Even if, at the top, we have reliable and secure 
knowledge that the lines in the MLI are equal, or that the rubber hand in the RHI 
is not our hand, the system seems unable to correct for sensory errors that form 
the illusion. We argue that the standard PEM explanation based on a short-circuit-
ing principle doesn’t work. This is the idea that where there are general statistical 
regularities in the environment there is a kind of short circuiting such that relevant 
priors are relegated to lower-level processing so that information from higher lev-
els is not exchanged (Ogilvie and Carruthers, Review of Philosophy and Psychol-
ogy 7:721–742, 2016), or is not as precise as it should be (Hohwy, The Predictive 
Mind, Oxford University Press, Oxford, 2013). Such solutions (without convincing 
explanation) violate the idea of open communication and/or they over-discount the 
reliable and secure knowledge that is in the system. We propose an alternative, 4E 
(embodied, embedded, extended, enactive) solution. We argue that PEM fails to take 
into account the ‘structural resistance’ introduced by material and cultural factors in 
the broader cognitive system.

1 Introduction

Some accounts of cognition based on predictive processing and prediction error 
minimization (PEM) are framed in narrow, internalist terms where all of the impor-
tant action is to be found in brain processes tightly wrapped inside a Markov blanket 
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(a formalism that defines what counts as part of the system; see Friston 2013). Jakob 
Hohwy, for example, takes the concept of the Markov blanket to constitute a strict 
partition between brain and world to the extent that bodily, ecological or environ-
mental factors seem irrelevant to explaining cognition.

PEM should make us resist conceptions of [a mind-world] relation on which 
the mind is in some fundamental way open or porous to the world, or on which 
it is in some strong sense embodied, extended or enactive. Instead, PEM 
reveals the mind to be inferentially secluded from the world, it seems to be 
more neurocentrically skull-bound than embodied or extended, and action 
itself is more an inferential process on sensory input than an enactive coupling 
with the environment. (Hohwy 2016, p. 259).

We note that Hohwy does not express certainty here; it only “seems to be more 
neurocentrically skull-bound.” The idea of the brain’s inferential seclusion, how-
ever, seems a central idea that explains why perception is necessarily inferential. 
Even Andy Clark, who is not an internalist, and who takes predictive processing to 
be more aligned with embodied and extended cognition, endorses the same idea: 
“[The brain] must discover information about the likely causes of impinging sig-
nals without any form of direct access to their source… [A]ll that it ‘knows’, in any 
direct sense, are the ways its own states (e.g., spike trains) flow and alter. In that 
(restricted) sense, all the system has direct access to is its own states. The world 
itself is thus off-limits…” (Clark 2013a, 183).

On the internalist view, the body, at best, plays the role of a sensory information 
source in a process where descending predictions in the brain are compared with 
ascending prediction errors from the periphery.1 Descending and ascending infor-
mation streams, communicating across a set of hierarchical levels, are an important 
part of the PEM explanation of cognition generally, including both perception and 
action. Such explanations also apply to perceptual illusions, which, we argue, pre-
sent a difficult problem for PEM accounts. In this chapter we’ll review PEM expla-
nations of several illusions, including the Müller-Lyer Illusion (MLI), the Rubber 
Hand Illusion (RHI) and the Alien Hand Illusion (AHI), to show how these illusions 
challenge the idea of open communication amongst putative hierarchical levels of 
the cognitive system. We’ll also suggest that, in contrast to the general claims made 
by Hohwy, to resolve these problems predictive processing needs to appeal to bodily 
and environmental factors.

1 Hohwy (2013, 50) describes this comparison process: “the brain does have access to the predictions 
of sensory input generated by its own hypotheses, and the brain does have access to the sensory data 
that impinges on it. All it needs to do is compare the two, note the size of the difference, and revise the 
hypotheses (or change the input through action) in whatever way will minimize the difference. Given 
that the two things that are compared are accessible from within the skull, the difference between them is 
accessible from within too” (see also pp. 59, 75, 104, 170; also 2016, pp. 263, 276).
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2  Open Communication

In predictive processing models of cognition a principle of open communication is 
frequently postulated. The idea is that top-down and bottom-up exchanges of infor-
mation across a hierarchical structure help the system to efficiently minimize pre-
diction errors. According to the PEM explanation, on the basis of prior knowledge 
or beliefs (‘priors’), a generative model supplies predictive hypotheses about the 
hidden worldly causes of sensory signals. Sensory input either confirms the model, 
or generates prediction errors. The system then adjusts to the demands rising from 
lower layers to minimize any error signals. Accordingly, there is an exchange of 
information, a communication, amongst the different levels of the system. Weise and 
Metzinger (2017, 1) call it an “interplay between top-down and bottom-up process-
ing” (also Gładziejewski 2017); Hohwy refers to it as a type of “message passing.”

Predictions are messages that descend in the internal structure of the system, 
to be tested against the incoming, ascending sensory signal. Any discrepancy 
between prediction and sensory signal gives rise to prediction error messages 
that then ascend from the sensors and upward in the system…. This basic 
notion of predictive coding provides an efficient message passing scheme 
because prediction errors carry information about the quality of the predic-
tion and are used to update the model, leading to new predictions…. (Hohwy 
2020a, 210).2

Or as Wilkinson et  al. (2019) explain: “whenever information from the world 
impacts on your sensory surfaces, it is already, even at the earliest stages, greeted by 
a downward-flowing prediction on the part of the nervous system” (p. 102). Going 
in the opposite direction sensory information may contradict the predictions, leading 
to the updating of priors, and adjustments in the predictive model that minimize pre-
diction error. Perceptual processing is inferential and hierarchical: “hypotheses are 
tested by passing messages (predictions and prediction errors) up and down in the 
hierarchy” (Kiefer and Hohwy 2018, 2405; see Hohwy 2020b). Information flows 
in both directions, and in a free enough exchange to make the system relatively effi-
cient and, ideally, Bayes-optimal. Here’s how Clark puts it:

the flow of representational information (the predictions), at least in the purest 
versions, is all downwards (and sideways). Nevertheless, the upward flow of 
prediction error is itself a sensitive instrument, bearing fine-grained informa-
tion about very specific failures of match. That is why it is capable of induc-
ing, in higher areas, complex hypotheses (consistent sets of representations) 
that can be tested against the lower level states” (Clark 2016, 46-47)

2 Or again: “Predictions are sent down where they attenuate as well as possible the input. Parts of the 
input it cannot attenuate are allowed to progress upwards, as prediction error” (Hohwy 2015, 7). Hipólito 
and Hutto (forthcoming) refer to this as the ‘communication assumption’, signaled by the “widespread 
reliance on the language of ‘message passing’ which is used to describe the exchanges between higher 
and lower levels of cognitive processing.”.
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This communication is not all up and down; it can take diffeerent lateral routes 
and it can be complex: a “rich, integrated (generative) model takes a highly distrib-
uted form, spread across multiple neural areas that may communicate in complex 
context-varying manners” (Clark 2018, 522). According to PEM each processing 
layer trades on representational contents or neural codes (see Orlandi 2018; Orlandi 
and Lee 2019, 215) with the layer below, in order to strike a complex balance. The 
“message-passing schema” can also go “sideways (within a level) … so that each 
level is attempting to use what it knows to predict the evolving pattern of activity at 
the level below (Clark 2018, 523). The process is said to be iterative: inputs at each 
stage change as informational states at adjacent stages change, “and these changes 
will mandate a new update” (Orlandi and Lee 2019, 208).3

The system can make its adjustments by either revising its model using percep-
tual inference, or by a process of active inference (moving around and making the 
world look more like the model). Active inference can still be conceived of as PEM, 
as Jacob Hohwy explains: “predictions are held stable rather than revised in the light 
of immediate prediction error, and action moves the organism around to change the 
input to the senses until the predictions come true…. Active inference increases 
the accuracy of internal models and perceptual inference optimizes these models” 
(2017, 2). Bottom-up sensory input that the system has to deal with (including 
reafference in the case of active inference) is still conceived in terms of prediction 
error, even as active inference increases the system’s confidence in the hypotheses to 
the extent that sensory input can be modified to match predictions. It is also the case 
that the system gains efficiency in attending only to discrepancies between top-down 
prediction and bottom-up error signals rather than to what remains the same—the 
broader or unchanged structures that continue to correlate well with the predictive 
model.

Computationally, perception can then be described as empirical Bayesian 
inference, where priors [that specify the generative model] are shaped through 
experience, development and evolution, and harnessed in the parameters of 
hierarchical statistical models of the causes of the sensory input. The best 
models are those with the best predictions passed down to lower levels, they 
have the highest posterior probability and thus come to dominate perceptual 
inference. (Hohwy 2016, 4).

Priors are complex. They may operate as beliefs/hypotheses formed by prior 
experience; they may be more structural factors deriving from evolution or devel-
opment. Generally, they operate as a parameter that plays a role in forming a rel-
evant generative model. They also play a role in precision. Precision-weighted pre-
diction errors, the weight given to prediction errors depending on their predicted 
precision, play a central role in shaping the open communication of PEM. Preci-
sion estimates have a functional role in balancing priors and current sensory input 
in a statistically optimal way (Wiese and Metzinger 2017). As Clark (2013b) puts 

3 The same story about the dynamics of information exchange or communication between different lay-
ers can be given a strictly neural formulation (e.g., Keller and Mrsic-Flogel 2018; Walsh et al. 2020).
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is, “precision-weighting amounts to altering the gain on select populations of pre-
diction error units. This enables the flexible balancing of top-down and bottom-up 
influence.” Precision estimates are estimates of how reliable the error signal may 
be. If it’s estimated to be high, then a prediction error will be treated as important 
and entail a greater post-synaptic gain. A lower estimate, indicating lower precision, 
means the error signal will be discounted. Although some of the precision weighting 
involved in the system correlates to signal–noise ratios in the sensory information, 
prior expected precision also has a role to play. The more frequent the model has 
matched with sensory input in the past, the more precision is granted to the current 
prediction. PEM can be understood as an ongoing process of learning. Encounter-
ing prediction error, the model learns and accommodates (or assimilates in active 
inference) so as to reduce error the next time and improve the mind-to-world fit (or 
world-to-mind via active inference), improving its precision estimates as it goes.

Different sensory modalities, providing multiple, and purportedly insulated, 
streams of information (sources of evidence for hypothesis confirmation), allow for 
a gain in precision. The evidence from the separate streams is tested and integrated 
at a higher level. According to Hohwy, “within the brain the evidence delivered by 
different senses is integrated in an optimal Bayesian manner which depends on pre-
cision optimization…. [T]he integrated estimate is more reliable than either indi-
vidual estimate. That is, under a model where the sensory estimates arise from one 
common cause in the world, it is best to rely on multiple sources of reasonably reli-
able sensory evidence from within the brain” (Hohwy 2013, 251; see 152ff). Multi-
modal consistency (more than one sense modality sending the same message) means 
your senses are ‘confirming’ the veracity or consistency of the communication.

3  The Problem of Perceptual Illusions

A number of perceptual (visual and proprioceptive) illusions seemingly present 
problems for PEM accounts of perception. For example, in the MLI two lines are 
perceived as having different lengths despite the fact that they are equal (Fig. 1).

That illusory experience persists even when we know that the two lines are of 
equal length. In spite of the open communication principle, where top–down and 
bottom–up exchanges are said to minimize prediction errors, perceptual illusions 
seemingly allow prediction errors to rule. Even if our priors include reliable and 
secure knowledge that the lines in the MLI are equal, the system seems unable to 
correct the sensory errors that form the illusion.

One classic way to explain perceptual illusions is to appeal to cognitive impen-
etrability. Traditional modularist accounts, for example, hold that sensory processes 
are modular and informationally encapsulated such that they provide input to the 
system, but do not receive input from central cognitive processes (Fodor 1983). This 
is a simple denial of open communication. Sensory modules involve a closed system 
of information processing; they block or filter out any information coming top–down 
from processes based on wider belief or knowledge. I may know that the lines in the 
MLI are indeed equal, but this knowledge does not penetrate the modular structure 
of the early visual processing areas, and I continue to see the lines as unequal.
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In contrast, for predictive processing, open communication should mean that 
the knowledge gained from our prior experience with the illusion, or from being 
informed about the true length of the lines, will correct our perception, and we 
should be able to see that the lines are equal. Instead they continue to appear as une-
qual. We can measure the lines and adjust our hypothesis, which should then correct 
any prediction errors found in our sensory experience; but this attempted minimiza-
tion of prediction errors fails. Likewise, with the RHI,4 my model of the world, and 
thereby my prediction, is that this rubber hand is not part of my body, but we seem 
unable to eliminate the prediction errors coming from the combined tactile-visual 
stimulus (Fig. 2).

In the RHI the visual input dominates the proprioceptive sense of where my hand 
is located. Similarly, in the AHI,5 the visual of what is supposedly my hand in the 
act of misdrawing a straight line from A to B dominates the kinaesthetic sense of 
what my hand is actually doing (Fig. 3). I can know all the details of the experiment, 
and that I am actually seeing the hand of the experimenter in a mirror, and so know 
full well that the hand that I see is not my hand, and that the movement is not my 
movement; but the effect (which is a weird feeling that my hand is doing something 
other than I want it to) persists (Gallagher and Sørensen 2006).

Even in the context of discussing such illusions, the open communication in 
the cognitive system is often portrayed in a straight-forward manner. A recent 
example can be found in Matamala-Gomez et  al. (2020). Here is how it works, 
according to them.

Fig. 1  Müller-Lyer Illusion

4 In the RHI, a repetitive tactile stimulation is synchronously applied to the subject’s hidden hand and 
a fake rubber hand that is positioned in view on a table directly in front of the subject. This typically 
induces an illusory sensation such that the tactile stimulation is felt on the rubber hand, producing a 
sense of ownership for the rubber hand (Botvinik & Cohen 1998).
5 The AHI (which might also be called the  ’anarchic hand illusion’) is based on an experiment by 
Nielsen (1963). It involves a mirror illusion in which subjects believe they see their own gloved hand, 
when in fact they are looking at the experimenter’s gloved hand (the “alien” hand) in a mirror  (M2 in 
Fig. 3). Subjects are asked to draw a straight line from point A to point B. What they see is the experi-
menter’s hand drawing off course. The illusionary experience is the very odd feeling that their hand is 
acting on its own, doing something that they did not intend. (see Gallagher and Sørensen 2006 for more 
details).
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Conceptually, the [PEM process] assesses the improbability (surprise) of the 
sensory information under a hierarchical generative model…. In the case of 
body ownership illusions [for example, the RHI], altered body perception 
results from a self-representation that is updated dynamically by the brain to 

Fig. 2  The Rubber Hand Illusion (from Metzinger 2009, with permission)

Fig. 3  The Alien Hand Illusion 
(from Gallagher and Sørensen 
2006, with permission)
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minimize sensory conflicts (i.e., the differences between the predictions about 
sensory data and the real sensory data at any level of the hierarchical model). 
Then, [with respect to] body ownership illusions our brain tries to minimize 
the “surprise” through the predictive coding scheme, when encountering a sig-
nal that was not predicted, it will generate prediction errors and will update the 
model in order to minimize the differences between the predictions about sen-
sory data and the real sensory data at any level of the hierarchical model (e.g., 
synchronous visuo-tactile feedback in the RHI study…). Therefore, the sub-
jects will update their internal body representation. (Matamala-Gomez et  al. 
2020, 4).

In other words, through this process of open communication, the system adjusts 
its hypothesis to accommodate the sensory experience: the rubber hand is part of my 
body.

Like any principle, however, open communication must allow for exceptions, or 
more precisely, according to PP, there is a flexibility built into the communication 
process. Different situations call for just this flexibility. There are circumstances in 
which it may be beneficial to allow priors to dominate and ignore prediction errors. 
Clark (2016) provides a good example. When driving on a foggy but familiar road 
one should rely on prior knowledge about how such conditions can affect our per-
ception (Clark 2016). On the contrary, driving on an unfamiliar mountain road with 
sharp curves it would be wise to trust what our attuned senses are telling us even if 
they don’t match our expectations. “[V]ision needs to be flexible in the way that it 
deals with variations in context” (Ogilvie and Carruthers 2016, 725). This is a mat-
ter of adjusting the precision weights of specific hypotheses and prediction errors, 
since “the precise mix of top–down and bottom–up influence is not static or fixed. 
Instead, the weight given to sensory prediction error is varied according to how reli-
able (how noisy, certain, or uncertain) the signal is taken to be” (Clark 2016, 57).6 
Flexible precision-weighting allows for an “astonishingly fluid and context-respon-
sive” system (Clark 2018, 523).

Precision-weighting requires the flexibility that Ogilvie and Carruthers men-
tion and that Clark describes. This kind of flexibility, however, if it modulates the 
exchange of information based on reliability parameters, does not block communi-
cation entirely and cannot explain the persistence of illusions such as the MLI. It 
would be difficult to call it flexible and fluid if the communication flow is stopped. It 
would rather become a rigid system without the possibility of learning. If we accept 
the very basic idea that Bayesian inference operates with a variable learning rate, 
modulated by beliefs about precisions, the learning rate cannot reduce to zero, and 
there needs to be some degree of communication.

In the case of the RHI, to the extent that there continues to be some form of com-
munication, even if constrained in terms of precision weights, one would think that 

6 In this paper we focus on what we are calling the shortcircuiting solution. Clark (2016) offers an alter-
native and somewhat pragmatic explanation of illusions. We discuss Clark’s solution in a different paper 
(see Hipólito  and Hutto forthcoming).
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reliability parameters would favor maintaining the original hypothesis based on 
one’s long-term body image, i.e., that the rubber hand is not my hand. Indeed, the 
subject, entering into the experiment, typically starts with that hypothesis, and at 
any point can access that hypothesis experientially quite simply and directly by clos-
ing her eyes. If perception is epistemically flexible, why doesn’t the adjustment, at 
least in the long term, go in that direction, i.e., in the direction of what I reliably 
know about my body, or have learned about rubber hands? Why don’t perception 
and cognition engage in effective exchange in order to minimize error, rather than 
preserving the sensory error and allowing it to rule? In light of the open communi-
cation principle, as Ogilvie and Carruthers (2016) put it, “it might seem mysterious 
why one’s belief should fail to modify the erroneous perceptual representation” (p. 
726).

The explanation relies on the idea of a short circuiting by relevant priors operat-
ing at lower levels so that prediction errors are blocked from reaching higher lev-
els of the system (Ogilvie and Carruthers 2016). The lack of ascending prediction 
errors can still count as information for higher levels, namely, the absence of an 
error signal in the communication process signifies that the stimulus is as predicted 
(although it isn’t); in effect there is no contradictory signal despite there being a con-
tradiction in the system.

This resolution of the mystery, however, is not convincing, not only because the 
contradiction remains (that is, there is an assured belief in the system—“I know that 
this rubber hand is not my hand,” or in the case of the MLI, “I know that the lines are 
equal”—that contradicts the sensory signals), but also because it relies on the idea 
that the perceptual illusion is not ambiguous, i.e., not characterized by uncertainty.

We suggest that something like this [shortcircuiting] occurs when the visual 
system is processing depth and size information while one looks at a Müller-
Lyer figure. As far as the early levels of processing are concerned, relative 
depth and size have been accurately calculated from unambiguous cues. Hence 
systems monitoring noise and error levels are being told that everything is in 
order: there is no need for further processing (Ogilvie and Carruthers 2016, 
727).

One should think, however, that if perceptual illusions are unambiguous, then 
most other instances of perception should be unambiguous, and accordingly, there 
would never be call for higher-level PEM, since, as Ogilvie and Carruthers propose, 
when sensory input is sufficiently unambiguous the high-level priors need not come 
into play. In the case of perceptual illusions, at least, the high-level priors seemingly 
go silent. To borrow the message-passing language, they fail to send messages, or at 
least convincing messages. Or alternatively, the system gets the message but ignores 
the contradiction.

It is not at all clear, however, that in the case of perceptual illusions, our per-
ceptions remain unambiguous, for two reasons. First, given what we know, that the 
lines are the same length in the MLI, or that the hand I see is not my hand in the 
RHI, there is no reason to think that this knowledge shouldn’t come into conflict 
with the sensory cues. Second, and this may be clearer in the RHI and the AHI, the 
perceptual ambiguity can be measured in terms of how surprising or unexpected the 

1007Predictive Processing and Some Disillusions about Illusions



1 3

experience is. In the AHI, especially, the experience is totally unexpected and odd 
and remains so even when we know what the trick is.7 The PEM short-circuit story 
denies the ambiguity, explains it away, when in fact PEM’s overarching explanation, 
where prior knowledge and sensory cues talk to one another (communicate, pass 
messages, trade in information), should predict the ambiguity that we do experience 
in these illusions.

Hohwy (2013) recognizes the challenge as he considers the MLI.

Even if we have a strong prior belief that they are of equal lengths, we still per-
ceive one to be longer. So, the conscious experience here seems impenetrable: 
the higher-level belief fails to modulate perception. What can prediction error 
minimization say about this? (2013, 124-125).

At first it seems that Hohwy’s answer is different from that of Ogilvie and Car-
ruthers since Hohwy affirms that the illusion provides viewers with an “ambigu-
ous input” (p. 125). However, this ambiguity gets immediately resolved at the per-
ceptual level because "the context provided by the wings [on the Müller-Lyer lines] 
trigger fairly low-level priors … [leading] to the inference that they are of differ-
ent lengths rather than to the competing inference that they are of the same length” 
(2013, 125–126). In other words, the uncertainty or ambiguity is eliminated (short-
circuited) early in visual processing in a low-level PEM process, “where the relevant 
priors occupy levels of the hierarchy within the early visual system itself” (125). 
Still, one wonders “why the higher-level prior belief in equal lengths cannot pen-
etrate and create veridical experience of the lengths,” or why the higher-level prior 
belief does not correct the lower-order prior, or vice versa. The answer is that the 
“consequence of the early resolution to the ambiguity is that very little residual pre-
diction error is shunted upwards in the system, and that therefore there is little work 
for any higher-level prior beliefs to do, including the true belief that the lines are of 
equal lengths” (126). If there is ambiguity in the initial sensory input, the system 
short-circuits it so that it never triggers higher-order priors. The question is never 
raised through the hierarchy to the level of the more general predictive model. Still, 
it is not clear why the question is not raised in a more circuitous way since we learn 
or are informed that the lines are in fact equal. It is not clear why this particular situ-
ation is not one in which the system realizes that “you cannot trust the signal from 
the world, but must arrive at a conclusion, so you rely on prior knowledge” (Hohwy 
2013, 123). Indeed, the system seems to be in contradiction and it remains a puzzle 
why a system that is set up to decrease uncertainty by the open communication of 
information, does not do so when it has prior knowledge about the way the world is.

Even if there is early resolution of the ambiguity in the case of the MLI, in the 
RHI and the AHI ambiguity arguably persists. Hohwy (2015) discusses the RHI in 

7 Another quite different example involves moving walkways (travelators) in, for example, airports. Peo-
ple who are used to these walkways can typically step onto them without interrupting their stride. If the 
walkway is not operating, and you can see that it is not moving, when you step onto it (which should be 
no different from continuing to walk on the unmoving floor) your stride is disrupted. It’s as if, seeing the 
precise pattern of the walkway triggers your motor system to adjust for the moving walkway even when 
you know it is not moving and you can predict that you don’t have to change your stride.
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terms of perceptual predictions. In the ambiguous case of the RHI, he suggests, the 
brain needs to determine which is the most probable—that the visual of the rubber 
hand is independent from the tactile situation of the real hand, or that there is a bind-
ing of the visual and the tactile and that you are experiencing the touch where you 
see it synchronously administered. Hohwy contends that the synchronicity is more 
expected on the binding hypothesis than on the independence hypothesis, and this 
leads to the illusion. In this case, the winning hypothesis is apparently on a higher 
level than the immediate sensory processes, but not high up enough to encounter 
a more certain hypothesis which, according to predictive processing, must also be 
represented in the brain, namely, that the rubber hand is not really part of my body, 
or that “the experimenter is the hidden cause of both the seen touch and the unseen 
touch on the real hand” (Gadsby and Hohwy 2019, 4).

One could also think of this in terms of intersensory precision and what happens 
proprioceptively.

The answer lies in the relative precision afforded to proprioceptive signals 
about the position of my arm and exteroceptive (visual and tactile) informa-
tion—suggesting a synchronous common cause of my sensations. By experi-
mental design, I am unable to elicit precise information about the position of 
my arm because I cannot move it and test hypotheses about where it is and 
how it is positioned. Conversely, by experimental design, the visual and tac-
tile information is highly precise …. In other words, the precision of my arm 
position signals is much less than the precision of synchronous exteroceptive 
signals…. (Hohwy 2013, 107)

Vision, apparently, is the most precise, because it wins out over, and one might 
say, hijacks both proprioception and touch. It’s clear that the proprioceptive sig-
nal is weak since one is unable to move one’s tactilely stimulated hand during the 
experiment. Since proprioception is weak the predicted location of the touch takes 
its orders to march in synchrony with what vision says, and we experience the tac-
tile stimulation in the rubber hand. In this case, the experimental set up, especially 
the synchrony of tactile and visual stimulation, introduces a bias into intersensory 
precision.

In the RHI Hohwy suggests that rather than complying with prior conceptual 
beliefs, there is a “suppression” of prediction errors—the system doesn’t elimi-
nate them, it ignores them: “It is as if the perceptual system would rather explain 
away precise sensory input with a conceptually implausible model [this rubber 
hand is part of my body] than leave some precise sensory evidence (e.g., the 
synchrony) unexplained” (2013, 107). This still does not explain why our more 
plausible knowledge, that the rubber hand is not part of my body, fails to correct 
my experience. Importantly, perception involves a balancing act between prior 
expectations and sensory processes that are taken to have more or less precision. 
(1) If the system has high expectations for the precision of the sensory input, 
then that drives revision of hypotheses higher up the hierarchy. (2) If the expec-
tation is that sensory input will be imprecise, it tends to be ignored, but then 
higher-order predictions will determine the perceptual inference (Hohwy 2013, 
145). In either case the most plausible model should have a role to play. In the 
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circumstance of the RHI, the latter (2) is more likely, since I know my real hand 
is under the blind; I know that the rubber hand is not my hand; and if I know 
how the experiment works, I should, at some level, expect the sensory input to be 
imprecise. Still the illusion works. One might also think that the experimentally 
imposed inability to move, or “cue ambiguity” when congruent visuo-tactile sig-
nals conflict with proprioception (Gadsby and Hohwy 2019), even if the proprio-
ceptive signal is diminished, might signal low sensory precision and motivate a 
search for a higher-order resolution.8 Indeed, this is what intersensory processes 
are designed to do, according to Hohwy. Granted, the conditional independence 
of the sensory systems, meant to increase overall precision (see Hohwy 2013, 
143, 152ff, 251–252), is seemingly compromised if vision hijacks proprioception 
and touch. This means, at that level, there is a decline in precision that the system 
does not register. If this helps to explain the short circuit, there is still some fur-
ther explanation required. We’ll come back to this issue.

In the case of the AHI, it is more difficult to suppress or explain away the sensory 
input. In this case, intersensory processes and the precision that they bring should be in 
good order since my hand is moving and generating kinaesthetic sensation. The kinaes-
thetic signal is strong, unlike the situation in the RHI, and there is consistent tactile 
pressure sense from holding the pencil and tracing the line; despite that, vision still 
hijacks the experience, but it leaves behind a strong ambiguity. The experience is not 
only surpising, but feels strange. The intersensory contradictions produce ambiguity 
rather than precision, and the ambiguity is never eliminated; if anything, there is an 
intensification of prediction errors that are hard to ignore. Yet my prior knowledge, that 
what I am seeing is not my hand, fails to correct or eliminate the illusion.

4  A Broader Enactive Architecture

The open communication principle is an ‘in principle’ principle: it is a piece of ideal 
theory. In reality, constraints are seemingly imposed at every level; policies are set 
up to discourage lateral exchange. Everyone can agree that there are complex nego-
tiations concerning the flow of information and precision ongoing in the system. 
The question is why, or how best to explain this. Hohwy clearly suggests that it is 
down to brain architecture.

Bayes optimal integration [can be] compromised. Conditional independence 
[of the sensory streams] within the brain is made possible by the brain’s 
organic structure preventing information flow across processing streams 
in lower parts of the cortical hierarchy—in neuroscience, this is known as 
functional segregation. (Hohwy 2013, 252)

It’s not just the hierarchical structure, but differences in lateral insulation [a 
“kind of horizontal evidential insulation” (2013, 153)] operating at different 

8 “When prediction error has low precision, priors hold more (relative) weight and are thus given greater 
influence in sculpting the relevant perceptual representation or shape of policies selected” (Gadsby and 
Hohwy 2019, 9).
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levels—something that is ideally meant to provide gain in precision at the higher 
level, derived from the mix of “multiple sources of reasonably reliable sensory 
evidence from within the brain” (Hohwy 2013, 251). The result is, according the 
Hohwy, a complex combination of cognitive penetrability and impenetrability.

Cognitive impenetrability is related to evidential insulation imposed both 
by the nature of message-passing up and down in the perceptual hierarchy 
and by the need for independent witnesses in the shape of different senses 
and possibly individual intrasensory streams. This evidential architecture 
imposes limits on top-down and lateral modulation—it is not a free-for-all 
situation. However, what is predicted and how well it is predicted deter-
mines what signal is passed up through the hierarchy and thereby what per-
ceptual inference is drawn (2013, 155).

Hierarchy and modular structure, however, if these are aspects of the “organic 
structure” of the brain, cannot explain the exceptional circumstances of percep-
tual illusion in contrast with our non-illusional perception since these structures 
are supposedly relatively stable, and remain the same for both exceptional and 
non-exceptional perceptual experience. Furthermore, in most predictive process-
ing accounts the work is assumed to be done by inferential processes, represen-
tational models, prediction error, and the semantic content of the messages that 
are passed up and down. These are the things that change or adjust, more-so than 
organic structures. Organic structures stay relatively the same (even allowing for 
plasticity), and constrain processes in both non-illusory and illusory perception.

Hohwy sometimes obliquely points to other factors, although these do not 
become part of his systematic explanation of perception, and in fact would under-
mine his internalistic account.9 For example, Hohwy, in regard to the RHI, reports, 
that it is.

striking that people are rather poor at using their prior belief to destroy 
the illusion. What we do get a lot in our lab is people who have an 
overwhelming urge to move their hands, remove the goggles, or oth-
erwise intervene on the process. For example, one person we tested 

9 There are two important issues here that we cannot fully address in this paper. The first issue is 
whether hands, bodily movement, goggles (or artifacts and tools more generally), various ecological fac-
tors, material affordances, agentive history, extra-neural factors, etc., can simply be reduced to stored 
representations. If they can, of course, they would not undermine Hohwy’s internalism. We don’t think 
they can. The larger argument, however, has been made by many people in many books and publications, 
and we don’t think we can provide all of the evidence or arguments, or try to settle the representation 
wars, in a couple of paragraphs. See, for example Di Paulo et al. (2017); Gallagher (2005; 2017); Mala-
fouris (2013); Merleau-Ponty (2012); Thompson (2008); Varela et al. (2016). The second issue involves 
an ongoing debate about whether predictive processing accounts can be made consistent with enactive 
accounts. Again, this is a debate that we set aside here. In this context the question would be whether 
Hohwy, by acknowledging bodily and environmental constraints, could easily take the extra step into 4E 
cognition territory, instead of retreating to brain processes and architecture—a step, of course, that he 
resists. Concerning this issue, see Bruineberg et al. (2018); Constant et al. (2021); Fabry (2018); Gal-
lagher and Allen 2018; Kirchhoff and Kiverstein (2020); Ramstead et al. (2019); Kirchhoff (2018), and 
especially Di Paolo et al. (in press). Our thanks to two reviewers who flagged these two issues, respec-
tively.
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physically had to hold her hand fixed with her other hand to prevent it 
from moving (2013, 126).

Likewise, with regard to the MLI he notes that what prevents our use of the verid-
ical prior belief about the length of the two lines is the constraints of the situation. 
We might try engaging the veridical prior belief in the equal length of the two lines 
but we fail because the experimental situation is constrained: “none of [our] predic-
tions can get traction on the decontextualized line drawings in a proper, controlled 
experimental set-up” (127).10 Indeed, the non-ecological aspects of the experimen-
tal environment is something that he consistently notes in the context of perceptual 
illusions.

What we can see in both of these illusions [MLI and RHI] is that even if the 
prior, true belief about the world is there, circumstances might prevent it from 
being confirmed by active inference. The true belief is therefore never tested 
and is denied access to the sensory prediction errors that would have otherwise 
confirmed it…. This idea generalizes. (127; emphasis added)

There is a kind of structural resistance introduced by experimental factors, or 
more generally,  ecological factors. In that case, however, it’s not brain architec-
ture, or a conditional independence of different sensory systems, or a conceptually 
implausible model, or the ignoring of prediction error that is doing the work; it’s the 
environment [which includes the “precision regularities in the world” (2013, 146)], 
and the non-ecological circumstances of the experimental situation that place con-
straints on the system and prevent the agent from taking action. In contrast, when 
subjects are allowed to move and act (e.g., by grasping), in some cases they can 
adapt to visual illusions, sometimes relatively rapidly, and such adaptations depend 
on both bodily movement and the size and location of the relevant objects, i.e., envi-
ronmental circumstances (see Cesanek and Domini 2017).11

These other factors, then, would involve a broader architecture that at the 
same time would not deny the important considerations about the organic 
structure of the brain. It would acknowledge that brain and body evolve and 
develop together and that the brain has the material structure that it has, and 
works the way it does because it has evolved with and has developed with the 
body (Gallagher et al. 2013); and that the brain-body operates within specific 
environments, and generally attunes to specific action-related affordances, as 
well as to material differences related to task requirements (Säfström and Edin 

10 Of course, most of us experience the MLI outside of experimental contexts. But the ecological point 
still holds in the sense that the lines are typically presented as abstract drawings (as above in this paper) 
outside of any pragmatic situations that would involve such lines.
11 If we consider this a case of active inference, as predictive models suggest, one might expect that it 
would correct the system and reduce prediction error. However, this is not always the case. In many cases 
the visual illusion continues even if the motor system does not succumb to the illusion. And in some 
cases, despite taking action, the motor system is also fooled. Either way, in such cases, active inference 
partially or fully fails to minimize prediction error. For relevant studies involving the RHI, see Kammers 
et al. (2009, 2010), and Hohwy (2013, 235–236) for a brief discussion.
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2004; also see Heyser and Chemero 2012). In other words, if we pursue this 
option, we are led to the idea that cognition is in some strong sense embodied, 
extended and enactive, rather than “inferentially secluded from the world, [or] 
neurocentrically skull-bound” (Hohwy 2016, 259), and, moreover, that percep-
tion involves enactive coupling with the environment rather than an inferential 
process on sensory input (for further discussion on this point, see de Bruin and 
Michael 2017; Gallagher and Allen 2018, Hipólito and Hutto, forthcoming).

This view is not too far removed from Peter Godfrey-Smith’s notion of environ-
mental complexity, where, as he indicates, complexity is understood as heterogene-
ity, and applies to organisms as well (2002, 10). With respect to perceptual illusions, 
one way to put it is that the effect is in the brain-body-environment coupling rather 
than exclusively in brain circuitry. Something as simple (and as complex) as arm 
position, for example, can have an effect on the RHI (the effect disappears the fur-
ther away from canonical position). As Michael Turvey (2018, 357) puts it, in refer-
ence to the MLI, “perception of a thing, x, (e.g., –) in one context (e.g., < >) may 
differ, on principle, from its perception in another context (e.g., > <). The principled 
origin of the difference lies in the impredicative nature of thing-in-context.” Just as 
the RHI changes when changes are made to the angular positions of the rubber hand 
(away from the canonical position), so there are changes in the MLI depending on 
the proportion of space taken up by the line between the wings (the MLI disappears 
when the line covers around 70% of the space, and reverses when the line covers 
around 50%). If, as Turvey suggests (and consistent with the idea of heterogeneity in 
the environment), encountering the reverse MLI is just as probable as encountering 
the MLI in natural settings, it’s questionable whether we should expect a low-level 
prediction bias that would short-circuit perceptual processes (see 2018, 357–358).

This is not to deny that prior experience, and perhaps features of the sensory-motor 
system derived from developmental and evolutionary processes, can lead to mistaken 
predictions. But the reason why ongoing experience, which is supposed to shape or 
reshape priors in order to allow the system to learn its way past the illusion, can’t get 
traction, is because of the material constraints imposed by both bodies and environments. 
This is something often reflected in correlated brain plasticity, that is, neural changes 
that can follow trauma or learning, or that reflect social and cultural experience. Indeed, 
Hohwy, despite his theoretical claims to the contrary, seemingly shows that it is wrong to 
downplay the role of embodiment in the RHI in his own lab using VR goggles.

[I]f there is no distance between [the real and the rubber hand], for example if 
a virtual reality goggle is used to create spatial overlap between the real and 
the rubber hand, then the illusion is strengthened (Hohwy 2013, 106).

This spatial overlap is precisely an embodied phenomenon, the result of a specific 
material arrangement of goggles, body and environment. Such extra-neural material 
arrangements can be exploited to increase or decrease the illusion.12 To this we need 

12 The practical importance of understanding the effects of such arrangements can be seen in the fact 
that they can be exploited in therapeutic settings using VR technology for purposes of rehabilitation 
from, for example, phantom limb pain, or sensory and motor impairments in neuropsychological and 
neurological diseases such as stroke (see e.g., Bolognini et al. 2015; Fotopoulou et al. 2011; Matamala-
Gomez et al. 2020; Tosi et al. 2018).
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to add even broader cultural features. We’ve known for a long time that there are 
cultural differences that change the experience of the illusions, in some cases elimi-
nating the illusion altogether (see de Fockert et  al. 2007; McCauley and Henrich 
2006; Segall et al. 1963). Hohwy explains this as a difference in priors (2013, 121), 
but whether it involves different priors or different sensory processes (due, e.g., to 
plastic changes in early visual processing), these differences are due to either dif-
ferent environments or different cultural practices. Whatever the brain is doing, it 
is working in a wider embodied ecology that is subject to cultural permeation, and 
not simply to narrow cognitive penetrability or impenetrability (Hutto et al. 2020). 
In contrast to top–down models of cognitive penetration, where culturally acquired 
concepts or beliefs are said to influence early perceptual processing by means of 
a quick computational communication that binds sensory and conceptual contents 
when confronted with a particular, triggering stimulus, or the predictive process-
ing view that cultural priors enter the system via top–down hypothesis formation, 
cultural permeation is the idea that cultural practices and experiences materially 
shape perception by directly affecting sensory-motor processes (including changes 
in dynamical connections and plastic changes in early sensory areas). In this respect, 
bodily processes are not segregated from cultural factors. As Soliman and Glenberg 
(2014) show in a set of experiments that involve cross-cultural studies of intersub-
jective joint action, perceptual and motoric processes are not simply modulated 
top-down by cultural practices, but rather, social and cultural factors are incorpo-
rated into bodily engagements, affecting, for example, motor control and spatial 
perception.

[C]ulture enters the scene not as a self-contained layer on top of behavior, but 
as the sum of sensorimotor knowledge brought about by a bodily agent inter-
acting in a social and physical context. As such, culture diffuses the web of 
sensorimotor knowledge, and can only be arbitrarily circumscribed from other 
knowledge. (2014, 209)

Rather than trying to fit these cultural practices and embodied sensory-motor pro-
cesses into a hierarchical arrangement in the brain, we can think of them as more 
fundamentally integrated with brain-body-environment to begin with. We can shift 
to a framework where these processes are not modular or distinct, but instead influ-
ence and permeate each other following principles of metaplasticity, where changes 
in any part of the system (brain, body, environment, social or cultural practices, nor-
mative institutions) can affect the system as a whole (Malafouris 2013).

The 4-or-more-E (embodied, embedded, extended, enactive, + ecological, + emo-
tional) accounts would generalize these ideas to include all of the various factors 
that play into perception, action and cognition—material and structural factors that 
internalist PEM accounts have not taken into consideration. The material system of 
brain-body-environments (including social and cultural environments) is attuned by 
its history, by plastic (and metaplastic) material changes—in neurons, in motor pro-
cesses and habits, in affective factors, in social and cultural practices, in normative 
structures, and so on. In this respect, in explanations of predictive processing, it is 
the narrow internalist features of some accounts that block or short-circuit the full 
account.
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