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Abstract
We discuss a deep learning based approach to model the complex dynamics of commod-
ity prices observed in real markets. A regime-switching model is proposed to describe the 
time evolution of market prices. In this model, the base regime is described by a mean-
reverting diffusion process and the second regime is driven by the predictions of a deep 
neural network trained on the market log-returns time series. A statistical technique, based 
on the method of simulated moments, is proposed to estimate the model on market data. 
We applied this methodology to energy commodity price time series with very different 
characteristics, namely the US wholesale electricity, natural gas and crude oil price daily 
time series. The obtained results show a good agreement with empirical data. In particular, 
the model seems to reproduce in a very interesting way the first four central moments of the 
empirical distributions of log-returns as well as the shape of the observed price time series.

Keywords Commodity prices · Deep learning · Deep neural networks · Regime-
switching · Diffusion dynamics · Mean-reversion

JEL Classification G31 · G32 · G33 · M21 · Q40

1 Introduction

Starting from the seminal paper by Hamilton [1], regime-switching models have 
become very popular in economics and finance especially for describing the non-
linear behavior of commodity prices observed in real markets. Very often market 
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prices experience a highly erratic dynamics in which periods of stable prices and 
periods of turbulent prices can be observed. Regime-switching models, allowing the 
model parameters to change over time according to an underlying state process as, 
for example, a finite-state hidden Markov chain [2], are good candidates for describ-
ing such a random behavior. Regime-switching hidden Markov models have been 
widely used in the financial literature to describe the price dynamics of electricity 
[3–7] and other energy commodities such as natural gas [8, 9] and crude oil [10, 11], 
as well as to describe the price dynamics of agricultural commodities [12, 13] or to 
model financial assets price dynamics [14] and interest rates fluctuations [15–17].

Commodity markets prices show a variable and unpredictable behavior, very 
often characterized by high volatility, jumps and pronounced spikes caused by 
shocks in the supply-demand balance [18]. This is particularly true in energy com-
modity markets such as electricity and natural gas markets [19]. Moreover, com-
modity market prices show a strong mean-reversion component which is responsible 
for reducing prices after a jump or a spike has occurred [18, 19]. As a consequence, 
log-returns are characterized by non-normal empirical distributions with high val-
ues of the volatility as well as non-zero skewness and large values of the kurtosis. 
Accurately modeling commodity prices is a fundamental task for implementing risk 
hedging strategies [20] as well as for pricing commodity derivatives [18, 21]. From 
this point of view, it is really important that a given model captures the first four 
central moments of the empirical distribution of log-returns [18, 22]. In addition to 
the standard deviation of the empirical distribution of log-returns, the model must be 
able to reproduce well the skewness and the kurtosis. In fact, the skewness accounts 
for the properties of upward versus downward moves, and the kurtosis accounts for 
extreme events that may be particularly relevant in the case of commodity markets 
[18]. Regime-switching models are flexible models that allow us to combine in one 
model both the dynamics of stable periods and the dynamics of turbulent periods, 
introducing various mean-reversion rates and volatilities depending on the state of 
the system. For these reasons, they can be considered good candidates for describing 
the complex price dynamics observed in real markets. However, the large number of 
parameters involved makes it necessary to pay great attention to the calibration of 
regime-switching models on market data [5].

Starting from these considerations, we proposed a new methodology to investi-
gate the dynamics of commodity prices observed in real markets in a proper and 
accurate way. The method is based on Artificial Intelligence (AI) techniques, in 
the specific deep learning (DL) techniques, that are used to build a mean-reverting 
regime-switching model for describing the price dynamics observed in real markets. 
The proposed methodology is articulated in two steps. In the first step, after remov-
ing possible trends and seasonalities from the observed time series of log-prices, a 
deep neural network (DNN) is trained on the detrended log-return time series. Then, 
in the second step the DNN predictions of log-returns are used to model the com-
modity price dynamics. Indeed, we propose a regime-switching AI based hybrid 
model, hereinafter hybrid model, in which the base regime is described by a mean-
reverting diffusion process and the second regime is driven by the predictions of the 
DNN. The aim is to include in the dynamics a pattern recognition mechanism for 
log-returns. In our hybrid model, the switching between regimes is not governed by 
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an underlying hidden Markov process but it is driven by the DNN prediction prob-
ability: whenever the DNN prediction probability of a log-return for the next time 
step is lower than a given probability threshold, the dynamic is described by the 
base regime otherwise the dynamic is prediction driven.

The use of a DNN in our model is aimed at improving the reliability of the log-
return pattern recognition. We employed a DNN with a multi-layer structure. DNNs 
with a single hidden layer are widely used for modeling and forecasting time series 
[23], however many hidden layers are required in order to capture non-linear rela-
tionships existing between variables [24]. In this regard, Recurrent Neural Networks 
(RNNs), such as Long Short-Term Memory (LSTM) [25], are particularly suitable 
to capture long-term temporal dependencies and variable-length observations [26] 
thus showing strong prediction performance. RNNs are used in in many applications 
with time series forecasting [26], also in the case of economic and financial time 
series [27, 28]. In our model, we employed a DNN with a RNN multi-layer architec-
ture in which three stacked hidden LSTM layers were included. LSTM based archi-
tectures are specially designed to account for both spatial and temporal variations in 
order to capture nonlinear dynamics observed in time series [29]. The presence of 
three stacked LSTM layers allows us to better describe the complex data correlations 
with the aim to improve the DNN performance [29]. In our specific, the DNN archi-
tecture is composed of eight layers, arranged in the following sequence: an input 
layer, a layer of initial embedding, a one-dimensional convolutional layer, one max 
pooling layer, three LSTM layers and, finally, one dense layer as output layer. In the 
following section, the choice of this DNN architecture, the reasoning behind it and 
the specific task of each layer will be discussed in depth.

The hybrid model proposed in this paper is a parsimonious model characterized 
by two parameters, namely the mean-reversion coefficient and the volatility param-
eter of the base regime. Such parameters can be easily calibrated on market data. In 
this paper, we also provided a statistical method for estimating the model on market 
data. We showed that the calibration can be performed through a two-step proce-
dure. In the first step, since the mean-reversion component must force back prices 
to fluctuate around a long-run mean after a jump or a spike has occurred, the mean-
reversion parameter is estimated by linear regression on the time series of detrended 
log-prices. In the second step, the estimation of the volatility parameter is performed 
by using the method of simulated moments [30, 31] with Monte Carlo techniques 
[30, 32]. The aim is to obtain a good fit of the first four moments of the empirical 
distributions of log-returns. In this way, the hybrid model we proposed can be easily 
calibrated on market data.

Three are, therefore, the main differences between the AI based dynamic model 
we proposed in this paper and previous research: (i) the structure of the hybrid 
model in which the dynamics of the second regime is driven by the prediction of a 
well defined DNN; (ii) the switching mechanism between regimes that is not gov-
erned by an underlying hidden Markov process but it is driven by the DNN prob-
ability of forecasting future log-returns; (iii) the reduced number of parameters to be 
calibrated on market data.

We performed the empirical analysis on energy commodity price time series with 
very different characteristics, namely on US electricity price time series observed at 
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PJM, on US natural gas spot price time series observed at Henry Hub, and on WTI 
(West Texas Intermediate) crude oil price time series. Our data set consists of time 
series at a daily frequency since 1 January 2015 until 31 December 2019. All the 
observed time series show irregular sampling (lack of daily data points) as a result of 
weekends, holidays and other missing data, and we decided to perform, first, a data 
preprocessing by using the prediction of the DNN in order to fill in the gaps in the 
time series. Although the observed time series exhibit very different behaviors, we 
will show that the proposed model is flexible enough to reproduce in a very interest-
ing way the first four central moments of the empirical distributions of log-returns 
as well as the shape of the observed market price time series as a consequence of the 
pattern recognition mechanism included into the system dynamics.

An empirical comparison with more traditional regime-switching hidden Markov 
models is provided in this paper. Two alternative models are considered. In both 
models, the base regime is described by a mean-reverting diffusion process, and 
the second regime is described by a mean-reverting diffusion process in the first 
model, called Model 1, and by a mean-reverting jump-diffusion process in the sec-
ond model, called Model 2. The switching between regime is governed by a hidden 
Markov process. In both cases, the dynamics is characterized by several parameters 
that are to be calibrated on market data. We performed the model estimation by max-
imum likelihood using the Hamilton filtering technique [1] and we showed that our 
model outperforms both these models in reproducing the first four central moments 
of the empirical distributions of log-returns in each market under consideration.

The whole methodology workflow is depicted in Fig. 1.
The paper is organized as follows. Section  2 illustrates in detail the proposed 

methodology. Section  3 is devoted to the empirical analysis. In the same section, 
estimation results obtained in the commodity markets under investigation are illus-
trated and discussed. The empirical comparison of our hybrid model with more 
traditional regime-switching hidden Markov models is provided and discussed in 
Sect. 4. Section 5 concludes.

Modeling
commodity

prices
Time
series

Gap
filling

Model 1
Model 2

The hybrid
model

Calibration
on market

data

Calibration
on market

data

Fig. 1  Block diagram of the whole methodology workflow. The green blocks show the tasks in which the 
DNN is involved
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2  The model

The main purpose of this study is to discuss a DL based methodology to model the 
dynamics of commodity market prices starting from the observation of historical 
prices. To perform this task, a multi-layer DNN with a specific architecture was cre-
ated with the aim of including DNN predictions in a well defined regime-switching 
model of market prices. The methodology we proposed can be used also for time 
series with missing data. In such a case, a filling gap procedure must be used. How-
ever, the DNN we built can be employed to perform also this task. We will show 
that the proposed regime-switching model is flexible enough to reproduce in a very 
interesting way the first four central moments of the empirical distributions of log-
returns as well as the shape of the observed time series of market prices. For these 
reasons, it can be used for numerous financial applications ranging from hedging 
financial risk, also through the use of commodity derivatives [18, 20], to the evalua-
tion of long-term investments in energy generation technologies [33].

2.1  The DNN architecture

In this study, a DNN based discrete classification approach was adopted. The reason 
is that market prices and log-returns are expressed with a finite number of decimal 
places, and we required that DNN predictions must be characterized by the same 
number format used, respectively, to represent market prices and log-returns. To 
implement this approach, we must first define the appropriate range for the classifi-
cation. In our specific, all the values of the time series were used to define the clas-
sification range, from the minimum value to the maximum value. Then, a different 
class is associated with each value belonging to the classification range rounded to a 
well defined number of decimal places (two decimal places for prices and four deci-
mal places for log-returns). The DNN architecture we used is very similar to that 
proposed by Mari and Mari [34] and is showed in Fig. 2. Let us, therefore, briefly 
summarize its main characteristics. Since the DNN must be capable of making pre-
dictions on a given set of observations taking into account the ordering and the non-
linear relationships between them, a multi-layer structure is employed. More specifi-
cally, The DNN architecture is composed of eight layers arranged in the following 
sequence: an input layer, a layer of initial embedding, a one-dimensional convolu-
tional layer, one max pooling layer, three LSTM layers and one dense layer as out-
put layer. After the first two layers, namely the input and the embedding layers, the 
convolutional layer and the max pooling layer are used to perform data smoothing. 
First, the convolutional layer allows the neural network to learn smoothing param-
eters, then the max pooling layer performs the downsampling of the representation 
generated by the convolutional layer. The subsequent three LSTM layers, stacked on 
top of each other, use the smoothed raw data and handle the main part of the predic-
tion problem. The presence of three stacked LSTM layers allows us to better capture 
the nonlinear relationships observed in time series thus improving the DNN predic-
tion performance [29]. Finally, the dense layer complete the prediction task. In this 
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last layer, the Softmax function is used as activation function that returns a probabil-
ity distribution over the classes belonging to the classification range. Each element 
of the DNN training dataset is composed of N consecutive observations as input 
and the next observation as output. Once the DNN is trained, the prediction, i.e., 
the DNN output (given a set of N consecutive observations as input), is provided by 
the class value that maximizes the probability distribution returned by the Softmax 
function. The metric for the loss is the ‘sparse categorical crossentropy’ and ‘Adam’ 
was used as an optimizer.1 Table 1 provides the main DNN parameters.

Fig. 2  The DNN architecture Input

Embedding

Convolutional

Max Pooling

LSTM

LSTM

LSTM

Dense (Output)

Table 1  DNN main parameters

Training sets are denoted by x_train and y_train

Layer Main parameters

Input shape=(x_train.shape[1])
Embedding input_dim=15000, output_dim=100, input_length=N
Convolutional filters=32, kernel_size=5, activation=“relu”
MaxPooling pool_size=2
LSTM units=256, dropout=0.1
LSTM units=128, dropout=0.1
LSTM units=64, dropout=0.1
Dense units=max(y_train) + 1, activation=“softmax”

1 Tensorflow 2.2.0 library for Python 3.7 was used to build the artificial intelligence architecture.
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2.2  The gap filling procedure

We performed the empirical analysis on US electricity price time series observed 
at PJM, on US natural gas spot price time series observed at Henry Hub, and on 
WTI crude oil price time series. All time series are at a daily frequency and show 
irregular sampling (lack of daily data points) as a result of weekends, holidays and 
other missing data (hereinafter, market-closure days). A missing values imputation 
(or gap filling) strategy can be really informative and provide fundamental knowl-
edge [35], a phenomenon also known as informative missingness [26]. This is espe-
cially true for log-returns, being calculated as the difference in log-prices between 
two subsequent observations. Since relevant information affecting prices can also 
be released when the market is closed [36–38], log-returns computed on different 
length time intervals may have a different informative content. Hence, the DNN is 
first employed to fill the gaps in the original time series.

Let us denote by �obs the original time grid composed of M ordered time positions 
corresponding to trading days in which market prices are available, namely

and by pt̄j the market price at time t̄j , with 1 ≤ j ≤ M . The information sequence is, 
therefore, composed of M market price observations. To fill the gaps in the original 
time series, we generated a set of predicted prices corresponding to market-closure 
days. In this task the DNN is trained on the set of market prices pt̄j with t̄j ∈ �obs . 
Each element of the DNN training dataset is composed of N consecutive market 
price observations as input and the next market price observation as output. Once 
the DNN is trained, the prediction is provided on the basis of the most probable 
price value in the DNN classification, given a set of N consecutive market price 
observations as input. Missing values are then imputed using DNN predictions, thus 
determining the whole filled in market price sequence pt with t ∈ �  , where �  is the 
complete set of daily ordered time grid positions that includes market-closure days 
as well as business days, namely

where ‘1’ denotes the first day and ‘m’ denotes the last day of the ordered and filled 
time interval under investigation. In this way, we expand the cardinality of the set 
from M to m = M + C by introducing C additional elements corresponding to the 
number of market-closure days.

2.3  The regime‑switching dynamics

The DNN was then employed to build a hybrid regime-switching model of market 
prices. Let us denote by pt , with t ∈ �  , the market price at time t and by

(1)�obs = {t̄1, t̄2,⋯ , t̄M},

(2)� = {1, 2,… ,m},

(3)st = ln pt,
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its natural logarithm. We assumed that st is a linear superposition of a deterministic 
component, ft , accounting for trend and seasonality, and a random component, xt , 
namely

Log-returns are defined as changes in the stochastic component of log-prices, xt , 
namely

The DNN is then trained on the complete time series of log-returns, rt with 
t ∈ {2, 3,… ,m} . The aim is to account for correlations over time in a proper way 
to capture nonlinear dynamics present in the time series of log-returns. As in the 
gap filling procedure, each element of the DNN training dataset is composed of N 
consecutive log-return observations as input and the next log-return observation as 
output. Once the DNN is trained, the prediction is provided on the basis of the most 
probable value in the DNN classification, given a set of N consecutive log-return 
observations as input. Let us pose, therefore,

to denote the nonlinear function describing the prediction provided by the DNN on 
the basis of the observation of the array of N consecutive log-return values

and Pt to denote the probability of the network prediction, �t , once the realized 
sequence rt−1,t−N is observed.

The dynamic model we propose to describe the complex dynamics of com-
modity prices observed in real market is a hybrid mean-reverting regime-switch-
ing model described by the following stochastic process,

where �0,t are i.i.d. standard normal random variables and Pth is a given probability 
threshold. The base regime is described by a mean-reverting diffusion process with 
mean-reversion parameter �0 , and volatility �0 . The second regime is driven by the 
predictions of the DNN. Whenever the DNN prediction probability for the next time 
step is lower than the given probability threshold, Pth , the system evolves in time 
according to the mean-reverting diffusion process of the base regime dynamics, oth-
erwise if the DNN prediction probability for the next time step is greater than the 
probability threshold, the dynamics is prediction driven. In this model, therefore, 
the switching mechanism between regimes is not governed by an underlying hid-
den Markov process but it is driven by the DNN probability of forecasting future 
log-returns. Since the DNN is trained on observed data, we remark that the second 
regime too incorporates a mean-reverting behavior. In this way, the model allows us 

(4)st = ft + xt.

(5)rt = xt − xt−1.

(6)�t = �(rt−1,t−N),

(7)rt−1,t−N = {rt−1, rt−2,… , rt−N},

(8)xt =

{

xt−1 − 𝛼0xt−1 + 𝜎0𝜖0,t Pt < Pth,

xt−1 + 𝜃t Pt ≥ Pth,
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to introduce different mean-reversion rates and volatilities depending on the state of 
the system thus providing a realistic description of the price dynamics.

Stochastic paths can be generated by Monte Carlo techniques in the following 
way. A random seed composed of a sequence of N log-returns generated by the 
dynamics of the base regime is used to initialize the process. Then, the regime-
switching model is used to simulate a whole path on a given time interval. By repeat-
ing this procedure, Monte Carlo path samples can be obtained. This is a crucial step 
because stochastic paths allows us to investigate the characteristics of the hybrid 
dynamics and to estimate the model on market data. The pseudocode describing the 
main steps of the stochastic path generation process is reported below.

Algorithm Stochastic path generation
1: Generating the input seed for the DNN
2: for iteration = 1, · · · , N do
3: Generate the input seed for the DNN by using the base regime of the dynamics (see

Equation (8))
4: end for
5: Simulating stochastic paths
6: for iteration t = 1, · · · ,m do
7: if Pt > Pth then
8: Take the log-return value predicted by the DNN
9: else
10: Compute the log-return value by using the base regime of the dynamics (see

Equation (8))
11: end if
12: Add to the path the so obtained log-return value
13: end for

3  The empirical analysis

We performed the empirical analysis on US electricity price time series observed at 
PJM, on US natural gas spot price time series observed at Henry Hub, and on WTI 
crude oil price time series. Our data set consists of daily prices since 1 January 2015 
until 31 December 2019. Data are freely downloadable from www.eia.gov. Market 
prices are expressed, respectively, in dollars per megawatthour (electricity), dollars 
per million btu (natural gas), and dollars per barrel (crude oil). All time series are 
characterized by missing data corresponding to market-closure days.

3.1  Filling gaps in time series data

The first task of the empirical analysis was filling in the gaps in the original time 
series. To do this, we followed the gap filling procedure proposed by Mari and 
Mari [34] and briefly summarized below. In the reference dataset we used, mar-
ket prices are expressed with two decimal places, and we required that the DNN 
price predictions must be characterized by the same number format. We defined, 
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therefore, a different class associated with each value belonging to the classifica-
tion range, i.e., from the minimum to the maximum value of the observed price 
time series, rounded to two decimal places. For this filling in task, we trained 
the DNN on a dataset composed of sequences of N = 5, 10, 20 consecutive obser-
vations as input, and the DNN was trained for 500 epochs. As in our previous 
study, we observed that the learning process improved significantly from N = 5 
to N = 10 but not as significantly from N = 10 to N = 20 . We supposed that the 
improvement in the learning process from m = 5 to m = 10 was certainly due 
to the lengthening of training sequences but also to the composition of training 
sequences. In fact, for N = 5 some of the training sequences are composed of 
market prices related to consecutive calendar days and other training sequences 
are composed of market prices related to five subsequent observations that are 
not consecutive calendar days. The DNN learning process could be limited by 
this inhomogeneous composition of the training set. In the empirical analysis, we 
used the value N = 10 . Two main reasons guided our choice. The first is that, in 
such a case, the training set is more homogeneous, being composed of sequences 
in which both missing data and subsequences of market prices related to consecu-
tive calendar days are certainly present. The DNN could, therefore, learn also by 
observing how markets react to the information released during closure days. The 
second is that the learning process did not significantly improve when the number 
of consecutive observations is increased from N = 10 to N = 20 . The so filled 
time series are depicted in the top panels of Fig. 3.

Typically, electricity prices may be higher in winter time and in summer time, 
so that a seasonal component must be included in the deterministic component of 
the dynamics, ft , to account for this semiannual periodicity. Moreover, for all the 
time series a trend component must be also considered to account for expected 
inflation and possibly for a real escalation rate of the commodity prices (positive 
or negative). We used a LOESS based decomposition technique in order to detect 
the deterministic component of the dynamics ft [39]. LOESS stands for ‘LOcally 
Estimated Scatterplot Smoothing’ and it is a flexible seasonal-trend decomposi-
tion technique that allows us to control the smoothness of the trend as well as the 
rate of change of the seasonal component [40]. Figure 3 depicts, for the period 1 
January 2015 to 31 December 2019, the filled time series of electricity, gas and 
oil prices in the top panels; the deterministic components, ft (in red), and the 
residual stochastic component of daily log-prices, xt (in blue), in the middle pan-
els; the log-return time series, rt , in the bottom panels. The descriptive statistics 
of log-returns is displayed in Table 2.

The observed time series show very different characteristics. In particular, the 
standard deviation of empirical log-returns is very high in the case of PJM data with 
respect to the values observed in the other two markets. Moreover, in both electric-
ity and gas markets, log-returns show large fluctuations with jumps and spikes, and 
non-normal, leptokurtic empirical distributions. On the other hand, the time series 
of WTI crude oil does not show such extreme behavior. We notice that the presence 
of jumps of high magnitude and spikes is revealed by the high values of the kurtosis 
observed in both electricity and gas markets. These values are significantly greater 
than the kurtosis value of the WTI crude oil log-return time series.
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3.2  Training the DNN on log‑return time series

The second task of the empirical analysis was training the DNN on the filled time 
series of log-returns, rt . In this task, we expressed log-returns with four decimal 
places and we required that the DNN price predictions must be characterized by the 
same number format. We define, therefore, a different class associated with each 
value belonging to the classification range, i.e., from the minimum to the maximum 
value of the filled log-return time series, rounded to four decimal places. We trained 
the DNN using a training dataset composed of sequences of N = 10, 20, 30 consecu-
tive observations as input, and the DNN was trained for 250 epochs. Figure 4 shows 
the behavior of loss functions. The fast decreasing behavior of the loss function in 
each market demonstrates that the DNN architecture is performing well in all the 
markets under investigation.

Looking at Fig. 4, we can observe that after 200 epochs the learning process does 
not improve significantly from N = 10 to N = 30 . In the empirical analysis we used 
the value N = 10 for log-return predictions in the case of PJM and WTI, and the 
value N = 30 for log-return predictions in the Henry Hub market (in order to test the 
procedure also in this case).

3.3  Estimating the hybrid regime‑switching model

The third task was estimating the regime-switching model on market data. As shown 
by Eq.  8, the dynamics depends on two parameters, namely the mean reversion 
parameter, �0 , and the volatility parameter, �0 . We notice that the threshold probabil-
ity, Pth , could be considered as a further parameter to be estimated on market data 
thus adding flexibility to the model. However, in our analysis we set Pth = 0.8.

The mean-reversion and the volatility parameters were estimated by using a two-
step procedure. Specifically, the mean-reversion parameter was estimated in the first 
step, and the volatility parameter in the second step.

In the first step, since the mean-reversion component must force back prices to 
fluctuate around a long-run mean after a jump or a spike has occurred, the mean-
reversion parameter, �0 , was estimated on the filled time series of detrended log-
prices, xt , by linear regression. Estimation results are displayed in Table 3.

In the second step, the volatility parameter, �0 , was estimated. The approach we 
followed is based on the method of simulated moments [30, 31] by using Monte 
Carlo techniques [30, 32]. For each value of the parameter �0 belonging to a grid 
with values varying from 0.1 to 0.2 (in increments of 0.001) for PJM data, and with 

Table 2  Descriptive statistics of 
log-returns

Mean Std Skewness Kurtosis

PJM 0.0002 0.1947 −0.0540 14.3641
Henry Hub 0.0000 0.0444 0.3453 34.2795
WTI 0.0000 0.0236 0.2454 5.5603
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values varying from 0 to 0.05 (in increments of 0.001) for Henry Hub and WTI 
data,2 a sample of one hundred random paths was generated by using Monte Carlo 
simulations from Eq. (8) with �0 given by the estimate obtained in the first step. 
Each path has a length N equal to the number of calendar days in the interval under 
investigation, i.e., m = 1826 in the time interval 1 January 2015 to 31 December 
2019. Along each path, the mean, standard deviation, skewness and kurtosis of log-
returns (hereinafter, the first four moments of log-returns) were computed and aver-
aged over the sample. We assumed that a given values of �0 offers a good fit if, for 
each moment, the difference between the sample average value and the observed 
value reported in Table 2 was less than one half the sample standard deviation for 
that moment. Estimation results are depicted in Table 4. The fitting value of �0 is 
shown together with the first four moments of the log-return distribution computed 
on the Monte Carlo sample.

Table 5 shows the average number of the DNN predictions, nav , and the aver-
age probability of the DNN prediction, pav , computed in a Monte Carlo sample 

Table 3  Estimation results: step 
one. Standard errors (std err) are 
between parentheses

�0 std err

PJM 0.3452 (0.0178)
Henry Hub 0.1554 (0.0125)
WTI 0.1525 (0.0124)

Table 4  Estimation results: 
step two

Estimated �
0
 and the first four moments of the simulated log-return 

distributions. Sample standard deviations are reported between 
parentheses

�0 Mean Std Skewness Kurtosis

PJM 0.176 0.0002 0.1944 0.0209 13.4547
(0.0001) (0.0091) (0.2009) (4.1252)

Henry Hub 0.027 0.0000 0.0434 0.5030 36.6399
(0.0001) (0.0028) (0.3787) (7.4623)

WTI 0.019 0.0000 0.0231 0.1061 5.2611
(0.0001) (0.0012) (0.3604) (0.8903)

Table 5  Some statistical 
parameters

nav pav

PJM 1341 97.9%
Henry Hub 1317 98.4%
WTI 1212 98.5%

2 Volatility ranges were set consistently with the standard deviation values of log-returns reported in 
Table 2.
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of one hundred simulated paths by using estimated parameters. We notice that, 
on average, the dynamics is driven by the DNN predictions at about seventy per-
cent and that, on average, the prediction probability is very high (about 98% ) in 
all the markets under investigation.

The proposed model provides an interesting description of the price dynam-
ics observed in real markets thus offering a good interpretation of the main 
stylized facts of commodity price dynamics and a remarkable agreement with 
experimental data. Moreover, we observe that the model can generate log-price 
paths with various and interesting shapes and that, due to the pattern recognition 
mechanism based on the DNN predictions in the second regime, some of them 
are very similar to those observed in real markets. This can be seen by looking 
at Fig. 5 that depicts, from top to bottom, the detrended log-price observed time 
series and three log-price paths obtained by Monte Carlo simulations using esti-
mated parameters.

2015 2016 2017 2018 2019 2020
-1

-0.5

0

0.5

1

1.5

2

2.5

2015 2016 2017 2018 2019 2020
-0.4

-0.2

0

0.2

0.4

0.6

0.8

2015 2016 2017 2018 2019 2020
-0.4

-0.2

0

0.2

0.4

0.6

2015 2016 2017 2018 2019 2020
-1

-0.5

0

0.5

1

1.5

2

2.5

2015 2016 2017 2018 2019 2020
-0.4

-0.2

0

0.2

0.4

0.6

0.8

2015 2016 2017 2018 2019 2020
-0.4

-0.2

0

0.2

0.4

0.6

2015 2016 2017 2018 2019 2020
-1

-0.5

0

0.5

1

1.5

2

2.5

2015 2016 2017 2018 2019 2020
-0.4

-0.2

0

0.2

0.4

0.6

0.8

2015 2016 2017 2018 2019 2020
-0.4

-0.2

0

0.2

0.4

0.6

2015 2016 2017 2018 2019 2020
-1

-0.5

0

0.5

1

1.5

2

2.5

2015 2016 2017 2018 2019 2020
-0.4

-0.2

0

0.2

0.4

0.6

0.8

2015 2016 2017 2018 2019 2020
-0.4

-0.2

0

0.2

0.4

0.6

Fig. 5  From left to right: PJM, Henry Hub, and WTI. From top to bottom: the detrended log-price time 
series and three log-price paths obtained by Monte Carlo model simulations using estimated parameters
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4  An empirical comparison with regime‑switching hidden Markov 
models

Regime-switching hidden Markov models offer the possibility of combining in one 
model periods of stable dynamics and periods of turbulent dynamics, depending on 
the realization of a stochastic latent state variable of the system. Like jump-diffusion 
processes, regime-switching hidden Markov models provide examples of non-Gaussian 
models with stochastic volatility. In this section, we perform a comparative analysis 
between the model proposed in this paper and two alternative regime-switching hid-
den Markov models properly designed for capturing the main features of log-returns 
observed in commodity markets. The main features of these models, called respectively 
Model 1 and Model 2, are described below.

4.1  Model 1

In Model 1, the dynamics of both the base regime and the turbulent regime is described 
by a mean-reverting diffusion process. Using the Euler discretization with time step 
equal to one day, Model 1 can be represented by the following process,

where both �0,t and �1,t are i.i.d. standard normal random variables for all t. We 
assumed that �0,t and �1,t are mutually independent random variables for all t. The 
parameters �0 and �1 as well as �0 and �1 allow us to account for different mean-
reversion rates and volatilities depending on the state of the system.

4.2  Model 2

Model 2 adds a further degree of freedom to the description of the dynamics of market 
prices including Poisson jumps in the second regime. In the specific, the dynamics of 
the base regime is described by a mean-reverting diffusion process in order to account 
for the motion during stable periods; the dynamics of the turbulent regime is described 
by a mean-reverting jump-diffusion process. Using the Euler discretization with time 
step equal to one day, Model 2 can be represented by the following process,

where, as in the previous model, �0,t and �1,t are i.i.d. standard normal random varia-
bles for all t. The random jump amplitude J is assumed to be distributed as a Gauss-
ian random variable with zero mean and standard deviation �J , i.e., J ∼ N(0, �2

J
) . 

The zero-mean assumption for the jump amplitude is due to the low values of the 
skewness observed in the log-return time series. The random variables �t are i.i.d. 
binary random variables assuming the value 1 with probability � and the value 0 

(9)xt =

{

xt−1 − �0xt−1 + �0�0,t,

xt−1 − �1xt−1 + �1�1,t,

(10)xt =

{

xt−1 − �0xt−1 + �0�0,t,

xt−1 − �1xt−1 + �1�1,t + J�t,
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with probability 1 − � . We assumed that �0,t , �1,t , �t and the jump amplitude J are 
mutually independent random variables for all t.

In both models, the switching between regimes is driven by a two-valued hid-
den Markov process characterized by the following transition probability matrix,

where � denotes the transition probability of a switch from the base regime to the 
turbulent regime in the time interval [t − 1, t] , and � is the probability of the oppo-
site transition. Both models were estimated on market data by maximum likelihood 
using the Hamilton filtering technique [1]. In fact, the six parameters of Model 1 
and the eight parameters of Model 2 are too many to be calibrated by the method of 
simulated moments with Monte Carlo techniques. Estimation results are depicted in 
Table 6 in the case of PJM, in Table 7 for the Henry Hub market, and in Table 8 for 
WTI crude oil prices. For each market, the parameters estimates, the log-likelihood 
(LL), and the value of the Schwartz Criterion (SC) are reported. In the case of the 
Henry Hub market the empirical analysis reveled that the mean-reversion compo-
nent of the turbulent dynamics is negligible in both Model 1 and Model 2, and this 
is the reason why such a parameter does not appear in Table 7. Model 2 seems to 
outperforms Model 1 in all markets under consideration, as it can been observed by 
looking at the value of the Schwartz Criterion.

(11)� =

(

1 − � �

� 1 − �

)

,

Table 6  Estimation results for 
PJM electricity prices

Standard errors are between parentheses

Model 1 Model 2

�
0

0.3230 0.3147
(0.0198) (0.0287)

�
0

0.1238 0.1156
(0.0034) (0.0037)

�
1

0.3669 0.3729
(0.0265) (0.0284)

�
1

0.4059 0.2328
(0.0337) (0.0171)

� 0.1619
(0.0314)

�
J

0.5665
(0.0590)

1 − � 0.9827 0.9719
(0.0053) (0.0076)

1 − � 0.8557 0.8832
(0.0398) (0.0274)

LL 884.2 896.0
SC −1723.4 −1731.9
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Table 7  Estimation results for 
Henry Hub gas prices

Standard errors are between parentheses

Model 1 Model 2

�
0

0.0937 0.1133
(0.0097) (0.0126)

�
0

0.0307 0.0352
(0.0008) (0.0008)

�
1

0.1498 0.0035
(0.0113) (0.0005)

� 0.1274
(0.0146)

�
J

0.1976
(0.0262)

1 − � 0.9692 0.8406
(0.0059) (0.0170)

1 − � 0.3631 0.2771
(0.0141) (0.0250)

LL 3500.8 3598.9
SC −6964.1 −7145.2

Table 8  Estimation results for 
WTI crude oil prices

Standard errors are between parentheses

Model 1 Model 2

�
0

0.1299 0.1769
(0.0136) (0.0423)

�
0

0.0182 0.0329
(0.0006) (0.0025)

�
1

0.1808 0.1190
(0.0198) (0.0116)

�
1

0.0316 0.0135
(0.0016) (0.0026)

� 0.4958
(0.0429)

�
J

0.0192
(0.0028)

1 − � 0.9911 0.9830
(0.0055) (0.0081)

1 − � 0.9738 0.9963
(0.0120) (0.0026)

LL 4407.8 4417.5
SC −8770.5 −8775.0
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A comparative analysis among the hybrid regime-switching model proposed in 
this paper and the regime-switching Model 1 and Model 2 can be performed on the 
basis of their ability to reproduce the first four moments of empirical log-return dis-
tributions. To accomplish this task, we created, for each market under investigation, 
a sample of one thousand paths randomly generated by Monte Carlo simulations of 
the dynamics described by Model 1 and Model 2 by using estimated parameters. 
Each path in the sample has a length N equal to the number of calendar days in the 
interval under investigation, i.e., m = 1826 in the time interval 1 January 2015 to 31 
December 2019. Along each path, the first four moments of log-returns were com-
puted and averaged over the sample. Average values are reported in Table 9 for PJM, 
in Table 10 for the Henry Hub market, and in Table 11 for WTI.

Looking at Table 2 that depicts the first four moments of the observed log-return 
distributions, we observe that also in this respect Model 2 outperforms Model 1. 
The inclusion of a jump component in the turbulent regime of Model 2 improves 
significantly the agreement with experimental data with respect to Model 1 in both 
the electricity and the natural gas markets. However, the improvement is not so sig-
nificant in the case of WTI crude oil prices.

Table 9  The first four moments 
of the simulated log-return 
distributions for PJM

Sample standard deviations are reported between parentheses

Mean Std Skewness Kurtosis

Model 1 0.0002 0.1940 0.0166 9.0265
(0.0001) (0.0131) (0.2271) (1.3078)

Model 2 0.0002 0.1944 0.0174 12.0881
(0.0001) (0.0124) (0.4182) (2.7974)

Table 10  The first four moments 
of the simulated log-return 
distributions for the Henry Hub 
market

Sample standard deviations are reported between parentheses

Mean Std Skewness Kurtosis

Model 1 0.0000 0.0450 0.0203 17.1262
(0.0001) (0.0025) (0.6639) (3.6851)

Model 2 0.0000 0.0450 0.0109 25.5072
(0.0001) (0.0028) (1.0348) (7.9593)

Table 11  The first four moments 
of the simulated log-return 
distributions for WTI

Sample standard deviations are reported between parentheses

Mean Std Skewness Kurtosis

Model 1 0.0000 0.0232 0.0041 3.9910
(0.0001) (0.0013) (0.0916) (0.2976)

Model 2 0.0000 0.0234 −0.0018 4.2271
(0.0001) (0.0016) (0.0918) (0.3082)
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The hybrid regime-switching model proposed in this paper shows a better per-
formance with respect to both Model 1 and Model 2, thus reproducing in a very 
remarkable way the first four moments of the log-return distributions observed in all 
the markets under investigation. Two are the main theoretical reasons of such perfor-
mance improvement. The first is due to the pattern recognition mechanism included 
in the second regime of the hybrid model based on the DNN predictions. The sec-
ond is that the switching mechanism between regimes in the hybrid model is not 
governed by an underlying hidden Markov process but it is driven by the DNN prob-
ability of forecasting future log-returns: the dynamics switches from the base regime 
to the second regime whenever the DNN prediction probability is greater than a 
given probability threshold and it comes back to the base regime whenever the DNN 
prediction probability is lower than the probability threshold. As a consequence, the 
model seems to behave more realistically thus reproducing well the empirical log-
return distributions and the shape of the empirical price paths observed in real mar-
kets. However, it is worth to remark that, due to the characteristics of the switching 
mechanism in which the DNN prediction probability must be calculated at each time 
step, the main disadvantage of the proposed approach could be the computational 
time needed for estimating the model on experimental data. As it will be discussed 
in the next, concluding section, this fact could be relevant when considering possi-
ble extensions of the hybrid model proposed in this study.

5  Concluding remarks

To investigate the complex dynamics of commodity prices observed in real markets, 
we presented, in this paper, an AI based hybrid model with regime-switching. In the 
proposed model, the base regime is described by a mean-reverting diffusion process 
and the second regime is driven by the predictions of a multi-layer DNN with a 
well defined architecture. Since very often market price time series exhibit irregular 
sampling with missing data as a result of weekends, holidays and other market spe-
cific reasons, we also used forecasts from the DNN itself to fill gaps in the original 
time series. Then, we provided an estimation procedure for the hybrid model. Being 
defined by only two parameters, the model can be easily calibrated on market data. 
The obtained results showed an interesting agreement with empirical data. Specifi-
cally, the model reproduces in a remarkable way the first four moments of the empir-
ical distribution of log-returns as well as the shape of the observed price time series.

The hybrid model proposed in this paper seems to be a powerful tool of anal-
ysis for investigating the features of the dynamics of commodity prices. In this 
regard, we remark that having good models capturing well the main stylized fact of 
observed market prices is of crucial importance for numerous financial applications 
ranging from hedging financial risk, also through the use of commodity derivatives, 
to the evaluation of long-term investments in energy generation technologies.

The proposed approach can be extended in three main directions. Two of them 
concern the possibility of making the model more flexible in order to improve the 
prediction approach and the agreement with experimental data. Indeed, in the empir-
ical analysis proposed in this study we set the threshold prediction probability to a 
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well defined value. However, such a parameter can be considered as a further param-
eter to be estimated on market data thus adding flexibility to the model. The main 
drawback is that the computational time needed to perform the parameter estimation 
can increase significantly. To overcome this difficulty, ad-hoc numerical optimiza-
tion procedures must be investigated. The second direction regards the possibility 
to extend the model by including more general processes to describe the dynamics 
of the base regime. For example, the inclusion of a jump component in the base 
regime can add further flexibility (and complexity) to the proposed hybrid model. In 
such a case, appropriate estimation techniques must be investigated in order to limit 
the computational time. Finally, although our analysis focused on commodity mar-
ket prices, the proposed model is general and could be used to describe phenomena 
belonging to different context ranging from physical science to social science. These 
topics will be left for future investigations.
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