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Abstract
Screening for prohibited items at airports is an example of a multi-layered screening 
process. Multiple layers of screening – often comprising different technologies with 
complementary strengths and weaknesses – are combined to create a single screen-
ing process. The detection performance of the overall system depends on multiple 
factors, including the performance of individual layers, the complementarity of dif-
ferent layers, and the decision rule(s) for determining how outputs from individual 
layers are combined. The aim of this work is to understand and optimise the over-
all system performance of a multi-layered screening process. Novel aspects include 
the use of realistic profiles of alarm distributions based on experimental observa-
tions and a focus on the influence of correlation/orthogonality amongst the layers of 
screening. The results show that a cumulative screening architecture can outperform 
a cascading one, yielding a significant increase in system-level true positive rate for 
only a modest increase in false positive rate. A cumulative screening process is also 
more resilient to weaknesses in the individual layers. The performance of a multi-
layered screening process using a cascading approach is maximised when the false 
positives are orthogonal across the different layers and the true positives are corre-
lated. The system-level performance of a cumulative screening process, on the other 
hand, is maximised when both false positives and true positives are as orthogonal 
as possible. The cost of ignoring orthogonality between screening layers is explored 
with some numerical examples. The underlying software model is provided in a 
Jupyter Notebook as supplementary material.
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Introduction

Screening for prohibited items at airports is an example of a multi-layered screen-
ing process. Multiple layers of screening – often comprising different technol-
ogies with complementary strengths and weaknesses – are combined to create 
a single screening process. For example, passengers may be screened with (i) a 
metal detector, (ii) pat down, and (iii) trace detection equipment. Checked bag-
gage might be screened by (i) X-ray explosive detection systems, (ii) human anal-
ysis of X-ray images, and (iii) hand search of luggage. The detection performance 
of the overall system depends on multiple factors, including the performance of 
individual layers, the complementarity of different layers, and the decision rule(s) 
for determining how outputs from individual layers are combined. The aim of this 
work is to understand and optimise the overall system performance of a multi-
layered screening process using operations research.

Operations research can employ a variety of approaches (research, simulation, 
system analysis) to understand and optimise the performance of components and 
whole systems, often with a view to optimising overall outcomes given real-world 
resource constraints. Wright et al. (2006) published a survey of operations research 
in support of homeland security. They identified over 170 papers and categorised 
them according to either the threat vector (chemical, biological, radiological, 
nuclear or explosives) or the thematic portfolio (border & transport security, critical 
infrastructure protection, cyber, emergency preparedness & response, threat analy-
sis). In the area of aviation security, they identified operations research concerning 
passenger profiling, passenger screening and design of access control systems, false 
alarm minimisation, costs of bag-matching, cost analysis of different screening poli-
cies, and modelling of passenger throughput. Lee et al. (2008) reviewed operations 
research as applied specifically to aviation security, grouped according to five cate-
gories: i) passenger and carry-on baggage screening, ii) checked baggage screening, 
iii) performance indicators, iv) analysis of success rates and v) design of effective 
screening systems. Within these categories, they surveyed over 50 articles deal-
ing with, for example, the effectiveness of systems to estimate passenger risk level, 
cost–benefit analyses, deterrence, system design, lowering false alarms and associ-
ated costs, threat assessment, human factors and airport logistics.

Jackson & LaTourrette (2015) examined layered aviation security in a holistic 
sense, encompassing not only checkpoint screening but also intelligence, pre-screen-
ing, crew vetting, air marshals, and so on. Their analysis is qualitative, not quantita-
tive, but the article provides an excellent and descriptive insight into the complex 
myriad of inter-dependencies that may exist between different layers of security. 
The authors point out that an assessment of the effectiveness of security layers must 
also take into account the behaviour of the attacker – who will actively seek the 
path of least resistance and modify their attack in response to security measures. 
The authors argue convincingly that “layers in a multi-layer security system will not 
always combine as straightforwardly as intuition would suggest”.

Johnston (2010) identified potential pitfalls in multi-layered security for 
diverse applications, noting that “just because each layer … is intended to provide 
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some sort of security does not mean that each layer will compensate for the weak-
nesses of all the other layers”. He stressed the importance of critical thinking and 
avoiding a wishful-thinking mentality, and pointed to cultural and psychological 
habits that are sometimes correlated with a sub-optimal multi-layered security 
process.

Stewart & Mueller (2018) also examined layered aviation security in a holistic 
sense. Pointing to the apparent mismatch between the significant expenditures in 
aviation security and the limited cost–benefit or risk analysis, the authors calcu-
lated the benefit-to-cost ratio for many of the different layers of security, identify-
ing those which they deem cost-effective and those not. Their analysis assumes 
a single probability of detection for each layer and does not take into account 
dependency between each of the layers.

An earlier paper by Stewart & Mueller (2013) examined the cost and effec-
tiveness of three specific layers of aviation security in the US, namely secondary 
physical barriers, federal air marshals and armed flight deck officers. The analy-
sis was based on a model where an alarm from any layer caused a system-level 
alarm. The authors conclude that air marshals fail the cost–benefit assessment, 
and state that the same benefit can be achieved at lower cost using secondary 
physical barriers and armed flight deck officers.

While some papers consider detection equipment to be one layer of a holistic 
screening process, others focus on technology-based detection as a multi-layered 
screening process in itself. Kobza & Jacobson (1996) published one of the first 
papers that looked specifically at the detection performance of a multi-layered 
system taking into account dependence between layers. They developed a prob-
ability model to quantify the effect of layer dependence on system-level true 
positive and false positive rates. Focussing on a two-layer system, they explore 
the importance of decision rules for combining the layers, namely case 1 where 
any device gives a system-level alarm and case 2 where any device gives a sys-
tem-level clear. The authors signposted that technology development should be 
directed towards a situation of favourable dependence amongst the different lay-
ers of a combined system.

In Europe, the screening of passengers and their luggage is not influenced by any 
pre-screening or profiling. In the US, however, there is a history of pre-screening 
programmes (CAPPS, CAPPS II, Secure Flight, TSA Pre-Check), and hence there 
are many papers in the literature that examine the effectiveness of pre-screening. 
Since the outcome of pre-screening influences the subsequent screening at the air-
port, pre-screening can – to a certain extent – be considered as simply an additional 
layer of detection on the front end of multi-layered screening processes. Martonosi 
& Barnett (2006) used a simple mathematical model to examine arguments for and 
against pre-screening of passengers. Arguments for pre-screening are based on the 
assumption that terrorists are segregated with a high degree of effectiveness, and 
that the enhanced screening they undergo is far superior to that of regular screen-
ing. Arguments against pre-screening include the potential for terrorists to reverse-
engineer the system and thereby thwart it. The authors conclude that neither point of 
view is fully convincing and suggest that improving the baseline security might be 
more beneficial than improving the pre-screening or enhanced screening steps.
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Jacobson et al. (2001) estimate the joint conditional probability density functions 
for the different layers of a multi-layered screening process. They use heuristic algo-
rithms to minimise the false alarm rate for a given detection rate. Babu et al. (2006) 
also developed a methodology for minimising false alarm rate for a given detection 
rate by randomly assigning passengers to different groups, where each group corre-
sponds to a different combination of screening equipment. This work was extended 
by Nie et al. (2009) to include a pre-selection step to categorise passengers by per-
ceived risk, but the approach does not consider dependence between layers nor dif-
ferent rules for combining outputs from each layer.

Nie, et al. (2012) examined how to best utilise selectee lanes intended for higher 
risk passenger at screening checkpoints. Assuming a passenger pre-screening sys-
tem that effectively classifies passengers into several risk classes, they proposed a 
simulation-based queueing design framework that assigns passengers from differ-
ent risk classes to the selectee lane based on how many passengers are already in 
the lane. They concluded that passenger checkpoint screening can be improved by 
incorporating a simulation-based queueing design model to assign passengers to the 
selectee lane.

Nie (2011) proposed a risk-based cost-effectiveness model where checked bags 
are classified into several risk classes. For a multiple-device screening system, the 
optimal sequence of the screening devices is determined, with the objective of mini-
mising the expected cost per bag. Unlike many other works that only consider two 
devices, the model considers a four-layered screening process, whereby an alarm 
from any device will lead to a system-level alarm. In the conclusions, Nie signposts 
that other decision thresholds between one and n (where n is the number of layers) 
could be studied in future research, as could the dependency between layers.

Nie (2019) developed a cost model for a two-device screening system that 
addresses conditional dependence, with the objective of minimising the expected 
cost per bag. The model incorporates a joint probability density function, which 
is assumed to follow a bivariate normal probability density function. The authors 
also address the cost of ignoring conditional dependence and conclude that a con-
sideration of correlation between devices can sometimes lead to a different choice 
of equipment as the optimal combination. The main conclusion is that the optimal 
expected cost per bag is higher when the correlation between devices is higher.

To summarise the relevant literature to date, one could say that many articles on 
multi-layered security screening are quite theoretical and/or focussed on cost-effec-
tiveness, with little numerical values or experimental data concerning the actual 
detection performance. Many articles consider multi-layered screening in a qualita-
tive sense, and those that consider it quantitatively often do not take into account 
the dependency, or correlation, between different layers of screening. Many of the 
earlier papers consider a two-layer screening arrangement. However, most multi-
layered screening processes around the world today have more than two layers. For 
example, if an alarm is not resolved by multiple-layers of screening technology, the 
final decision is often taken by a human screener – who is essentially just another 
layer of detection with certain strengths and weaknesses.

In this work, a numerical model of a multi-layered screening process is created, 
and a computer simulation is performed to predict and compare the behaviour of 
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different systems and designs. These technology-agnostic simulations are intended 
to provide insight into the key design parameters of multi-layered screening systems 
and guide the optimisation of future systems. Novel aspects of this work include 
the use of realistic profiles of alarm distributions based on experimental observa-
tions and a focus on the influence of correlation/orthogonality amongst the layers of 
screening.

The computer simulation helps elucidate a screening strategy that – compared to 
how screening is currently performed in most airports around the world – would sig-
nificantly increase the system-level true positive rate with only a modest increase in 
system-level false positive rate. The strategy involves screening items multiple times 
regardless of whether they initially alarm or not, and then applying a threshold (e.g., 
two alarms out of three) to determine the system-level outcome (alarm or clear). The 
more orthogonal the screening layers, the better the performance of this strategy.

The intended application is aviation security, where different layers of detection 
equipment are required to detect many different kinds of threats on persons or in 
baggage, and the equipment exhibits a range of detection probabilities depending on 
how challenging each threat item is. However, the findings of this work are relevant 
for optimising any multi-layered screening process intended to detect multiple and 
diverse targets.

Problem description

Regulatory & operational considerations

Aviation security is a well-known situation where multi-layered screening processes 
are implemented. In Europe, the European Commission has established common 
rules in the field of civil aviation security aimed at protecting persons and goods 
from unlawful interference with civil aircraft. Regulation (EC) N°300/2008 of the 
European Parliament and of the Council lays down common rules and basic stand-
ards on aviation security and procedures to monitor the implementation of the com-
mon rules and standards. The legislation specifies performance requirements for 
the individual means of screening, and there are some provisions relating to how 
pieces of screening equipment may be combined. However, there are no quantitative 
requirements for the system-level performance of multi-layered screening processes. 
Similar regulatory approaches exist in other regions of the world.

On the operational side, aviation security measures at airports are subject to 
logistical boundary conditions that require a compromise to be found between secu-
rity effectiveness, cost and passenger facilitation. For the screening of hold baggage, 
for example, a large airport might have to process in the order of 100,000 items of 
hold baggage each day, with an average screening time in the order of five seconds 
per bag. In terms of currently available commercial solutions, only X-ray technology 
has a high enough throughput to screen all bags. Other screening techniques, such 
as explosive trace detection (ETD) and hand search, are more time-consuming and 
are therefore reserved for items or persons that have generated alarms at previous 
screening stages.
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Cascading screening (Case T3)

In most airports around the world, a system of cascading screening has been estab-
lished in response to regulatory and operational requirements described above. It is 
noted that there are some situations in aviation security where a limited proportion 
of items/persons are screened on a continuous, random basis with additional layers 
even if an alarm is not generated at the previous layer. However, in the majority of 
cases, the cascading system described below is utilised.

The cascading screening process is that all items/persons are screened at the first 
layer (level one) and items/persons generating an alarm are subject to follow-up 
screening at level two. Items/persons generating alarms at level two are screened at 
level three, and so on. The process of cascading alarms to subsequent levels contin-
ues until the alarm is resolved, i.e., it is identified to the satisfaction of the screener 
as a true positive or a false positive (see Fig. 1).

A system-level alarm is generated if, and only if, all layers produce an alarm. 
On the other hand, if a layer generates a ‘clear’ output (i.e., no alarm), then pre-
vious alarms are deemed to have been overruled. This screening architecture has 
been referred to as “any device gives a clear” (Kobza & Jacobson 1996). Contrary 
to popular misconception, this screening architecture is not an implementation of 
the Swiss-cheese model (Wikipedia 2021). The Swiss-cheese model is based on re-
screening of items even if they do not alarm, whereas the cascading model is based 
on re-screening only those items that do alarm. In this paper, we will refer to this 
cascading approach as Case T3, where T3 indicates a threshold of three individual 
alarms required (out of three) to generate a system-level alarm.

Cumulative screening (Case T2)

The cascading approach to multi-layered screening is not the only possibility. The 
idea of cumulative screening is to screen all items with multiple layers of detection, 
regardless of whether the initial result is alarm or clear, and then to apply a threshold 
for the cumulative number of alarms (e.g. two out of three) that defines when an 
item is considered suspicious or not. This approach is illustrated in Fig. 2.

Fig. 1  Schematic of a multi-layered screening process commonly used in aviation security. A cascading 
design is used, and a system-level alarm is generated if, and only if, all layers produce an alarm. We refer 
to this approach as Case T3
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In this paper, we define Case T2 as a cumulate strategy where a system-level 
alarm is raised if two or more alarms (out of three) are generated. The idea of cumu-
lative screening in aviation security is not new; it was mentioned as one possible 
strategy in a 2013 report on reducing false alarms in baggage screening [National 
Research Council 2013]. In this work, we delve deeper into cumulative screening by 
modelling realistic distributions of alarm probabilities over test items and by study-
ing the effect of correlation/orthogonality between different screening layers.

In terms solely of security outcome, the cascading approach described in the pre-
vious section is actually equivalent to that obtained with the cumulative approach 
when the decision threshold for the cumulative approach is set to three alarms out 
of three. That is because in both approaches, a system-level alarm will be raised 
if, and only if, all three individual layers generate an alarm. The only difference is 
that fewer screening instances are performed in the cascading approach. We will see 
later, however, that a cumulative screening approach with a decision threshold of 
two alarms or more (out of three) is arguably a better system design.

Admittedly, a cumulative screening process is currently not feasible in civil 
aviation in situations of high passenger volume, due to the lack of high-throughput 
screening technologies. However, it is expected that data streams from detection 
equipment will become richer, and high-throughput technologies will be developed 
and made commercially available (e.g., machine-learning-based analysis of images, 
or X-ray cabinets with in-built trace detection). International regulators and airport 
representatives have recently advocated for the adoption of open architecture in avi-
ation security (ACI-Europe 2020), which would also facilitate cumulative screening 
processes through enhanced data fusion and interoperability. When multiple, high-
throughput screening options become available, a cumulative screening architecture 
will be logistically possible, and the approach in this paper is intended to support the 
design of such systems in the future.

Aim of this paper

We have outlined the regulatory and operational constraints on a multi-layered 
security screening process for aviation security, and we have described two pos-
sible system designs that could be adopted for a multi-layered security screen-
ing process (i.e., Case T3 and Case T2). Another important aspect is that secu-
rity equipment is tasked with detecting a vast range of different possible threats, 

Fig. 2  Schematic of a multi-layered screening process based on cumulative screening. All items are 
screened multiple times regardless of whether the initial result is alarm or clear, and a threshold for the 
cumulative number of alarms defines when an item is considered suspicious or not. In this paper, we 
define Case T2 as a cumulate screening strategy where a system-level alarm is raised if two or more 
alarms (out of three) are generated
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and different kinds of threats are detected with varying degrees of efficacy. 
This means that simply considering the average alarm rate is not sufficient for a 
proper understanding of the system; we also have to consider the complementa-
rity of each layers’ strengths and weaknesses.

With all these issues in mind, this paper attempts to answer the following 
questions:

• For a given set of input parameters for the individual layers, what is the sys-
tem-level performance of a multi-layered security screening process, based 
on the cascading architecture that is currently implemented in most airports 
around the world?

• How does the degree of correlation between the different layers quantita-
tively influence the system-level performance?

• How do cumulative screening approaches compare with the cascading model, 
and can this insight be leveraged to design better multi-layered screening 
processes in the future?

Supplementary material

In this work, the performance of multi-layered screening processes is modelled 
using the Python programming language. The software code is provided in the 
form of a Jupyter Notebook (Project Jupyter 2021) as supplementary material 
for this article. Jupyter Notebook is an application commonly used for creat-
ing and sharing documents that contain live code, equations, visualizations, and 
explanatory text. At the time of writing, the default environment after installa-
tion of Jupyter using Anaconda (Anaconda, Inc. 2021) contained all the neces-
sary libraries to run the notebook, with the exception of Jupyter widgets, which 
provide interactivity. Instructions for installing the ipywidgets package can be 
found in the notebook itself.

The accompanying Jupyter Notebook contains an interactive dashboard where 
users can specify average alarm rates of each layer of a multi-layered system for 
both true positives and false positives. The degree of correlation between the 
layers can be tuned, as can the way the desired degree of correlation is applied 
across the layers (e.g., left-to-right, right-to-left or randomly). Users can also 
experiment with different distributions of alarm rates (e.g., simple, binary, 
J-shaped, U-shaped). There is also an option to randomly assign any of the four 
J-shaped distributions (see Sect.  3) and performs many iterations to determine 
the average behaviour (a sort of Monte Carlo simulation). The resulting perfor-
mance of the system is displayed as a receiver-operator-characteristic (ROC) 
plot that indicates the system-level performance for various thresholds of cumu-
lative alarms.
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Modelling individual layers

The performance of security detection equipment is regulated and tested primarily 
in terms of the average detection rate (i.e., proportion of true positives) and average 
false alarm rate (proportion of false positives) observed over a range of different 
test items. The average alarm rate tells us nothing, however, about the probability of 
alarm on any single item. For any single item, the probability of alarm could be any-
thing between 0 and 100%. Figure 3 shows four examples of different distributions 
of alarm probabilities over a range of hypothetical test items.

There is limited data available on the distribution of alarm probabilities of com-
mercial security screening equipment because this information is not required dur-
ing type testing. It is also very resource-intensive to collect this information, as it 
requires many repeats (e.g., 20 or more) for each test item, to have reasonably pre-
cise alarm rates per test item. We obtained three datasets in which numerous repeats 
were made of each individual test item (threat items and benign items) on a variety 
of commercial detection equipment employing various sensing technologies. These 
datasets are described in Table  1, and more information about the equipment is 
available in the references provided.

The dataset DS-1 comprises false positive rates for five different models of liq-
uid explosive detection systems (LEDS). The dataset DS-2 comprises true positive 
rates for four different models of LEDS. The commercial LEDS equipment used in 
datasets DS-1 and DS-2 includes a variety of sensing technologies, including trans-
mission X-ray, Raman spectrometry, wideband radio frequency and infrared. The 
dataset, DS-3, comprises true positive rates for 14 different commercially available 
models of explosives detection systems (EDS), which is the term used in aviation 
security for X-ray equipment that can automatically detect explosives in baggage. 
Since there were only 20 runs per test (2,800 total screenings overall), the results in 
DS-3 were pooled into a single distribution, giving a total of 10 separate distribu-
tions of alarm rates (half for true positive rates and half for false positive rates).

To create realistic models of the performance of individual layers of screen-
ing equipment, a family of four empirical J-shaped distributions was devel-
oped to describe the behaviour of the experimental data over a range of aver-
age alarm rates. The distributions are called J-shaped because when looking at 

Fig. 3  Hypothetical distributions of alarm rates over a range of test items, each with the same average 
alarm rate of 80%
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the probability density function (PDF), the distribution looks like a square-bend, 
J-hook (see Fig. 4). The equations are given below (Eq. 1 to Eq. 4), where r is the 
alarm rate from 0 to 100% and P(r) is the probability of each alarm rate. These 
equations are valid for weighted average alarm rates, r , between 0 and 50%. For 
weighted average alarm rates between 50 and 100%, the function is calculated for 
(1-r ) and then inverted along the r-axis.

J-shaped_1:

J-shaped_2:

J-shaped_3:

J-shaped_4:

For each equation, the coefficient, α, is determined iteratively so that the weighted 
average alarm rate, r , equals the desired value:

The four J-shaped distributions of alarm rates are illustrated in Fig.  4, both in 
terms of probability density function (top row) and the cumulative distribution func-
tion (bottom row). The cumulative distribution function is more helpful to perceive 
the differences between the distributions.

To check the four empirical equations are a good match with the ten experimen-
tally observed profiles, J-shaped distributions (solid red lines) are superimposed on 
the experimental data (dashed blue lines) in Fig. 5. The Pearson correlation coeffi-
cients (ranging from 0.89 to 1.00) are provided above each plot.

(1)P(r) =

⎧
⎪⎨⎪⎩

1, r = 0.00

� +
e
−30∙r

9
, 0.01 ≤ r ≤ 0.20

�, 0.21 ≤ r ≤ 1.00

(2)P(r) =

⎧
⎪⎨⎪⎩

1, r = 0.00

0.25∙e−70∙r, 0.01 ≤ r ≤ 0.25

0, 0.26 ≤ r ≤ 0.99

�, r = 1.00

(3)P(r) =

⎧
⎪⎨⎪⎩

7 ∙ P(0.01), r = 0.00

𝛼 ∙ r−1.3, 0.01 ≤ r < 0.79

P(1.00)∕60, 0.80 ≤ r < 0.99

560, r = 1.00

(4)P(r) =

⎧
⎪⎨⎪⎩

1.00, r = 0.00

0.2, r = 0.01

𝛼, 0.02 ≤ r < 0.99

28 ∙ 𝛼, r = 1.00

(5)r =

1.00∑
r=0.00

P(r) ∙ r
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Modelling multi‑layered systems

In the previous section, individual layers of detection were modelled using distribu-
tions of alarm rates (true positives and false positives) that closely match experi-
mental observations of the alarm rates of commercial threat-detection equipment. In 
this section, we describe how these layers are combined to build a model of a multi-
layered detection system.

Two pieces of equipment are correlated if they tend to detect the same items and 
miss the same items. A lack of correlation (either positive or negative) is referred 
to as uncorrelated. Negative correlation is sometimes referred to as orthogonal-
ity. In the case of multi-layered screening, orthogonal layers of screening can be 
understood to refer to layers with complementary strengths and weaknesses that are 
staggered, or offset, as much as possible across a range of test items. Two kinds of 
equipment with different sensing technology, such as millimetre-wave body scan-
ners and ion mass spectrometry, will be more orthogonal than, say, two X-ray bag-
gage scanners produced by different manufacturers.

In this work, a multi-layered screening process is represented as a two-dimen-
sional numerical matrix; one dimension represents a representative sample of dif-
ferent items to be screened and the other the different detection layers of the system. 
Each element in the matrix describes the alarm probability for a given item and layer 
of detection. The system-level alarm rate, RSYS, for Case T3 is the average over N test 
items of the probability that each item alarms on levels L1, L2 and L3. For a three-
level system that is:

Fig. 4  Examples of the four J-shaped distributions of alarm rates, for an average alarm rate of 80%. The 
top row is the probability density function (PDF), and the bottom row is the cumulate distribution func-
tion (CDF)
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The correlation amongst different layers of a multi-layered screening system is 
maximised when the alarm rates for each layer increase monotonically. This can be 
achieved programmatically simply by sorting the alarm distribution of each layer in 
ascending order.

The alarm rates in different layers of screening are uncorrelated when the alarm 
rates are distributed randomly across the test items, for each layer. This can be 
achieved programmatically using pseudo-random number generators.

The situation of maximum orthogonality of a multi- layer screening system 
is, by definition, the arrangement such that the average alarm rate, RSYS, is mini-
mised. For a system comprising i layers, with N test items considered for each 
layer, there are up to (N!)i−1 possible unique values of RSYS. We use a simple 
heuristic algorithm to maximise the orthogonality of the layers’ alarm rates as 
follows:

1. the N alarm probabilities in each layer are sorted in ascending order;

(6)R
SYS

=
1

N

N∑
i=1

(
r
L1i

× r
L2i

× r
L3i

)

Fig. 5  Comparison of experimental data (dashed blue lines) and empirical models (solid red lines) for 
ten distributions of alarm rates. The alarm rates are plotted as cumulative distribution functions (CDFs), 
and the Pearson correlation coefficient between experimental data and model is indicated above each 
subplot
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2. the mean alarm rate, r i, is calculated for each layer, i;
3. for each layer, the sorted alarm rates are shifted by 

�
N ∙

r
i∑
i
r
i

�
 , where N is the 

number of test items.

The effect of this algorithm is illustrated in Fig. 6 for a three-layered screening 
process.

A function was developed to tune the degree of orthogonality between differ-
ent screening layers. First, a correlation factor, ϕ, which ranges from -1 to 1, 
is defined. A correlation factor of -1 corresponds to the situation of maximum 
orthogonality, a factor of 0 corresponds to randomly arranged layers, and a fac-
tor of + 1 corresponds to the maximum correlation. The correlation factor is lin-
early scaled to the system-level alarm rates at these three points, resulting in the 
following piecewise function (Eq. 7), for the system-level alarm rate, RSYS, as a 
function of the correlation factor, ϕ:

where:
RSYS (-1) = system-level alarm rate, for situation of maximum orthogonality;
RSYS (0) = system-level alarm rate, when alarm rates in each layer are 

uncorrelated;
RSYS (+ 1) = system-level alarm rate, for situation of maximum correlation.
In the accompanying software, the tuning of the correlation/orthogonality of a 

multi-layered screening process is achieved with the following steps:

(7)R
SYS

(Φ) =

{
Φ ×

(
R
SYS

(0) − R
SYS

(−1)
)
,Φ < 0

Φ ×
(
R
SYS

(+1) − R
SYS

(0)
)
,Φ > 0

Fig. 6  Illustration of how the algorithm to maximise orthogonality of a multi-layer system works; (a) 
alarm rates for each layer are sorted in ascending order, then (b) shifted across the test items in propor-
tion to their average alarm rate
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1. determine the target value of the system-level alarm rates, RSYS, for a given value 
of the correlation factor, ϕ, using Eq. 7;

2. if ϕ is less than zero then apply the function to maximise the orthogonality, oth-
erwise for ϕ greater than zero apply the function to maximise the correlation;

3. a loop is executed to randomly swap the order of pairs of values in the probability 
distribution. This will cause RSYS to shift towards RSYS (0), i.e. the situation of 
randomly distributed alarm rates. The execution of the loop is stopped as soon as 
the target value of is RSYS met.

The influence of the correlation factor, ϕ, on the system-level alarm rate, RSYS, for 
different mean alarm rates and different shapes of alarm distributions is illustrated in 
Fig. 7, for a Case T3 situation. We see that if the alarm rates are closely distributed 
around a central value (i.e., the binomial distribution in Fig. 7a), then correlation has 
little to no influence on the system-level alarm rate. On the other hand, for distribu-
tions with extreme values (J-shaped and binary in Fig. 7b and c respectively), RSYS is 
significantly impacted by the degree of correlation between the layers. We also note 
that although a three-layer system with alarm rates of [80%, 80%, 80%] and [70%, 
80%, 90%] have the same simple average, the performance of the latter will be lower 
(and the difference increases with increasing correlation factor).

Results and discussion

We started by modelling individual layers of detection based on distributions of 
alarms that closely match experimental observations. We then combined these lay-
ers, and developed functions to describe and adjust the correlation between the 
different layers. In this section, we explore the system-level performance of differ-
ent multi-layered screening processes. The numerical examples given below are 
for illustrative purposes only and should not be taken as estimates of real-world 

Fig. 7  Influence of the correlation factor, ϕ, on the system-level alarm rate, RSYS, for different mean 
alarm rates and different shapes of alarm distributions for Case T3, i.e., a system alarm is raised when 
alarms are raised on all three individual layers

263Optimising multi-layered security screening



1 3

screening processes. Users can experiment with different starting values using the 
interactive Jupyter Notebook provided as supplementary material to this article.

Cascading screening (Case T3)

We first consider a three-layer screening process where each layer has an average 
true positive rate (TPR) of 80%. An item is considered suspicious if, and only if, 
it alarms on all three layers. The system-level TPR for such a screening process is 
shown in Fig.  8, for three different cases of correlation: orthogonal (left), uncor-
related (middle) and correlated (right). In Fig. 8a, the ‘binary’ distribution of alarm 
rates is modelled, i.e., only values of exactly 0% or 100% are permitted. In Fig. 8b, 
the more realistic ‘J-shaped’ distribution of alarm rates is used (i.e., the distribu-
tion based on experimental observations). We see in Fig. 8b that the system-level 
TPR varies from 43% to 69%, depending on the degree of correlation/orthogonality, 

(a) ‘binary’ distribution of alarm probabilities

(b) ‘J-shaped’ distribution of alarm probabilities

Fig. 8  System-level true positive rates for a three-layer screening process for three different situations 
of correlation between layers: orthogonal (left), uncorrelated (middle) and correlated (right). The aver-
age true positive rate of each layer is 80%. The distribution of alarm rates over the test items on the top 
row (a) is the ’binary’ distribution, i.e., only 0% or 100% values, and on the bottom row (b)  the more 
realistic‘J-shaped’ distribution
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which is quite a very significant variation in performance. Orthogonal layers have a 
lower system-level TPR than correlated layers, so from this point of view, orthogo-
nality is detrimental.

We now turn our attention to the situation for false positive rates (FPR). We con-
sider a three-layer screening process where each layer has an average FPR of 20%. 
Again, an item is considered suspicious if, and only if, it alarms on all three layers. 
The system-level false alarm rate for such a screening process is shown in Fig. 9, for 
three different cases of correlation/orthogonality, namely orthogonal (left), uncor-
related (middle) and correlated (right). In Fig. 9a, the ‘binary’ distribution of alarm 
rates is modelled, i.e. only values of exactly 0% or 100% are permitted. In Fig. 9b, 
the more realistic ‘J-shaped’ distribution of alarm rates is modelled. We see in 
Fig. 9b that the system-level FPR varies from 0% to 10%, depending on the degree 

(a) ‘binary’ distribution of alarm probabilities

(b) ‘J-shaped’ distribution of alarm probabilities

Fig. 9  System-level false positive rates for a three-layer screening process for three different situatinos of 
correlation between layers: fully orthogonal (left), fully correlated (right) and random/uncorrelated (mid-
dle). In each scenario, the average false alarm rate of each layer is 20%. The distribution of alarm rates 
over the test items on the top row (a) is the ’binary’ distribution, i.e. only 0% or 100% values, and on the 
bottom row (b) the ‘J-shaped’ distribution
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of correlation/orthogonality. Orthogonal layers have a lower system-level FPR than 
correlated layers, so from this point of view orthogonality is beneficial.

It is clear that the degree of correlation/orthogonality between each layer of 
screening can have a dramatic effect on the system-level performance, both for true 
positives and false positives. For the Case T3 design, the ideal system would be 
comprised of screening layers that are orthogonal for true negatives but correlated 
for true positives.

Little is known about the correlation amongst different commercial security 
screening equipment, because system-level correlation it is neither regulated nor 
tested at the present time. We can, however, make some inferences from airport 
operations. In the case of hold baggage screening, 15% to 30% would seem to be a 
reasonable estimate of operational false alarm rates. Personal communication with 
subject-matter experts from aviation security authorities in Europe indicates that 
the false alarm rate after three layers of hold baggage screening in airports is less 
than 1%. Therefore, we conclude that current layers of security screening are not 
correlated for false alarms. At best, they are uncorrelated, and they may even by 
somewhat orthogonal. This is not surprising, as the screening processes must clear 
billions of false alarms that occur year after year all over the world.

What about the degree of correlation for true positives? This is something of a 
known unknown. From a science and engineering point of view, one would expect 
the degree of correlation between layers to be similar for true positives and false 
positives. This is because the correlation is influenced primarily by i) the list of tar-
gets to be detected by each layer, and ii) the sensing technology employed by each 
layer of detection, both of which are the same for both true positives and false posi-
tives. For a Case T3 design, the idealised situation of correlated true positives and 
orthogonal false positives has, to say the least, not been demonstrated. In our exam-
ple, if the true positives have a similar degree of correlation to that of the false posi-
tives, then a three-layered system in which each layer has a detection rate of 80% 
would deliver a system-level detection rate between 43% and 51%, for a correlation 
factor between -1.0 and 0.0, respectively.

Cumulative screening (Case T2)

We turn now to cumulative screening and Case T2, i.e., two or more alarms out 
of three  generate a system-level alarm. We consider again a three-layered screen-
ing process where each screening layer has an average TPR of 80% and an aver-
age FPR of 20%. Similar to the previous section, we consider three scenarios where 
TPR and FPR are (a) orthogonal, (b) uncorrelated, and (c) correlated. Unlike the 
previous section, where we only considered the system-level performance when all 
three layers generated an alarm, now we also determine the overall performance for 
varying alarm thresholds, T, of zero, one, two and three alarms out of three. The 
results are shown in Fig.  10 in the form of receive-operator-characteristic (ROC) 
plots, where each point represents a different threshold for the number of individual 
alarms required to generate a system-level alarm.

266 D. Anderson



1 3

We can see from Fig. 10 that the more orthogonal the screening layers are, the 
better the overall performance of Case T2, i.e., a threshold of T ≥ 2. For a perfectly 
orthogonal system, the ’two alarms out of three’ strategy would achieve a system-
level TPR of around 97% with a FPR of around 3%, in this example. An uncorrelated 
system would yield a TPR of around 91%, with a FPR of around 9%. Compared 
to the current approach of requiring all layers to alarm in order to be considered a 
threat (i.e., T = 3), cumulative screening with T ≥ 2 with orthogonal layers yields a 
dramatic increase in TPR (approximately double) for a modest increase in FPR of a 
few percentage points.

When screening with the T ≥ 2 approach (i.e., Case T2), the more orthogonal a 
system is, the higher the system-level TPR and the lower the FPR. We note that 
orthogonality was detrimental to TPR using the cascading strategy (effectively 
T = 3) but is beneficial using cumulative strategy with T ≥ 2. The reason is clear 
when looking at the ROC plots in Fig. 10. The ROC data points form an envelope 
that “expands" towards the top left corner [TPR = 100%, FPR = 0%] with increasing 
orthogonality, but the individual point corresponding to the T = 3 strategy (i.e., all 
layers have to alarm) moves closer to the bottom–left corner [TPR = 0%, FPR = 0%].

Resilience of cumulative screening

In this section, we highlight how the cumulative screening strategy (Case T2) is 
much more resilient to a decrease in detection rate in any individual layer in the sys-
tem, compared to the cascading screening approach (Case T3).

We model a three-layered screening process with average TPRs of [95%, 80%, 
80%] and average FPRs of [15%, 15%, 15%], both with a correlation factor, ϕ, of 
-0.75, i.e. fairly orthogonal. The results are shown in Fig. 11a. Next, we lower the 
TPR of the first layer from 95% to 50%, while all other parameters are the same. 
The results are shown in Fig.  11b. We see that the system-level TPR for Case 
T3 drops from 57% to 21%, while the system-level TPR for Case T2 drops from 
98% to 89%. In other words, the Case T2 is much more resilient to fluctuations 

Fig. 10  ROC plots for three-layered screening systems for different thresholds, T, of alarms required to 
raise a system-level alarm, and for (a) orthogonal, (b) uncorrelated and (c) correlated systems. Values in 
parentheses are the true positive and false positive rates for each threshold, and N is the average number 
of screenings per bag (described in Sect. 5.4)
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of detection rate of individual layers. It is something of a veridical paradox that 
a three-layer screening process in which one of the layers has a detection rate of 
only 50% can still deliver a system-level detection rate of around 90%. The only 
proviso is that the different layers of detection are fairly orthogonal.

The resilience of an orthogonal, cumulative-screening approach could help 
solve a long-standing conundrum in aviation security. Under current regula-
tions and screening strategies, all screening layers have to meet all the detection 
requirements for a given application. A piece of detection equipment that is very 
strong in one area but not others will not be approved unless it is combined with 
another piece of equipment and presented for testing against the full range of 
threats as a single, black-box system. Moving to a cumulative screening approach 
would open the door to innovative screening equipment that might not necessar-
ily detect the entire range of threats on its own, but – when combined with other, 
suitably orthogonal technologies – can help deliver a resilient, multi-layered 
screening process with a high system-level performance.

(a) 

(b) 

Fig. 11  Comparison of two multi-layered systems with detection rates of (a) 95%, 80%, and 80%, and (b) 
50%, 80% and 80%. The corresponding ROC plots in the right-most column show a reduction in overall 
detection rate from 57% to 21% for a decision threshold, T = 3, and 98% to 89% for T ≥ 2
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Implementing cumulative screening

From the logistical point of view, airport operators may be concerned that a replac-
ing a cascading screening system with a cumulative screening system might impact 
negatively on operational efficiency, as it involves rescreening items/persons even if 
they do not alarm at the first layer of screening. However, implementing cumulative 
screening with, for example, a three-layer system, does not mean that three times as 
many screening instances are required. Some savings are available. For example, if 
the threshold is two alarms out of three, and the first two layers produced no alarms, 
then even if the last layer generates an alarm, the threshold of two alarms out of 
three will not be reached. Therefore, the third layer of screening can be omitted. 
Conversely, if two alarms have already been generated, the item has already reached 
the threshold to be considered suspicious and the third layer can again be omitted.

Using this logic, the minimum required number of scans for each permutation of 
outcomes and for each threshold of cumulative screening is calculated in the accom-
panying software. Weighting these values by the frequency of each permutation of 
outcomes gives us a single number that describes the average number of screenings 
per bag (indicated in Fig. 10 for each threshold by the symbol N).

For a three-layered system with a 15% false positive rate on each layer, our anal-
ysis shows that ’two out of three’ cumulative screening will require around 2.29 
screenings per bag, compared to 1.16 screenings per bag for screening as currently 
implemented. In other words, cumulative screening would require around double the 
number of screening instances.

Furthermore, it should be emphasised that a pre-requisite for implementing cas-
cading screening is the availability of sufficient, high-throughput screening technol-
ogies that are orthogonal with one another. Examples of these might include X-ray 
baggage scanners with ‘on-the-fly’ trace detection of explosive vapours, or auto-
mated analysis of images using computer vision and machine learning. Cumulative 
screening will also require a means to track screening results of individual items as 
they traverse through the multiple layers of screening.

The cost of ignoring correlation

If a system designer ignores the potential correlation/orthogonality of alarms 
between the different layers of a multi-layered screening process, then the system 
designer is assuming – either implicitly or explicitly – that alarm rates for the differ-
ent layers are all randomly distributed across the range of test items. In this section, 
we investigate the potential difference between the expected and actual system per-
formance if a system designer ignores the correlation/orthogonality between differ-
ent layers.

To have a measure of both the true positive rate and true negative rate of a screen-
ing system, and to compare the behaviour of different decision thresholds, we 
describe the performance of each system using a single metric called the Euclid-
ean ‘distance to perfect’, or EDTP. On an ROC plot, EDTP is simply the distance 
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between a data point and the point corresponding to a perfect score, i.e., a true posi-
tive rate of 100% and a false positive rate of 0%. The concept is illustrated in Fig. 12.

A simulation was performed of a three-layered screening process where each 
layer has an average true positive rate of 80% and an average false positive rate 
of 20%. The correlation factors for true positives and false positives (ϕTP and ϕFP 
respectively) were both swept incrementally from -1.0 to + 1.0.

In Fig. 13a, we see a heatmap of the EDTP for a system where the decision rule 
is that two or more alarms generate a system-level alarm (Case T2). The best result 
(point A) is obtained when the different layers are as orthogonal as possible for both 
true positives are false positives. Where the alarms are uncorrelated between layers 
is indicated by point B, and the worst-case scenario is point C.

In Fig. 13b, we see a heatmap of the EDTP where the decision rule is that three 
alarms are needed to generate a system-level alarm (Case T3). In this case, the best 
result (point D) is obtained when the different layers are as orthogonal as possible 
for false positives, and as correlated as possible for true positives. Where the alarms 
are uncorrelated between layers is indicated by point E, and the worst-case scenario 
is point F.

Fig. 12  The Euclidian distance-
to-perfect (EDTP) parameter, 
used to compare the overall per-
formance of different systems 
and different system-thresholds

Fig. 13  Euclidian distance to perfect (EDTP) as a function of correlation factor, ϕ, for true positives 
(TPs) and false positives (FPs) for a three-layer screening process (each layer has an average true positive 
rate of 80% and false positive rate of 20%). For a decision threshold, T ≥ 2, the best system is orthogonal 
TPs and FPs, whilst for T = 3 it is orthogonal FPs and correlated TPs. Annotated points are referred to in 
Table 2
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The performance of the best, random and worst cases are described in Table 2, for 
two decision rules (T ≥ 2 and T = 3) for the simulated three-layer screening process, 
and each situation corresponds to the points A to F in Fig. 13. For Case T2, a system 
designer who ignores correlation may calculate an expected average performance 
of [FPR 10%, TPR 90%], but the actual performance could be [FPR 2%, TPR 98%] 
in the best-case scenario, or [FPR 20%, TPR 80%] in the worst-case scenario. For 
Case T3, a system designer who ignores correlation may calculate an expected aver-
age performance of [FPR 1%, TPR 51%], but the actual performance could be [FPR 
0%, TPR 69%] in the best-case scenario, or [FPR 10%, TPR 42%] in the worst-case 
scenario.

Conclusions

In this paper, a visually intuitive analysis of multi-layered screening processes is 
presented. The analysis is based on a software model that is provided as supplemen-
tary material. Novel aspects of this work include the use of realistic profiles of alarm 
distributions based on experimental observations of commercial security equip-
ment, and a focus on the influence of correlation/orthogonality amongst the layers 
of screening. We also compare and contrast the performance of two different system 
designs: (i) cascading screening – which is commonly employed in aviation security 
today, and (ii) cumulative screening – which could be employed where orthogonal, 
high-throughput screening solutions are available.

The results show that a cumulative screening architecture can outperform a cas-
cading one, yielding a significant increase in system-level true positive rate for only 
a modest increase in false positive rate. A cumulative screening process is also more 
resilient to weaknesses in the individual layers. Implementing cumulative screen-
ing based on a decision threshold of two or more alarms out of three would require 
approximately twice as many screening instances compared to a comparable cascad-
ing process. It would also require a means to track screening results of individual 
items/persons as they traverse through the multiple layers of screening.

The performance of a multi-layered screening process using the current cascad-
ing approach is maximised when the false positives are orthogonal across the dif-
ferent layers and the true positives are correlated. The system-level performance of 

Table 2  Summary of best and 
worst performances of a three-
layer screening process using 
extreme values of correlation/
orthogonality, for two decision 
thresholds: T ≥ 2 and T = 3. 
Each layer has an average 
detection rate of 80% and a false 
alarm rate of 20%. Points A to F 
are annotated in Fig. 13

parameter T ≥ 2 T = 3

best
[A]

random
[B]

worst
[C]

best
[D]

random
[E]

worst
[F]

ϕ FAR -1.0 0.0 1.0 -1.0 0.0 1.0
ϕ DR -1.0 0.0 1.0 1.0 0.0 -1.0
FPR 2% 10% 20% 0% 1% 10%
TPR 98% 90% 80% 69% 51% 42%
EDTP 0.03 0.15 0.28 0.31 0.51 0.59
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a cumulative screening process, on the other hand, is maximised when both false 
positives and true positives are as orthogonal as possible. An important conclu-
sion, therefore, is that the regulation and testing of security equipment should adopt 
systems-based thinking, as equipment-based thinking alone is insufficient to prop-
erly understanding of the overall performance of a multi-layered screening process. 
Another conclusion is that the aviation security community should develop high-
throughput detection technologies that are orthogonal to those in use today – with 
a view to combining them in a cumulative screening approach. In this way, a step-
change improvement in the system-level detection performance of multi-layered 
screening processes can be achieved.

In terms of future research, we point to the fact that the degree of correlation 
amongst different commercial screening equipment is currently not tested. This is 
a ‘known unknown’ that should be addressed, perhaps by developing a sampling 
procedure involving representative test articles (both threat and benign) that can be 
analysed by diverse categories of screening technologies.

In summary, optimising the system-level performance of a multi-layered screen-
ing process requires (i) knowledge of the degree of correlation of alarms between 
layers, and (ii) and judicious selection of layers depending on the decision rule for 
combining multiple screening results.
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