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Abstract
The management of modern enterprise applications is automated by coordinating the deployment, configuration, enactment,
and termination of their components. Choosing among different candidate implementations for a specified application com-
ponent requires such implementations to conform to the specified management behaviour. This holds especially if we wish
to ensure that the overall application management can continue as planned, or that no additional (potentially undesired) man-
agement activity gets enabled. To this end, we introduce a formal framework for testing “management conformance”, i.e.,
to test whether a candidate implementation can be managed according to the management protocol specifying the allowed
management for a component. We also illustrate how our framework enables to run four different conformance tests, each
providing a different trade-off between implementation freedom and guarantees on the overall application management. We
formally prove that testing management conformance with constraints reducing implementation freedom results in preserving
all already allowed management activities when implementing a specification by choosing a conforming implementation and
that no additional (potentially undesired) management activity gets enabled. Finally, we assess our framework by means of a
prototype implementation and its use in an experimental evaluation.

Keywords Conformance testing · Application management · Multi-service application · Formal methods

1 Introduction

Modern enterprise applications (e.g., cloud-native applica-
tions) integrate multiple heterogeneous components, therein
included the software services running an application’s busi-
ness logic and the infrastructure components they need to
run [1]. Managing such applications hence requires suitably
coordinating the deployment, configuration, and operation
of their components [2]. This must be done by considering
various dependencies and interconnections occurring among
the components forming an application, and the possibility
of such components to fail [3].

Topology graphs [4] and management protocols [5] sup-
port such a dependency- and fault-aware automation, by
enabling to specify the structure of applications and their
allowed management. Topology graphs [4] enable specify-
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ing the topology (i.e., the structure) of an application as a
directed graph, whose nodes represent application compo-
nents. Directed arcs represent inter-component dependen-
cies, by connecting a component’s requirement to a capability
offered by another component. Management protocols [5]
then exploit the relation between nodes’ requirements and
capabilities to enable modelling the allowed management
behaviour of each node, e.g., when its management opera-
tions can be invoked, which are their effects, or how it reacts
to the faults due to their requirements stopping to be satisfied
(despite actually needed to reside in a state or to perform
some management operations).

At the same time, application administrators typically
may wish to concretely implement specified application
components by choosing among different candidate imple-
mentations [6]. The latter may even possibly be “black-box”
implementations delivered by different service providers. For
a candidate implementation to suitably implement a given
specification, such implementation should also conform to
the management behaviour specified by its management pro-
tocol. This means that the chosen implementation can be
managed by executing the specified operations in the speci-
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fied order, that it properly interactswith the other components
forming an application, and that it handles potential faults as
specified. Hence, a notion of “management conformance”
can enable application administrators to implement a speci-
fied component by choosing candidate implementations that
can be managed as specified, by also providing guarantees
on the way the implemented component interacts with the
rest of the application.

With the ultimate goal of enabling to check such a man-
agement conformance, we hereafter introduce a framework
for management conformance testing based on management
protocols [5] and Tretmans’ input/output (I/O) conformance
testing [7]. Our framework is the first combining I/O con-
formance testing [7] with management protocols [5] to
check—at design-time—whether a candidate implementa-
tion can be used to implement the specification of a desired
component, while ensuring that the chosen implementation
can be managed as specified, also in the presence of possible
faults. It also enables considering how the chosen imple-
mentation can interact with the rest of the application when
coordinating the whole application management.

Following Tretmans’ I/O conformance testing [7], we
first introduce an encoding of management protocols for
expressing their semantics in terms of I/O labelled transi-
tion systems (IOLTS). We then exploit the IOLTS encoding
of management protocols to define a parametric relation for
testing management conformance. The parametric relations
can be instantiated to obtain four different management con-
formance testing operators, which enable checking whether
candidate implementations can be chosen to concretely
implement the specification of a desired component.

We also formally illustrate how the obtained testing oper-
ators constitute different trade-offs among implementation
freedom and guarantees obtained by choosing a conforming
implementation to concretely implement a component spec-
ification. More relaxed testing operators enable, for instance,
component specifications to exhibit a non-deterministicman-
agement behaviour, hence leaving freedom in choosing
which branches of such behaviour to actually implement.
Stricter testing operators instead reduce implementation free-
dom, while enforcing guarantees on the overall application
management, i.e., ensuring that by choosing a conforming
implementation to implement a component specification pre-
serves allowed management activities, or that no (potentially
undesired) management activity gets enabled.

Finally, to assess practical applicability of the proposed
framework for testing management conformance, we intro-
duce a prototype implementation, based on specifying appli-
cations with the OASIS standard TOSCA [8]. We also show
how we used such prototype to experiment our framework.

The main contributions of this article can be summarised
as follows:

(a) We provide an IOLTS encoding for management proto-
colsmodelling themanagement behaviour of application
components.

(b) We present a parametric relation for testing whether the
management protocol of an available implementation
conforms to that of a component specification, which
enables instantiating four different management confor-
mance testing operators.

(c) We establish and formally prove compositionality prop-
erties resulting from testing conformance with different
operators, i.e., whether operators ensure that the overall
application management is preserved when choosing a
conforming implementation to implement a component
specification, or that no undesiredmanagement activities
get enabled.

(d) We present a prototype implementation of the proposed
management conformance testing and we discuss how
we used it an experimental evaluation.

This article extends our previous work [9]. Contributions (c)
and (d) are indeed brand newandfirst presented in this article.

The article is organised as follows. Sections 3 and 2
provide an overview of our framework and the necessary
background on fault-aware management protocols, respec-
tively. Section 4 introduces our framework for testing man-
agement conformance. Section 5 introduces and proves the
compositionality results for management conformance test-
ing. Section 6 presents the prototype implementation and its
use in realistic experiments. Finally, Sections 7 and 8 discuss
related work and draw some concluding remarks, respec-
tively.

2 Motivations

We hereafter give an intuitive overview of the rationale and
steps to be followed for using the proposed framework for
management conformance testing framework.We also intro-
duce a scenario, which we then use as running example in
the presentation of our framework.

2.1 Overview

Modern enterprise applications integrate multiple heteroge-
neous components [1]. Some components may already come
with a concrete implementation. The remaining components
are instead only specified in the overall application design,
considering how they interact with the rest of the applica-
tion, yet requiring a concrete implementation to be looked
for [10]. Our framework comes to this purpose, by enabling
to choose—at design-time—among multiple possible candi-
date implementations specified components.
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Fig. 1 Steps for testing the management conformance of a candidate
implementation to each specified component

For each specified component, the process to follow is
that in Fig. 1. We start from the component specification,
which comprises the allowed management behaviour (step
1). To test whether a candidate implementation conforms
to such specified management, we should then differently
proceed depending on whether the test setting is white-box
or black-box. In a white-box setting, we have full access
to the internal details and sources of candidate implemen-
tations, hence knowing the management protocol specifying
the actual management of the available implementation (step
2a). Instead, in a black-box setting, we should equip the can-
didate implementation with an interface enabling to invoke
their management operations, satisfy their requirements, and
observe their capabilities (step 2b). We could then test man-
agement conformance with the framework proposed in this
article (step 3).

2.2 Running example

The clients of the application connects to the gui, which
relies on the backend api to serve them. The api accesses the
database for managing application data. Figure 2 illustrates
the topology of such an application, whose nodes model the
application components, and their requirements, capabilities,
and management operations. Connections are modelled as
directed arrows connecting a node’s requirement to another
node’s capability. The connection from gui to api is rep-
resented by indicating that the requirement endp of api is
satisfied by the homonym capability of api. Similarly, the
connection from api to database is represented by indicating

Fig. 2 Example of application topology, depicted according to the
TOSCA graphical notation [11]

Fig. 3 Examples of management protocols for the node api in Fig. 2

that the requirement db of api is satisfied by the homonym
capability of database.

Suppose that gui and database are already implemented,
while api is only specified. Suppose also that we specified
that the desired management for api is that specified by the
management protocol [5] in Fig. 3a (step 1 of Fig. 1), since
we considered it to devise management plans coordinating
the overall application management.

The management protocol in Fig. 3a specifies the possi-
ble states of api, i.e., unavailable (initial), installed, started,
and failed. Operation transitions indicate how api can move
from a state to another by executing the corresponding oper-
ation, with configure self-looping on state installed. The
management protocol indicates that the requirement db is
needed to reside in states installed and started, with the latter
being also the only state where api is providing its capability
endp. The requirement db is also needed to perform the self-
looping transition corresponding to the operation configure.
No requirement is instead needed by api to reside in any
other state or to execute any other operation. Finally, fault-
handling transition illustrate how api reacts to the fault of the
requirement db when it is installed or started. If db stops
being satisfied while api is in one of such states (because
database stops providing the capability db used to satisfy
such requirement), api gets failed.

Consider now the problem of concretely implementing
the api component, e.g., by choosing among already exist-
ing, candidate implementations. To simplify presentation,we
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consider a white-box setting, assuming to have full access to
a candidate implementation of api, and knowing that it can
bemanaged according to themanagement protocol in Fig. 3b
(step 2a in Fig. 1). Can we choose such candidate implemen-
tation to concretely implement the specified api component?
If yes, which guarantees do we have when choosing it for
implementing api? We now show how to answer the above
questions by running the step 3 in Fig. 1 with our proposed
management conformance testing framework.

3 Preliminaries

Management protocols [5] enable analysing and automat-
ing the management of multi-component applications, under
the control of an orchestrator coordinating the invocation
of the management operations of the components therein.1

We hereafter recap the basics on management protocols [5]
needed to formally introduce our management conformance
testing framework.

3.1 Management protocols

Topology graphs allow representing the components form-
ing an application and the dependencies occurring among
them [4]. Application components are represented as nodes,
each describing the requirements of the corresponding com-
ponent, the operations to manage it, and the capabilities
it features to satisfy other components’ requirements. Arcs
model dependencies by associating each requirement of each
node with the capability of another node used to satisfy such
requirement.

Management protocols [5] enable to specify the manage-
ment behaviour of a node N by indicating whether/how each
management operation of N depends on other operations of
N or of the nodes providing capabilities used to satisfy its
requirements, as well as how N reacts when a fault occurs.
The dependencies among the management operations of N
are indicated by a finite state machine, whose transition rela-
tion τN relates the management operations of N with its
states. The transition relation indicates whether an opera-
tion o can be executed in a state s of N , and which state is
reached by executing o in s.

The description ofwhether andhow themanagement oper-
ations of N depends on those of other nodes is given by
enriching the finite state machine with conditions associating
(possibly empty) sets of requirements and capabilities with
both transition and states. The requirements associated with
a transition must be satisfied to allow its execution, while

1 The set of management operations available to the orchestrator is the
union of the sets of management operations available on each of the
components of an application.

those associated with a state must continue to be satisfied
in order for N to continue to work properly. The capabili-
ties associated with a transition/state are those offered by N
during such transition/state.

Finally, management protocols also allow to indicate how
N reacts when a fault occurs, i.e., when N is in a state
assuming some requirements to be satisfied, but some other
node stops satisfying such requirements. This is specified by
another transition relation ϕN , which models the fault han-
dling of N by specifying that its state changes from s to s′
when some of the requirements it assumes in s stop being
satisfied.2

Definition 3.1 (Management Protocol) Let N = 〈SN , RN ,

CN , ON ,MN 〉 be a node, where SN , RN , CN , and ON are
the finite sets of its states, requirements, capabilities, and
management operations (with SN �= ∅ and ON �= ∅).
MN = 〈sN , ρN , χN , τN , ϕN 〉 is a finite state machine defin-
ing the management protocol of N , where:

• sN ∈ SN is the initial state,
• ρN : SN → 2RN is a function indicating, for each state
s ∈ SN , which conditions on requirements must hold,

• χN : SN → 2CN is a function indicating which capabil-
ities of N are concretely offered in a state s ∈ SN ,

• τN ⊆ SN × 2RN × 2CN × ON × SN is a set of quintuples
modelling the transition relation,

• ϕN ⊆ SN × SN is a set of pairs modelling the fault
handling for a node.

Remark 3.1 〈s, R,C, o, s′〉 ∈ τN denotes that in state s, and
if condition P holds, o can be executed and leads to state
s′, by maintaining the capabilities in C during the transition.
Instead, 〈s, s′〉 ∈ ϕN denotes that the node will change its
state from s to s′ if some of the requirements in ρN (s) −
ρN (s′) stop being satisfied.

We hereafter assume management protocols to be com-
plete (i.e., handling all possible faults in all possible states)
and race-free (i.e., handling faults so that the simultaneous
removal of a set of requirements has the same effect on a
node as any sequential removal of the same requirements).
The construction rules for ensuring both properties on any
management protocol can be found in [5].

3.2 Applicationmanagement

To show how to derive the management behaviour of an
application by composing the management protocols of

2 Fault handlers enable modelling that the fault of a requirement results
in the application getting to a partly working state from which it can
be recovered, as well as that such fault is unforeseen and results in a
sudden “crash” of the application. Further details and examples can be
found in [5].
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its components, we first introduce a shorthand notation to
denote applications. This simplifies eliciting the nodes in
an application’s topology and the connections among their
requirements and capabilities.3

Notation 3.1 We denote with A = 〈T , b〉 a generic multi-
component application, where T is the finite set of nodes in
the application topology, and where the connections among
nodes is described by a (total) binding function

b :
⋃

N∈T
RN →

⋃

N∈T
CN

associating each requirement of each node with the capabil-
ity used to satisfy such requirement.

The semantics of the management protocols in a multi-
component application A = 〈T , b〉 is defined by a labelled
transition system over configurations that denote the states
of the nodes in T . Intuitively, G

o−→ G ′ is a transition denot-
ing that operation o can be executed (on a node) when the
“global” state of A is G and that it makes A evolve into the
new global state G ′. We hence first recall from [5] the notion
of global state, which is defined as a set G containing only
the current state of each of the nodes forming an application.

Definition 3.2 (Global State) Let A = 〈T , b〉 be an appli-
cation, and let us denote with 〈SN , RN ,CN , ON ,MN 〉 the
tuple corresponding to a node N ∈ T . A global state G of A
is a set of states such that:

G ⊆
⋃

N∈T
SN ∧ ∀N ∈ T . |G ∩ SN | = 1

Notation 3.2 G denotes the initial global state of an appli-
cation A = 〈T , b〉, where each node is in its initial state (viz.,
G = ⋃

N∈T sN ).

We also recall the function F denoting the set of pending
faults in G, i.e., requirements assumed in G, even if bound
to capabilities not provided in G. To do so, we exploit some
shorthand notations to indicate the requirements and capabil-
ities associated with a global state, and the set of capabilities
bound to a given set of requirements.

Notation 3.3 Let G be a global state of an application
A = 〈T , b〉. We denote with ρ(G) the requirements that
are assumed to hold by the nodes in T when A is in G, with
χ(G) the capabilities provided by such nodes in G, and with
b(R) the capabilities bound to the requirements in R:

ρ(G) =
⋃

N∈T
{ρN (s) | s ∈ G ∧ s ∈ SN },

3 For simplicity, and without loss of generality, we assume that the
names of states, requirements, capabilities, and operations of the nodes
in a topology are all disjoint.

χ(G) =
⋃

N∈T
{χN (s) | s ∈ G ∧ s ∈ SN }, and

b(R) =
⋃

r∈R

{b(r)}.

Definition 3.3 (Pending faults) Let A = 〈T , b〉 be an appli-
cation, and let G be a global state of A. The set F(G) of
pending faults in G is defined as:

F(G) = {r ∈ ρ(G) | b(r) /∈ χ(G)}.
Themanagement behaviour of an application is then given

by a labelled transition system, whose configurations are the
global states of A. The transition system is characterised by
two inference rules, i.e., op for operation execution and fault
for fault propagation. The former permits executing a man-
agement operation o on a node N ∈ T only if there are no
pending faults and all the requirements needed by N to per-
form o are satisfied (by the capabilities provided by other
nodes in T ).4 The latter illustrates how to handle pending
faults.

Definition 3.4 (Application Behaviour) Let A= 〈T , b〉 be an
application, and let us denote with 〈SN , RN ,CN , ON ,MN 〉
the tuple corresponding to a node N ∈ T . Let also MN =
〈sN , ρN , χN , τN , ϕN 〉. The management behaviour of A is
modelled by a labelled transition system whose configura-
tions are the global states of A:

s ∈ G 〈s, R,C, o, s′〉 ∈ τN
F(G) = ∅ b(R) ⊆ χ(G)

G
o−→ (G − {s}) ∪ {s′}

op

s ∈ G 〈s, s′〉 ∈ ϕN ρN (s′) ⊆ ρN (s)–F(G)

�〈s, s′′〉 ∈ ϕN .ρN (s′) � ρN (s′′) ⊆ ρN (s)–F(G)

G
⊥−→ (G − {s}) ∪ {s′}

fault

4 Testingmanagement conformance

To align with Tretmans’ idea of I/O conformance testing
[7], management conformance is defined on IOLTS encod-
ings of the formalism under consideration. We hence first
introduce an encoding ofmanagement protocols into IOLTSs
(Section 4.1) and characterise its suitability for conformance
testing (Section 4.2). We then exploit the IOLTS encoding of
management protocols to formally introduce management
conformance testing in multi-component applications (Sec-
tion 4.3).

4.1 IOLTS encoding

With the ultimate goal of defining an IOLTS encoding for
the management protocol of a node N = 〈SN , RN ,CN , ON ,

4 The execution of an operation is assumed to be atomic [5].
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MN 〉, wefirst identify the input and output actions for N . The
possible input actions for N are of two different types, i.e.,
operation-invocation actions and requirement-set actions.An
operation-invocation action o↑ denotes the invocation of an
operationo ∈ ON in a state.A requirement-set action R (with
R ∈ RN ) instead denotes a subset of the requirements of N
that are satisfied by capabilities provided by other compo-
nents in the application. They are modelled as input actions,
since they are both provided by external entities: Operation
invocation is indeed performed by the application orchestra-
tor, while requirements are satisfied by capabilities provided
by other components in the applications.

The output actions instead enable observing the outputs
possibly generated by N after executing some input action,
namely whether an invoked operation completed, which
capabilities it provides, or whether some fault occurred. An
operation-termination action o↓ notifies the completion of
a previously invoked operation o ∈ ON . A capability-set
action C (with C ∈ CN ) denotes a subset of the capabilities
of N that are provided by N to the rest of the application.
Finally, fault-handling actions enable explicitly observing
the activation of fault handlers, by means of a special output
symbol ⊥ /∈ (RN ∪ CN ∪ ON ).

Definition 4.1 (Input/Output Actions) Let N = 〈SN , RN ,

CN , ON ,MN 〉 be a node. The set ActN of possible I/O
actions for N is defined as ActN = InN ∪ OutN , where

• InN = {o↑ | o ∈ ON } ∪ 2RN and
• OutN = {o↓ | o ∈ ON } ∪ 2CN ∪ {⊥}.

The set of possible I/O actions for a node N defines
the labelling alphabet for the IOLTS encoding its manage-
ment protocol MN = 〈sN , ρN , χN , τN , ϕN 〉 of a node N .
The configurations XN of the IOLTS encoding of MN are
then given by the set of states SN of N , extended by a
set of fresh configurations denoting the execution of oper-
ation transitions and fault-handling transitions, i.e., XN =
(SN ∪ τN ) ∪ ϕN . The initial configuration of the IOLTS cor-
responds to the initial state of MN , i.e., sN .

The transition relation of the IOLTS encoding of MN is
obtained in three steps, to differently encode states, operation
transitions, and fault-handling transitions.

(i) The conditions on requirements and capabilities associ-
ated with each state s ∈ SN are encoded by two IOLTS
transitions self-looping on s. These are a requirement-
set input transition encoding the requirements assumed
by N in s, and a capability-set output transition encod-
ing the capabilities provided by N in s.

(ii) For each transition t = 〈s, R,C, o, s′〉 ∈ τN in the
management protocol, four transitions are added to
the corresponding IOLTS encoding. Two of such tran-

sitions encode the invocation and completion of the
operation o, i.e., an operation-invocation input transi-
tion o↑ from s to t , and an operation-completion output
transition o↓ from t to s′. Two transitions self-looping
on t instead encode the conditions on requirements and
capabilities associated with t , i.e., a requirement-set
input transition labelled with R, and a capability-set
output transition labelled with C .

(iii) Each fault handler f = 〈s, s′〉 ∈ ϕN is encoded by
adding two IOLTS transitions for each subset of the
requirements assumed in s and handled by f : an input
transition labelled with the set R of remaining require-
ments (i.e., the requirements that were assumed in s and
that continue to be satisfied by the rest of the applica-
tion) goes from s to f , modelling the reaction of N to
the handled fault (i.e., the requirements in ρN (s) − R).
An output transition labelled with ⊥ instead goes from
f to s′, hence enabling to explicitly observe the issuing
of a fault handler.

Definition 4.2 (IOLTS Encoding) Let N = 〈SN , RN ,CN ,

ON ,MN 〉 be a node, with MN = 〈sN , ρN , χN , τN , ϕN 〉.
The IOLTS encoding of the management protocolMN of N
is defined as a triple IN = 〈sN , XN ,→N 〉, where

XN = SN ∪ τN ∪ ϕN and →N ⊆ (XN × ActN × XN ),

with →N being the least relation such that

(i) ∀s ∈ SN . {〈s, ρN (s), s〉, 〈s, χN (s), s〉} ⊆→N ,
(ii) ∀t = 〈s, R,C, o, s′〉 ∈ τN .

{〈s, o↑, t〉, 〈t, R, t〉, 〈t,C, t〉, 〈t, o↓, s′〉} ⊆→N ,
(iii) ∀ f = 〈s, s′〉 ∈ ϕN .

∀R ⊂ ρN (s) : (ρN (s′) ⊆ R ∧
(�〈s, s′′〉 ∈ ϕN . ρN (s′) ⊂ ρN (s′′) ⊆ R)) .

{〈s, R, f 〉, 〈 f ,⊥, s′〉} ⊆→N .

The proposed encoding preserves the semantics of man-
agement protocols. While this can be directly observed on
the encoding of conditions on capabilities, that of require-
ments and faults needs a small digression. It indeed exploits
a peculiar aspect of I/O conformance testing, namely that all
possible inputs should be testable. Even if some tests may
skip the self-loops encoding the conditions associated with
states and transitions, we must always test also the cases in
which self-loops are included, therefore constraining the cor-
responding requirements to be satisfied for the component to
reside in a state or to perform a transition. For the same rea-
sons, the fault handler 〈s, s′〉 ∈ ϕN is encoded by multiple
transitions to model all possible sets of faults it handles (viz.,
all possible subsets of ρN (s) − ρN (s′)).

Figure 4 shows the IOLTS encodings of the management
protocols in Fig. 3. The configurations of both IOLTSs are
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Fig. 4 IOLTS encoding of the management protocols in Fig. 3. Solid and dashed transitions correspond to input and output actions, respectively.
Configurations corresponding to states of the original management protocols are in grey

given by the union of the sets of states, operation transitions,
and fault-handling transitions of the original management
protocols. Intermediate configurations are used to split each
operation transition into an operation-invocation input tran-
sition and an operation-completion output transition. For
instance, the operation transition leading from unavailable
to installedwith the operation install is split into two IOLTS
transitions install↑ and install↓.

Fault-handling transitions in management protocols are
also split into two IOLTS transitions. Consider the config-
uration started, whose corresponding state assumes db to
be satisfied. If no requirement is given as input, this means
that db stops being satisfied and the configuration of the
IOLTS changes from started to failing, fromwhich (the con-
figuration corresponding to) state failed can be reached by
producing the output ⊥. The two transitions in the IOLTS
model the corresponding fault-handling transition in the orig-
inal management protocol.

Finally, self-loops model the conditions on requirements
and capabilities associated with states and transitions. For

instance, the configuration started has two self-loops. The
dashed self-loop models the fact that the node is offering
the capability endp while residing in state started, since it
can produce {endp} as output. The solid self-loop instead
indicates that the node keeps residing in state started if the
requirement db continues to be satisfied, since the configu-
ration does not change when {db} is given as input.

4.2 Input-enabledness

I/O conformance testing requires candidate implementations
to be input-enabled: any candidate implementation should
never block on any input action during testing, so that for
every test execution a definitive pass/fail verdict can be made
[7]. We consider a management protocol as input-enabled if
its IOLTS encoding accepts any possible input in any config-
uration corresponding to a state in the management protocol.

Notation 4.1 Let IN = 〈sN , XN ,→N 〉 be the IOLTS encod-
ing of the management protocol of a node N. Given a
configuration x ∈ XN , we use x

σ−→N x ′ and x
σ−→N (with
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σ ∈ Act∗N ) to denote traces σ corresponding to valid paths
from x in IN .
Definition 4.3 (Input-Enabledness)LetIN = 〈sN , XN ,→N

〉 be the IOLTS encoding of the management protocol of
a node N . IN is input-enabled iff ∀x ∈ SN .∀i ∈ InN :
x

i−→N .

Consider again the IOLTSs in Fig. 4, which encode the
(a) management protocol specification and (b) candidate
implementation for the component api in our running exam-
ple (Fig. 3). One can readily observe that both IOLTSs are
such that the corresponding management protocols are not
input-enabled, as there exist configurations corresponding to
state of the corresponding management protocol that lack
some outgoing input transitions (e.g., there is only one out
of the five possible operation-invocation actions defined for
started). As I/O conformance testing requires implementa-
tions to be input-enabled [7], to be able to test whether the
candidate implementation of api conforms to its specifica-
tion, its management protocol should be input-enabled.

The input-enabledness of a management protocol can be
ensured automatically. Intuitively, its IOLTS encoding can be
completed by adding an input transition targeting a distinct
sink configuration s⊥ (with s⊥ /∈ XN ) for each unspecified
input of each state s ∈ SN , i.e., a requirement-set input tran-
sition labelled with R is added if there is no such transition
outgoing from s, and an operation-invocation input transition
labelledwith o if o cannot be invoked in s. The sink state s⊥ is
also input-enabled by adding a self-looping input transition
for each possible input.

In addition, a self-looping output transition on s⊥ is added
and labelled with the special symbol⊥. This enables observ-
ing that an unspecified input has been provided to the IOLTS,
as when this happens the IOLTS can provide ⊥ as output.

Definition 4.4 (Input Completion) Let N = 〈SN , RN ,CN ,

ON ,MN 〉 be a node, with MN = 〈sN , ρN , χN , τN , ϕN 〉.
Let also IN = 〈sN , XN ,→N 〉 be the IOLTS encoding of
MN . The input completion of IN is given by the tuple I ′

N =
〈sN , X ′

N ,→′
N 〉 where

• X ′
N = XN ∪ {s⊥} and

• →′
N =→N ∪

{〈s, R, s⊥〉 | s ∈ SN ∧ R ⊆ RN ∧ 〈s, R, ·〉 /∈→N }∪
{〈s, o↑, s⊥〉 | s ∈ SN ∧ o ∈ ON ∧ 〈s, o↑, ·〉 /∈→N }∪
{〈s⊥, R, s⊥〉 | R ⊆ RN } ∪
{〈s⊥, o↑, s⊥〉 | o ∈ ON } ∪
{〈s⊥,⊥, s⊥〉}.

By applying the above-listed construction rules to the
IOLTS encoding of the management protocol of the can-
didate implementation of api (Fig. 4b), we can make such
implementation input-enabled (Fig. 5).

4.3 Management conformance

Consider an application component, and suppose N to
constitute the (fully known) specification of its intended
management behaviour. Suppose also N ′ to constitute a can-
didate implementation for N , defined over the same sets of
requirements, capabilities, and management operations. We
hereafter formally define an I/O conformance relation on
management protocols (mpioco), such that N ′ mpioco N
denotes that the management behaviour implemented by
N ′ conforms to that specified by N , i.e., given the same
inputs, N ′ can produce the outputs specified by N . Intuitively,
N ′ mpioco N means that, if provided with the same require-
ments and operations, N ′ can offer the capabilities offered
by N . This hence means that N ′ can be used to implement
N in a multi-component application.

To define thempioco relation, we first formally introduce
the notions of quiescence and suspension traces. Quiescence
occurs in a state when no output can be provided [12]. As for
the IOLTS encoding of a management protocol, quiescence
occurs whenever a configuration corresponds to a state in
the original protocol where no capability is provided. For
explicitly observing quiescence, we introduce a special out-
put symbol δ /∈ (RN ∪CN ∪ON ) denoting it. We then define
suspension traces by extending existing traces by enabling
to explicitly observe quiescence.

Definition 4.5 (Quiescence, Suspension Traces) Let N =
〈SN , RN ,CN , ON ,MN 〉 be a node and let IN = 〈sN , XN ,

→N 〉 be the IOLTS encoding ofMN . Let also x ∈ XN be a
configuration in IN .

• x is quiescent, denoted by δ(x) iff

∀C ⊆ CN : C �= ∅ . x � C−→N , and
• straces(x) = {σ | x σ−→N }, where

∀x ′ ∈ XN . x ′ δ−→N x ′ if δ(x ′).

We also introduce the notion of enabled outputs to identify
the set of output symbols enabled by a set of configurations.
Intuitively, these correspond to the outputs that can be pro-
duced from any configuration in the set.

Definition 4.6 (Enabled Outputs) Let N = 〈SN , RN ,CN ,

ON ,MN 〉 be a node and let IN = 〈sN , XN ,→N 〉 be the
IOLTS encoding of MN . The set of outputs enabled in a
configuration x ∈ XN is the least set out(x) such that

• C ⊆ out(x) if x
C−→N ,

• {⊥} ⊆ out(x) if x
⊥−→N , and

• {δ} ⊆ out(x) if δ(s).
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Fig. 5 Input-enabled version of the IOLTS in Fig. 4b, obtained by input completion

Notation 4.2 out(X) denotes the outputs enabled in at least
one of the configurations in the set X ⊆ XN , i.e., out(X) =⋃

x∈X out(x).

Finally, we introduce the notion of reachability, which
enables identifying the configurations that can be reached by
performing a trace σ in a configuration x . We define two dif-
ferent versions of reachability, distinguished by parameter γ .
If γ is “=”, the transitions involving a set of requirements
or capabilities are considered only if the trace σ delivers
exactly that set of requirements or capabilities. If γ is instead
set to “≥”, we obtain a more relaxed notion of reachability.
Indeed, with γ set to “≥”, a transition labelled with a set
R′ of requirements is considered if the trace is delivering
at least the requirements in R′, while one labelled with a
set C ′ of capabilities is considered if the trace is deliver-
ing at most the capabilities in C ′. Operation-invocation and
operation-completion transitions are instead always consid-
ered, independently of the value associated with γ .

Definition 4.7 (γ -Reachability) Let N = 〈SN , RN ,CN ,

ON ,MN 〉 be a node and let IN = 〈sN , XN , →N 〉 be the
IOLTS encoding of MN . Let also x ∈ XN be a configu-
ration in IN and σ ∈ straces(x) be a suspension trace for
x . The set of γ -reachable configurations from x with σ is
reachγ (x, σ ) ⊆ XN , i.e., the least set satisfying the follow-
ing recursive rules:

• x ∈ reachγ (x, ε),

• x ∈ reach=(x ′, σ ) if ∃R′ ⊆ RN . x ′ R′−→N x ′′ ∧ σ =
R′ · σ ′′ ∧ x ∈ reach=(x ′′, σ ′′),

• x ∈ reach≥(x ′, σ ) if ∃R′, R ⊆ RN . x ′ R′−→N x ′′ ∧ R′ ⊆
R ∧ σ = R · σ ′′ ∧ x ∈ reach≥(x ′′, σ ′′),

• x ∈ reach=(x ′, σ ) if ∃C ′ ⊆ CN . x ′ C ′−→N x ′′ ∧ σ =
C ′ · σ ′′ ∧ x ∈ reach=(x ′′, σ ′′),

• x ∈ reach≥(x ′, σ ) if ∃C ′,C ⊆ CN . x ′ C ′−→N x ′′ ∧ C ⊆
C ′ ∧ σ = C · σ ′′ ∧ x ∈ reach≥(x ′′, σ ′′),

• x ∈ reach≥(x ′, σ ) if ∃C ′,C ⊆ CN . x ′ C ′−→N x ′′ ∧ C ⊆
C ′ ∧ σ = C · σ ′′ ∧ x ∈ reach≥(x ′′, σ ′′),

• x ∈ reachγ (x ′, σ ) if ∃o ∈ ON . x ′ o↑−→N x ′′ ∧ σ = o↑ ·
σ ′′ ∧ x ∈ reachγ (x ′′, σ ′′), and

• x ∈ reachγ (x ′, σ ) if ∃o ∈ ON . x ′ o↓−→N x ′′ ∧ σ = o↓ ·
σ ′′ ∧ x ∈ reachγ (x ′′, σ ′′),

where α · ω denotes an I/O action α followed by a sequence
ω of I/O actions.

The above-introduced notions set the foundations for
formally defining how to test management conformance
between a candidate implementation and the specification
of an application component. This can be done by means
of the parametric relation (mpioco) for testing management
conformance defined hereafter, which enables obtaining four
different conformance testing operators. The latter distin-
guished based on (a) the employed notion of γ -reachability
and on (b) the way non-deterministic output-behaviour is
handled. Concerning (b), we introduce some shorthand nota-
tions for comparing sets of sets, i.e., we write Z ′ � Z ′′ to
indicate that Z ′′ contains all sets in Z ′, and Z ′ � Z ′′ to
indicate that Z ′′ contains a superset of each set in Z ′.
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Notation 4.3 Let Z ′ and Z ′′ be two sets, whose elements are
in turn sets. We write Z ′ � Z ′′ iff ∀z′ ∈ Z ′ : (∃z′′ ∈ Z ′′ :
z′′ = z′), and Z ′ � Z ′′ iff ∀z′ ∈ Z ′ : (∃z′′ ∈ Z ′′ : z′′ ⊇ z′).

Definition 4.8 (mpioco) Let N=〈SN , RN , CN , ON ,MN 〉
be a node, with MN=〈sN , ρN , χN , τN , ϕN 〉. Let N ′ =
〈S′

N , RN ,CN , ON ,M′
N 〉 be another node, with MN =

〈s′
N , ρ′

N , χ ′
N , τ ′

N , ϕ′
N 〉 being input-enabled. Let also β ∈ {�

,�} and γ ∈ {=,≥}. N ′ mpiocoβ,γ N iff
∀σ ∈ straces(sN ) .

out(reachγ (s′
N , σ )) β out(reachγ (sN , σ )).

The implemented management of a node hence conforms
to its specification if, given a set of inputs, it can produce the
expected outputs. In particular, if β is “�” and γ is “=”, a
candidate implementation conforms to a given specification
only if it produces the same set of desired capabilities given
exactly the same sets of requirements. This is, however, not
the case in our running example, as the candidate implemen-
tation of api (hereafter denoted by apiI ) can provide more
outputs than those indicated by the specification (hereafter
denoted by apiS). Indeed, by looking at the IOLTS encoding
of the management protocol apiS (Fig. 4a) and at the input-
enabled IOLTS encoding of that of apiI (Fig. 5), one can
readily observe that apiI can output the capability endp in
the configuration corresponding to the state installed, while
apiS indicates that no capability is given as output in such
configuration.

Setting β to “�” and γ to “≥” results in more flexible
operators for management conformance testing. With β set
to “�”, conformance occurs also if the implementation can
produce at least one of the expected sets of capabilities, hence
enabling specifications to exhibit non-deterministic output
behaviour. With γ set to “≥” conformance occurs also if the
implementation needs less requirements and provides more
capabilities.

Relaxing β into “�” is useless in our running exam-
ple, as apiS is fully deterministic in its output behaviour.
Relaxing γ into “≥” is instead useful, as one can check
that apiI mpioco�,≥ apiS and apiI mpioco�,≥ apiS . One
can indeed check that the IOLTS encoding of the man-
agement protocol apiS (Fig. 4a) and at the input-enabled
IOLTS encoding of that of apiI (Fig. 5) are defined over
the same input sequences, and that the latter can produce (at
least) the same output sets as the former if given the same
input sequences. However, which guarantees on the over-
all application management is given when choosing apiI to
implement apiS? Is every possible trace of management pre-
served? Is there any (potentially undesired) additional trace
that gets enabled?

Suppose now that we change the specification of the man-
agement protocol of api into that shown in Fig. 6, which
we hereafter denote with api′S , for simplicity. api′S gives
more implementation freedom than apiS , e.g., allowing the

Fig. 6 An alternative specification of the management protocol of api

execution of the operation configure to exhibit different
(non-deterministic) effects if invoked when api is installed.
After deriving the IOLTS encoding of the management pro-
tocol of api′S and testing the management conformance of
apiI with api′S , one would obtain that apiI mpioco�,= apiS
and apiI mpioco�,≥ apiS (while the same does not hold if
β is set to “�”). Which guarantees on the overall applica-
tion management would be given when implementing api′S
by choosing apiI ? Would such guarantees differ from those
obtained when implementing apiS (instead of api′S) with
apiI ?

5 Compositional testing

The different notions of mpioco enable testing varying
degrees ofmanagement conformance, which ensure different
properties when choosing a conforming implementation to
concretely implement a specified component. We now illus-
trate such compositionality properties (Section 5.1), and we
discuss how they can drive the choice of which conformance
tests to run (Section 5.2).

5.1 Compositionality properties

The overall management behaviour of an application A is
defined by a labelled transition system defined over its global
states [5], whose transitions are defined by two inference
rules modelling operation execution and fault propagation
(see Definition 3.4). To simplify the presentation of the
compositionality properties resulting from testing manage-
ment conformance, we hereafter denote such management
behaviour as a composite application behaviour. The latter is
a labelled transition system defined over a set of global states
GA,whose initial state is the initial state for A, i.e.,GA. Labels
are then given by the operation or fault-handling transitions
executed on the nodes in A (i.e., LA = ⋃

N∈T ON ∪ {⊥}),
and the transition relation →A is the least relation satisfying
the original inference rules in Definition 3.4.

123



Service Oriented Computing and Applications (2022) 16:209–225 219

Definition 5.1 (Composite Application Behaviour) Let A =
〈T , b〉 be an application. Its composite application behaviour
is defined by a labelled transition system 〈GA,GA, L A,→A〉
where

• GA is the set of global states of A,
• GA is the initial global state of A,
• LA = ⋃

N∈T ON ∪{⊥} is the set of transition labels, and
• →A ⊆ GA × L A × GA is the least relation satisfying the
rules op and fault in Def. 3.4.

The composite behaviour of an application defines its
allowed management, which can also be characterised by
the set of its composite traces. Intuitively, given the global
state of an application, the composite traces for such state
are given by the set of all sequences of operations and fault-
handlers that can be executed from such global state. The set
of all possible composite traces for an application are then
given by the composite traces of its initial global state.

Definition 5.2 (Composite Traces) Let 〈GA,GA, L A,→A〉
be the composite application behaviour of application A. Let
also G be a global state of A (i.e., G ∈ GA). �G� denotes the
set of composite traces for the global state G, which is the
smallest set satisfying the following rules.

• ε ∈ �G� and

• if G
α−→ G ′ and ω ∈ �G ′� then αω ∈ �G�

Notation 5.1 �A� denotes all possible composite traces for
an application A, with �A� = �GA�.

Based on the composite traces defining the allowed man-
agement of an application, we can prove the compositionality
properties resulting from the different operators for test-
ing management conformance. The composite application
behaviour obtained from management protocols adhere to
a parallel step semantics including a synchronisation mech-
anism on shared requirements and capabilities. We hence
frame the compositionality claims for mpioco in terms of
trace inclusion: consider two applications A and A′, and sup-
pose that A′ is obtained by replacing the node N in A with
N ′, with N ′mpiocoβ,γ N .

(1) If mpioco holds with β set to “�”, then A′ preserves
all the possible traces allowed by A, i.e., the composite
traces for A′ are at least those for A.

(2) If mpioco holds with γ set to “=”, then no additional
trace is introduced in the allowedmanagement of A′, i.e.,
the composite traces for A′ are at most those for A.

Theorem 5.1 (Compositionality Properties) Let A = 〈T , b〉
be an application, and let N ∈ T be one of its nodes. Let also

A′ = 〈T ′, b〉 be another multi-component application, with
T ′ = (T − {N }) ∪ {N ′}. If N ′mpiocoβ,γ N, the following
compositionality properties hold.

(1) �A′� ⊇ �A� ⇔ β = “�”, and
(2) �A′� ⊆ �A� ⇔ γ = “=”.

Proof Let A = 〈T , b〉 and A′ = 〈T ′, b〉 be multi-component
applications. Suppose that A′ is obtained from A by replacing
its node N with N ′ (i.e., T ′ = (T − {N }) ∪ {N ′}), with
N ′ mpiocoβ,γ N . We hereafter prove properties (1) and (2)
of Theorem 5.1 separately.

(1) We prove that �A′� ⊇ �A� ⇔ β=“�”. By Nota-
tion 4.3, it holds that Z ′ � Z ′′ iff ∀z′ ∈ Z ′ :
(∃z′′ ∈ Z ′′ : z′′ ⊆ z′). It hence follows that ∀σ ∈
straces(sN ) . out(reachγ (sN ′ , σ )) � out(reachγ (sN ,

σ )) (seeDef. 4.8), whichmeans that the capabilities of N ′
must be at least those provided by N in every state. Fur-
thermore, we may remove requirements (case γ ∈ {≥})
or leave requirements unchanged (case γ ∈ {=,≥}) in
N ′ as compared to N . As a result, no required capabilities
may be dropped and no requirements may be added, such
that ∀σ ∈ �A� : σ ∈ �A′�. Additionally, β=“�” does not
affect fault handling as requirements can only be dropped
(as explained above). Therefore, �A′� ⊇ �A� ⇔ β=“�”.

(2) We prove that �A′� ⊆ �A� ⇔ γ=“=”. By definition, x ∈
reach=(N ′, σ ) with σ ∈ straces(N ) iff the following
recursive rules hold (see Def. 4.7):

• x ∈ reach=(x, ε),

• x ∈ reach=(x ′, σ ) if x ′ R′−→N x ′′ ∧ R′ ⊆ RN ∧ σ =
R′ · σ ′′ ∧ x ∈ reach=(x ′′, σ ′′),

• x ∈ reach=(x ′, σ ) if x ′ C ′−→N x ′′ ∧ C ′ ⊆ CN ∧ σ =
C ′ · σ ′′ ∧ x ∈ reach=(x ′′, σ ′′),

• x ∈ reach=(x ′, σ ) if x ′ o↑−→ x ′′ ∧ o ∈ ON ∧ σ = o↑ ·
σ ′′ ∧ x ∈ reach=(x ′′, σ ′′), and

• x ∈ reach=(x ′, σ ) if x ′ o↓−→ x ′′ ∧ o ∈ ON ∧ σ = o↓ ·
σ ′′ ∧ x ∈ reach=(x ′′, σ ′′).

Hence, x ∈ reach=(N ′, σ ) iff there exists a trace to x in N
consisting of the same inputs and outputs (i.e., requirements
and capabilities) as trace σ of N . Furthermore,

∀σ ∈ straces(sN ) .

out(reach=(sN ′ , σ )) � out(reach=(sN , σ ))

∨
∀σ ∈ straces(sN ) .

out(reach=(sN ′ , σ )) � out(reach=(sN , σ )).

This means that N ′ may have the same outputs as N (case
β ∈ {�}), or that N only implements some of the possible
outputs of N ′ (case β ∈ {�,�}). It may hence be that ∃σ ′′ ∈
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Table 1 Guarantees on overall
application management, after
implementing a specification by
choosing a conforming
implementation, withmpioco
varying on β and γ

γ is “=” γ is“≥”

β is “�” Existing traces preserved, no additional traces Existing traces preserved

β is “�” No additional traces —

�A� : σ ′′ /∈ �A′� as capabilities (i.e., outputs) of N required
by other nodes may be dropped. However, by Def. 4.7 no
requirements may be dropped and no additional capabilities
may be added in N ′ as otherwise N ′ mpiocoβ,= N would not
hold. This results in �A� �⊂ �A′�. Additionally, γ=“=” does
not affect fault handling as no requirements can be dropped
(as explained above). Therefore, �A′� ⊆ �A� ⇔ γ = “=”.��

5.2 Which Conformance Testing Operator to Exploit?

The different operators that can be obtained from mpioco
ensure alsodifferent compositionality propertieswhen imple-
menting a component specification by choosing a con-
forming, available implementation (Theorem 5.1). Stricter
constraints on the parameters γ and β of mpioco (i.e., set-
ting γ to “=” or β to “�”) result in stricter operators for
testing management conformance, which induce additional
guarantees on the overall management behaviour of a multi-
component application (Table 1).

Whenever a candidate implementation for a component
conforms to its specification with β set to “�”, implementing
the specificationby choosing the conforming implementation
results inpreserving all possible traces in the overallmanage-
ment behaviour of an application. Conversely, no additional
trace is introduced when implementing the specification of
a component by choosing an implementation that conforms
to such specification with γ set to “=”.

Notably, the choice of which restrictions on β or γ

to employ (and hence which testing operators to employ)
strictly depends on the guarantees that an application admin-
istrator wishes to have. If an application administrator wishes
to implement the specification of a component by preserv-
ing the overall management behaviour of the application it
appears in, she must test the management conformance of a
candidate implementation with β set to “�”. The latter was
precisely the case in our running example (Section 2), where
we wished to ensure that the already developed management
plans will continue to work properly after implementing the
specification apiS (Fig. 3a) by choosing apiI (Fig. 3b). Given
that apiI shown to be conforming to apiS with β and γ set
to � and ≥ (Section 4.3), we can exploit apiI to implement
apiS while at the same time being sure that the formerly
allowedmanagement behaviour is preserved, hence meaning
that plans devised for managing the application will continue
to work.

Alternatively, if an application administrator wishes to
implement the specification of a component by ensuring
that no additional management trace is introduced, she has
to test for management conformance with γ set to “=”.
This property is not to be underestimated, as enabling
additional management activities while considering interde-
pendent components may result in some undesired situation.
For instance, a component specification may require the use
of a VPN in some states to secure its communications. With
the relaxed version of γ , an implementation never requir-
ing any VPN would conform the specification, even if it
this would mean that choosing such implementation would
result in not exploiting any VPN to secure communications.
For avoiding such a kind of undesired situations to happen,
mpioco is hence to be tested by setting γ to “=”, which
disallows additional management activities to get enabled in
applications where the specification of a component has been
implemented by choosing a conforming implementation.

Consider again, for instance, the alternative specification
for themanagement ofapi, i.e.,api′S (Fig. 6). The latter allows
some implementation freedom, e.g., by allowing to freely
choose how to implement the operation configure that can be
invoked in state installed. Suppose now that the application
administrator wishes to implement such specification with
the candidate implementation apiI shown in Fig. 3b, while
at the same time ensuring that no additional management
activity gets enabled. She should then test the management
conformance of apiI with respect to api

′
S with γ set to “=”,

which can be shown to hold (see Section 4.3). It hence means
that the apiI can be chosen to implement api′S , while at the
same time being sure that (at most) only the management
activities that were allowed by the specification api′S will
continue to be allowed after choosing apiI used to implement
it.

6 Prototype and experiments

We now present a prototype implementation of the proposed
approach (Section 6.1) and the results of its application to
controlled experiments (Section 6.2). The sources of the pro-
totype and experiments are available on GitHub.5

5 https://github.com/di-unipi-socc/mpioco.
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6.1 Prototype

Our prototype automatically checks whether N ′ mpioco N
holds between a candidate implementation N ′ and a corre-
sponding specification N both explicitly given as compo-
sitions of management protocols. Our prototype accepts as
input a predefined XML file format containing the descrip-
tions of the management protocols of the desired component
N and of the available implementation N ′.6 In addition, it
allows setting the values of the parameters β and γ to con-
trol the configuration of the mpioco relation.

In the following, we briefly sketch the different steps per-
formed by the prototype to verify whether N ′ mpioco N
holds.

1. IOLTS transformation: After parsing the input files,
the management protocol models N and N ′ are trans-
formed into IOLTSmodels to serve as a basis for checking
mpioco as described in Sect. 4.

2. Input completion: The IOLTS encodings of the input
models are checked for input-enabledness, and input-
completion is applied where necessary.

3. Conformance checking: To check whether N ′ mpioco N
holds, the prototype runs the procedures for the functions
out and reach as well as for the derivation of the set of
straces from the specification.

To evaluate the potential gains in efficiency of compositional
checking of mpioco, our prototype is further able to han-
dle input models consisting of networks of multiple nodes
by constructing the respective composite application before
applying the mpioco check as described in Section 5.

6.2 Experimental Evaluation

We considered the following research questions:

(RQ1) What is the computational effort of thempioco-check
depending on the number of suspension traces?

(RQ2) What is the potential gain in efficiency of compo-
sitional mpioco-checking as compared to checking
composite applications?

Experimental Set-up. To answer to RQ1 and RQ2, we cre-
ated five different subjects systems based on the socc_Docker
application publicly available at the GitHub repository of

6 We assumed a white-box setting in our experiments, with the protocol
of available implementations given as input, rather than being observed
by equipping the implementation under test with a monitoring interface
that makes operations, requirements, and capabilities observable during
testing. Thewhite-box setting is hence only assumed to simplify the set-
up of our experiments, but without threatening their validity.

management protocol’s reference implementation [5].7 In
particular, to systematically investigate the impact of the
number of nodes for answering RQ2, we considered five
different versions of socc_Docker, referred to as sDk, where
k denotes the number of nodes (see first row of Table 2).

To investigate the performance measures of mpioco-
checks N ′ mpioco N , we require for each experimental run
two input models, i.e., a specification N and an implemen-
tation under test N ′. Our prototype consecutively derives
further suspension traces from specification N as long as
the corresponding output of the implementation N ′ for these
suspension traces conforms to those permitted by specifica-
tion N . Once a non-conforming suspension trace is observed,
the check terminates, reports that N ′mpiocoN does not hold
and returns the failed trace as a witness. Concerning the com-
putational effort for a complete run of the mpioco-check,
the worst case arises whenever N ′ mpioco N actually holds
as this requires the derivation of all (loop-free) suspension
traces from N . Hence, we performed each experimental run
as N mpioco N to gain worst-case run-time measures.

To answer RQ2, we considered two checks:

• Composite check (com): Given a pair of implementa-
tion/specification both consisting of k nodes,we first con-
struct one IOLTS representing the composite manage-
ment application by applying the parallel-composition
operator on the corresponding IOLTS representations of
the respective nodes [13]. We then perform onempioco-
check between the IOLTS of the composite applications.

• Node-by-node check (nbn): Given a pair of implementa-
tion/specification both consisting of k nodes, we perform
k mpioco-checks, one for each pair of nodes in separate
utilising the compositionality property of mpioco.

Table 2 contains the number of states of the IOLTS for both
kinds of checks per subject system. In case of (com), the
number of states is roughly given as |S|k , where |S| is the
(average) number states of the IOLTS of one node. In case
of (nbn), the number of states is given as the sum of states of
the IOLTS of the k nodes.

For answering (RQ1), we counted the overall number of
suspension traces generated from the IOLTS of the specifi-
cation and measured the overall CPU time required for the
mpioco-checks by testing those sets of traces on the imple-
mentation. In addition, for answering (RQ2), we compare
both measures obtained for (com) with those obtained for
(nbn).
Results and discussion. The measurement results in Table 2
for (com) indicate a fast exponential increase of both the
number of suspension traces as well as the required CPU
time with an increasing number k of nodes. For k = 3, the

7 https://github.com/di-unipi-socc/barrel.
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Table 2 Results of our
experimental evaluation

sD1 sD2(a) sD2(b) sD3 sD4

# nodes 1 2 2 3 4

# states (com) 11 72 152 400 2048

# states (nbn) 11 22 28 33 44

# straces (com) 32 21,138 264,533 >1,000,000 n/a

# straces (nbn) 32 64 82 96 128

CPU time (com) 0.13s 1.20s 6,77s >1h n/a

CPU time (nbn) 0.13s 0.02s 0.02s 0.04s 0.05s

CPU time already exceeds 1h and for k = 4, the mpioco-
check does not terminate within a reasonable amount of time.
In contrast, in case of (nbn), we observe a linear increase of
the number of suspension traces and the required CPU time
with an increasing number k of nodes, where both values
remain negligibly small even in case of k = 4.

The experimental results hence show that the composi-
tionality properties makempioco-check practically applica-
ble to composite applications, already in case of a very small
number of nodes.

7 Related work

We now position our contribution with respect to the state
of the art by first discussing design-time approaches for
safely choosing the implementation of application compo-
nents in multi-component applications. We then position our
proposed I/O conformance testing approach with respect to
other existing solutions for conformance testing.
Implementing specified components. To the best of our
knowledge, [10] and [14] are the only existing solutions
for finding suitable implementations of specified application
components by considering how candidate implementations
can be managed, with [10] checking management congru-
ence by means of ontologies. [14] is a step closer to our
framework, since it also considers the interaction of chosen
implementationswith the other components of an application
when coordinating their overall management, by still exploit-
ing topology graphs and management protocols to specify
the structure andmanagement behaviour ofmulti-component
applications. It, however, assumes the management proto-
cols of candidate implementations to be always known, to
then apply simulation and co-induction to check whether
they can be chosen to implement a component specification.
We instead enable choosing also candidate implementations
given as black-boxes, thanks to I/O conformance testing [7].

Other approaches worth mentioning are those choosing
among candidate implementations of specified components
based on their functionalities. For instance, [15] exploits Petri
nets to assess behaviour-preserving choice of web services,

while [16] and [17] propose two different solutions for the
behaviour-preserving matching of web services. We actu-
ally complements such approaches, since we consider the
allowed management of candidate implementations, rather
than their functionalities. In addition, all such approaches
(as well as [10] and [14]) consider an implementation as
suitable to implement the specification of a component if the
implementation can provide (at least) the desired outputs if
provided with (at most) the same inputs, by also providing
techniques for adaptingmatching implementations to exhibit
the specified I/Obehaviour. Their goal is indeed to implement
a component specification by choosing a suitable implemen-
tation, and by ensuring that the overall application behaviour
is preserved, which in our case can be obtained by exploiting
mpioco with β restricted to “�”. Our approach instead sup-
ports application administrators in a wider set of scenarios,
which vary on the guarantees they wish to get on the overall
management of an application.

Similar considerations apply to the solution proposed in
[18], which checks whether the interactions with a com-
ponent in a multi-component application conforms to the
behaviour specified by the component itself, including its
exception handling. The ultimate goal of [18] is indeed to
preserve the overall application behaviour. Our approach
is intended to be applicable to a wider set of scenarios,
differentiated by the guarantees on the overall application
management that an application administrator wishes to
have.
Conformance testing. Various solutions have been pro-
posed to check the conformance of an available implemen-
tation to a given specification. For instance, [19] proposes a
context-aware declarative reasoning for conformance check-
ing. [20] proposes a randomised testing solution for checking
conformance of systems whose internals are unknown. [21]
allows to test the conformance of a software process by
proposing a methodology to elicit possible violations. The
main difference between the above solutions and ours resides
in the objectives and applied method, as we build upon
Tretmans’ I/O conformance theory [7] to test management
conformance.We chose I/O conformance testing to explicitly
deal with the I/O behaviour defined by management proto-
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cols, while still fitting to black-box scenarios [7], supporting
compositionality [12], and enabling implementation freedom
[22].

We hence position our framework with respect to other
existing extensions of Tretmans’ I/O conformance testing.
The closest to ours are those (i) considering implementa-
tion freedom due to specifications with non-deterministic
output behaviour, (ii) explicitly modelling fault handling,
and (iii) providing guarantees on the overall application
behaviour after implementing a specification by choosing
a conforming implementation.

As for (i) implementation freedom, approaches worth
mentioning are [23–27]. [23] extends I/O conformance test-
ing to support implementation freedom in software product
lines, with behavioural variability controlled by feature
selection. [24] and [25] introduce modality in I/O con-
formance testing, which enables distinguishing mandatory
output behaviour fromoptional output behaviour.Modality is
used to enable implementation freedom also in [26] and [27],
which lift conformance from trace inclusion to preorders
defined by means of alternating simulation relations [28]. At
the same time, none of such approaches captures the imple-
mentation freedom characterising our proposedmanagement
conformance testing, e.g., allowing an implementation to
need less requirements or provide more capabilities than the
specification.

As for (ii) fault-handling, to the best of our knowledge,
our framework is the first for I/O conformance testing in
multi-component applications that explicitly models fault-
handling. The only other approaches explicitly including
faults are those in [12,22], even if for different purposes. They
indeedmodel explicit fault states, which constitute forbidden
states used to suspend conformance testing runs to handle
the case of forbidden inputs. However, [12,22] does not sup-
port the explicit specification and testing of fault-handling
mechanisms such as those natively provided by management
protocols.

Finally, our framework differs from the state of the art
in I/O conformance testing along the (iii) compositional-
ity dimension. Most of the compositionality results obtained
for I/O conformance testing are formulated in the flavour
first proposed in [13], i.e., by composing the I/O behaviour
of application components with some cross-product-style
operator emulating parallelism at the level of the IOLTS
encoding their semantics. Concrete examples in this direction
are [12,22,29–33].However, the compositionofmanagement
protocols [5] is not basedon any cross-product-style operator,
but rather on inference rules dealingwith the interplay among
requirements and capabilities. Our proposal for testing man-
agement conformance hence not only differs in supported
tests, but also in the accompanying compositionality results,
which have to consider a different composition approach.

Summary. To the best of our knowledge, ours is the
first approach for testing conformance of the management
allowed by a candidate implementation for a component
with respect to that of its specification. Our approach differs
from existing solutions for the behaviour-aware choice of
candidate implementations in terms of supported scenarios,
enabled by the proposed parametric relation of conformance
testing. The latter is the first relation providing the freedom to
implement a specification by “requiring less” and “offering
more”, dealing with explicit fault-handling, and with infer-
ence rules to derive the behaviour of application components.

8 Conclusions

We have introduced a framework enabling to test manage-
ment conformance in multi-component applications. More
precisely,wehaveproposed aparametric relation that enables
testing whether the management allowed by a candidate
implementation for a component conforms to its specifica-
tion, with the latter given in terms of management protocols
[5]. Our parametric relation can be instantiated into four
different conformance testing operators, which provide dif-
ferent guarantees on the overall application management
after implementing a component specification by choosing a
conforming implementation.

Which operator to exploit depends on the desiderata of
an application administrator and on her testing capabilities.
Stricter testing operators reduce the number of conform-
ing implementations and require more configuration efforts,
but they enable fully preserving already allowed application
management when choosing a conforming implementation
to implement a specified component, and/or ensuring that no
novel management activity gets allowed. Preserving applica-
tion management enables to continue using already devised
plans for managing an application, as it ensures that such
plans would continue to work. Ensuring that no novel man-
agement activity gets enabled is instead fundamental to avoid
that unintended interactions get enabled, as this could cause
possibly undesired situations for the application, e.g., with
components that start communicating even if no secure chan-
nel has been established yet.

We have also assessed the applicability of the proposed
management conformance testing and of its compositional-
ity properties by means of a prototype and an experimental
evaluation. In doing so, we have worked in a white-box
setting, with the tester having knowledge also on the imple-
mentations’ the behaviour of operations, requirements, and
capabilities during testing. This was just for simplicity, and
without loss of generality: to work in a black-box set-
ting, it is enough to equip the (unknown) implementation
under test with a monitoring interface that makes operations,
requirements, and capabilities observable during testing. The
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development of a monitoring support to enable observabil-
ity of operations, requirements, and capabilities on available
implementations is in the scope of our future work.

For future work, we also plan to extend the set of sup-
ported management conformance tests, with three concrete
actions already pinned in our research roadmap. We plan to
adapt ourmanagement conformance checking to consider the
possibility of replicating a component, based on the recently
released replica-aware management protocols [34]. We also
plan to includemodality to further extend the degree of imple-
mentation freedom, similarly to what done in [24] and [25]
for other types of I/O conformance testing. Finally, we plan
to expand the set of supported means for specifying the man-
agement of multi-component applications by adapting our
solution to work with other approaches for modelling appli-
cation management, e.g., the Aeolus component model [1].
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