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Abstract
Mass customization demands shorter manufacturing system response times due to frequent product changes. This increase in 
system dynamics imposes additional flexibility requirements especially on assembly processes, as complexity accumulates 
in this last step of value creation. Flexible and dynamically interconnected assembly systems can meet the increased require-
ments as opposed to traditional dedicated assembly line approaches. The high complexity and dynamical environment in 
these kinds of systems lead to the demand for real-time online control and scheduling solutions. Within the decision-making 
of online scheduling, the capability of predicting the consequences of available actions is crucial. In real-time environments, 
running extensive discrete-event simulations to evaluate how actions unfold requires too much computing time. Artificial 
neural networks (ANN) are a viable alternative to quickly evaluate the potential future performance value of a production 
state for online production planning and control. They can predict performance indicators such as the expected makespan 
given the current production status. Leveraging recent advances in artificial intelligence (AI) game algorithms, an assembly 
control system based on Google DeepMind’s AlphaZero was created. Specifically, an ANN is incorporated into the approach 
that suggests favorable job routing decisions and predicts the value of actions. The results show that the trained network can 
predict favorable actions with an accuracy of over 95% and estimate the makespan with an error smaller than 3%.

Keywords Neural networks · Manufacturing · Scheduling · Assembly · Control systems

1 Introduction

The market demand for highly customized products is rising 
and product life-cycles kept shortening over the last decades 
[1]. In manufacturing this trend is termed mass customiza-
tion. Among others, one upcoming additional requirement 
is more flexibility in terms of shorter manufacturing system 

response times due to frequent product changes [2]. The 
resulting increase in complexity and system dynamics poses 
a challenge for production systems; flexible and fast adapta-
tion to constantly changing market requirements is a key 
competitive factor [3]. Adaption of production scenarios has 
a high efficiency impact especially on the assembly systems, 
due to the increase and accumulation of complexity along 
the value chain and the number of sub-processes that are 
required to be conducted [4]. Hence, high variety product 
portfolios can become economically feasible in the final 
assembly by using adaptable systems configurations [5, 6].

In addition to the market side, on the manufacturing 
side, the organization of assembly systems advances as a 
reaction to the described additional market requirements. 
Especially the layout and the material flow are affected 
by these new organizational forms , described in the fol-
lowing, as they are derived from the concept of job-shop 
manufacturing [7]. Restrictions of a linear transfer and 
a super-ordinate cycle time are omitted to create higher 
degrees of freedom in the job route, which is the sequence 
of operations performed on the product at a sequence of 
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resources [8]. This concept is coined under the terms of 
matrix assembly [9], modular assembly systems [10] or 
dynamically interconnected assembly systems (DIAS) 
[11]. DIAS is taken as a reference system in the following , 
since it suits most to the dynamical challenges that today’s 
production systems are facing, as illustrated above.. Since 
the job route has increased degrees of freedom, the pro-
duction planning control is especially affected due to 
higher solution spaces and computational complexity by 
the upcoming organizational forms of assembly systems.

From the computer science domain, digital technologies 
are pushing beyond the existing level of manufacturing 
execution [12] and enable IT systems to plan and control 
mass customization and the production of highly custom-
ized products [13]. Production planning and control gen-
erally comprise the determination of product quantities 
to be produced in accordance with an optimization of the 
enterprise’s objective such as productivity, profitability, 
and adherence to due dates [14]. Also, it includes steer-
ing of the production processes, the synchronization of 
stations, and the allocation of stations to tasks over given 
time periods [15, 16]. The latter is attributed to production 
scheduling, which is especially influenced by production 
turbulences, which results in the need of time-sensitive 
decision-making to quickly react to the turbulences and 
disruptions? A resulting applied method is re-scheduling 
with focus on time-sensitive decision-making [17]. Con-
cerning scheduling of complex production systems such as 
job shops, several review surveys show that machine learn-
ing techniques such as supervised learning are increasingly 
utilized to cope with the challenge of optimizing produc-
tion schedules [18–21].

Another influence is the more complex job route in DIAS, 
which increases the solution space for an optimal schedule. 
The dynamical characteristics of DIAS require timely sched-
uling and rapid decision-making. The speed at which the 
control system in DIAS needs to react is bound to real-time 
conditions, limiting the time-span for a response to a certain 
threshold [22]. Consequently, online scheduling algorithms, 
which are applied during the manufacturing execution phase, 
are suitable for production control in DIAS [23].

An outstanding example of innovations in computer sci-
ence is the application of machine learning for an artificial 
intelligence (AI) player in strategic board games, which 
showed groundbreaking performance results. In 2016 Sil-
ver et al. published an AI algorithm, called AlphaGo, that 
achieved super-human performance in the strategy board 
game Go and defeated the world champion [24].

The basic components of AlphaGo are a Monte Carlo 
tree search (MCTS) algorithm to model the decision-making 
within the game and to find optimal moves. A deep artificial 
neural network (ANN) is trained to select moves and another 
ANN is trained for a rapid evaluation of board states.

In 2017 Silver et  al. generalized the AlphaGo Zero 
approach [25], which was a follow-up version of AlphaGo, 
into the single algorithm AlphaZero and achieved a super-
human level in the games of go, chess, and shogi (Japanese 
chess). AlphaZero starts from random play without any spe-
cific expert domain knowledge except the game rules [26]. 
The universal algorithm architecture and the more general 
applicability of AlphaZero shows a high potential for use in 
other domains as also stated by Silver et al. [26].

DIAS require timely decision-making by computing 
and evaluating large solution spaces for the tasks of online 
scheduling. The requirements in strategic board game AI 
development are comparable. For instance, in a board game 
the reaction times are limited to a range of sub-minutes, 
which also applies for a broad variety of assembly scenarios, 
where the processes or takt times are bound to sub-minute 
ranges. Therefore, an application of the algorithmic archi-
tecture from AlphaZero in online scheduling is encouraging.

A critical part of the decision-making in online schedul-
ing is the evaluation of possible decision outcomes [27]. A 
common approach is using discrete-event simulation (DES) 
to predict the outcome of a decision as multiple publications 
show [28–31]. For complex systems a high computational 
time for the setup and execution of the simulation models is 
required. This is not following the needs of time-sensitive 
decision-making [32]. The knowledge approximation from 
board game AI with ANNs has its strength on time-sensi-
tive decision-making, which is comparable to the needs of 
online scheduling in DIAS, and showed an extraordinary 
performance and is, therefore, a promising approach. The 
ANN offline learning of expert domain knowledge supported 
by simulation is the main driving factor for the success of 
AlphaGo and AlphaZero. For online scheduling problems, 
this would be equivalent to offline learning with DES. As a 
result, the AlphaZero ANN architecture can easily be trans-
ferred and adopted, while the expert domain knowledge in 
the DIAS online scheduling case is provided by established 
simulation models. The advances of AlphaGo Zero and 
AlphaZero consist of the full replacement of expert domain 
knowledge with simulations predicting the performance 
impact of game action decisions [26]. As a deduction, for 
online scheduling a time-sensitive method for evaluating the 
performance impact of possible scheduling decisions needs 
to be developed. Recent publications in the field of online 
scheduling and performance indicator prediction focus on 
problem types that are not directly comparable to DIAS (e.g. 
flow shop, sheet-metal production [21, 33, 34]) or do not 
take the AlphaZero architecture for the ANN input and out-
put layer design into account (e.g. [35–37]. Therefore, the 
main goal of this work is to decrease the time-span of pre-
dicting the makespan of a given system state by training and 
implementing an ANN that follows the architecture of the 
promising AlphaZero approach. This ANN is a component 
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of a potential AlphaZero online scheduling and control algo-
rithm that utilizes its time-sensitive prediction capabilities.

This paper is structured as follows: In Sect. 2, the bound-
ary conditions of the production system and the online 
scheduling problem as well as the foundations of the AI 
algorithm AlphaZero will be outlined. In Sect. 3 various 
relevant publications are summarized and evaluated based 
on the requirements. Section 4 describes the implementation 
of a DIAS in a discrete-event simulation. This section also 
includes the AlphaZero-based scheduling agent, a greedy 
scheduling agent for comparison, and how they interact with 
the simulation. In Sect. 5 the data set generation and ANN 
training procedure are explained. In Sect. 6 the outcome of 
the supervised learning and hyperparameter optimization are 
show n and discussed. Finally, in Sect. 7 the work is briefly 
summarized and reflected, and further research opportuni-
ties are presented.

2  Foundations

The foundations create the knowledge base to understand 
the subsequent chapters, e.g. the state of the art, the pre-
sented developments and the results. This chapter comprises 
explanations on the assembly organisation form of dynami-
cally interconnected assembly systems (DIAS), the flexible 
job shop problem as a widespread scheduling problem type, 
online scheduling that is specifically fitting to DIAS and, 
finally, the relevant basics of AlpaZero as an board game AI.

2.1  Dynamically interconnected assembly systems

Two central aspects of dynamically interconnected assem-
bly systems are routing and resource flexibility. Routing 
flexibility is the ability to select new assembly stations and 
assembly steps for each product individually based on the 
availability of resources [38]. In DIAS resources are sta-
tions that offer operations to complete the jobs. Although 
the station themselves are immovable, there are no spatial 
restrictions regarding the transport of jobs between any pair 
of stations. Resource flexibility describes the availability of 
redundant operations at the assembly stations. Each station 
should either provide several different operations for one 
product or one operation for different products to enable a 
high utilization. High route and resource flexibility enable 
DIAS to assemble large numbers of variants efficiently. 
Since the assembly stations work independently in both 
spatial and temporal dimensions, the assembly system can 
easily scale up by adding the required stations to the system, 
while running [8].

The assembly procedure is defined by job routes, which 
are sequences of stations selected for the assembly of a prod-
uct. Figure 1 shows examples of job routes for two product 
types (product A and product B). The figure shows two dif-
ferent job routes for product A. Products with multiple routes 
can be leveraged to achieve higher utilization of assembly 
resources throughout the system by choosing less frequented 
routes. New stations, added to meet an increase in demand, 
are part of new possible job routes [8].
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Fig. 1  The control system is the central software component respon-
sible for scheduling jobs within the DIAS. In contrast to linear assem-
bly systems, the control system assigns the next assembly station and 

next operation to each job individually and dynamically, i.e. upon 
completion of the previous operation [8]. Based on [11]
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2.2  Flexible job shop problem

The DIAS scheduling problem is a special case of the flex-
ible job shop problem (FJSP). In flexible job shops (FJS) an 
operation can be processed on any machine from a set of 
alternative machines [19].

A FJSP is characterized by the following data: 

 (i) a set of n jobs Ji (i = 1, ..., n)

 (ii) a set of k machines (stations) Ml (l = 1, ...,Mk)

 (iii) each job Ji has a sequence of ni operations
 (iv) the jth operation (j = 1, ..., ni) of job Ji is denoted by 

oi,j
 (v) executing operation (oi,j on machine Ml takes a pro-

cessing time of pi,j,l
 (vi) Each operation oi,j has to be performed to complete 

the job Ji

FJSP is a theoretical model that matches the scheduling 
problem in dynamically interconnected assembly systems. 
However, there are some additional complications. First, in 
FJS operations of a job must be completed in an a priori 
determined order. DIAS are more flexible and only impose 
precedence constraints between operations, so there is a 
degree of flexibility concerning the order of operations of 
a job. Second, assembly stations are subject to a certain 
breakdown behavior leading to downtimes during which the 
machine is not available to execute operations. Finally, each 
station has a first in, first out queue with limited capacity 
for jobs. The additional complexity introduced by limiting 
the number of jobs in the system can have a high impact, 
e.g. the occurrence of deadlocks. Jobs that just completed 
an operation may not be able to exit the machine since the 
downstream resources have no remaining queue capacity.

2.3  Online scheduling

An offline scheduling algorithm allocates complete routes, 
including the machines and starting times, to jobs before 
any process starts. In contrast, online scheduling takes real-
time scheduling decisions based on the current system sta-
tus. The online approach is especially useful in dynamic 
environments that require swift adjustments to unforeseen 
events, e.g. station breakdowns, while offline scheduling 
is advantageous under static and deterministic conditions. 
As a consequence the DIAS control system is based on an 
online scheduling approach, i.e. it assigns new routes to jobs 
dynamically and in real-time during production.

Ouelhadj et al. (2009) differentiate between predictive-
reactive and completely reactive scheduling [39]. Predictive-
reactive scheduling consists of two steps. The first one is to 

generate a predictive production schedule offline. In a sec-
ond step, the schedule is updated each time an unexpected 
disruption occurs to minimize the negative impact on the 
system performance [40]. Alternatively, in the completely 
reactive scheduling approach, decisions are made locally 
and in real-time without a pre-computed schedule. Com-
pletely reactive approaches require a small latency between 
a request and a response to reduce the time a job waits for an 
assignment while the system is running. Due to the dynamic 
environment, the DIAS control system is based on a com-
pletely reactive online scheduling approach.

2.4  AI in board games: AlphaZero

In recent years, the performance of AI-based algorithms 
improved considerably. One prominent example is Alp-
haZero, which achieved breakthrough results in various 
board games, especially in the game of Go [26]. The holistic 
approach and the use of the ANN as a source of expertise 
in the decision process make it a natural fit for the complex 
DIAS online scheduling problem.

The ANN provides the algorithm with the capability to 
predict the outcome of a game (value) and determine the 
most favorable actions (policy) given the current game state. 
Each of these two outputs, value and policy, has its own 
head, which is connected to the main body of the ANN, 
the residual tower (Fig. 4 shows the ANN structure of our 
own implementation). The ANN f

�
 is characterized by its 

parameters � . These parameters are predominantly weights 
used in the convolutional and dense layers. One of the two 
outputs of the ANN is the value v of a game state s , which 
is the predicted outcome of the game. The second output is 
a policy vector p that assigns a probability to each potential 
action available in s [25].

A game state s contains the eight most recent positions of 
the black and white stones on the Go board, including the 
current positions. Also, it indicates the player who is to play 
next. The game state is processed by a residual tower con-
sisting of one convolutional block and 19 residual blocks. 
The convolutional block is composed of a convolutional 
layer, batch normalization, and a rectifier non-linearity. 
The characteristic property of the 19 residual blocks is the 
additional skip connection that offers an alternative route to 
two convolutional layers. The residual tower processes the 
received game state and extracts the essential features for the 
value and the policy head [25].

To obtain the value v of the game state s as well as the 
policy vector p , the ANN has two heads. The value head 

(1)(v, p) = f
�
(s)
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ends with a one-neuron dense layer combined with a tanh 
activation function and estimates the game outcome from 
the perspective of the color to play. The value v is a scalar 
between −1 and 1. An estimated value v that is close to the 
upper bound indicates a high victory probability. Accord-
ingly, estimated values close to the lower bound indicate 
a high defeat probability. The last layer of the policy head 
is a dense layer with the number of neurons corresponding 
to the number of actions in the game. A softmax activa-
tion function generates a probability distribution over all 
legal actions, this is the policy vector p . In Go, an action 
is placing a stone on one of the board’s 361 fields or to 
pass and let the opponent play next, so the size of the 
vector is 362. The policy vector p provides AlphaZero 
with the likelihood of each field being selected as the next 
action and the likelihood of passing. Each likelihood cor-
relates with the success probability of the corresponding 
action [25].

The AlphaZero decision is based on a Monte Carlo 
tree search (MCTS) version that integrates the described 
ANN. The nodes of the search tree represent states s , 
while the edges represent actions a . During the search 
tree construction, the algorithm allocates the value v of 
a state to the corresponding node and the prior action 
probability pa of a specific action to the corresponding 
edge. The MCTS procedure focuses on paths with high-
value v states, and edges that represent actions with high 
likelihoods.

The ANN improves its parameters � by training on data gen-
erated through self-play. As the loss function l (see Eq. 2) 
shows that the reinforcement learning process aims at simul-
taneously solving a regression task (with the value head) and 
a classification (with the policy head). The mean squared 
error of the predicted outcome v and the actual outcome z 
of a game represents the regression part. The policy head is 
trained to minimize the cross-entropy of the policy vector 
p and the MCTS probabilities � . The decision quality of 
MCTS is superior to the raw ANN since it can incorporate 
prediction. Hence, it is possible to train the classification 
capability of the policy head based on the labels provided by 
MCTS. The last term of the loss function serves the purpose 
of regularization [25].

Each decision in every game of Go is a data point 
that the ANN can train on. The data points are generated 
entirely through self-play, i.e. two versions AlphaZero 
playing against each other. The ANN is retrained every 
30 games on 4,096 randomly drawn decision samples. The 
final version of AlphaZero for the game of Go has been 
retrained 700,000 times over the course of 21,000,000 
training games [26].

(2)l = (z − v)2 − �
T log(p) + c||�||2

3  State of the art: use of ANNs in online 
scheduling algorithms

Various publications leverage the capabilities of ANNs in 
different completely comparable production planning and 
control scenarios.

Cadavid et  al. (2020) present a review on machine 
learning applied in production planning and control [21] 
on various use-cases. The most addressed use-cases are in 
smart planning and scheduling. Also, Cadavid et al. show 
that the use of ANNs for machine learning applications 
increased significantly in the last years. An overview of 
ANN applications and other supervised learning tech-
niques is given in the publication.

A concrete approach to combine supervised learning 
and DES is the multi-model based prediction of through-
put time by Pfeiffer et al. [33]. The described use-case is 
a flow shop. A DES maps a control system to generate 
data for the supervised learning technique. A multivari-
ate regression that is closely related to ANNs is trained, 
validated, and tested on the simulation data. By inserting 
the statistical prediction models into a simulation-based 
decision support system, a control system anticipating 
deviations was created. The simulation was used for reac-
tive control of disturbances as well as for training the pre-
diction models.

Murphy et al. [35] address the problem of order due 
date assignment in production scheduling. For this pur-
pose, machine learning technologies estimate job makes-
pan in a dynamical job shop with nine stations. A DES 
framework was utilized to model the dynamical job 
shop and to provide 10,000 training data records for the 
machine learning algorithms. As a result, the performance 
of the proposed machine learning algorithms is better than 
the conventional due date assignment methods. Within the 
different machine learning methods that were added for 
comparison, a random forest approach performs better at 
high complexity and an ANN produces a higher accuracy 
on low complexity.

Jong et al. [36] train a multilayer perceptron ANN in 
a job shop and flow shop environment to quickly predict 
makespan for a wide range of system configurations. A 
simulation model serves as the data source. The input 
parameters are layout (job shop or flow shop), the statisti-
cal distribution of job types, processing time on a machine, 
and number and speed of automated transport vehicles 
serves as the data source. With a full factorial experi-
ment setup and 100-fold repetition of all experiments to 
minimize stochastic influences, 230,400 training data sets 
are generated. In addition to an ANN, the three further 
machine learning algorithms mixture of experts, extreme 
learning machine, and support vector machine are trained 
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separately for the two layout options as a reference. The 
ANN has the least error, but the training time is longer 
than for the other algorithms. The higher training time 
is put into perspective by the fact that an ANN is trained 
once with a large data set and can then be trained and 
improved incrementally. Therefore, multilayer perceptron 
ANN algorithms prove to be superior estimators compared 
to the other three machine learning algorithms.

Motivated by the significant progress in the field of 
deep learning and deep Q-learning neural networks, 
Waschneck et al. (2018) applied these methods to flex-
ible job shop scheduling in the context of semiconductor 
production. They implement and train one deep Q-network 
(DQN) agent per station, which is composed of multiple 
machines. Each agent has the task of selecting a job from 
the station’s queue and allocating it to a machine. The 
ANN is trained to approximate a policy that selects actions 
given the state of the system such that the Q value as a 
sum of rewards is maximized. Waschneck et al. designed 
a reward function that incentivizes the minimization of the 
deviation of completion times from due dates. While the 
cycle times increase slightly, the DQN approach achieves 
a reduction of delayed jobs by up to 90% [37].

Rinciog et al. implemented a scheduling agent based 
on AlphaGo Zero [25] to reduce tardiness and material 
waste in sheet-metal production equivalent to a job shop 
problem. The scheduling agent allocates the different 
operations of each part to the machines in the production 
system. The agent interacts with a discrete event simula-
tion as a surrogate for the real-world production system 
and receives a scheduling request whenever a machine 
becomes idle. Rinciog et al. adjusted AlphaGo Zero in 
terms of state and action space, ANN architecture, and 
the loss function to fit the sheet-metal production sched-
uling problem. The input to the ANN is a representation 
of the production state at the moment of the scheduling 
decision. The ANN consists of two fully-connected layers 
with 1024 and 512 neurons, respectively. The ANN has a 
policy head that allocates prior probabilities to all jobs, 
and a value head estimating the quality of the current state. 
Rinciog et al. defined a custom state value function that 
rewards reducing waste in the cutting process, punishes 
tardiness, and prioritizes valuable jobs. Rinciog et al. train 
the network in two stages. First, the network undergoes a 
pre-training routine, learning from the earliest due date 
dispatching rule. In the subsequent self-play phase the net-
work learns from the data generated by the agent itself. To 
validate the AlphaGo Zero agent, the authors compared 
it to the earliest due date heuristic. After pre-training 
AlphaGo Zero and earliest due date go head to head. After 
reinforcement learning, AlphaGo Zero achieved the best 
score, with lower tardiness and less waste, in 64% of all 
trials, outperforming earliest due date [34].

The publications presented in this section showed how 
machine learning models, especially ANNs, sustain deci-
sion-making processes. They improve the scheduling agents’ 
performances by providing an a priori estimation of the 
quality of a production state or a possible action. Most of 
the research is focused on applications of machine learn-
ing agents to job shop and flow shop problems. An ANN 
especially for dynamically interconnected assembly systems 
was developed, which differs from most publications , where 
their problem type definition differs from DIAS. More speci-
fially, Rinciog et al. [34] focus on sheet-metal production, 
which is not comparable to assembly systems and Rinciog 
et al. utilize the ANN architecture of AlphaGo Zero, whereas 
in this work the architecture of the newer AlphaZero is used. 
AlphaZero is more promising for a wider range of appli-
cations outside of the board game domain. Therefore, the 
approach in this work embeds the predictive qualities of 
ANNs, according to the AlphaZero architecture.

4  DIAS simulation and ANN implementation

This section provides further details on the implementation 
of DIAS in a discrete-event simulation, the AlphaZero-based 
scheduling agent, and how they interact.

4.1  Simulation model architecture

Using simulation enables quickly generating the required 
amount of data to train the ANN as well as validating its 
performance. Figure 2 illustrates the simulation of a dynami-
cally interconnected assembly system. The JobGenerator 
creates new jobs, corresponding to products until the maxi-
mum work in progress in the system is reached. The job 
type allocation object assigns the job type to the newly cre-
ated job or in other words it specifies the product variant 
and the operations required to assemble the variant. The job 
loops through the system using the transport mechanism to 
visit different stations and implement the required opera-
tions. Upon completion of the last operation, the job takes 
the path to the sink.

Each station’s queue holds the jobs awaiting process-
ing. The queues are based on the first in, first out prin-
ciple. The station objects are at the heart of the DIAS 
simulation model and perform two tasks. They conduct 
the requested assembly operations and then request a new 
scheduling assignment for the next loop upon completion 
of the operation. The station sends the request for the cur-
rent job to an external scheduling server, which encapsu-
lates the decision-making algorithm. The server returns an 
assignment, consisting of the next station and the opera-
tion (see Fig. 2). If all possible next stations’ queues are 
filled to maximum capacity the job has no other option but 
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to remain in the station and block it. The scheduling server 
attempts to resolve blocked states whenever queue capacity 
frees up. The stations are subject to stochastic breakdown 
behavior. The duration between two subsequent failures is 
drawn from a Gaussian distribution, whereas the duration 
of the downtime is based on a uniform distribution.

To embed the simulation logic described above, a new 
discrete event simulation tool in python named DIAS-Sim 
was developed. It has several advantages over alternative 
open-source DES modules. DIAS-Sim does not cover a 
broad variety of simulation use-cases but is a light and 
fast DES tool custom-built for dynamically interconnected 
assembly systems. The entire simulation logic is con-
densed into one class. An object of the class can be stored 
at any decision point. This functionality makes it possi-
ble to store a simulation state and relaunch the simulation 
from there later. Different actions can be tested at any deci-
sion point. This is a crucial feature for the construction of 
the search tree used in the AlphaZero scheduling agent. 
As mentioned before, scheduling decisions are taken by an 
external entity, the scheduling server. The server itself is 
contained in a single class and can quickly load one of the 
various decision-making algorithms, enabling plug-and-
play testing of new scheduling agents. The server can run 
as a local web application to connect to other simulation 
programs and real-world applications.

DIAS-Sim has a set of simulation-defining parameters, 
such as the number of stations, the number of job types, 
and the maximum work in progress. Upon creation of an 
instance, DIAS-Sim requires a set of values for the param-
eters. The values specify the layout and characteristics of 
the assembly system and program to be simulated. The set 
of values defines the DIAS scenario.

4.2  AlphaZero agent: ANN design

An AlphaZero scheduling agent for DIAS was developed 
based on the explanations given in Sect. 2.4. The Alp-
haZero agent assigns a station-operation tuple to a job 
based on ANN guided Monte Carlo tree search and relies 
on DIAS-Sim to make simulation states available in all 
nodes of the search tree. This subsection presents the ANN 
of the modified AlphaZero.

The ANN provides an estimate of the value of a given 
state and an a priori indication of how favorable the avail-
able actions are. In the case of the DIAS application of 
AlphaZero, the ANN’s input is a one-dimensional feature 
vector and a representation of the legal actions. The fea-
ture vector represents the state of the assembly system and 
consists of different components shown in Fig. 3. It can be 
extracted from DIAS-Sim at any decision point. The left 
side of Fig. 3 shows some general metrics included in the 
feature vector, like the simulation time or the processing 
times of the operations. The italic font under the name of 
the components indicates the size of the component. Since 
they are among the main objects of the simulation there 
are more detailed statistics for the stations in the feature 
vector. For each station, the vector contains statistics like 
the number of jobs in transport headed to the station or 
the queue length.

The legal actions are all feasible station-operation tuples 
expressed in a binary vector. Table 1 shows the legal actions 
in a matrix format.

In the given example the only available scheduling 
options are operation 1 at station 5 or operation 3 at station 
2. Flattened, this matrix corresponds to the legal actions 
vector.

Fig. 2  Simulation of a dynami-
cally interconnected assembly 
system
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Fig. 3  Overview of the components of a feature vector representing a DIAS simulation state

Table 1  Representation of legal 
actions

Operation

1 2 3 4 5 6 7 8

Station 1 0 0 0 0 0 0 0 0
2 0 0 1 0 0 0 0 0
3 0 0 0 0 0 0 0 0
4 0 0 0 0 0 0 0 0
5 1 0 0 0 0 0 0 0

Fig. 4  Residual tower, value head, and policy head of the AlphaZero scheduling agent ANN
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The feature vector and the legal actions combined are 
processed by the ANN shown in Fig. 4. It starts with a 
block consisting of batch normalization, a dense layer 
with nNeurons neurons, a ReLU activation function and 
dropout (see Fig.  4). This block repeats nBlocks times. 
The number of neurons, the number of blocks, the bias 
term, and the dropout rate are subject to hyperparameter 
optimization.

The value head consists of another dense layer with a 
ReLU activation function. The output is the state value v . 
The value is greater than zero and smaller than one, enforced 
by the sigmoid activation function. It is an estimate of the 
simulation progress, which is defined as the ratio of the 
simulation time to the makespan. Of course, the simulation 
time is a known variable in the equation and the value net-
work could estimate the makespan directly. However, the 
selected approach of predicting the simulation progress has 
two advantages. First, an absolute state value less or equal 
than one is best practice in the majority of MCTS applica-
tions and facilitates comparability. Second, the performance 
of the ANN might decrease in case of a large discrepancy 
between the output magnitudes of the value and the policy 
head.

As shown in Fig. 4 the policy head starts with a dense 
layer and a ReLU activation function, identical to the value 

head. Before applying a softmax function, the logits of the 
final dense layer are multiplied with the binary legal actions 
vector. The multiply layer masks illegal actions, which are 
infeasible station-operation combinations. Analogous to the 
approach in the game of Go the policy vector p assigns a 
likelihood to the legal actions that correlate to their success 
probabilities.

Both the sizes of the input and the output of the ANN 
are dependent on the number of stations and operations in 
the assembly system. Therefore, one ANN is dedicated to 
a fixed number of stations and operations. Varying one of 
these parameters requires training a new adequately scaled 
ANN.

4.3  Greedy agent

Another agent to schedule jobs in the DIAS is the greedy 
agent. It is required to convert the pretraining scenarios 
in training data for the supervised learning phase of the 
AlphaZero agent’s ANN. It iterates through all scheduling 
options (station-operation tuples) and selects one of them 
according to algorithm 1. The greedy approach aims at 
finding a local optimum and minimizing the time until the 
job can start the next operation.

Table 2  All factors and 
levels used for the purpose 
of generating a large set of 
scenarios for training and 
validation

Factor Level I Level II Level III #Levels

Number of stations 5 1
Number of jobs 25 40 55 3
Number of job types 1 5 9 3
Number of operations 8 1
Min. operations per job type 1 4 7 3
Max. operations per job type 3 8 2
Number of additional operations 2 10 18 3
Transport speed 1 4 2
Max queue length 3 8 13 3
Distance 28 1
Min. processing time 30 1
Max. processing time 100 600 2
Operational flexibility 2 6 10 3
Random seed (replications) 422 1
WIP 4 17 30 3
MTBF (mean, std) (250, 30) (1500, 200) 2
MTTR (min, max) (10, 60) 1
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Result: Next Station-next operation tuple
Initialization:
1. Generate a list of feasible scheduling options, i.e. station-operation combinations
2. Initialize tmin = ∞
for (station,operation) in list do

p = processing time of the operation
r = remaining processing time of the station
q = combined processing time of the jobs in the station’s queue
m = combined processing time and remaining transport time of the jobs headed
to the station
t = p+ r + q +m
if t < tmin then

tmin ←− t
next station ←− station
next operation ←− operation

end
end

Algorithm 1: The greedy scheduling decision process.

Within the scope of this paper, the focus is to find a suitable 
ANN structure for the task at hand using the pretraining 
data set. The ratio of scenarios used for pretraining to those 
used for self-play is 2 to 1. The greedy agent presented in 
4.3 converts the pretraining scenarios in training data for the 
supervised learning phase of the AlphaZero agent’s ANN. 
Each greedy scheduling decision consists of the labels for 
the value head and the policy head, z and � , as well as the 
state representation s comprising the feature vector and the 
legal actions-vector. This corresponds to one data point. The 
algorithm is quite fast and requires only about 30 min to 
simulate the scenarios in the pretraining data set. That is a 
share of 40% of all generated scenarios and amounts to about 
0.78 ∗ 106 data points. The greedy algorithm is designed 
to minimize the period of time before a job starts its next 
operation. This approach also reduces the overall makespan 
and is a solid basis for pretraining the AlphaZero ANN.

First, a grid-search based optimization of the hyperpa-
rameters number of neurons, number of blocks, bias, and 
dropout rate was conducted. Then, the most promising ANN 
version to completion were trained. The aim is to find the 
ANN with the highest capability to accurately evaluate the 
state of the simulated DIAS and select favorable actions.

6  Results

6.1  Hyperparameter optimization

The hyperparameter optimization uses 85% of the pretrain-
ing data set to train different ANNs. Training aborts after 
10 epochs. An epoch is one training cycle through the entire 
data set. Given the complex structure of the ANN and the 
size of the pretraining data set, it takes considerable com-
putational time to conduct the hyperparameter optimization. 

5  Validation amd experiment setup

The AlphaZero agent and its ANN require a large data set for 
training and validation. The data set must be based on a wide 
range of different DIAS scenarios to prevent overfitting. The 
left-hand column of Table 2 lists the parameters that can be 
varied to generate different DIAS scenarios. A full-factorial 
DOE approach to vary these factors and considered the lev-
els given in Table 2 was used.

Each level combination of the listed factors corresponds 
to one scenario. Multiplying the number of levels per fac-
tor, listed in the right-hand column of the table, yields the 
theoretical number of scenarios. In this case, it is 34, 992 . 
However, unrealistic combinations that would cause errors 
in the simulation, e.g. a scenario where stations offer fewer 
operations than required for the jobs , were filtered. The 
number of remaining scenarios is 10, 944 . The scenario 
analysis generates a simulation data file for each of these 
scenarios. Throughout the training procedure, it showed that 
the average number of scheduling decisions per scenario is 
about 180 . Each scheduling decision is a data point consist-
ing of a feature vector, legal actions-vector, and labels for 
the value and policy head. The total number of data points 
is roughly 1.97 ∗ 106.

The number of stations and the number of operations are 
constant (see Table 2). These two parameters directly affect 
the architecture of the ANN. Altering them would require 
a complete rerun of the training procedure from the start. 
However, the agent can train its scheduling capabilities for 
new DIAS setups by interacting with the simulation leaving 
the real-world system unaffected. Once the agent is fully 
trained it can be deployed in the control system.

Analogous to Rinciog et al. [34] and Waschneck et al. 
[37] the training phase is split into two phases, pretraining 
(supervised learning) and self-play (reinforcement learning). 
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Even with the number of epochs restricted to 10, it takes 
about 20 h to train the different ANN versions. In a final 
step, the other 15% of the data set that the ANN did not 
train on, are used to validate the networks’ performances. 

The validation statistics are the basis for selecting one of the 
ANN configurations.

The prototype ANN has four hyperparameters that can 
be optimized (see Fig. 4). The parameters and the tested 
values are:

– nBlocks : 3, 4, 5
– nNeurons : 128, 256, 512
– dropout_rate : 0, 0.2
– bias : False, True

Figures 5 and 6 illustrate the results of the hyperparameter 
optimization. Figure 5 illustrates the impact of the four hyper-
parameters on the performance of the ANN. Each of the sub-
plots shows the policy head accuracy on the y-axis (see Eq. 4) 
and the value head mean absolute error on the x-axis (see 
Eq. 5) of each value combination from the list above.

(3)Accuracy =

∑N

j=1
f (pj,�j)

N

Fig. 5  Influence of the ANN parameters on the network’s performance

Fig. 6  Scatter plot of the ANN hyperparameter optimization results
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The accuracy reflects the probability of the policy head cor-
rectly predicting the action selected by the greedy agent 
across all data points j in a data set of size N . That is the 
case, when the predicted policy vector p corresponds to the 
policy head label � . The mean absolute error (MAE) can be 
interpreted as the average discrepancy between the progress 
predicted by the value head v and the actual progress z . Since 
a high accuracy and a low MAE are desired the network 
configurations in the top left corner of the scatter plots are 
of interest.

The top left subplot shows that ANNs with more neurons 
in the dense layer generally score better than those with fewer 
neurons. The points in the top left corner all have 512-neu-
ron dense layers. There is no obvious indication of whether 
the bias term has a positive or negative influence on the 

(4)f (p,�) =

{
1, if p = �

0, otherwise

(5)MAE =

∑N

j=1
�vj − zj�
N

network’s performance (see top right subplot). However, the 
bottom left plot clearly shows that dropout harms the accu-
racy and the MAE. Possibly, the positive effect of dropout 
starts to settle in later epochs. The bottom right subplot indi-
cates that networks with fewer blocks achieve a lower MAE, 
while networks with more blocks have higher accuracy.

Figure 6 plots the policy head accuracy and the value 
head mean absolute error of each hyperparameter combina-
tion. Additionally, labels of the three data points with the 
smallest loss are included in the plot. The accuracy of the 
policy head and the MAE of the value head of all three ANN 
configurations are promising.

The final decision is to move forward with an ANN con-
sisting of four blocks, with 512-neuron dense layers, no 
dropout, and no bias term, as indicated with 1 in Table 3. 
The other two candidates, which consist of five blocks, 
would require longer training times in the following steps, 
but do not demonstrate significantly better performance. The 
selected ANN achieves an MAE of 3.4% and an accuracy 
of 93.8%.

6.2  Supervised learning

During supervised learning, the ANN configuration 
selected in the hyperparameter optimization step is trained 
until overfitting settles in. The ANN trains on the entire 
pretraining data set. Figure  7 shows the training and 
validation statistics regarding loss, accuracy, and MAE 
throughout pretraining.

Identical to the hyperparameter optimization, the vali-
dation split is 15%. The base learning rate is 0.0001. The 

Table 3  Characteristics of the network configurations with the small-
est losses

Neurons Bias Dropout Blocks

1 512 True 0.0 5
2 512 False 0.0 4
3 512 False 0.0 5

Fig. 7  Loss, value head MAE, and policy head accuracy throughout the supervised-learning phase. Final validation loss: 0.065|final validation 
MAE: 2.99%|final validation accuracy: 95.14%
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learning rate controls the pace of the learning process. The 
selected value facilitates a quick yet stable learning pro-
cess. With the help of callback functions, the learning rate 
can be lowered throughout the training procedure when 
learning slows down. A learning rate reduction by a factor 
of 10 on a plateau in epoch 26 causes a sudden increase 
in the accuracy and a corresponding decrease in loss. The 
training stops when the validation loss does not decrease 
in six consecutive epochs. This is the case in epoch 38. As 
the left subplot in Fig. 7 shows, overfitting starts to settle 
in at this point as the validation loss starts to overtake the 
training loss. From this point on, the ANN may improve 
its performance on the training data set but the generaliz-
ability of the learned patterns fades. The final validation 
loss is 0.065, the final validation accuracy is 95.14%, and 
the final MAE is 2.99%. In other words, the ANN can cor-
rectly predict the greedy decision in over 95% of all cases 
and can estimate the simulation progress , and therefore 
the makespan, with a margin of error of approximately 3%.

7  Conclusion and outlook

In this work, a performance prediction method with ANNs 
for online scheduling problems within dynamically inter-
connected assembly systems (DIAS) was proposed. As 
the dynamical environment of DIAS requires fast online 
decision-making, discrete-event simulation is not a possi-
ble method to be applied, due to the high needed compu-
tational times. The recent breakthroughs in AI algorithms 
for strategic board games present a promising solution 
for fast decision-making in a setup comparable to online 
scheduling problems. The online scheduling support task 
that was chosen for this work was the prediction of a per-
formance indicator (makespan) to quickly evaluate a given 
system state. For this task, the advances from the AI game 
algorithm AlphaZero were leveraged. Specifically, an 
ANN that can suggest favorable job routing decisions and 
predicts the value of actions was created. The estimations 
rest upon a custom-designed feature vector and a legal 
actions matrix. Optimization of the ANN hyperparameters 
showed that a network with four layers, no dropout, no bias 
term, and 512 neurons per dense layer performs best. The 
fully trained network can predict favorable actions with an 
accuracy of over 95% and estimate the makespan with an 
error smaller than 3%.

There are several options to further develop this project 
and enhance the AlphaZero agent’s performance. The data 
set used for training can be extended. Broader value ranges 
of the scenario parameters increase the generalizability 
of the learned strategies. Switching to fractional factorial 
DOE scenario creation or random scenario selection can 
help to reduce the computational burden of training data 

generation while maintaining a wide diversity of scenar-
ios. Even though it requires training a new ANN each time, 
the number of stations and operations should be varied 
beyond the values five and eight as used in this work. The 
increased complexity of larger DIAS layouts might benefit 
holistic scheduling approaches like AlphaZero.

The capabilities of the ANN could be further enhanced 
by including the history of the preceding states in the 
input. The most recent DIAS feature vectors could be 
stacked and serve as input to a convolutional neural net-
work. Neural network configurations can be compared 
using enhanced hyperparameter tuning methods, e.g. 
Bayesian optimization

Throughout this work, the focus was the design of the 
ANN and the supervised learning stage. The parameters 
of the underlying MCTS were set by conducting a small-
scale DOE. Further research should investigate a broader 
range of MCTS parameter constellations to optimize the 
performance of AlphaZero in flexible assembly systems. 
Also, future research on the subject should consider the 
reinforcement learning phase. The ANN requires training 
on data generated through self-play to surpass the heuristic 
it learned from in the supervised learning phase. Another 
open task is thoroughly benchmarking the AlphaZero sched-
uling agent. The algorithm must be compared to the greedy 
heuristic and schedules generated by an integer-linear pro-
gram solving the DIAS scheduling problem optimally.
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