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Abstract
Bycombining twoof the central paradigmsof causality, namely counterfactual reasoning andprobability-raising,we introduce
a probabilistic notion of cause in Markov chains. Such a cause consists of finite executions of the probabilistic system after
which the probability of an ω-regular effect exceeds a given threshold. The cause, as a set of executions, then has to cover all
behaviors exhibiting the effect. With these properties, such causes can be used for monitoring purposes where the aim is to
detect faulty behavior before it actually occurs. In order to choose which cause should be computed, we introduce multiple
types of costs to capture the consumption of resources by the system or monitor from different perspectives, and study the
complexity of computing cost-minimal causes.

Keywords Markov chain · Model checking · Causality · Expected costs

1 Introduction

As cyber-physical systems grow ever more prevalent in our
everyday lives, they also become increasingly complex. The
need and desire to explain the behavior of such systems has
sparked a branch of research,which tries to explain and expli-
cate the substantial complexity of modern systems. One of
the key principles which can lead to the understanding of for-
mal systems are cause–effect relationships. The study of such
relations in formal systems has received great interest over
the past 25 years. Notions of causality have been proposed
within a variety of models, such as structural equation mod-
els [30,31,43], Kripke structures [6,14] and Markov chains
[39,40].All of these investigations share a similar goal as they
build a frameworkwhich tries to enable an explanation ofwhy
an observable phenomenon (the effect) has happened by log-
ically linking previous events (the causes) to its occurrence.
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Anunderstanding of such cause–effect relationships has been
identified to be helpful in a variety of application areas rang-
ing from finance [37] to medicine [38] and aeronautics [34],
among others. Furthermore, in a societal context, causality
plays a fundamental role in determining moral responsibil-
ity [8,13] or legal accountability [24], and ultimately fosters
user acceptance through an increased level of transparency
[42].

Even though causality has been considered in various dis-
ciplines and within different application contexts, almost all
approaches use at least one of the following two central
paradigms to describe the logical link between causes and
effect:

1. The probability-raising property: The probability to
observe the effect is higher whenever the cause has been
observed.

2. The counterfactual reasoning principle: The effect could
not have happened if the cause had not occurred.

The notion of causality introduced in this paper uses both
of these paradigms: Given a probability threshold p ∈ (0, 1],
a p-cause for anω-regular effectL in a discrete-timeMarkov
chain is defined to be a set of finite executions � such that

(i) the probability that L occurs after an execution in � is at
least p and

(ii) almost all executions exhibiting the effectL have a prefix
in �.
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Table 1 Summary of complexity results for different kinds of cost in the fully observable case when the effect L constitutes a reachability property

Expcost Pexpcost maxcost

Non-negative weights accumulated in P (Thm. 15) in EXPTIME (Thm. 18) PP-hard (Thm. 19) in P (Thm. 25)

Arbitrary weights accumulated in P (Thm. 15) PP-hard (Thm. 19) Pseudo-polyn. in NP ∩ coNP (Thm. 25)

Arbitrary weights instantaneous in P (Thm. 26) in P (Thm. 26) in P (Thm. 26)

Condition (i) captures the probability-raising property if p
is chosen to be greater than the overall probability that L
is observed, while (ii) is in line with counterfactual reason-
ing. Note that the effects are sets of infinite executions while
causes are sets of finite executions preceding the effects.
Nevertheless, it is of course possible that after some finite
execution in a cause, it is already clear that the effect will
(almost) surely be observed.

The precise meaning of execution depends on the setting.
In the fully observable case, an observer has access to the
system states themselves and thus an execution is a path in
the Markov chain. In these settings we thus consider path-
based p-causes (henceforth called p-causes). However, in
settings without full introspection of the state space, only
partial information about the current state can be observed.
This can be modeled by labels on the states, where states
with the same label are not distinguishable. In such a case an
execution is represented by a trace (a sequence of labels) in
the Markov chain and the corresponding p-causes are trace-
based (henceforth called trace-p-cause).

By combining conditions (i) and (ii) the resulting notion is
useful when causes are used for monitoring purposes. Imag-
ine a critical event which the system should avoid (e.g., a
fully automated drone crashing onto the ground). After a p-
cause has been computed for this event, it can be used as a
monitor that can trigger an alarm as soon as the execution so
far is an element in the cause. Depending on the system and
the threshold p the alarm is raised before the critical event
occurs and thus suitable countermeasures can be taken (e.g.,
manual control instead of automated behavior). The proba-
bility threshold p can be thought of as the sensitivity of the
monitor and can be adjusted depending on the criticality of
the effect.

As multiple p-causes might exist for the same effect, the
application described abovemotivates the question, which p-
cause should be computed or used. Typically, one wants to
minimize the resource consumption of the modeled system.
Resources, such as time or energy, might be consumed by
the system or the induced monitor, but also by the coun-
termeasures taken upon triggering an alarm. The cost of
countermeasuresmay depend on the state of the systemor the
execution until the alarm. Such costs can be modeled using
stateweights in theMarkov chain, which induceweight func-
tions on the finite executions either in an accumulative (total

resource consumption) or instantaneous (current resource
consumption intensity) fashion. To be able to model the dif-
ferent types of costs one might be interested in, we consider
three cost mechanisms for causes:

(1) The expected cost measures the expected resource con-
sumption until the execution can be identified as part (or
almost surely not part) of the cause.

(2) The partial expected costmeasures the expected resource
consumption where executions which are not part of the
cause do not consume any resources.

(3) The maximal cost measures the maximal resource con-
sumption that can occur within the cause.

Within a possiblemonitoring application the expected cost
describes the expected resource consumption until the mon-
itor triggers an alarm or reaches a safe state, whereas the
partial expected cost can be used to model the costs of coun-
termeasures that are only incurred if an execution in the cause
is observed. In this context, the maximal cost measures the
maximal possible resource consumption when an alarm is
triggered.

In the setting of full observability of the state space where
p-causes consist of finite paths, we obtain the complexity
results presented in Table 1 for the computation of cost-
minimal p-causes for different combinations of weight types
and cost mechanisms if the effectL is a reachability property.
The case of arbitrary ω-regular effects L can be reduced to
this case in polynomial time if L is given by a deterministic
Rabin automaton. In order to obtain the complexity results,
we exploit connections to several computational problems
for discrete-time Markovian models. For the expected cost
we rely on reductions to the stochastic shortest path prob-
lem (SSP) studied in [7]. The exponential-time algorithm for
partial expected costs on non-negative, accumulated weights
uses results on partial expectations in Markov decision pro-
cesses [44]. We obtain PP-hardness for partial expected cost
by a reduction from the cost problem for acyclic Markov
chains stated in [28]. The pseudo-polynomial algorithm for
the maximal cost on arbitrary, accumulated weights applies
insights from total-payoff games [9,12].

In the setting of partial observability, additional com-
plications arise. For labeled Markov chains, we consider
trace-p-causes, which consist of traces which incorporate
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the probability-raising principle for every underlying path.
This approach is in line with notions of causality studied
by Kleinberg et al. (see, e.g., [39]). In contrast to the full
observable setting, trace-p-causes need not exist for arbi-
trary ω-regular effects. We show that deciding the existence
of a trace-p-cause is PSPACE-hard and can be done in expo-
nential time. Furthermore, a few results about cost-minimal
p-causes can be transferred with an exponential overhead
in runtime: Namely, the results for the expected and maxi-
mal cost in case of non-negative weights and the algorithm
for maximal cost for an instantaneous weight function. For
the remaining combinations of weight types and cost mech-
anisms, analogous reductions to the results for p-causes lead
to problem instances (mainly on partially observable MDPs)
which are known to be undecidable in general or for which
there are no known results in the literature. Whether the spe-
cial form of these instances we obtain can be exploited to
obtain further decidability results remains open.
Related Work Halpern and Pearl introduced a structural
model approach to actual causality [31] which has sparked
notions of causality in formal verification [6,14]. The com-
plexity of computing actual causes has been studied in
[20,21]. A probabilistic extension of this framework has been
proposed in [25]. Recent work on checking and inferring
actual causes is given in [33], and an application-oriented
framework for it is presented in [34]. In another account,
Kleinberg et al. [39] build a framework for actual causal-
ity in Markov chains and use it to infer causal relationships
in data sets. This approach was later extended to continu-
ous time data [37] and to token causality [40] and has been
refined using new significance measures for actual and token
causes [32,52]. The survey article [1] introduces causes in
probabilistic operational models by incorporating temporal
priority and probability-raising in a state-based fashion. The
extension of this approach to local and global probability-
raising conditions as path properties is then compared to the
PCTL approach of [39]. In [3] the probability-raising princi-
ple is incorporated in a causality notion for Markov decision
processes and the coverage properties of causes are optimized
by using quality measures.

In combination with logical programming, a logic for
probabilistic causal reasoning is given in [51]. The subse-
quent work [50] compares this approach to Pearl’s theory of
causality involving Bayesian networks [43]. The CP-logic
of [51] is close to the representation of causal mechanisms
of [18]. On the philosophical side, the probability-raising
principle goes back to Reichenbach [45] and has been iden-
tified as a key ingredient to causality in various philosophical
accounts, see e.g., [19,48].

In stochastic systems modeled as Hidden Markov chains
(HMCs) ω-regular properties were studied in [27,46] in a
monitoring context. This approach tomonitoring has recently
been revived in [22]. In a similar context the trade-off

between accuracy and overhead in runtime verification has
been studied in [5,35,47]. In particular, [5] uses HMCs to
estimate how likely the violation of a property is in the near
future while monitoring a system. Monitoring the evolution
of finite executions has also been investigated in the context
of statistical model checking of LTL properties [17]. How
randomization can improve monitors for non-probabilistic
systems has been examined in [10]. The safety level of [23]
measures which portion of a language admits bad prefixes,
in the sense classically used for safety languages.
Contribution This paper contributes novel notions of causes
for ω-regular effects in stochastic operational models: In the
setting of full introspection of the state space, p-causes are
defined as sets of finite paths (Sect. 3). While the existence
of such p-causes is always guaranteed, the paper considers
various ways of assigning costs to a cause (Sect. 4). The cost
mechanisms correspond to different kinds of resource con-
sumptionwhichmayoccurwhen applying p-causes, inspired
byuse-cases from themonitoringdomain.The computational
complexity of computing cost-minimal causes under these
costmechanisms is thoroughly developed. Finally, we extend
the causality notion to partial observablemodels by introduc-
ing trace-p-causes (Sect. 5). While some of our methods for
p-causes can be extended to trace-p-causes, we show that
partial observability leads to additional computational diffi-
culties in general.

This paper is an extended version of work published in the
ATVA 2021 conference [2]. It extends the previous work by
addressing partial observability in Sect. 5 and by providing
the full proofs omitted in the conference version.

2 Preliminaries

Markov chains A discrete-time Markov chain (DTMC) M is
a tuple (S, s0,P), where S is a finite set of states, s0 ∈ S
is the initial state, and P : S × S → [0, 1] is the transition
probability function where we require

∑
s′∈S P(s, s′) = 1

for all s ∈ S. For algorithmic problems all transition proba-
bilities are assumed to be rational. A finite path π̂ in M is a
sequence s0s1 . . . sn of states such that P(si , si+1) > 0 for all
0 ≤ i ≤ n−1. Let last(s0 . . . sn) = sn . Similarly one defines
the notionof an infinite pathπ . Let Pathsfin(M) andPaths(M)

be the set of finite and infinite paths. The set of prefixes of a
path π is denoted by Pref(π). The cylinder set of a finite path
π̂ is Cyl(π̂) = {π ∈ Paths(M) | π̂ ∈ Pref(π)}.We consider
Paths(M) as a probability space whose σ -algebra is gener-
ated by such cylinder sets and whose probability measure is
induced by Pr(Cyl(s0 . . . sn)) = P(s0, s1) · . . . · P(sn−1, sn)
(see [4, Chapter 10] for more details).

For an ω-regular language L ⊆ Sω let PathsM (L) =
Paths(M) ∩ L. The probability of L in M is defined as
PrM (L) = Pr(PathsM (L)). Given a state s ∈ S, let
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PrM,s(L) = PrMs (L), where Ms is the DTMC obtained
from M by replacing the initial state s0 with s. If M is clear
from the context, we omit the subscript. For a finite path
π̂ ∈ Pathsfin(M), define the conditional probability

PrM (L | π̂) = PrM
(
PathsM (L) ∩ Cyl(π̂)

)

PrM (Cyl(π̂))
.

Given E ⊆ S, let ♦E = {s0s1 . . . ∈ Paths(M) |
∃i ≥ 0. si ∈ E}. For such reachability properties we have
PrM (♦E | s0 . . . sn) = PrM,sn (♦E) for any s0 . . . sn ∈
Pathsfin(M). We assume PrM,s0(♦s) > 0 for all states
s ∈ S. Furthermore, define a weight function on M as a
map c : S → Q. We typically use it to induce a weight func-
tion c : Pathsfin(M) → Q (denoted by the same letter) by
accumulation, i.e., c(s0 · · · sn) = ∑n

i=0 c(si ). Finally, a set
� ⊆ Pathsfin(M) is called prefix-free if for every π̂ ∈ � we
have � ∩ Pref(π̂) = {π̂}.

A labeled DTMC M = (S, s0,P, �, L) is a DTMC
equipped with a labeling function L : S → � that assigns
each state s ∈ S a label L(s) ∈ �. A finite trace τ̂ in
M is a sequence L(s0)L(s1) . . . L(sn) of labels such that
there exists a corresponding finite path π̂ = s0s1 . . . sn ∈
Pathsfin(M) The set of all corresponding paths to τ̂ inM is
denoted by PathsM(τ̂ ). The notion of an infinite trace τ is
defined in a similar manner. Traces(M) can be considered
as a probability space whose σ -algebra is, analogously to
the non-labeled case, induced by the cylinder sets of finite
traces. The probability of an ω-regular language L ⊆ �ω

is given by PrM(L) = PrM(L ∩ Traces(M)). A weight
function can also be defined over labels, i.e., c : � → Q,
which in turn induces a weight function on finite traces
c : Tracesfin(M) → Q.

Markov decision processes A Markov decision process
(MDP) M is a tuple (S,Act, s0,P), where S is a finite set
of states, Act is a finite set of actions, s0 is the initial state,
and P : S × Act×S → [0, 1] is the transition probability
function such that for all states s ∈ S and actions α ∈ Act we
have

∑
s′∈S P(s, α, s′) ∈ {0, 1}. An action α is enabled in

state s ∈ S if
∑

s′∈S P(s, α, s′) = 1 and we define Act(s) =
{α | α is enabled in s}. We require Act(s) 
= ∅ for all states
s ∈ S.

An infinite path in M is an infinite sequence π =
s0α1s1α2s2 · · · ∈ (S ×Act)ω such that for all i ≥ 0 we have
P(si , αi+1, si+1) > 0. Any finite prefix of π that ends in a
state is a finite path. A scheduler S is a function that maps
a finite path s0α1s1 . . . sn to an enabled action α ∈ Act(sn).
Therefore, it resolves the nondeterminism of the MDP and
induces a (potentially infinite) Markov chain MS. If the
chosen action only depends on the last state of the path, i.e.,
S(s0α1s1 . . . sn) = S(sn), then the scheduler is calledmem-
oryless andnaturally induces afiniteDTMC.Formore details
on DTMCs and MDPs we refer to [4].

Nondeterministic finite automata We will denote nonde-
terministic finite automata as tuplesA = (Q, �, Q0, T , F),
where Q is the set of states, � is the alphabet, Q0 ⊆ Q
is the set of initial states, T : Q × � → 2Q is the transi-
tion function, and F ⊆ Q are the final states. A transition
q ′ ∈ T (q, α) is also denoted by q

α�→ q ′.
Deterministic Rabin automata A deterministic Rabin

automaton (DRA) is a tuple A = (Q, �, q0, δ,Acc) where
Q is a finite set of states, � an alphabet, q0 the ini-
tial state, δ : Q × � → Q the transition function and
Acc ⊆ 2Q × 2Q the acceptance set. The run of A on a word
w = w0w1 · · · ∈ �ω is the sequence τ = q0q1 . . . of states
such that δ(qi , wi ) = qi+1 for all i . It is accepting if there
exists a pair (L, K ) ∈ Acc such that L is only visited finitely
often and K is visited infinitely often by τ . The language
L(A) is the set of all words w ∈ �ω on which the run of A
is accepting.

3 Probabilistic causes

This section introduces a notion of cause for ω-regular prop-
erties in Markov chains. For the rest of this section we fix
a DTMC M = (S, s0,P), an ω-regular language L over the
alphabet S and a threshold p ∈ (0, 1].
Definition 1 (p-critical prefix). A finite path π̂ is a p-critical
prefix for L if Pr(L | π̂) ≥ p.

Definition 2 (p-cause). A p-cause forL inM is a prefix-free
set of finite paths � ⊆ Pathsfin(M) such that

(1) almost every π ∈ PathsM (L) has a prefix π̂ ∈ �, and
(2) every π̂ ∈ � is a p-critical prefix for L.

Note that condition (1) and (2) are in the spirit of com-
pleteness and soundness as used, e.g., in [15]. The first
condition is our invocation of the counterfactual reasoning
principle: Almost every occurrence of the effect is preceded
by an element in the cause. If the threshold is chosen such
that p > Prs0(L), then the second condition reflects the
probability-raising principle in that seeing an element of �

implies that the probability of the effectL has increased after
the execution so far.

In particular, for monitoring purposes as described in
the introduction it would be misleading to choose p below
Prs0(L) as this could instantly trigger an alarm before the
system is put to use. On the other hand p should not be
too close to 1 as this may result in an alarm being triggered
too late. This can also lead to a non-classical cause–effect
relation as Pr(L | π̂) = 1 for a finite path π̂ might also
imply, that the effect has already occurred. Thus, a care-
ful choice of the probability threshold p depending on the
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Fig. 1 DTMC M from Example 3
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Fig. 2 Infinite and non-regular 1/2-causes

modeled system and application is crucial. Also note, that
the probability might only be raised after the execution but
not along the execution. For example, there might be paths
π̂ = s0s1 · · · sn ∈ � such that Prsi (L) ≤ Prs0(L) for all
i < n but Prsn (L) > p.

If L coincides with a reachability property one could
equivalently remove the almost from (1) of Definition 2. In
general, however, ignoring pathswith probability zero is nec-
essary to guarantee the existence of p-causes for all p.

Example 3 Consider the DTMC M depicted in Fig. 1. For
p = 3/4, a possible p-cause for the language L = ♦fail
in M is �1 = {s t, s u}, since both t and u reach fail with
probability ≥ p. The sets 
1 = {s t, s u, s t u} and 
2 =
{s t fail, s u} are not p-causes: 
1 is not prefix-free and for

2 the path s t u fail has no prefix in 
2. Another p-cause is
�2 = {s t fail, s u, s t u}.

Example 4 It might happen that there is no finite p-cause.
Consider the DTMC in Fig. 2 and the probability threshold
p = 1/2. Since Prs(♦fail) < p, the singleton {s} is not
a p-cause. Thus, for every n ≥ 0 either sn t or sn t fail is
contained in any p-cause, which must therefore be infinite.
Theremay also exist non-regular p-causes (as languages over
S). For example, for A = {n ∈ N | n prime} we get a non-
regular p-cause �A = {sn0 t | n ∈ A} ∪ {sm0 t fail | m /∈ A}.

Remark 5 (Reduction to reachability properties). LetA be a
deterministic Rabin automaton for L and consider the prod-
uct Markov chain M ⊗ A as in [4, Sect. 10.3]. For any
finite path π̂ = s0 . . . sn ∈ Pathsfin(M) there is a unique
augmented path a(π̂) = (s0, q1)(s1, q2) . . . (sn, qn+1) ∈
Pathsfin(M ⊗ A) whose projection onto the first factor is
π̂ . Under this correspondence, a bottom strongly connected
component (BSCC) of M ⊗ A is either accepting or reject-
ing, meaning that for every finite path reaching this BSCC
the corresponding path π̂ in M satisfies PrM (L | π̂) = 1, or,

respectively, PrM (L | π̂) = 0 [4, Sect. 10.3]. This readily
implies that almost every π ∈ PathsM (L) has a 1-critical
prefix and that, therefore, p-causes exist for any p.

Moreover, if U is the union of all accepting BSCCs in
M ⊗ A, then

PrM (L | π̂) = PrM⊗A
(
♦U | a(π̂)

)

holds for all finite paths π̂ of M [4, Theorem 10.56]. Hence
every p-cause�1 forL inM induces a p-cause�2 for♦U in
M ⊗ A by taking �2 = {a(π̂) | π̂ ∈ �1}. Vice versa, given
a p-cause�2 for♦U in M⊗A, then the set of projections of
paths in �2 onto their first component is a p-cause for L in
M . In summary, the reduction of ω-regular properties on M
to reachability properties on the product M ⊗A also induces
a reduction on the level of causes.

Remark 5 motivates us to focus on reachability properties
henceforth. To apply the algorithms presented in Sect. 4 to
specifications given in richer formalisms such as LTL, one
would first have to apply the reduction to reachability given
above, which increases the worst-case complexity.

In order to align the exposition with a possible monitoring
application, we will consider the target set as representing an
erroneous behavior that should be avoided. After collapsing
the target set,wemay assume that there is a unique state fail ∈
S such that L = ♦fail is the language we are interested in.
Further,we collapse all states fromwhich fail is not reachable
to a unique state safe ∈ Swith the property Prsafe(♦fail) = 0.
After pre-processing, we then have Prs0(♦{fail, safe}) = 1.
We define the set

Sp := {s ∈ S | Prs(♦fail) ≥ p},

of acceptable final states for p-critical prefixes. This set is
never empty as fail ∈ Sp for all p ∈ (0, 1].

There is a partial order on the set of p-causes defined
as follows: � � � if and only if for all φ ∈ � there exists
π ∈ � such thatπ ∈ Pref(φ). The reflexivity and transitivity
are straightforward, and the antisymmetry follows from the
fact that p-causes are prefix-free. However, this order itself
has no influence on the probability threshold p. In fact, for
two p-causes �,� with � � � and π ∈ �,φ ∈ � it might
happen that Pr(♦fail | π) ≥ Pr(♦fail | φ). This partial order
admits a minimal element which is a regular language over
S and which plays a crucial role for finding optimal causes
in Sect. 4.

Proposition 6 (Canonical p-cause). Let


 = {s0 · · · sn ∈ Pathsfin(M) with

sn ∈ Sp and for all i < n : si /∈ Sp}.
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Then
 is a regular p-cause (henceforth called the canonical
p-cause) and for all p-causes � we have 
 � �.

Proof The first condition sn ∈ Sp ensures that every path in

 is a p-critical prefix for ♦fail in M . The second condi-
tion ensures that no proper prefix is p-critical, and thus 
 is
prefix-free. Clearly, every path reaching fail passes through
Sp since fail is itself an element in Sp. These properties
together show that 
 is a p-cause.

Let � be another p-cause for ♦fail in M and consider
an arbitrary path s0 . . . sn ∈ �. This means sn ∈ Sp. If we
have for all i < n that Prsi (♦fail) < p, then s0 . . . sn ∈ 


and there is nothing to prove. Therefore, assume that there
exists i < n such that si ∈ Sp. For minimal such i we have
s0 . . . si ∈ 
 and thus 
 � �.

To prove that
 is regular, consider the deterministic finite
automaton A = (Q, �, q0, T , F) for Q = S, � = S ∪ {ι},
q0 = ι, and final states F = Sp. The transition relation is
given by

T = {ι s0�→ s0} ∪ {s s′�→ s′ | P(s, s′) > 0 ∧ s /∈ Sp}

i.e., all states in Sp are terminal.We argue that this automaton
describes the language 
:

If s0 ∈ Sp then there are no transitions possible andLA =
{s0} and 
 = {s0} by definition.

Let LA ⊆ 
 and let s0 . . . sn be a word accepted by A.
By definition we have sn ∈ Sp For any state s ∈ Sp visited
by s0 · · · sn we know that s = sn since Sp is terminal. This
means ∀i < n. Prsi (♦fail) < p and thus s0 . . . sn ∈ 
.

Now let LA ⊇ 
 and s0 . . . sn ∈ 
. A run for s0 . . . sn
in A is possible, since we have an edge for every transition
in M except for outgoing edges of Sp. These exceptions are
avoided, since for i < n we have Prsi (♦fail) < p and thus
no state but the last one is in Sp. On the other hand sn is in
Sp by assumption and thus the word s0 . . . sn is accepted by
A. ��

We now introduce an MDP associated with M whose
schedulers correspond to the p-causes of ♦fail in M . This
MDP is useful both as a representation for p-causes and for
algorithmic questions we consider later.

Definition 7 (p-causal MDP). For the DTMC M=(S, s0,P)

define the p-causal MDP Cp(M) = (S, {continue, pick},
s0,P′) associated with M , where P′ is defined as follows:

P’(s, continue, s′) = P(s, s′) for all s, s′ ∈ S

P’(s, pick, fail) =
{
1 if s ∈ Sp
0 otherwise

Given aweight function c onM , we consider c also as weight
function on Cp(M).

s0 s1

s2

s3

s4 safe

fail

Fig. 3 Illustration of the p-causal MDP construction

Example 8 Figure 3 demonstrates the p-causal MDP con-
struction of Cp(M). The black edges are transitions of M ,
where the transition probabilities are omitted. Let us assume
Sp\{fail} = {s1, s3, s4}. To construct Cp(M) one adds tran-
sitions for the action pick, as shown by red edges.

Technically, schedulers are defined on all finite paths of
an MDPM. However, for given a scheduler S, there might
be paths which cannot be obtained underS. Thus we define
an equivalence relation ≡ on the set of schedulers of M by
setting two schedulers S and S′ equivalent, i.e., S ≡ S′,
if Paths(MS) = Paths(MS′). Note that two schedulers
equivalent under ≡ behave identically.

Lemma 9 There is a one-to-one correspondence between
equivalence classes of schedulers in Cp(M) w.r.t. ≡ and p-
causes in M for ♦fail.

Proof Given a p-cause � for ♦fail in M , we construct the
equivalence class of scheduler [S�] by defining S�(π̂) =
pick if π̂ ∈ �, and otherwise definingS�(π̂) = continue.
Vice versa, given an equivalence class [S] of schedulers, we
define the p-cause

�S = {π̂ ∈ Pathsfin(M) such that

S(π̂) = pick or π̂ ends in fail and

S does not choose pick on any prefix of π̂}.

Since pick can only be chosen once on every path in
Paths(MS), it is easy to see that S ≡ S′ implies �S =
�S′ . Note that every π̂ ∈ �S is a p-critical prefix since
it ends in Sp and every path in ♦fail is covered since either
pick is chosen or π̂ ends in fail. Furthermore, the second
condition makes � prefix-free. ��

3.1 Types of p-causes and inducedmonitors

In this section we will introduce two specific classes of p-
causes which have a comparatively simple representation.
We explain what classes of schedulers they correspond to
in the p-causal MDP and how monitors can be derived for
them.
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Definition 10 (State-based p-cause). A p-cause � is state-
based if there exists a set of states Q ⊆ Sp such that

� = {s0 . . . sn ∈ Pathsfin(M) with

sn ∈ Q and ∀i < n : si /∈ Q}.

State-based p-causes correspond to memoryless sched-
ulers of Cp(M) which choose pick exactly for paths ending
in a state of Q. The prime example for a state-based p-cause
is the canonical p-cause 
. Note, that the part of the proof
of Proposition 6 which shows regularity can be adapted to
any state-based p-cause. ForDTMCs equippedwith aweight
function we also introduce threshold-based p-causes:

Definition 11 (Threshold-based p-cause). A p-cause � is
threshold-based if there exists a map T : Sp → Q ∪ {∞}
such that

� = {s0 · · · sn ∈ Pathsfin(M) with

s0 · · · sn ∈ pick(T ) and

s0 · · · si /∈ pick(T ) for i < n},

where

pick(T ) = {s0 . . . sn ∈ Pathsfin(M) with

sn ∈ Sp and c(s0 . . . sn) < T (sn)}.

Threshold-based p-causes correspond to a simple class
of weight-based schedulers of the p-causal MDP, which
base their decision in a state only on whether the current
weight exceeds the threshold or not. Formonitoring purposes
threshold-based p-causes are intuitively useful if triggering
an alarm causes incurs costs, while reaching a safe state does
not (see Sect. 4.2): The idea is that cheap paths (satisfy-
ing c(s0 . . . sn) < T (sn)) are picked for the p-cause, while
expensive paths are continued in order to realize the chance
(with probability ≤ 1−p) that a safe state is reached and
therefore the high cost that has already been accumulated is
avoided.

As argued before, the concept of p-causes can be used
as a basis for monitors that raise an alarm as soon as a
state sequence in the p-cause has been observed. State-
based p-causes have the advantage that they are realizable
by “memoryless” monitors that only need the information
on the current state of the Markov chain. Threshold-based
monitors additionally need to track the weight that has been
accumulated so far until the threshold value of the current
state is exceeded. Thus, the memory requirements of mon-
itors realizing a threshold-based p-cause are given by the
logarithmic length of the largest threshold value for Sp-
states. All algorithms proposed in Sect. 4 for computing
cost-minimal p-causes will return p-causes that are either

state-based or threshold-based with polynomially bounded
memory requirements.

3.2 Comparison to prima facie causes

The work [39] presents the notion of prima facie causes
in DTMCs where both causes and events are formalized as
PCTL state formulae. In our setting we can equivalently con-
sider a state fail ∈ S as the effect and a state subset C ⊆ S
constituting the cause. We then reformulate [39, Definition
4.1] to our setting.

Definition 12 (cf. [39]).A setC ⊆ S is a p-prima facie cause
of ♦fail if the following three conditions hold:

1. The set C is reachable from the initial state and fail /∈ C .
2. ∀s ∈ C : Prs(♦fail) ≥ p
3. Prs0(♦fail) < p

The condition p > Prs0(♦fail) we discussed for p-causes
is hard-coded here as (3). In [39] the value p is implicitly
existentially quantified and thus conditions (2) and (3) can
be combined to Prs(♦fail) > Prs0(♦fail) for all s ∈ C . This
encapsulates the probability-raising property. However, fail
may be reached while avoiding the causeC , so p-prima facie
causes do not entail the counterfactual reasoning principle.
Definition 2 can be seen as an extension of p-prima facie
causes by:

Lemma 13 For p > Prs0(♦fail) every p-prima facie cause
induces a state-based p-cause.

Proof Let C ⊆ S be a p-prima facie cause. By condition (1)
and (2) of Definition 12 we have C ⊆ Sp\{fail}. Since every
path reaching fail trivially visits a state in Q := C ∪{fail} ⊆
Sp, the set

� = {s0 . . . sn ∈ Pathsfin(M) with

sn ∈ Q and ∀i < n : si /∈ Q}

is a state-based p-cause. ��

4 Costs of p-causes

In this section we fix a DTMC M with state space S, unique
initial state s0, unique target and safe state fail, safe ∈ S
and a threshold p ∈ (0, 1]. As motivated in the introduction,
we equip the DTMC of our model with a weight function
c : S → Q on states and consider the induced accumulated
weight function on finite paths c : Pathsfin(M) → Q. These
weights typically represent resources spent, e.g., energy,
time, material, etc. Naturally one would like to optimize
resource consumption either by minimizing the expected
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resource consumption or by staying below a certain thresh-
old. In this section we will introduce various measures for
resource consumption applicable in different scenarios and
analyze the complexity of computing optimal p-causes.

4.1 Expected cost of a p-cause

Definition 14 (Expected cost). Given a p-cause � for ♦fail
in M consider the random variable X : Paths(M) → Q with
X (π) = c(π̂) for

π̂ ∈ � ∩ Pref(π) if such π̂ exists

π̂ ∈ Pref(π) minimal with last(π̂) = safe.

Since Prs0(♦{fail, safe}) = 1, paths not falling under the
two cases above have measure 0. Then the expected cost
expcost(�) of � is the expected value of X .

The expected cost is means by which the efficiency of
causes for monitoring purposes can be estimated. Assume a
p-cause � is used to monitor critical scenarios of a proba-
bilistic system. This means that at some point either a critical
scenario is predicted by the monitor (i.e., the execution seen
so far lies in �), or the monitor reports that no critical sce-
nario will arise (i.e., safe has been reached) and can therefore
be turned off. If the weight function on the state space is cho-
sen such that it models the cost of monitoring the respective
states, then expcost(�) estimates the average total resource
consumption of the monitor.

We say that a p-cause � is expcost-minimal if for all p-
causes � we have

expcost(�) ≤ expcost(�).

By expcostmin, we denote the value expcost(�) of any
expcost-minimal p-cause �.

Theorem 15 (1) Given a non-negative weight function c :
S → Q≥0, the canonical p-cause 
 from Proposition
6 is expcost-minimal. The value expcostmin can then be
computed in polynomial time.

(2) For an arbitrary weight function c : S → Q, an expcost-
minimal and state-based p-cause � and expcostmin can
be computed in polynomial time.

Proof For the following, let Cyl(�) = ⋃
π∈� Cyl(π) for

� ⊆ Pathsfin(M).
To show (1), we claim that for two p-causes� and�with

� � � we have expcost(�) ≤ expcost(�). Let X� and
X� be the corresponding random variables of expcost(�)

and expcost(�), respectively. We prove expcost(�) ≤
expcost(�) by showing for almost all π ∈ Paths(M) that
X�(π) ≤ X�(π). As p-causes only need prefixes for almost

every path π ∈ PathsM (L), we ignore paths of probability 0
in the argument below.

From � � � it follows that Cyl(�) ⊇ Cyl(�). We now
deal separately with the three cases obtained by the partition

Paths(M) =
Cyl(�) ∪̇ Cyl(�)\Cyl(�) ∪̇ Paths(M)\Cyl(�).

For s0s1 . . . ∈ Cyl(�) both random variables consider
the unique prefix of s0s1 . . . in the respective p-cause. For
any s0 . . . sn ∈ � we know by definition of � that there is
s0 . . . sm ∈ � with m ≤ n. Therefore, we have

X�(s0s1 . . .) = c(s0 . . . sm) (*)

≤c(s0 . . . sn) = X�(s0s1 . . .).

For s0s1 . . . ∈ Cyl(�)\Cyl(�) the random variable X�

takes the unique prefix s0 . . . sm in �, whereas X� takes the
prefix s0 . . . sn such that sn = safe. Since Prsafe(♦fail) = 0,
we have almost surely that m < n, and therefore (*) holds.
For s0s1 . . . ∈ Paths(M)\Cyl(�) both random variables
evaluate the same path and so X�(s0s1 . . .) = X�(s0s1 . . .).
Thus, we have for any π ∈ Paths(M) that X�(π) ≤ X�(π).

To compute expcostmin = expcost(
) consider the
DTMC M but change the transitions such that every state
in Sp is terminal. The value expcost(
) is then the expected
reward ExpRew(s0 |� ♦Sp ∪ {safe}) defined in [4, Defini-
tion 10.71]. Expected rewards in DTMCs can be computed
in polynomial time via a classical linear equation system [4,
Sect. 10.5.1].

We show (2) by reducing the problem of finding an
expcost-minimal p-cause to the stochastic shortest path prob-
lem (SSP) [7] in Cp(M). For a schedulerS of Cp(M) denote
the corresponding p-cause for♦fail inM by�S (cf. Lemma
9). In [7] the authors define the value expected cost of a sched-
uler S in an MDP. This value with respect to the target set
{fail, safe} coincides with expcost(�S).

The SSP asks to find a schedulerS∗ in Cp(M)minimizing
the expected cost. It is shown in [7] that a memoryless such
scheduler S∗ and the value expcostmin can be computed in
polynomial time. Since the scheduler S∗ is memoryless, it
corresponds to an expcost-minimal state-based p-cause�.��

4.2 Partial expected cost of a p-cause

In this section we study a variant of the expected cost where
paths that have no prefix in the p-cause are attributed zero
costs. A use case for this cost mechanism arises in a pos-
sible monitoring application when the costs are incurred by
the countermeasures taken upon triggering the alarm. For
example, an alarm might be followed by a downtime of the
system and certain procedures must be initiated. Then the
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corresponding cost may depend on the current state and his-
tory of the execution. Naturally in such cases there are no
costs incurred if no alarm is triggered.

Definition 16 (Partial expected cost). For a p-cause � for
♦fail inM consider the random variableX : Paths(M) → Q

with

X (π) =
{
c(π̂) for π̂ ∈ � ∩ Pref(π) if it exists

0 otherwise.

The partial expected cost pexpcost(�) of � is the expected
value of X .

Whereas the canonical p-cause is the minimal p-cause
with respect to the expected costs of a nonnegative cost func-
tion (see statement (1) of Theorem 15), this does not hold in
general for partial expected costs, as the following example
shows.

Example 17 Consider the Markov chain depicted in Fig. 4.
For the probability threshold p = 1/2 we have Sp =
{t, u, fail}. The canonical p-cause is 
 = {sk0 t | k ≥ 1}
with pexpcost(
) = ∑

k≥1(1/4)
k · k = 4/9. Consider now

an arbitrary p-cause � for ♦fail. If the path s�
0 t belongs to

�, then it contributes (1/4)� · � to pexpcost(�). If instead
the paths s�

0 t fail and s
�
0 t u fail belong to �, they contribute

(1/4)� · 1/2 · � + (1/4)� · 1/2 · 3/4 · (� + w). So, the latter
case provides a smaller pexpcost if l > 3w, and the pexpcost-
minimal p-cause is therefore

� = {sk0 t | 1 ≤ k ≤ 3w} ∪ {sk0 t fail, sk0 tu | 3w < k}.

For w = 1, the expected cost of this p-cause is 511/1152 =
4/9 − 1/1152. So, it is indeed smaller than pexpcost(
).

Theorem 18 Given a non-negative weight function c : S →
Q≥0, a pexpcost-minimal and threshold-based p-cause �,
and the value pexpcostmin, can be computed in exponential
time. The p-cause � has a polynomially bounded represen-
tation.

Proof Consider a scheduler S of Cp(M) with weight func-
tion c and recall that Cp(M)S denotes the Markov chain

s0 | 1 t | 0

u | w

fail

safe

1/4
1/4

1/2 1/2

1/2

3/4

1/4

Fig. 4 An example showing that the partial expected cost is not
monotonous on p-causes

induced by S. Define the random variable ⊕Sfail :
Paths(Cp(M)S) → Q

⊕Sfail(π) =
{
c(π) if π ∈ ♦fail
0 otherwise.

The partial expectation PES of a scheduler S in Cp(M) is
defined as the expected value of⊕Sfail. The minimal partial
expectation is PEmin = infS PES. It is known that there is
a scheduler obtaining the minimal partial expectation [44].

Then a p-cause � and the corresponding scheduler S�

satisfy pexpcost(�) = PES� . A cost-minimal scheduler for
the partial expectation in anMDPwith non-negative weights
can be computed in exponential time by [44]. In this process
we also compute pexpcostmin = PEmin.

Furthermore,we can show that once the action continue is
optimal in a state s ∈ Sp with accumulatedweightw, it is also
optimal for all weightsw′ > w: Suppose choosing continue
is optimal in some state s if the accumulated weight isw. Let
E be the partial expected accumulatedweight that the optimal
scheduler collects from then on and let q = Prs(♦fail). The
optimality of continue implies that E + w · q ≤ w. For all
w′ > w, this implies E + w′ · q ≤ w′ as well. We conclude
the existence of T : S → Q such that continue is optimal if
and only if the accumulated weight is at least T (s). If pick
is not enabled in a state s, we have T (s) = 0. Therefore � is
a threshold-based p-cause defined by T . As shown in [44],
there is a saturation point K such that schedulers minimizing
the partial expectation can be chosen to behave memoryless
as soon as the accumulated weight exceeds K . This means
that T (s) can be chosen to be either at most K or ∞ for each
state s. The saturation point K and hence all thresholds T (s)
have a polynomial representation. ��

Since the causal MDP Cp(M) has a comparatively sim-
ple form, one could expect that one can do better than the
pseudo-polynomial algorithm obtained by reduction to [44].
Nevertheless, in the remainder of this section we argue that
computing a pexpcost-minimal p-cause is computationally
hard, in contrast to expcost (cf. Theorem 15). For this we
recall that the complexity class PP [26] is characterized as
the class of languagesL that have a probabilistic polynomial-
time bounded Turing machine ML such that for all words τ

one has τ ∈ L if and only if ML accepts τ with probabil-
ity at least 1/2 (cf. [29]). We will use polynomial Turing
reductions, which, in contrast to many-one reductions, allow
querying an oracle that solves the problem we reduce to a
polynomial number of times. A polynomial time algorithm
for a problem that isPP-hard under polynomial Turing reduc-
tions would imply that the polynomial hierarchy collapses
[49]. We reduce the PP-complete cost-problem stated in [28,
Theorem 3] to the problem of computing pexpcostmin.
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Fig. 5 The DTMCs Ni for
i = 0, 1

s t a | +0

c | +0

safe

b | +R + i fail

M

2/3

1/3

1/2 1/2

Theorem 19 Given an acyclic DTMC M, a weight func-
tion c : S → N and a rational ϑ ∈ Q, deciding whether
pexpcostmin ≤ ϑ is PP-hard under Turing reductions.

Proof We provide a Turing reduction from the following
problem that is shown to bePP-hard in [28]: Given an acyclic
DTMC M over state space S with initial state s, absorbing
state t such that Prs(♦t) = 1, weight function c : S → N

and natural number R ∈ N, decide whether

PrM ({ϕ ∈ Paths(M) | c(π) ≤ R}) ≥ 1

2
.

Given such an acyclic DTMC M we construct the two
DTMCs N0 and N1 depicted in Fig. 5. We consider the
pexpcost-minimal p-causes for p = 1/2 in Ni for ♦fail and
i ∈ {0, 1}. Suppose a path π arrives at state ci with proba-
bility Prs(π) and accumulated weight w. We have to decide
whether the path π or the extension π ′ = πbi fail should
be included in the cost-minimal p-cause. The path π ′ has
weight w + R+ i and probability Prs(π)/2. We observe that
π is the optimal choice if

Prs(π) · w ≤ Prs(π) · w + R + i

2
.

This is the case if and only if w ≤ R + i . If i = 1, and
w = R + i , both choices are equally good and we decide to
include the path π in this case. Hence, the pexpcost-minimal
p-causes for p = 1/2 in N0 is

�0 = {π̂ ∈ Pathsfin(N0) | last(π̂) = c0 and c(π̂) ≤ R}∪
{π̂ ∈ Pathsfin(N0) | last(π̂) = fail and c(π̂) > 2R}.

Similarly in N1 the following p-cause is pexpcost-minimal:

�1 = {π̂ ∈ Pathsfin(N1) | last(π̂) = c1 and c(π̂) ≤ R}∪
{π̂ ∈ Pathsfin(N1) | last(π̂) = fail and c(π̂) > 2R + 1}.

Therefore, we have

3 · pexpcostN0
(�0) =

∑

ϕ∈Pathsfin(M)
c(ϕ)≤R

Pr(ϕ)c(ϕ) +
∑

ϕ∈Pathsfin(M)
c(ϕ)>R

Pr(ϕ)
c(ϕ) + R

2

3 · pexpcostN1
(�1) =

∑

ϕ∈Pathsfin(M),
c(ϕ)≤R

Pr(ϕ)c(ϕ)

+
∑

ϕ∈Pathsfin(M),
c(ϕ)>R

Pr(ϕ)
c(ϕ) + R + 1

2
.

We conclude that

pexpcostmin
N0

− pexpcostmin
N1

= pexpcostN0
(�0) − pexpcostN1

(�1)

= 1

6
· PrM ({ϕ ∈ Paths(M) | c(ϕ) > R})

= 1

6
· (1 − PrM ({ϕ ∈ Paths(M) | c(ϕ) ≤ R}))

In the sequel we prove that we can use an oracle for the
threshold problem for pexpcostmin to compute the values

pexpcostmin
N0

and pexpcostmin
N1

.

This in turn allows us to compute 1
6PrM ({π̂ ∈ Paths(M) |

c(π̂) ≤ R}) and thus to decide the problem from [28].
In any acyclic Markov chain K , the following holds: We

assume that the transition probabilities are encoded as frac-
tions of coprime integers. Therefore, we can compute the
product of all denominators to get a number L in polynomial
time andwith polynomially bounded encoding. Themaximal
weight W of a path in K can be computed in linear time and
has a polynomially bounded encoding. Therefore, the mini-
mal pexpcost is an integer multiple of 1/L and there are at
most W · L many different values for pexpcost. This in par-
ticular applies to the value of the pexpcost-optimal p-cause.

Note that there are still exponentiallymanypossible values
for the minimal partial expected costs in both Markov chains
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Ni . A binary search over all possible values with polynomi-
ally many applications of the threshold problem:

Is pexpcostmin ≤ ϑ for a rational ϑ ∈ Q?

is possible, nevertheless. We therefore can apply this binary
search tofind the exact value pexpcostNi

(�) for bothDTMCs
Ni (i = 0, 1) by solving polynomially many instances of
the threshold problem. This gives us a polynomial Turing
reduction to the problem stated in [28]. ��

4.3 Maximal cost of a p-cause

In practice, the weight function on the Markov chain poten-
tially models resources for which the available amount might
have a tight upper bound. For example, the amount of energy
a drone can consume from its battery is naturally limited.
Instead of just knowing that on average the resource con-
sumption will lie below a given bound, it is therefore often
desirable to guarantee to be below this limit for (almost) any
evolution of the system.

Definition 20 (Maximal cost). Let � be a p-cause for ♦fail
in M . We define the maximal cost of � to be

maxcost(�) = sup{c(π̂) | π̂ ∈ �}.

We now turn to the algorithmic problem of computing
maxcost-minimal p-causes. In case that the cost function is
non-negative,wefind that again the canonical p-cause is opti-
mal. We start with an observation that if certain, positively
weighted, cycles exist, then the maxcost of all p-causes is
infinite.

Lemma 21 We have maxcost(�) = ∞ for all p-causes �

of M if and only if a path s0 . . . sn ∈ (S \ Sp)∗ exists in M
which contains a cycle with positive weight. This condition
can be checked in polynomial time.

Proof Consider a such a positive cycle reachable in S\Sp.
Then there are paths in ♦fail which contain this cycle arbi-
trarily often. For any p-cause � almost all of these paths
need a prefix in �. Since no state in the positive cycle nor
in the path from s0 to the cycle is in Sp, such prefixes also
contain the cycle arbitrarily often. This means these prefixes
accumulate the positive weight of the cycle arbitrarily often.
Therefore, all p-causes � contain paths with arbitrary high
weight, and thereby maxcost(�) = ∞.

For the other direction, assume that maxcost(�) = ∞
for all p-causes � of M . So, in particular for the canonical
p-cause 
, maxcost(
) = ∞. So, arbitrarily high amounts
of weights can be accumulated along paths not visiting Sp
implying the existence of a positive cycle reachable in S\Sp.

The condition can be checked in polynomial time with the
Bellman-Ford algorithm [16]. ��

Proposition 22 For a nonnegative cost function c, the canon-
ical p-cause 
 is maxcost-minimal and maxcost(
) can be
computed in polynomial time.

Proof We show that for two p-causes �,� with � � � we
have maxcost(�) ≤ maxcost(�). Let π̂ ∈ � be arbitrary.
Since π̂ is a p-critical prefix (and p > 0), there is a path
π ∈ ♦ f ail with π̂ ∈ Pref(π). Since � is a p-cause, there
exists ϕ̂ ∈ � ∩ Pref(π). The assumption � � � and the
fact that both � and � are prefix-free then force π̂ to be a
prefix of ϕ̂. Hence c(π̂) ≤ c(ϕ̂), and since π̂ was arbitrary,
it follows that maxcost(�) ≤ maxcost(�). This implies that

 is maxcost-minimal.

To compute maxcostmin = maxcost(
), we may assume
that the condition of Lemma 21 does not apply. The problem
is reduced to the computation of the longest path in amodified
version of M . There might be cycles with weight 0 included
in S\Sp, but in such cycles every state in the cycle has weight
0. Therefore, we can collapse such cycles completely with-
out changing the value maxcost(
). We further collapse the
set Sp into one absorbing state f . Computing maxcost(
)

now amounts to searching for a longest path from s0 to f in
this modified weighted directed acyclic graph. This can be
reduced in linear time to the shortest path problem (by mul-
tiplying all weights with −1), which can in turn be solved in
polynomial time [16]. ��

If the considered cost function is not non-negative, then
the canonical p-cause may no longer be optimal. In this case
we propose a reduction to a kind of total payoff two player
game with an additional reachability requirement for one
player, such as described in [9]. The game is played by the
two players Min and Max over the arena defined by:

A = (V , v0, VMax , VMin, E),

where V = S ∪̇ Ṡp, v0 = s0, VMax = S, and VMin = Ṡp.
Here Ṡp is a copy of Sp, and the edge relation E contains
exactly the pairs (s, t) ∈ V×V such that one of the following
holds:

• s ∈ S, t ∈ S\Sp, and P(s, t) > 0,
• s ∈ S, t ∈ Ṡp, and for u ∈ Sp with t = u̇ we have

P(s, u) > 0,
• s ∈ Ṡp, t ∈ Sp, and s = ṫ , or
• s ∈ Ṡp and t = fail.

PlayerMax controls vertices in VMax , andMin controls ver-
tices in VMin . ThiswayMin can choose to go to failwhenever
a state s ∈ Sp would be reached. Additionally, we equip A
with a weight functionw : V → Qwhichmirrors the weight
function c of M in the following way:

• w(s) = c(s) for s ∈ S\Sp, and
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• w(s) = 0 for s ∈ Sp, and
• w(ṡ) = c(s) for s ∈ Sp.

The game proceeds like a standard two player graph game.
An infinite play π = v0v1 . . . ∈ V ω has value −∞ if π

avoids fail forever, and otherwise
∑n

i=0 w(vi ), where n is
the least position such that vn = fail holds. As Max wants
to maximize the outcome of the game, they will try to make
sure that fail is reached eventually.

Bymultiplying all values with−1, interchanging the roles
ofMax andMin as well as giving paths not reaching fail the
value+∞ the game can be reduced to amin-cost reachability
game as in [9]. Therefore, the game is determined [9] and the
value Val(v) of a vertex is defined to be

Val(v) = inf
SMin

sup
SMax

V al(v,SMax ,SMin),

whereSMax ranges over all strategies ofMax,SMin ranges
over all strategies of Min and Val(v,SMax ,SMin) is the
value of the play emanating from v under these strategies.
By [9, Theorem 1], player Min always has an optimal mem-
oryless strategy. The point of the reduction is that strategies
of Min are in one-to-one correspondence with p-causes in
M , as the following lemma shows.

Lemma 23 There is a one-to-one correspondence between
strategies S of Min and p-causes in M.

Proof LetSbe a strategy forMin and consider the set of con-
sistent plays starting in s0 that we denote by Playss0(A,S).
Every play π ∈ Playss0(A,S) that reaches fail corresponds
to a p-critical prefix. To see this, omit all states contained in
Ṡp from the play. If π reaches fail and the last state before
fail is in Ṡp then omit fail as well. The resulting path inM is a
p-critical prefix. Let� ⊆ Pathsfin(M) be the set of p-critical
prefixes obtained in this way from plays in Playss0(A,S)

reaching fail.
To see that any path π to fail in M has a prefix in �, let τ

be the strategy of player Max that moves along the steps of
π . In the resulting play, either player Min moves to fail from
some state s ∈ Ṡp according to S and the corresponding
prefix of π is in �, or the play reaches fail from a state
not in Ṡp and hence the path π itself belongs to �. Since
the strategy has to make decisions for every s ∈ Ṡp, every
path π ∈ PathsM (♦fail) has a prefix in �. � is prefix-free
since a violation of this property would correspond to a non-
consistent play, since Min can only choose the edge to fail
once. Therefore, � is a p-cause in M for ♦fail.

Since the reverse of this construction follows along com-
pletely analogous lines, we omit it here. ��

We have Val(s0) = ∞ if and only if there is a positive
cycle reachable in S\Sp, as in that caseMax can move along

that cycle arbitrarily long, and then take a path to fail, and
otherwise Min can ensure a finite value by moving to fail as
soon as possible. If Val(s0) < ∞, then both players have an
optimal strategy by [9].

Lemma 24 We have maxcostmin = Val(s0).

Proof We have that Val(s0) takes the value ∞ if and only
if there is a positive cycle reachable in S\Sp if and only if
maxcostmin = ∞ by Lemma 21 and the discussion above.

Now assume that Val(s0) < ∞ and maxcostmin < ∞.
First, we show that maxcostmin ≤ Val(s0). Let S be the
optimal strategy forMin and�S the corresponding p-cause.

Suppose there is a path π in �S with wgt(π) > Val(s0).
Using this path as a strategy for Max , we observe that
Val(s0,S, π) = wgt(π) because S moves to fail precisely
when a path in �S has been played. This contradicts the
optimality of S. Hence, maxcostmin ≤ maxcost(�S) ≤
Val(s0).

To show that maxcostmin ≥ Val(s0), let � be a p-
cause with maxcost(�) = maxcostmin which exists as
maxcostmin < ∞. Let S� be the corresponding strategy
for Min. Suppose that there is a strategy T for Max with
Val(s0,S�,T) > maxcostmin. Strategy T induces a path π

in � and again, we observe that wgt(π) = Val(s0,S�,T)

contradicting the optimality of �.
Thus maxcostmin ≥ supT Val(s0,S�,T) ≥ Val(s0)

where T ranges over all strategies for Max . ��
With the above lemmas, and using results from [9], we

are now in a position to prove the following upper bounds
for computing maxcostmin.

Theorem 25 (1) For an arbitrary weight function c : S →
Q a maxcost-minimal and state-based p-cause � and
maxcostmin can be computed in pseudo-polynomial time.

(2) Given a rational ϑ ∈ Q, deciding whethermaxcostmin ≤
ϑ is in NP ∩ coNP.

Proof(1.) Using the correspondence between max-cost and
min-cost games, the values Val(s0) can be computed in
pseudopolynomial time by applying [9, Algorithm 1]. In
particular, this lets us compute Val(s0) = maxcostmin.
From the values of other states, an optimal memoryless
strategyS for Min can be derived by fixing a successor
s′ for each state s ∈ VMin with (s, s′) ∈ E and

Val(s) = c(s′) + Val(s′)

as shown in [9]. Since the strategy is memoryless, we get
a set Q ⊆ Ṡp for which Min chooses the edge to fail.
By the construction from before the maxcost-minimal
p-cause � obtained in this way is state-based.

(2.) The decision problem “Is Val(s0) ≤ 0?” is inNP∩coNP
by a reduction to mean-payoff games, as shown in [12].
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The reduction introduces an edge from fail back to s0
and removes the state safe from the game. We have that
Val(s0) ≤ 0 in the original max-cost reachability game
if and only if the value of the constructed mean-payoff
game is atmost 0. The reason is that the value of themean-
payoff game is atmost 0 if there is a strategy forMin such
that Max can neither force a positive cycle in the original
max-cost reachability game nor reach fail with positive
weight in the original game.We adapt the construction to
show that the decision problem “Is maxcostmin ≤ ϑ?”,
for ϑ ∈ Q, is also in NP∩coNP. This can be achieved by
adding an additional vertex s with weight −ϑ to VMax ,
removing the edge between fail and s0 and adding two
new edges, one from fail to s and one from s to s0. The
value of the resulting mean-payoff game is then at most
0 if there is a strategy for Min such that Max can neither
force a positive cycle in the originalmax-cost reachability
game nor reach fail with weight above ϑ in the original
game. ��

4.4 Instantaneous cost

We get another perspective onto the introduced cost mecha-
nisms by letting the given weight function c on states induce
an instantaneousweight function instead of accumulating the
weights. Concretely the induced cost function on M is then
given by cinst : Pathsfin(M) → Qwhich just takes the weight
of the state visited last, i.e., cinst(s0 · · · sn) = c(sn). This
yields an alternative cost mechanism intended to model situ-
ations where the cost of repairing or rebooting only depends
on the current state, e.g., the altitude an automated drone has
reached.

We add the subscript ‘inst’ to the three cost variants,
where the accumulative weight function c has been replaced
with the instantaneous weight function cinst, the error state is
replaced by an error set E and the safe state is replaced by a
set of terminal safe states F . Thus we optimize p-causes for
♦E in M .

Theorem 26 For expcostinst, pexpcostinst, and maxcostinst a
cost-minimal p-cause � and the value of the minimal cost
can be computed in time polynomial in M. In all cases� can
be chosen to be a state-based p-cause.

Proof Recall that we now work with a set of error states
E instead of a single state fail and a set of terminal safe
states F such that Pr f (♦E) = 0 if and only if f ∈ F . We
first note that for an instantaneous weight function we reduce
partial expected cost to expected cost and therefore only need
to consider one case: Given a weight function c : S → Q,
consider the weight function c′ obtained from c by forcing
c′( f ) = 0 for all f ∈ F . Then the partial expected cost with
respect to cinst equals the expected cost with respect to c′

inst.

s0| + 3 s1| + 1

s2| − 2

fail | + 7

safe| + 4

Fig. 6 The DTMC M ′ with instantaneous weight

s0| + 0 s1| + 0

s2| + 0

fail | + 7

safe| + 4

ṡ0| + 3 ṡ1| + 1

Fig. 7 The MDP N ′ emulating instantaneous weight

For expcostinst we construct an MDP N = (S ∪̇ Ṡp,
{pick, continue}, s0,P′), where Ṡp, is a disjoint copy of Sp
inwhich all states are terminal. The copy of state s ∈ Sp in Ṡp
will be written as ṡ. We define P′(s, continue, s′) = P(s, s′)
for s, s′ ∈ S, and P′(s, pick, ṡ) = 1 for s ∈ Sp. The
action pick is not enabled states outside of Sp, and the action
continue is not enabled in Ṡp. We define the weight function
cN : S ∪̇ Ṡp → Q by

cN (s) =

⎧
⎪⎨

⎪⎩

c(s) if s ∈ F ∪ E

c(t) if s ∈ Ṡp and ṫ = s

0 else.

The construction is illustrated in Figs. 6 and 7: Consider
the DTMC M ′ depicted in Fig. 6. The transition probabilities
are omitted. It is enough to know S′

p = {s0, s1} and F ′ =
{safe}. The constructedMDPN ′ can be seen in Fig. 7, where
the black edges are inherited from M ′, and the red edges are
added transitions belonging to the action pick.

For the constructedMDPN we consider the accumulated
weight function. This emulates an instantaneousweight func-
tion for the random variable Xc of expcostinst. A scheduler
of this MDP corresponds to a p-cause for M in the same way
as established in Lemma 9. Therefore, the problem of find-
ing an expcost-minimal p-cause for instantaneous weight
c : S → Q in M for ♦E is equivalent to finding a cost-
minimal scheduler in N for ♦(E ∪ F ∪ Ṡp). This is again
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the stochastic shortest path problem for N , which can be
solved in polynomial time by [7]. Since the SSP is solved by
a memoryless scheduler, the expcostinst-minimal p-cause is
state-based.

For the computation of the minimal value of maxcostinst,
we enumerate the set Sp as s0, . . . , sk where k = |Sp| − 1
such that c(si ) ≤ c(s j ) for all 0 ≤ i < j ≤ k.

Nowwe iteratively remove states in increasing order start-
ing with s0. After removing a state si , we check whether
E is reachable in the resulting Markov chain. If this is the
case, we continue by removing the next state. If E is not
reachable anymore, the set Si := {s0, . . . , si } induces a state-
based p-cause �Si . This follows from the fact that each path
from the initial state to E contains a state in Si and that
Si ⊆ Sp. Furthermore, maxcostinst(�Si ) ≤ c(si ). Let j be
the largest number less than i such that c(s j ) < c(si ). There
is no p-cause in which all paths end in {s0, . . . , s j } as E
was still reachable after removing these states from M . So,
there is no p-cause � with maxcostinst(�) < c(si ). There-
fore, �Si is indeed a maxcostinst-minimal p-cause. Since
E ⊆ Sp, the procedure terminates at the latest when the
states in E are removed. Hence the algorithm finds a state-
based maxcostinst-minimal p-cause in polynomial time. ��

5 Trace-p-causes

The definition of p-causes discussed so far works on the level
of paths of a DTMC. Implicitly, it hence makes the assump-
tion that the states of the DTMC themselves are observable.
In this section, we want to discuss a generalization in which
the system is not fully observable. This can be modeled by
adding a labeling function which assigns to each state in the
Markov chain a label from a finite alphabet �. Instead of
paths through the state space, only the traces of these paths,
i.e., the sequences of labels encountered can be observed.

Such a consideration makes sense in applications where
there is no full introspection into the system but there is
only partial information about the system state that can be
gathered. For example, in the discussed monitoring applica-
tion for p-causes, a critical event should be avoided (e.g.,
a drone crashing), but full information on the system state
might not be available, e.g., only sensor readings of the drone
might be observable instead of a fully specified state. Then,
a cause for such an event should also be expressed in terms
of these possible observations, e.g., in terms of sensor read-
ings foreshadowing the crash. For this section, we work with
a labeled DTMC M = (S, s0,P, �, L), an ω-regular lan-
guage L ⊆ �ω, and a probability threshold p ∈ (0, 1].

Definition 27 We define a finite trace τ̂ in M as p-critical
for L ⊆ �ω inM if for every path π̂ ∈ PathsM(τ̂ ) we have
Pr(L | π̂) ≥ p.

With this definition of p-critical trace, we incorporated the
probability-raising property in a strict sense, as we require
that every underlying path raises the probability of L above
the specified value p. Such a strict interpretation of causes is
in line with investigations of causality in operational models
by Kleinberg et al. [32,37,39,40,52] where the probability-
raising property is required for each element of a cause. For
example, causes as defined in [39] are given by a set of states
represented using a PCTL-formula, such that each included
state raises the probability of the effect (see Sect. 3.2 for a
more detailed comparison). Amore detailed discussion of the
correspondence between the notion of causality byKleinberg
et al. and trace- and path-based notions of causality can be
found in [1].

In this paper we make a first step toward an understanding
of trace-based causality by considering this strict view on the
probability-raising principle. We show that some of the tech-
niques developed for path-based p-causes can be applied in
this setting of strict trace-p-causes. However, we also show
that several new phenomena arise here. For example, strict
trace-based p-causes may not exist at all (see Example 29).
Another natural definition would be to take a global view and
require that, for each trace in the cause, the conditional prob-
ability of the effect, given the finite prefix trace, is above p.
For a treatment of this global definition, however, the tech-
niques developed in this paper appear not to be applicable
directly and additional difficulties have to be expected.

Definition 28 A trace-p-cause for L in M is a prefix-free
set of finite traces inM such that

1. almost every infinite trace τ inM satisfyingL has a prefix
τ̂ in the cause

2. every finite trace in the cause is p-critical.

Note that these definitions generalize the notion of (path-)
p-cause: If each state in the DTMC M has a unique label,
paths and traces can be identified with each other and the
definitions agree with the definitions from Sect. 3.

First, let us briefly consider the case where L constitutes
a reachability property. So, assume there is a set of labels
G ⊆ � such that L = L(♦G). In this case, any finite
trace in (� \ G)∗G is clearly p-critical for any p ∈ (0, 1].
This readily implies that trace-p-causes always exist for
reachability properties. In the sequel, we will see that an
NFA-representation of the canonical trace-p-cause consist-
ing of the minimal p-critical traces can be computed in
exponential time in this case (see Proposition 35).

In contrast to the fully observable case, the investigation
of causes of arbitrary ω-regular effects, however, cannot be
reduced to the simpler case of reachability properties. In fact,
trace-p-causes might not exist in general as the following
example shows.

123



Probabilistic causes in Markov chains 361

s0 s1

s2

a a

b
1/3

1/3

1/3

Fig. 8 Example for the non-existence of trace-p-causes

Example 29 Consider the labeled DTMCM of Fig. 8 where
the labels of the states are displayed above the states. Now let
L = L(�a) = {aω} and p ∈ (1/2, 1) then any finite prefix
an of aω has sn0 ∈ Paths(an). However, sn0 is only p-critical
for L if p ≤ 1/2. Thus there does not exist a trace-p-cause
for L inM.

This observation leads to the decision problem: Given a
labeled DTMC M, an ω-regular language L and a prob-
ability threshold p ∈ (0, 1] decide the existence of a
trace-p-cause for L in M. Addressing this problem we use
the following construction:

Definition 30 (Belief construction). Given a labeled DTMC
M = (S, s0, P, �, L), we construct the labeled DTMC
Bel(M) = (SBel, sBel0 , PBel, �, LBel) as follows: The state
space is SBel = S × 2S . The initial state is sBel0 = (s0, {s0}).
For (s, T ) and (t, T ′) in SBel, we define PBel((s, T ), (t, T ′))
= P(s, t) if and only if T ′ contains exactly all successors of
states in T (in M) with label L(t). All remaining transition
probabilities are 0. The new labeling function assigns L(s)
to a state (s, T ) in SBel.

Intuitively, the second component of states in the belief
construction keeps track of the states in which the DTMC
M could have ended up if another path with the same trace
had been taken.

We assume we are given a DRA A over � specifying
the ω-regular effect L. We work with the product DTMC
Bel(M) ⊗ A of the belief construction with the automa-
ton. The acceptance condition of A allows us to distinguish
accepting and rejecting BSCCs in this DTMC. In analogy to
before, let Sp be the set of states in Bel(M)⊗A from which
an accepting BSCC is reached with probability ≥ p.

For a state (s, T ) in Bel(M) and a state q of the automaton
A, we call the state (s, T , q) in Bel(M) ⊗ A p-critical if
(t, T , q) ∈ Sp for all t ∈ T . In words, a state is p-critical if
it is in Sp and would still be in Sp if so far another run with
the same trace as a run reaching (s, T , q) had been taken.
Note that any other such run ends up in the same state q asA
is deterministic. Let us denote the set of p-critical states in
Bel(M) ⊗ A by Critp. With this notation, we get following
result.

Lemma 31 Let M be a labeled DTMC and A be a DRA
specifying an ω-regular language L ⊆ �ω. Then there

is a trace-p-cause for L in M if and only if the fol-
lowing condition holds: For each accepting BSCC with
states B in Bel(M) ⊗ A, we have B ∩ Critp 
= ∅ or
PrBel(M)⊗A(¬CritpUB) = 0.

Proof We start with the following observation: Let π be a
finite path in Bel(M) ⊗ A. Then, the trace of this path is
p-critical if and only if the path π ends in a state in Critp. To
prove this, first assume that π ends in the state (s, T , q) in
Critp. By the definition of the belief construction, all other
paths with the same trace then end in a state (t, T , q) for
some t ∈ T . By the definition of Critp, all of these states
lie in Sp. So, all paths ψ in M that have this trace, satisfy
PrM(L | ψ) ≥ p. Analogously, if π ends in a state (s, T , q)

not in Critp, then there is a path π ′ with the same trace that
ends in a state (t, T , q) with t ∈ T not in Sp. Projecting this
path π ′ to the first component, we obtain the corresponding
path ψ in M with the same trace as π that does not satisfy
PrM(L | ψ) ≥ p.

Furthermore, it is clear that a trace-p-cause exists if and
only if almost all traces inL generated byM have a p-critical
prefix.

Now assume that there is an accepting BSCC with
states B in Bel(M) ⊗ A such that B ∩ Critp = ∅ and
PrBel(M)⊗A(¬CritpUB) > 0. So, there is a finite path π

in Bel(M) ⊗A reaching B without visiting Critp. Let � be
the set of all infinite extensions of π in Bel(M) ⊗A and let
L(�) be the set of traces of paths in �. Almost all of these
traces belong to L as π ends in an accepting BSCC. Further-
more, the probability that a trace in L(�) is generated byM
is at least PrBel(M)⊗A(π) > 0. But no trace in L(�) has a
p-critical prefix: Any finite prefix of a trace in L(�) is the
trace of a finite prefix of a path in �. But no path in � visits
Critp, so the claim follows by the observation above.

For the other direction, assume that there is a set of traces
K ⊆ L that is generated byMwith positive probability such
that no trace in K has a p-critical prefix. Let � be the set of
paths in Bel(M)⊗Awith a trace inK. As Bel(M)⊗A only
refines M the set of paths � also has positive probability.
By our assumptions almost no path in � visits Critp. As
almost all paths in �, however, reach an accepting BSCC
and visit all of its states, there must be an accepting BSCC
with states B that is reachable without visiting Critp and that
does not intersect Critp. I.e., B satisfies B ∩ Critp = ∅ and
PrBel(M)⊗A(¬CritpUB) > 0. ��

A non-labeled DTMC can be seen as a special case of a
labeled DTMCwhere every state has a unique label. Lemma
31 hence subsumes the result that p-causes exist for any p
in non-labeled DTMCs: Applying the belief construction to
a DTMC M with unique labels for each state, all reachable
states of Bel(M) take the form (s, {s}) where s is a state
of M. So, the sets Sp and Critp coincide in this case. The
reachable part of Bel(M) is furthermore isomorphic to M.
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Fig. 9 Illustration of the product of the belief construction and an automaton for �♦a

After taking the product with a DRA A, we observe that all
accepting BSCCs with states B satisfy B ⊆ Crit1 ⊆ Critp
in this case as argued in Remark 5. Thus, the first condition
of Lemma 31 always holds. In labeled DTMCs, the situation
is more complicated and in particular, it is possible that only
some or no states of an accepting BSCC in the product of
the belief construction and an automaton belong to Critp as
illustrated by the following example.

Example 32 Consider the labeled DTMC in Fig. 9a with
labels in� = {a, b}. Let p = 3/4 and consider the language
L(�♦a) accepted by the following DRA A: The automaton
has two states x0 and x1 that are both initial. Whenever an a
is read, the automaton moves to x1 and otherwise it moves
to x0. It accepts if x1 is seen infinitely often.

In Fig. 9b, the DTMC Bel(M) ⊗A is depicted. The sec-
ond component of Bel(M) is denoted in the second line in
the states and the state of the automaton is indicated by the
double circles: In the double-circled states, the automaton
component is in the state x1 that has to be seen infinitely
often.

The acceptingBSCCs consist of states B1 = {(q, {q}, x1)}
and B2 = {(u, {t, u}, x0), (v, {r , v}, x1)}. As the probabil-
ity to visit an accepting state infinitely often from state
(t, {t, u}, x0) is less than 1/10, the state (u, {t, u}, x0) does
not belong to Critp. So, we have B2 � Critp. In particular,
any trace that leads to (u, {t, u}, x0) cannot be part of a trace-
p-cause. Such traces take the form (ab)k for some k ∈ N and
always lead to state (t, {t, u}, x0) as well.

The state (v, {r , v}, x1), however, belongs to Critp as
the probability to reach an accepting BSCC from state
(r , {r , v}, x1) is at least 9/10 and hence greater than p.
So, traces leading to (v, {r , v}, x1), i.e., traces of the form
a(ba)k for some k ∈ N, are p− cri tical. All in all, we have
B1 ∩Critp 
= ∅ and B2 ∩Critp 
= ∅. Hence, a trace-p-cause
exists. An example is the singleton trace-p-cause {aba}.

We can now employLemma31, to check the existence of a
trace-p-cause.An accompanying hardness result is presented
afterwards in Proposition 34.

Corollary 33 Given a labeled DTMCM and a DRAA spec-
ifying an effect L, the existence of a trace-p-cause for L in
M can be decided in time exponential in the size of M and
polynomial in the size of A.

Proof By applyingLemma31 the existence check for a trace-
p-cause needs exponential time inM for the construction of
Bel(M) and polynomial time inA for the construction of the
productBel(M)⊗A. The computation ofCritp and the check
of the condition in Lemma 31 then need time polynomial in
the size of this product by using linear equation systems to
compute the probabilities and graph algorithms to check the
reachability properties of Critp. ��
Proposition 34 Given a labeled DTMC M and a DRA A
specifying an effect L, deciding the existence of a trace-p-
cause for L inM is PSPACE-hard.

Proof We provide a reduction from the universality problem
for NFAs in which all states are accepting, which is shown to
be PSPACE-hard in [36]. A word is rejected by such an NFA
if and only if there is no run on the word in the automaton.
Given such an NFA A over an alphabet �, we construct a
DTMC M that is also depicted in Fig. 10. In contrast to the
definition used elsewhere in this paper, we attach labels to the
transitions ofM and not to states to be closer to the structure
of the NFA. It is, however, well-known how to transform
a DTMC with labeled transitions to a DTMC with labeled
states.

The construction goes as follows: First, we fix two fresh
letters f and # not in �. From the initial state s0, there is a
transition with probability 1/4 and label # to a sub-DTMC
that in each step produces any of the letters from�∪{#}with
equal probability. In Fig. 10, this is depicted by the ellipse
with label (� ∪ {#})ω.
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s0

(Σ ∪ {#})ωA
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Fig. 10 Reduction from the universality problem for NFAs in which all states are accepting to the existence problem for trace-p-causes

Furthermore, we include a copy Q of the states of the
NFA A and a state fail in the DTMC M. For any transition
with a label a ∈ � from a state q to a state q ′ in A, there
is such a transition with positive probability in M as well.
These transitions are illustrated with labels a and b in Fig.
10. Furthermore, from each state in Q, there is a transition
with label f to the state fail and a transition with label # to
all initial states of A. In Fig. 10, the initial state of A is q0.
The precise probabilities are not important. All mentioned
transitions simply have some positive probability. Finally,
there is are transition with label # from s0 to all initial states
in Q such that the probabilities of these transitions add up to
3/4.

We now consider the ω-regular language L(¬♦ f ) over
� ∪ { f , #} consisting of all traces that do not contain the
letter f . Furthermore, let p = 1/2. We claim that there is a
trace-p-cause for L(¬♦ f ) inM if and only if the NFAA is
not universal.

To show this, first assume that A is universal. We claim
that in this case, there are no p-critical finite traces in M.
Note that for any finite path π , we have that PrM(L(¬♦ f ) |
π) ≥ 1/2 holds if and only if π moved to the sub-DTMC
labeled (� ∪ {#})ω in Fig. 10. If a finite trace σ contains the
letter f , it cannot be p-critical. The empty trace is also not
p-critical. So, let σ be a non-empty finite trace without f that
can be produced byM, i.e., σ is any finite trace over� ∪{#}
starting with #. Now, there is a finite path π with trace σ

that ends in the copy of Q in M: the trace σ takes the form
#w0#w1 . . . #wn for some n where wi with 0 ≤ i ≤ n are
possibly emptywords over�. For eachwi , there is a run onA
by assumption.But thismeans, thefinite pathπ canbe chosen
tomove to an appropriate initial state in Q, whenever # occurs
in σ and follow a run on the next word wi in σ before # is

seen again. For this path, we have PrM(L(¬♦ f ) | π) = 0
and hence σ cannot be p-critical.

For the other direction, assume thatA is not universal and
let w be a word over � that is not accepted by A. As all
states in A are accepting, this means that there is no run on
w in A. We claim that the following set of finite traces is a
trace-p-cause for L(¬♦ f ) inM:

C = {σ ∈ #(� ∪ {#})∗ | σ ends in #w

and no proper prefix of σ ends in#w}.

Clearly,C is prefix-free. Let σ ∈ C . Then, no path with trace
σ can end in Q: As σ ends in #w, a path ending in Q would
have to move to an initial state ofA when this last # is seen.
Afterwards, the trace of the suffix has to be w. The suffix of
the path would then produce a run ofA on w, but such a run
does not exist. So, all paths with trace σ move to the sub-
DTMC (� ∪ {#})ω in Fig. 10. Hence, σ is indeed p-critical.
Finally, we observe that almost all traces of runs that move to
the sub-DTMC (� ∪ {#})ω contain the finite infix #w, while
almost all runs that move to the copy of A contain the letter
f . So, almost all infinite traces produced byM have a prefix
in C and hence C is indeed a trace-p-cause. ��

Finally, if a trace-p-cause exists, the belief construction
can be used to compute a NFA-representation of the canoni-
cal trace-p-cause consisting of the minimal p-critical traces.
Recall that we defined the prefix-order � on p-causes which
can be applied analogously to trace-p-causes in Sect. 3.

Proposition 35 If a trace-p-cause exists, the canonical (i.e.,
�-minimal) trace-p-cause can be represented by an NFA
computable in time exponential inM and polynomial in A.
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Proof If a trace-p-cause forL given by theDRAA exists, the
canonical trace-p-cause C can be specified by the following
NFA CAN : View Bel(M) ⊗ A as an automaton and make
all states in Critp in Bel(M) ⊗ A accepting and terminal.
As we have seen, p-critical traces are precisely the traces of
paths in Bel(M)⊗A ending in Critp in the proof of Lemma
31. The language of the NFA CAN consists precisely of the
minimal such traces; in particular, it is prefix-free. Note here
that if a run on a trace in CAN leads to an accepting state, all
other runs on the trace also end in an accepting state by the
definition of Critp and all accepting states are terminal. If a
trace p-cause exists, almost all traces in L generated by M
have a p-critical prefix and hence also a minimal p-critical
prefix. So C is a trace-p-cause in this case and clearly, it is
minimal. The computation of C takes exponential time as in
the proof of Corollary 33. ��

A p-causal partially observableMDP TheMDPconstruc-
tion described in Definition 7 does roughly work the same
way for a labeled DTMCM, but leads to a partially observ-
able MDP (POMDP). In a partially observable MDP, in each
step an observation from a set O is made. A scheduler does
not have access to the current state of the process, but only to
the history of observations and has to choose actions based
only on the sequence of observations observed.

The construction of the p-causal POMDP Cp(M), the
analogue of the p-causal MDP from Definition 7, works
as follows: Given a labeled DTMC M and a DRA A, we
start with the DTMC Bel(M) ⊗ A. In each state, the action
continue is enabled and leads to successors according to the
transition probabilities of Bel(M)⊗A. Furthermore, we add
a fresh absorbing state cause. In each state in Critp, a further
action pick is enabled that leads to cause with probability
1. Whenever entering a state (s, T , q) of Bel(M) ⊗ A, the
scheduler observes only the label L(s), but not the exact state.

If a run leads to Critp, also all other runs with the same
trace end in Critp. So, after any sequence of observations
either pick is enabled after all runs corresponding to the
observations or after none of these runs. Note that based
on the observed labels, the scheduler knows the second two
components of the current state (s, T , q), i.e., the subset T of
states ofM the original DTMC could currently be in and the
current state q of the automaton. The scheduler can, however,
not distinguish states (s, T , q) and (t, T , q) with s, t ∈ T .

Let now R be the set of all states in rejecting BSCCs of
Bel(M)⊗A. There is now a 1-to-1-correspondence between
schedulers for Cp(M) that reach R∪{cause}with probability
1 and trace-p-causes forL(A) inM: Given such a scheduler
S, the set of traces, i.e., sequences of observations, that are
possible underS and after whichS chooses pick constitute
a trace-p-cause. We have seen before that traces of paths
ending in Critp are p-critical and almost all infinite traces on
which S never chooses pick are traces of paths ending in

a rejecting BSCC and hence do not belong to L(A). In the
other direction, given a trace-p-cause C , the scheduler that
chooses pick whenever the trace seen so far lies in C clearly
reaches cause or R almost surely.

However, many verification problems concerning general
POMDPs are undecidable [11,41]. In particular, reductions
analogous to the ones used in the fully observable setting to
solve cost-problems lead to problems on POMDPswhich are
undecidable in general as discussed in the following section.

5.1 Cost for trace-p-causes

A labeled DTMC M can be equipped with a cost function
c : � → Q. This way we can also consider the previ-
ously defined cost mechanisms from Sect. 4 in this setting.
In particular the notions of expcost (Definition 14), pexpcost
(Definition 16) and maxcost (Definition 20) can be extended
to work over Traces(M) instead of Paths(M). However,
most complexity results do not carry over as the p-causal
MDP construction, which is central in most algorithms, does
not yield the same reductions. In this section we discuss,
which results still hold when considered in the setting of a
labeled DTMC.

For the remainder of this section we fix a labeled DTMC
M = (S, s0,P, �, L), an ω-regular language L ⊆ �ω and
a probability threshold p ∈ (0, 1]. Furthermore, we assume
a trace-p-cause for L in M exists. Let expcostL , pexpcostL
and maxcostL denote the resulting definitions of expected,
partial expected and maximal cost of a trace-p-cause, i.e.,
when the random variable (resp. the supremum) is defined
on Traces(M) (resp. τ̂ in the cause).

Proposition 36 If a trace-p-cause exists and the weight
function c : � → Q takes only non-negative values,
the canonical trace-p-cause C is expcostL-minimal and
maxcostL-minimal.

Proof When proving expcost- and maxcost-minimality of
the canonical p-cause 
 we used that 
 is the minimal ele-
ment of the partial order� on p-causes and both expcost and
maxcost respect the order for non-negative weight function.
On trace-p-causes such a partial order can also be defined:
For two trace-p-causes C1 and C2 we define C1 � C2 if
for every trace σ̂ ∈ C2 there is a trace τ̂ ∈ C1 such that
τ̂ ∈ Pref(σ̂ ).

One can prove that the canonical trace-p-cause is the
minimal element of this partial order: Let C ′ be another
trace-p-cause for L and consider an arbitrary trace σ̂ ∈ C ′.
By definition σ̂ is p-critical. If there is no p-critical trace in
Pref(σ̂ )\{σ̂ }, then σ̂ ∈ C by definition and there is nothing to
prove. Therefore, assume that there exists τ̂ ∈ Pref(σ̂ )\{σ̂ }
such that τ̂ is a p-critical trace forL. Then we there is a min-
imal such τ̂ which is contained in C by definition and thus
C � C ′.
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The proof of expcostL - and maxcostL -minimality of C
now follows analogous lines as the proofs of expcost- and
maxcost-minimality of 
. ��

Using both Propositions 36 and 35 we arrive at the fol-
lowing result.

Corollary 37 For a non-negative weight function c : � →
Q≥0 the values expcostmin

L andmaxcostmin
L as well as a cost-

minimal trace-p-cause for L (given as a DRA) inM can be
computed in exponential time.

Furthermore, the algorithm for maxcostinst can be adapted
for trace-p-causes leading to the following result.

Proposition 38 Assume a trace-p-cause exists. For an arbi-
trary weight function c : � → Q the value maxcostmin

inst,L
and a cost-minimal trace-p-cause for L (given as DRA) in
M can be computed in exponential time.

Proof Consider theMarkov chain Bel(M)⊗Awith weights
given by w(s, T , q) = c(L(s)). We enumerate the set Critp
as s0, . . . , sk where k = |Critp| − 1 such that c(si ) ≤ c(s j )
for all 0 ≤ i < j ≤ k. The idea of the original computation of
maxcostmin

inst was to now iteratively remove the states starting
with s0 and checking the reachability of the effect in each
step. We can mimic this by the following idea: Let R be
the set of all states in non-accepting BSCCs in Bel(M) ⊗
A and define Ri = R ∪ {s j | j ≤ i}. Consider the least
number n such that PrBel(M)⊗A(♦Rn) = 1. Then there is
no trace reaching an accepting BSCC without hitting any
state in {s0, . . . , sn}. Therefore, maxcostmin

inst,L = w(sn) and
an optimal p-cause consists of all traces leading to a state in
{s0, . . . , sn}.

As the computation of the Markov chain Bel(M) ⊗ A
takes time exponential in M, the resulting algorithm takes
exponential time as well. ��

In the sequel,wediscuss problems arisingwith the remain-
ing combinations of weight type and cost mechanism to
conclude this section.

As the algorithm of the expected cost for arbitrary weight
functions uses the p-causal MDP in order to find a cost-
minimal p-cause, it would be natural to use the p-causal
POMDP Cp(M) to address the computation of cost-minimal
trace-p-causes. Unfortunately, formalizing the threshold-
problem for the expected cost in this POMDP is an instance of
a so-called positive-bounded problem as in [41, 4.1], which
is undecidable in general.

Regarding the partial expected cost, obviously the PP-
hardness result for non-negative cost functions of Theo-
rem 19 does carry over. The exponential-time algorithm
from Theorem 18, however, uses the p-causal MDP con-
struction. By tackling the pexpcost-problem in labeled
DTMCs via the analogous p-causal POMDP, even with

non-negative weights, we obtain a partial expectation prob-
lem on POMDPs. Partial expectations in particular subsume
quantitative reachability problems in POMDPs which are
undecidable in general [41].

Similarly, the algorithm for the computationof expcostinst-
and pexpcostinst-minimal p-causes used a reduction to a
weighted reachability problem in the p-causal MDP. Again,
the analogous reduction for labeledDTMCleads to a problem
on POMDPs subsuming generally undecidable quantitative
reachability problems [41].

In order to address the problem of finding a cost-minimal
p-cause for maxcost for an arbitrary weight function, we
reduced the computation to a two-player total-payoff game
with additional reachability constraints for one of the two
players which can be solved in pseudo-polynomial time [9].
For trace-p-causes we can adapt the reduction for maxcostL
resulting in a total-payoff game with imperfect information.
However, to the best of our knowledge there are no known
decidability results for such games.

In all the cases discussed above, it is unclear whether
the special structure of the p-causal POMDP could lead to
a decidability result. Thus these cost-problems for trace-p-
causes remain open.

6 Conclusion

The proposed definition of p-causes in DTMCs combines
the counterfactual definition of causes with the probability-
raising property. Motivated by monitoring applications, we
considered various cost mechanisms that are suitable for dif-
ferent interpretations of the costs incurred by monitoring or
by taking countermeasures in case an alarm is triggered.
We provided algorithms for and investigated the compu-
tational complexity of the computation of corresponding
cost-minimal causes. By considering a notion of p-causes
in labeled DTMCs we took a first step in addressing causal-
ity in partial observable probabilistic systems.

Cyber-physical systems are often not fully probabilistic,
but involve a certain amount of control in form of deci-
sions depending on the system state. Such systems can be
modeled by MDPs, to which we intend to generalize the
causality framework presented here. For this, incorporating
the probability-raising principle is relatively straight-forward
but poses a lot of algorithmic questions regarding the check
of the probability-raising condition and the optimization of
causes. These problems are addressed in [3]. On the other
hand, fitting the non-probabilistic counterfactual reasoning
idea into a suitable definition for MDPs is more challenging
and should be addressed in future work.

In our approach to partial observabilitywe choose a notion
of causality which ensures the probability-raising principle
for every possible execution underlying the observed trace.
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Even though this approach makes sense in the context of this
paper, there are also other possible notions of causalitywithin
the setting of labeled DTMCs which should be examined in
future work. However, even for our notion of trace-p-causes
the complexity of computing cost-minimal causes is not fully
explored. Therefore, our work here shall only be seen as a
first step in addressing partial observability for this causality
framework.
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