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Abstract
Implementing complex algorithms for big data, artificial intelligence, and graph process-
ing requires enormous effort. Succinct, declarative programs to solve complex problems
that can be efficiently executed for batching and streaming data are in demand. This
paper presents Nexus, a distributed Datalog evaluation system. It evaluates Datalog pro-
grams using the semi-naive algorithm for batch and streaming data using incremental and
asynchronous iteration. Furthermore, we evaluate Datalog programs with aggregates to
determine the advantages of implementing the semi-naive algorithm using incremental itera-
tion on its performance. Our experimental results show that Nexus significantly outperforms
acyclic dataflow-based systems.

Keywords Datalog · Batch and stream processing · Graph processing · Cyclic dataflows ·
Recursive queries · Provenance

1 Introduction

Executing recursive algorithms (such as Connected Components, Finding Shortest Path,
PageRank) on large-scale (static or continuous) datasets is essential in graph analytics and
artificial intelligence. The need to execute these algorithms efficiently attracts programmers

This article belongs to the Topical Collection: Special Issue on Large Scale Graph Data Analytics
Guest Editors: Xuemin Lin, Lu Qin, Wenjie Zhang, and Ying Zhang

� Muhammad Imran
m.imran@tu-berlin.de
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to distributed analytics frameworks, such as Flink [10] and Spark [39], to execute their
programs on distributed, scalable clusters of machines.

Yet, expressing recursive algorithms in these frameworks is cumbersome. Systems such
as BigDatalog [33], Distributed SociaLite [32], and Myria [36] aim at addressing this issue
by providing a declarative way to perform analytics. However, due to inherent problems
in their underlying platforms, efficiency is not achieved. For instance, BigDatalog suffers
from scheduling overhead while Myria and Socialite from shuffling overhead to carry out
iterative computation. Therefore, we still need a system that offers high-level, declarative
language support and at the same time can carry out complex analytic tasks on static and
continuous datasets efficiently and succinctly.

Recently, we proposed Cog [20] to tackle this problem. Cog is a Datalog’s recursive pro-
gram evaluation system that implements a semi-naive algorithm [3] in a cyclic dataflow
system (namely Apache Flink [10]) using its incremental iterations. Figure 1 shows a perfor-
mance comparison between Cog and BigDatalog for the Reachability program (given
in Listing 14). As we can observe, Cog is 3.8× faster than BigDatalog. This shows the
power of executing cyclic dataflow-based programs instead of acyclic ones (such as Spark’s
programs). The reader might think of simply using Flink instead of BigDatalog. Although
using Flink would indeed match Cog’s performance, it would lose Cog’s declarativeness:
We implemented the Reachability program in only 2 lines of code in Cog, instead of
25 lines for Flink’s DataSet API.

However, despite the high performance and declarativeness benefits of Cog, it does not
support common complex data analytics, such as PageRank, All-Pairs Shortest Path, Con-
nected Components, and Triangle Count. This is because Cog does not support recursive
aggregates. Furthermore, Cog cannot be used in streaming scenarios, which are quickly
becoming the de-facto setting for many data analytics today [22]. Tackling these two
problems is challenging for several reasons. First, optimization is required to evaluate recur-
sive aggregate programs efficiently and in a scalable way. Second, evaluation of recursive
aggregates must provide correct results while maintaining efficiency (e.g., avoiding redun-
dant computation). Third, evaluation of recursive queries for streaming workloads should
yield high throughput. Fourth, understanding recursive aggregate programs (its transforma-
tions and intermediate results) is far from being simple: capturing and storing provenance
information requires enormous space in RAM and on disk.

Figure 1 Evaluation result comparison using Reachability program (given in Listing 14)
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We present Nexus, a Datalog evaluation system that overcomes all the aforementioned
challenges. Nexus uses Flink’s delta iterations to efficiently evaluate recursive aggregates.
It also leverages Flink’s asynchronous iterations in combination with Flink’s native stream-
ing to achieve real-time analytics. Although Nexus is applicable to general-purpose data
analytic tasks on relational datasets, we particularly focus on iterative graph algorithms. In
addition, Nexus provides debugging capabilities to understand recursive aggregate programs
as well as to explain the outcomes of their derivations. Nexus is an extension of Cog [20].
It comes with a number of new and novel features. In summary, in this paper, we make the
following contributions:

– We propose Nexus to support recursive and non-recursive aggregates for the batch
datasets to execute Datalog programs containing aggregations. To implement recursive
aggregates, we implement the semi-naive algorithm using Flink’s delta iteration. After
each iteration step execution, a lower (for min aggregate) or a higher (for aggregates
like max) value is produced for each groupby key.

– We devise an approach to support Datalog on continuous data streams. We perform
continuous evaluation of Datalog programs using Flink’s asynchronous iterations. This
implementation also helps in avoiding barrier synchronization overhead. When evalu-
ating, we union tuples generated in both non-recursive and recursive rules. Then, we
partition by all the fields, and store values against the partitioned key in a hash table.
The evaluation happens continuously.

– We devise a provenance technique for recursive aggregate programs to support their
easy debugging (i.e., output reproduction) and interpretation. Our data provenance tech-
nique stores tuples that contribute to recursive rules in a hash table. It also creates a new
hash table to store tuples derived in each iteration (i.e., differentials), where each tuple
stores a reference to the indexes of its parent tuples as value. We map each hash table
to a linear data structure (i.e., array) for constant-time look-ups.

– We exhaustively benchmark Nexus using five common graph analytics tasks (includ-
ing two programs that contain aggregation in recursion) with synthetic and real-world
datasets. We compare Nexus to acyclic dataflow-based BigDatalog [33] and to
Cog [20]. The results show that Nexus is up to 5.5× faster than the baseline BigDatalog
and 3× faster than Cog. Furthermore, Nexus achieves nearly linear scalability.

Paper Organization The rest of the paper is organized as follows. Section 2 briefly dis-
cusses the background needed to understand the contribution made in this paper. Section 3
gives an overview of the components of our system. Section 4 gives details of our system
and describes how Datalog queries are compiled and executed. We also explain the semi-
naive evaluation for the streaming case. In Section 5, we describe how we implemented
aggregates (recursive aggregates in particular) in our system. We, then, explain how we cap-
ture provenance information in Section 6. We evaluate the performance of our system in
Section 7. We review related work in Section 8. Finally, we conclude and provide a future
outlook in Section 9.

2 Background

We start by providing a brief overview of the Datalog language (including recursion and
aggregations) and Apache Flink. Then, we discuss how Flink is suitable for efficient
evaluation of Datalog queries for batch and stream processing.
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2.1 Datalog

Datalog [11] is a query language based on the logic programming paradigm [23]. Datalog
programs consist of rules and operate on facts. A fact is a tuple in a relation. A rule is a
sentence that infers facts from others facts. Each rule has the form h :- b1, ..., bn, where
h is the head predicate of the rule, and each bi is a body predicate separated by a comma
“,”, which represents the logical and (∧). A predicate is also known as a relation. Datalog
allows us to define recursive rules. A Datalog rule is recursive if the head predicate of a
rule also appears in the body of the rule. The facts produced by a rule’s body are written
to its head predicate. A relation that comes into existence as a result of a rule execution is
called an intensional database (IDB) predicate. A stored relation is called an extensional
database (EDB) predicate. As an example, Listing 1 shows the Transitive Closure (TC)
program implemented in Datalog. The rule r1 is referred to as an exit rule. The rule r2 is a
recursive rule as it has the predicate tc in its head and body. A join is created between the
tc and arc predicates in rule r2, and the resulting facts are written to tc head predicate.

Numerous techniques [3, 4, 35] exist to evaluate Datalog programs. Among others, the
semi-naive evaluation [3] is notable for its efficiency. Semi-naive evaluation avoids redun-
dant computation by producing facts using only the ones derived in the previous iteration.
The final result is obtained by performing a union of the facts produced in all the iterations.

Aggregates Datalog supports grouped aggregations similarly to SQL, but with a terser
syntax:

h(X1, ..., Xk, agg(T1, Tn)) : −P1(X1, ..., Xk, T1, ..., Tn), ...

where the head predicate h has X1, ..., Xk group-by term(s) (i.e., the grouping key)
and agg() aggregate function(s) (e.g., max) that takes the aggregate term(s) T . The
P1(X1, ...Xk, T1, ..., Tn), ... is the body predicate(s). Recursive aggregates are the ones that
appear in the head of a recursive rule, whereas non-recursive aggregates appear in the head
of a non-recursive rule.

Seo et al. [31] (SociaLite) prove that semi-naive evaluation can be applied to a recursive
rule that involves aggregation, under certain conditions. Specifically, they showed that this
is possible when the aggregation is a meet operation and the rest of the recursive rule is
monotonic under the partial order induced by the meet operation. We will explain this fur-
ther in Section 5. Recursive aggregates enable users to conveniently and succinctly express
graph algorithms. We demonstrate this by providing the Connected Components (CC) pro-
gram (Listing 2) in Datalog as an example. The hcc IDB predicate consists of pairs of node
IDs and labels. At the end of the evaluation, each node will be labeled by the ID of the com-
ponent that it belongs to. Component IDs are a subset of node IDs. The labels are initialized
by r1 to be the node ID itself. Then, rule r2 is the recursive aggregate rule, which propagates
labels to neighboring vertices. The rule body of r2 finds node IDs (Y) a particular node (X)
is connected to, and propagates the Z label to it. The head predicate hcc of r2 uses the min
aggregate function on Z and groups by Y, i.e., it computes the minimum of the propagated
labels to each node in each iteration. Note that r2 is a recursive rule, since the hcc predicate
appears in both the head and the body. After the evaluation of the recursive rule is finished,
rule r3 then counts the distinct component IDs (by using countd).

Listing 1 Transitive Closure (TC) program in Datalog
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Listing 2 Connected Components (CC) program in Datalog

Running Example We demonstrate the semi-naive evaluation of the Connected Compo-
nents (CC) program (given in Listing 2) with the facts provided in Listing 3.

In r1 (a.k.a. exit rule), the facts from the arc EDB predicate are read and five facts are
derived and stored in the hcc IDB predicate (Listing 4).

In iteration 1 (Listing 5), the body of the r2 rule produces 5 facts that satisfy the join
condition, and the head predicate computes the lowest label value seen so far for each group.
Listing 5 shows that hcc(4,3), hcc(6,5), and hcc(8,7) are newly generated facts
and hcc(2,1), hcc(3,2) update the labels for the "2" and "3" nodes.

In iteration 2, the body of rule r2 creates a join between the facts derived in the previous
iteration with arc. The join produces two facts and the head predicate replaces the existing
values for groups "3" and "4" with lower values it computed. Listing 6 shows derivations
of facts in iteration 2.

In iteration 3, the body of r2 produces one fact and the head predicate replaces the
existing values for group "4" with a lower value. Listing 7 shows derivations of facts in
iteration 3.

Listing 8 shows the values stored in hcc IDB. Finally, the non-recursive aggregate
countd counts the distinct values of Y in rule r3 and produces "3" as the result of the
program.

2.2 Apache Flink

Apache Flink [10] is an open-source distributed dataflow system that provides a unified
execution engine for batch and stream processing. Compared to other well-known dataflow
systems, such as Spark, Flink is notable for iterative processing through cyclic dataflows
and for efficient stream processing.

A Flink user writes a program that consists of transformation operators (such as map,
filter, and join): the transformation operators take tuples as input, perform operations
on the tuples, and produce output. Flink

connects the operators and creates a dataflow graph for the user program. The dataflow
graph is a directed cyclic graph of stateful operators connected with data streams which is
then executed by Flink’s runtime engine. The data are fed to the program through the source
operators and the results are stored by the sink operators. Flink has the DataSet API for
batch processing and the DataStream API for stream processing. We will briefly discuss
the two APIs.

Stream Processing in Apache Flink Flink allows for processing unbounded collections of
elements through its DataStream API, which is implemented on top of the Flink runtime.
DataStream offers typical data transformation operators (such as map, filter, aggregate,

Listing 3 EDB predicate for the CC program: each line is a separate component
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Listing 4 Evaluation of r1 of the
CC program

joins), source and sink operators. Particularly to stream processing, Flink implemented the
notion of time via watermarks and windowing. The watermarking assists in processing
events in the correct order. The windowing allows for incremental computations on a sub-
set of unbounded streams. In this paper, we will not use watermarking and windowing and
leave these for future work. Furthermore, the DataStream API provides stateful operators
where state for each operator is updated continuously. Importantly, Flink provides asyn-
chronous iterations for the streaming tasks. We will discuss Flink’s iterations later in this
section.

Batch Processing in Apache Flink Batch processing can be considered a special case of
streaming, where the stream has a specific end point, i.e., it is finite. Apache Flink pro-
vides the DataSet API for bounded immutable collections of elements. Similar to the
DataStream API, the DataSet API also provides transformations, source and sinks
operators. Since the DataSet is a immutable collection of objects, each transformation opera-
tor creates a new DataSet after processing its input(s). DataSet-based programs are evaluated
lazily, i.e., most DataSet methods just add a node to the dataflow graph, and the dataflow
graph is executed when the user program calls an action (e.g., count, collect, print).

Iterations in Flink Flink’s DataSet API supports two types of iterations: bulk and delta
iterations. Bulk iterations compute a completely new result from the previous iteration’s
result [14]. Whereas, delta iterations (a type of incremental iteration) produce results that
is only partially different from the one computed in the previous iteration. The delta itera-
tions are useful for iterative algorithms with sparse computational dependencies where one
iteration affects few data points.

Flink iterations (both bulk and delta) execute a step function in each iteration. The step
function consists of a graph of Flink operators. The result of the step function is fed as
input via a feedback edge to the next iteration. At the end of each iteration, Flink performs
barrier synchronization, i.e. Flink waits for all workers to complete the execution of the
step function before starting the next iteration. The barrier synchronization is performed for
the batch case (i.e., DataSet API). When using the DataStream API, Flink allows for
asynchronous iterations, i.e. not having barrier synchronization. This makes it more efficient
by avoiding the synchronization overhead.

Iteration Execution in Cyclic Dataflow Jobs Flink executes iterative programs written
using its iteration APIs in a single, cyclic dataflow job, i.e., where an iteration’s result is
fed back as the next iteration’s input through a backwards dataflow edge. Whereas, acyclic

Listing 5 Evaluation of r2 of CC program in iteration 1

976 World Wide Web (2022) 25:971–1003



Listing 6 Evaluation of r2 of CC program in iteration 2

dataflow systems, such as Apache Spark [39], execute iterative programs as a series of
acyclic dataflow jobs. Flink’s cyclic dataflows are more efficient for several reasons:

– With a cyclic dataflow job, Flink avoids overhead of scheduling the tasks of the job to
a large cluster of machines. In contrast, launching the tasks of an acyclic dataflow job
(e.g., in Spark) presents a significant scheduling overhead.

– Operator lifespans can be extended to all iterations. (Whereas in Spark, new oper-
ators are launched for each iteration.) This enables Flink to naturally perform two
optimizations:

– Flink’s delta iteration maintains the solution set in the operator’s state that
is extended to all iterations. The solution set is updated in each iteration by
adding deltas to it.

– Flink’s iterations can efficiently reuse loop-invariant datasets, i.e., datasets
that are reused without changes in each iteration (e.g., arc in Figure 1). For
instance, when one input of a join is a loop-invariant dataset, the join operator
can build a hash table of the loop-invariant input only once, and just probe the
same hash table in all iterations.

3 Overview

We present Nexus, which evaluates Datalog programs that can contain recursive rules
and aggregations on a distributed cluster of machines. We start by giving an architectural
overview of our system as well as its integration with Apache Flink. Our system’s core
objective is to provide a declarative, succinct interface so that users can perform complex
analytic tasks that contain recursions and aggregations. Our system takes a Flink program
containing Datalog rules as a string and converts it to a Flink job through a series of interme-
diate steps. The following components perform the intermediate steps to convert a Datalog
program to a dataflow job: Parser, Predicate Connection Graph (PCG) generator, Logical
planner, and Flink planner. Figure 2 illustrates these components of our system. The pars-
ing, PCG creation, and logical planning are API (i.e., Flink’s DataSet and DataStream
APIs) agnostic steps. Flink planner, however, creates DataSet- or DataStream-based
plan depending on the execution environment being used.

The parser, based on ANTLR4 [28], parses the input Datalog program, performs syntax
validation, and outputs the parse tree for the program. The parse tree is input to the PCG
generator that generates the PCG to represent the input program conveniently. The logical
planner creates a logical plan from the created PCG by traversing it in a depth-first man-
ner. We used Apache Calcite [6] to create the logical plans. The logical plan is optimized
using Flink’s existing volcano planner. The Flink planner creates Flink-based plan for the
DataSet or DataStream API, depending upon the execution environment being used.

Listing 7 Evaluation of r2 of CC program in iteration 3
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Listing 8 Facts in the hcc
predicate after the evaluation of
the CC program

For Flink-based plans, we utilize existing Flink operators; however, we created the repeat
union, table spool, and transient scan operators for simple recursive programs and recursive
aggregate programs.

4 From datalog to dataflow

We start discussing the main components of our system and detailing the transition from
Datalog to dataflow programs consisting of Flink operators.

4.1 Intermediate representation and planning

A Datalog program written in Nexus goes through two steps (query compilation and logical
planning) for effective representation and optimization: (1) a parsed program is converted
into a Predicate Connection Graph (PCG), and (2) a logical plan is created from the PCG and
standard relational algebra optimizations are performed. We now discuss these two steps in
detail.

Query Compilation A parsed Datalog program is represented in the form of a Predicate
Connection Graph (PCG) that was introduced for the deductive database system LDL++
[2]. A PCG is an annotated AND/OR tree, i.e., it has alternating levels of AND and OR
nodes: The AND nodes represent head predicates of rules; The OR nodes represent body
predicates of rules. Thus, the root and the leaves are always OR nodes: While the root of
the tree represents the query predicate, the leaf nodes represent body predicates. An AND
node can have the recursive flag to identify if the node represents the head predicate

Figure 2 System overview of Nexus
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of a recursive rule. Figure 3 shows the PCG for the connected components (CC) query
(Listing 2) as an example. Note that aggregates are represented as terms in the AND nodes,
which represent the head rules, e.g., min<Z> in Figure 3.

Logical Planning and Optimization The logical planner creates a relational algebra-based
logical plan from the PCG to represent Datalog queries. This representation enables us
to perform traditional query optimization techniques. To properly integrate our system in
Flink’s ecosystem, we utilized the algebra module of Apache Calcite [6] to create logi-
cal plans. Calcite provides numerous operators (such as join, project, union) to represent a
query with relational algebra. To evaluate recursive Datalog queries, the repeat union oper-
ator is crucial. The repeat union operator has two child nodes: seed and iterative. The seed
node represents facts generated by non-recursive rule(s), whereas the iterative node repre-
sents facts generated by the recursive rule(s). The semantics of the repeat union operator
are as follows: it first evaluates the seed node, whose result is the input to the first iter-
ation; then, it repeatedly evaluates the iterative node, using the previous iteration’s result.
The evaluation terminates when the result does not change between two iterations. Creat-
ing logical plans for recursive aggregate queries is a challenging task as Apache Calcite
does not support recursive aggregates. We create logical plans to express recursive aggre-
gate in Calcite by combining the repeat union operator with the standard SQL aggregate
operators. The Calcite-based logical plans are then transformed into Flink’s own logical
plans. During this transformation, standard relational optimizations are also performed. The
volcano optimizer performs these optimizations for the batch and streaming cases. The opti-
mized logical plan is then converted to dataflow graphs, either using Flink’s DataSet- or
DataStream-based APIs for batch and stream processing, respectively.

4.2 Semi-naive evaluation using delta iteration

We evaluate recursive Datalog programs using the semi-naive evaluation [3] algorithm
implemented using Flink’s delta iteration. Note that here we only discuss recursive Datalog
programs without aggregates (we discuss recursive aggregates in Section 5).

As discussed earlier, the semi-naive evaluation algorithm is an ideal candidate to evaluate
Datalog programs efficiently. Using this technique, each iteration computes results using
only the tuples propagated by the previous iteration, thus avoiding redundant computation.
The final result is the union of the differentials produced by each iteration. Algorithm 1
and 2 show the semi-naive evaluation and Flink’s delta iterations, respectively. In these

ccff (X,Y)

ccff(Y,min<Z>)

arcff(X,Y)ccff(X,Z)

ccff(X,X)

arcf(X)

OR node

OR nodeOR node OR node

AND node AND noderecursive

Figure 3 Predicate connection graph for the Connected Components program
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algorithms, seed represents the non-recursive rule(s) (a.k.a. the exit rule), whereas recursive
represents a single evaluation of the recursive rule. W is the differential calculated in each
iteration, and S stores the final result at the end.

Both algorithms are essentially analogous to each other. The algorithms start with an
initial solution set (S) and an initial workset (W ). Then, each iteration computes a differ-
ential (D) (which is essentially also the workset for the next iteration in Algorithm 1) that
is to be merged into the solution set (Line 7). Note that the merging into the solution set
is denoted by in Algorithm 2, which means that elements whose keys not yet appear
in the solution set should be added, and elements which have the same key as an element
already in the solution set should override the old element:
D|key(d) = key(s)}. Note that by choosing the key to be the entire tuple, we make the
behave as a standard union. We can see that with the following mapping, a Flink Delta Iter-
ation performs exactly the semi-naive evaluation of a Datalog query: S = seed; W = seed;
u(S,W) = recursive(W) − S; δ(D, S,W) = D; key(x) = x.

When translating from Nexus logical plans, the semi-naive evaluation is implemented to
translate the repeat union operator to DataSet operators. Figure 4 shows the Flink plan
for the TC query as an example. We use a CoGroup operation to compute the differential

Figure 4 The Flink plan for Transitive Closure (TC) program. Some operators are omitted/combined for
clarity
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for each iteration, i.e., a set difference of tuples created in the current iteration and the
solution set. The work set forwards the computed differential to the next iteration for further
computation. The solution set accumulates the output in each iterations. The work set and
the solution set are always kept in memory for efficiency. The sync task is a special operator
created by Flink to perform barrier synchronization. Note that Flink performs the evaluation
lazily upon the call of a sink operator.

4.3 Semi-naive evaluation using asynchronous iteration

Here, we discuss the semi-naive evaluation for Flink’s DataStream API using its asyn-
chronous iterations. In the previous subsection, we discussed the semi-naive algorithm to
evaluate Datalog’s recursive programs using Flink’s delta iteration for Flink’s DataSet
API. A drawback of Flink’s delta iteration for the batch case is that barrier synchroniza-
tion (i.e., waiting for all workers to complete the tasks of the current iteration) is needed
after each iteration. The barrier synchronization affects the system’s performance, espe-
cially under the presence of straggler nodes. This is because the workers that complete
their tasks early must wait for the others to finish. This is why asynchronous iterations
become important to circumvent the barrier synchronization overhead. It is worth noting
that the DataStream-based implementation of semi-naive algorithm can also be used for
batch (i.e., finite) datasets. By doing so, we avoid barrier synchronization overhead and
achieve more efficiency (compared to our DataSet-based implementation) when used
with batch datasets.

Using asynchronous iterations to evaluate iterative programs is a challenging task,
because, unlike the delta iterations of Flink, asynchronous iterations (which is needed to
evaluate iterative tasks on streaming data) do not share similarity with the semi-naive algo-
rithm. Therefore, our implementation technique differs from the one discussed for delta
iterations. To implement the semi-naive evaluation algorithm using asynchronous iterations,
we create the repeat union operator for the DataStream-API. Listing 9 shows a code
snippet of our implementation (based on Algorithm 1). The delta D (corresponds to Line 5
of Algorithm 1) is calculated by: a) taking the union of the tuples generated by the seed and
iterative nodes, b) partitioning tuples using all the fields (i.e., Row) as the key, c) storing
the tuples as values against the partitioning key (the hash table serves as the solution set).
Tuples that require further processing are sent via a feedback edge and a temporary table
represents the tuples transmitted through the feedback edge. Finally, the resulting dataflow
graph (created with the code in Listing 9) with asynchronous iteration for the TC query is
shown in Figure 5.

Note that, thus far, we do not use any streaming-specific operators (such as windowing)
in our implementation for the sake of simplicity.

4.4 Limitations in the streaming case

Evaluating Datalog on an infinite stream of data presents a few additional challenges. Over
time, the number of input tuples could grow significantly large. A number of operators
(such as join or aggregates) must wait until the end of the stream to produce the correct
output. Therefore, it is more practical to apply Datalog rules on chunks of data to reduce
memory footprint required by the Flink operators. To address this problem, the semantics of
windowing in Datalog needs to be added. This addition itself present numerous challenges,
which we leave for future work.
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Listing 9 An implementation of the semi-naive Datalog evaluation algorithm in Flink for the DataStream
API using asynchronous iterations. We mapped the algorithm to just a few standard Flink API calls for
simplicity

5 Aggregates

We now discuss how we evaluate Datalog programs that have aggregations. SociaLite [31]
showed that semi-naive evaluation can be used even if the program has an aggregation in
a recursive rule, provided that a) the aggregation is a so-called meet operation, i.e., com-
mutative: f (x, y) = f (y, x), associative: f (f (x, y), z) = f (x, f (y, z)) and idempotent:
f (x, x) = x, and b) the rest of the recursive rule is monotonic under the partial order
induced by the meet operation. If these properties hold, then the semi-naive evaluation
converges to the greatest fixed point, and gives the same result as just naively evaluating
the recursive rule repeatedly. Common examples for meet operations are min and max,

Figure 5 The Flink streaming plan for the Transitive Closure (TC) program. Some operators are omit-
ted/combined for clarity
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while a counter-example is sum. The partial order induced by min is simply ≤, while max
induces ≥.

Transforming logical plans for recursive programs to Flink-based physical plans is a chal-
lenging task, because Flink’s delta iteration operator alone is unable to evaluate programs
with recursive aggregates. We used standard SQL aggregate functions together with Flink’s
delta iteration in the repeat union operator to evaluate recursive aggregate programs. The rest
of the paragraph presents our implementation in detail. Algorithm 3 shows the semi-naive
evaluation algorithm when aggregation is involved. It differs from Algorithm 1 as follows:
After applying the body of the recursive rule, we also apply the aggregation, denoted with
aggr(), which groups the tuples and aggregates each group into one tuple (e.g., computes
the minimum of each group). Then, we do not simply subtract S, but instead we do a more
complicated operation, which we denoted with . This operation examines the key of each
tuple t on its left-hand side, and checks whether a tuple with the same key is already present
in the solution set (S). If not, then it simply returns the tuple (which will be added to the
solution set in Line 7). If the key is already present in the solution set in a tuple s, then we
check whether aggr({t, s}) = s. If yes, then we do not need to replace s with t in the solu-
tion set in Line 7, and therefore does not return t in Line 5. However, if the equality does
not hold, then returns t in Line 5 and then replaces s with t in Line 7. For example, if
the aggregation is min, then we replace a tuple in the solution set if the new value is smaller.

Listing 10 shows the concrete implementation of Algorithm 3. The implementation is
somewhat similar to the one we discussed in [21] except for a few differences: a) the
groupBy key(s) is the grouping key of the aggregation (instead of using all the fields), and
b) coGroup with AggrMinusCoGroupfunction performs the operation instead of
a normal minus.

Note that if an aggregate is used outside of a recursion, then it does not have to be a
meet operation. For example, count, sum, and avg can be evaluated efficiently if they
are not inside a recursion. As an example, Listing 11 shows the Triangle Count program
that contains the count aggregate function. The program proceeds by creating two joins
of arc with itself in r1 to find triangles, and then the derived facts are counted in r2. The
program finds cliques of size three in the input graph. The algorithm is commonly used
in graph analytics, such as community detection [27], motif detection [38], finding graph
similarity [29] to name a few.

6 Debugging recursive aggregates via provenance

Datalog programs often contain several recursive aggregate rules. In such a scenario, it is
not uncommon to get incorrect program results and hence makes it necessary to debug
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// Evaluate the seed node (i.e., non-recursive rule(s)).

// Create the delta iteration.
val seedD seed.asInstanceOf[DataSetRel].translateToPlan(tableEnv, queryConfig)

val iteratio

s =

n = solutionSet.iterateDelta(
workingSet,
maxIterations,
groupByKeys: _*)

// Register the work set as a temporary table to the Flink catalog
// so that it can be used by the iterative node.
updateCatalog(tableEnv, iteration.getWorkset, "temp-workset")
// Create the physical plan for the subtree of the iterative node.
// "iterative" performs aggr(recursive(W)) from the pseudocode.
val iterativeDs = iterative.asInstanceOf[DataSetRel]

.translateToPlan(tableEnv, queryConfig)
// Update the grouped facts with a higher (e.g., for max)
// or a lower (e.g., for min) value for each group.
val delta = iterativeDs

.coGroup(iteration.getSolutionSet)

.where(groupByKeys:_*)

.equalTo(groupByKeys:_*)

.‘with‘(new AggrMinusCoGroupFunction[Row](false, aggregatedFunctionKey))
// Close the iteration and add data to the solution set (1st argument),
// and to the next workset (2nd argument) for further processing.
val result = iteration.closeWith(delta, delta)

Listing 10 An implementation of the semi-naive evaluation algorithm in Flink for aggregates evaluation

Datalog programs, especially knowing the provenance of results (data provenance). Yet, the
declarative nature of Datalog makes it challenging for users to inspect the different tuple
transformations during complex high-level tasks. A simple Datalog program with only a
few rules can result in an explosion of transformations in the dataflow. Furthermore, the

dataflow programs (e.g., Flink jobs) are several times bigger than their Datalog program
equivalents. For example, the CC Datalog program (see Listing 2) is composed of 3 lines,
but results in 15 Flink operators. Debugging and interpreting such programs is notoriously
hard. Therefore, it is desired to capture tuple transformations to trace back tuples’ lineage
and interpret the transformations. However, capturing data provenance in the presence of
recursive aggregate rules is challenging for a couple of reasons. First, there is usually a large
number of iterations that significantly increase the size of the data provenance information.
Second, a recursive rule might contain numerous operations that make it harder to trace.

We propose a new technique for efficiently capturing data provenance information in
Datalog’s recursive aggregate rules. Figure 6 shows our target area for provenance capture in
a red rectangle. Our data provenance technique is based on the TagSniff model [13]. In more
detail, we flag the start and end of each iteration to prune the operators that should not be
involved in provenance. By doing so, we can ignore non-recursive rules, which significantly
reduces the number of tuples for which we capture the provenance information. To achieve
this, we add non-recursive rules to the workset at the beginning of each iteration. This
workset represents the origin of the inputs to each iteration, which allows us to trace back
the tuples in workset. Additionally, we ignore post-iteration operators to keep provenance
succinct, allowing to further reduce the number of tuples to trace. This means that the tuples
in the solution set are regarded as the “output”.

Listing 11 Triangle Count program in Datalog that contains a count non-recursive aggregate
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Figure 6 Provenance capture for the recursion part in programs with recursive aggregate

It is worth noting a scenario that can also result in capturing a large amount of data
provenance information. Consider a program of the form given in Listing 12. The problem
in this example is that the aggregation operators (GroupCombine and GroupReduce)
become part of the iteration and this aggregation is performed in each iteration. However,
we want to exclude this aggregation, as our assumption is that this rule might be trivial and
does not contain any issues, and therefore the user wants to exclude this from provenance.
We thus skip such aggregations, reducing further the amount of data provenance information
to store as we do not store some intermediate results inside each iteration.

To further reduce the amount of stored data provenance information, we build a hash
table for the workset and base relation(s) involved in each iteration. This allows us to refer-
ence tuples (i.e., differentials) derived during the execution of each iteration. In other words,
we build hash tables at each iteration and store the derived tuples. Then, any derived tuple
can reference to the tuples in the previous hash tables. To ease look-ups for previous tuples
that contributed to the current tuple, we annotate tuples with a flag (i.e., iteration number) if
they came from workset or created/modified in any of the previous iterations. We store all
hash tables created in iterations in a linear data structure to assist users in interpreting trans-
formations happened between particular iterations. As a result, we can avoid full scan of
the hash table when looking for tuples from a particular iteration. When finished capturing
provenance, the hash tables will contain exactly the same number of tuples that are derived
during iterations along with the number of tuples that are in the base relation(s). As an
example, Figure 7 illustrates our technique of provenance capture for the running example
of the Connected Components (in Listing 2) program mentioned in Section 2.1.

When tracing back, we take tuples from the solution set and trace back to the workset or
base relation tuples. The tuples stored in the solution set also contain the iteration number.
This help us in determining which iteration created the tuple and we can then start tracing
back to workset/base tuples from the hash table in that iteration number. Doing so we can
prune many elements when tracing, hence making traversing efficient.

Listing 12 Contrived example program in Datalog for Provenance
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Figure 7 Provenance capture for the Connected Components (CC) running example (in Section 2.1)

Our data provenance technique store only information for those tuples that are in the
workset/base relation(s) and the solution set, with the addition of the references and itera-
tion numbers. The runtime is linear (i.e., up to the total number of iterations) when tracing
back a tuple from the solution set to its source. Note that we do not implement prove-
nance capture for aggregations in mutual recursion, negation, and recursive aggregations
with asynchronous iterations (i.e., for the streaming case), which we leave to future work.

7 Experiments

We evaluate Nexus to answer the following questions: a) How efficient our system is for
recursive queries and recursive aggregates compared to a system based on acyclic dataflow?
b) How does asynchronous iteration help in avoiding barrier synchronization overhead
present in Flink’s delta iteration? c) What challenges does asynchronous iteration pose in
our experiments? d) How well our system scales with the number of machines and with data
sizes? To answer these questions, we perform several experiments to measure performance
and scalability of our system using the experimental setup we discuss in Section 7.1. For sta-
tistical significance, we run our experiments between 5–10 times and report the medians of
results, which removes the effect of outliers when present. Note that outliers appear because
of data spilling to disks for large datasets. Also note that Nexus can be used to perform
general-purpose analytic tasks, we particularly focus on graph analytics in our experiments.

7.1 Experimental setup

Hardware and Software Environment We perform our experiments on a cluster of 25
nodes, each with 2x8 core AMD Opteron 6128 CPUs, 30GB memory allocated to Spark
and Flink processes, connected with Gigabit Ethernet, and running Ubuntu 18.04 OS. For
Spark workers, we allocated 0.75 − 0.85 fraction of total executor memory to JVM heap
space, 0.45−0.65 for storage, and 2g−5g off-heap memory for our experiments. For Flink
task managers, we allocated 4g − 5g off-heap memory, 0.2 − 0.25 fraction of the allocated
memory to network buffers for our experiments.
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Table 1 Input- and output sizes, and the number of iterations (in parenthesis) for TC and SG experiments

Name Vertices Edges TC SG

Tree11 71,391 71,390 805,001 (11) 2,086,271,974 (11)

Grid150 22,801 45,300 131,675,775 (299) 2,295,050 (149)

G10K 10,000 100,185 100,000,000 (6) 100,000,000 (3)

We perform experiments with large (i.e., up to billion of edges) graphs on a larger clus-
ter. The cluster consists of 33 machines (1 master and 32 workers) each equipped with 16
cores Intel Xeon Silver 4216 2.1GHz CPUs, 60GB memory allocated to Spark and Flink
processes, connected with Gigabit Ethernet. For Spark workers, we allocated 0.75 − 0.85
fraction of total executor memory to JVM heap space, 0.45 − 0.65 for storage, and 5g − 8g

off-heap memory for our experiments. For Flink task managers, we allocated 8g − 12g

off-heap memory, 0.25 − 0.3 fraction of the allocated memory to network buffers for our
experiments. We used Java 1.8 and Scala 2.11 for the implementation. Furthermore, we
implemented Nexus on top of commit 8f8e358(≈ Flink 1.11 version).

Datasets We used synthetic and real-world graph datasets in our experiments. The syn-
thetic datasets are Tree11, Grid150, and G10K. The same datasets are also used by
Shkapsky et al. [33] in their experiments. Table 1 shows the properties of the datasets. These
graphs have specific structural properties: Tree11 has 11 levels, Grid150 is a grid of
151 by 151, and the G10K graph is a 10k-vertex random graph in which each randomly-
chosen pair of vertices is connected with probability 0.001. The last three columns of
Table 1 show the output size produced with these datasets by the benchmark queries. For the
Reachability, CC, and SSSP program, we used graph datasets generated with RMAT
[43] synthetic graph generator with the following probabilities: (1) a = 0.45, b = 0.25, c =
0.15, d = 0.15; (2) a = 0.25, b = 0.25, c = 0.25, d = 0.25; (3) a = 0.50, b = 0.20, c =
0.10, d = 0.20; and (4) a = 0.35, b = 0.25, c = 0.15, d = 0.25. Furthermore, we perform
benchmark comparisons also by using real-world graph datasets. These real-world graph
datasets include LiveJournal [44] and Orkut [45]. For our experiments with large-
scale (i.e., billion-scale) graph datasets, we used Arabic-2005, UK-2005, Twitter-2010, and
SK-2005 datasets [7, 8] (Table 2). Table 3 specifies the real-world graph datasets.

Benchmark Programs We use the following recursive aggregate programs in our experi-
ments. Programs with simple recursive queries: We use the following programs to evaluate

Table 2 Specification for
synthetic (i.e., RMAT) graph
datasets

Name Vertices Edges

R-MAT-1M 1 mill. 10 mill.

R-MAT-2M 2 mill. 20 mill.

R-MAT-4M 4 mill. 40 mill.

R-MAT-8M 8 mill. 80 mill.

R-MAT-16M 16 mill. 160 mill.

R-MAT-32M 32 mill. 320 mill.

R-MAT-64M 64 mill. 640 mill.
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Table 3 Specifications for the
real-world datasets Name Vertices Edges

LiveJournal 4,847,572 68,993,773

Orkut 3,072,441 117,185,083

Arabic-2005 22,744,080 639,999,458

UK-2005 39,459,925 936,364,282

Twitter-2010 41,652,231 1,468,365,182

SK-2005 50,636,154 1,949,412,601

the performance of recursive queries of Datalog for the batch and streaming cases. We also
use these programs in our scalability experiments.

– Transitive Closure (TC): Finds all pairs of vertices in a graph that are connected by
some path. Figure 1 in Section 5 shows the TC program written in Datalog.

– Same Generation (SG): Two nodes are in the Same Generation (SG) if and only if
they are at the same distance from another node in the graph. Listing 13 shows the SG
program written in Datalog. The program finds all pairs that are in the same generation.

– Single-Source Reachability (Reachability): The program finds all vertices con-
nected by some path to a given source vertex. Listing 14 shows the Reachability
program written in Datalog.

Programs with recursive aggregates: We use the following programs to evaluate the per-
formance of recursive aggregate programs for the batch case (i.e., Flink’s DataSet API)
only.

• Connected Components (CC): This program identifies the connected components in a
graph. Listing 2 in Section 2.1 shows the CC program written in Datalog.

• Single-Source Shortest Paths (SSSP): This program operates on a weighted graph, and
computes the lengths of the shortest paths from a source vertex to all the connected
vertices. Listing 15 shows the SSSP program written in Datalog.

• PageRank (PageRank): PageRank [9] is a popular graph-based link analysis algo-
rithm that is used to compute the importance of vertices in a graph. It is an iterative
algorithm that runs until the specified iteration threshold is reached (unlike the previ-
ously mentioned algorithms that run until convergence). Listing 16 shows PageRank
program written in Datalog.

7.2 Performance

For the batch case, we performed a benchmark comparison of our system with an acyclic
dataflow-based system, namely BigDatalog [33]. Shkapsky et al. showed BigDatalog’s
superior performance over Myria [36], Socialite [32], GraphX [18], and Spark [39]. We also
wanted to perform benchmark comparison with RaSQL [19], but we could not do so due
to unavailability of its source code. We also performed benchmark comparison of recursive

Listing 13 Same Generation (SG) program in Datalog
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Listing 14 Reachability program in Datalog

Datalog programs evaluated using the streaming case with Cog to determine the advantage
of avoiding barrier synchronization after each iteration.

Evaluating Recursive Programs

1. Transitive Closure (TC): Figure 8 (the left part) shows the result of our TC experiment
on synthetic graph datasets. We observe that Cog outperforms BigDatalog in most of
the experiments. Particularly, Cog is 3.1× faster for the batch case and Nexus is 7.1×
faster for the streaming case when compared to BigDatalog for Grid150 dataset.
Cog is 2.3× faster for the batch case and Nexus is 6.8× faster for the streaming case
when compared to BigDatalog for Tree11 dataset. Nexus (i.e., the streaming case) is
2.9× faster than Cog (i.e., the batch case) in one of our TC experiments. The stream-
ing implementation of Nexus offers the advantage of asynchronous iteration (i.e., no
barrier synchronization) over the Cog’s batch case (i.e., with barrier synchronization).
BigDatalog suffers from the scheduling overhead caused by the large number of itera-
tions, whereas no such overhead is present in Nexus as it performs iterative programs in
a cyclic dataflow job [16]. This overhead gets worse when we have a large number of
iterations (as can be seen when grid150 dataset is used). However, this overhead is
negligible when there is only a small number of iterations (see parenthesized iteration
number in column 4 of Table 1). We also observe that in the case of G10K Nexus does
not have significant performance advantage. This is due to data spilling to disk during
the join operation.

2. Same Generation (SG): Figure 8 (the right part) shows the result of SG experiments on
the synthetic graph datasets. We observe that, Cog is 2.8× faster and Nexus is 8.4×
faster than BigDatalog for Grid150 dataset. However, Nexus is only 2.7× faster than
BigDatalog for the G10k dataset. These results show that Nexus is much faster when a
larger number of iterations is required for convergence (as is the case with Grid150
for 149 iterations). We also observe that Nexus runs out of memory when executing SG
on the Tree11 dataset. The reason for running out of memory is that the solution sets
could not fit in memory. Nexus with the DataStream API (i.e., with asynchronous
iterations) runs 2.9× faster than Cog for the Grid150 and 2× faster for the G10K
datasets.

3. Reachability (Reachability): Figures 9, 10, 11, and 12 show the result of our
Reachability experiments on the synthetic graph datasets created with various
probabilities (as discussed in Section 7.1). We observe that Nexus outperforms Big-
Datalog in all cases. In many cases, the difference in performance between Nexus and
BigDatalog gets more prominent with the increase in the size of the datasets. With 2×
increase in the dataset size, we observe 1.0 − 1.2× increase in the execution time for
Cog, 1.1 − 1.6× for BigDatalog, and 1.1 − 1.8× for Nexus for RMAT dataset with

Listing 15 Single-Source Shortest Path (SSSP) program in Datalog
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Listing 16 PageRank (PageRank) program in Datalog

Figure 8 Performance comparison using the TC and SG programs

Figure 9 Performance comparison using the Reachability program on different graph sizes (for
configuration 1)
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Figure 10 Performance comparison using the Reachability program on different graph sizes (for
configuration 2)

configuration 1; 1.0 − 1.3× increase in the execution time for Cog, 1.4 − 1.5× for Big-
Datalog, and 1.2 − 1.4× for Nexus for RMAT dataset with configuration 2; 1.0 − 1.5×
increase in the execution time for Cog, 1.2 − 1.5× for BigDatalog, and 1.2 − 1.6× for
Nexus for RMAT dataset with configuration 3; and 1.1 − 1.7× increase in the execution
time for Cog, 1.2 − 1.6× for BigDatalog, and 1.3 − 1.9× for Nexus for RMAT dataset
with configuration 4.

We also observed that BigDatalog crashed due to running out of memory for all the
datasets of sizes greater than RMAT-8M. Overall, Nexus is upto 3.9× faster than Cog
and 5.1× faster than BigDatalog for RMAT dataset with configuration 1; upto 4.3×
faster than Cog and 6.8× faster than BigDatalog for RMAT dataset with configuration
2; and upto 4.9× faster than Cog and 7.0× faster than BigDatalog for RMAT dataset

Figure 11 Performance comparison using the Reachability program on different graph sizes (for
configuration 3)
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Figure 12 Performance comparison using the Reachability program on different graph sizes (for
configuration 4)

with configuration 3; and upto 3.8× faster than Cog and 5.7× faster than BigDatalog
for RMAT dataset with configuration 4.

Note that this difference in the execution time could get even larger if BigDatalog
did not crash with larger datasets.

Evaluating Aggregate Programs

1. Connected Components (CC): Figures 13, 14, 15, and 16 show the results of our exper-
imental comparison for the CC program with RMAT datasets of varying sizes. The
results show that the semi-naive evaluation using Flink’s delta iteration clearly offers

Figure 13 Performance comparison using the CC program (which includes aggregation) on RMAT graphs
of varying sizes (for configuration 1)
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Figure 14 Performance comparison using the CC program (which includes aggregation) on RMAT graphs
of varying sizes (for configuration 2)

significant advantage in all cases even for programs with recursive aggregates. Nexus
performs 1.2 − 3× faster than BigDatalog for configuration 1, 1.6 − 3.7× faster for
configuration 2, 2.2−4.5× faster for configuration 3, and 1.6−2.2× faster for configu-
ration 4. BigDatalog could not complete for dataset sizes larger than RMAT-8M created
using any of the given configurations. Note that the increase in time with the twofold
increase in the dataset is between: 1.04−1.4× for Nexus and 1.0−2.0× for BigDatalog
with configuration 1; 1.1 − 1.6× for Nexus and 1.5 − 1.7× for BigDatalog with con-
figuration 2; 1.2 − 1.5× for Nexus and 1.4 − 1.8× for BigDatalog with configuration
3; and 1.2 − 1.4× for Nexus and 1.1 − 1.7× for BigDatalog with configuration 4.

2. Single-Source Shortest Path (SSSP): Figures 17, 18, 19, and 20 show the result of our
experimental comparison using the SSSP program with RMAT datasets of varying sizes
and configurations (as provided in Section 7.1). For Nexus, the increase in the execution

Figure 15 Performance comparison using the CC program (which includes aggregation) on RMAT graphs
of varying sizes (for configuration 3)
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Figure 16 Performance comparison using the CC program (which includes aggregation) on RMAT graphs
of varying sizes (for configuration 4)

time is within 1.1 − 1.8× for each twofold increase in the dataset size for configuration
1; 1.0 − 1.7× for configuration 2; 1.1 − 1.8× for configuration 3; and 1.0 − 1.6×
for configuration 4. For the datasets RMAT-1M to RMAT-16M, the increase in the
execution time is insignificant for all the experiments. For BigDatalog, the variance in
the result is surprisingly high for large datasets due to data spilling to disk (i.e., missing
blocks in memory). BigDatalog could not finish for datasets larger than RMAT-8M.
Yet, Nexus performs 2.7 − 4.7× faster than BigDatalog for configuration1; 1.7 − 3.1×
faster for configuration2; 2.0 − 3.4× faster for configuration3; and 1.7 − 2.7× faster
for configuration4 for the experiments that were completed.

3. PageRank (PageRank): Figure 21 illustrates the result of our experimental compari-
son using the PageRank program (provided in Figure 16) with Arabic-2005 and
UK-2005 real-world datasets. We compare the performance of Nexus with BigData-
log. We used 20 iterations for each case of our experiments. In our experiments, we

Figure 17 Performance comparison using the SSSP program (which includes aggregation) on RMAT graphs
of varying sizes (for configuration 1)

994 World Wide Web (2022) 25:971–1003



Figure 18 Performance comparison using the SSSP program (which includes aggregation) on RMAT graphs
of varying sizes (for configuration 2)

show that Nexus performed slightly better than BigDatalog in all experiments. The
reason for Nexus not achieving a significant performance advantage is that for each
iteration, all tuples (after updating their ranks) are forwarded to the subsequent iteration
until the specified iteration threshold is reached.

Experiments with Real-World Datasets We also perform experiments using the
Reachability, CC, and SSSP programs with the real-world graph datasets (shown in
Table 3) for the batch case. Figure 22 shows the results of our experimental comparison. We
observe that Nexus outperforms BigDatalog in all cases: for the Reachability program,
Nexus performs 2.5× and 3.4× faster; for the CC program, 4.2× and 3.1× faster; and 3.8×
and 3.4× faster for SSSP when using the LJ and Orkut datasets, respectively.

Furthermore, we also perform experiments using the Reachability, CC, and SSSP
programs with large-scale (i.e., upto billion edges) real-world graph datasets. Figure 23
shows the results of our experimental comparison. We show that Nexus outperforms

Figure 19 Performance comparison using the SSSP program (which includes aggregation) on RMAT graphs
of varying sizes (for configuration 3)
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Figure 20 Performance comparison using the SSSP program (which includes aggregation) on RMAT graphs
of varying sizes (for configuration 4)

BigDatalog by 3.4 − 3.9× for the Reachability program, 3.3 − 4.1× for the CC pro-
gram, and 2.8 − 5.0× for the SSSP when using the Arabic-2005, UK-2005, Twitter-2010,
and SK-2005 datasets. BigDatalog suffers from scheduling overhead and slow data loading
time.

7.3 Scalability

We evaluate how our system’s execution time responds to: (i) increasing the number of
nodes in the cluster (i.e., by scaling-out cluster size), and (ii) keeping the number of nodes
the same but increasing the dataset sizes (i.e., by scaling-up the dataset size).

Figure 21 Performance comparison for the PageRank program
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Figure 22 Performance comparison when using real-world datasets

Scaling-out cluster size In these set of experiments, we used the G10K graphs on a varying
number of worker nodes (ranging between 1 and 24). We also used the TC and SG recursive
programs for the batch processing case to measure speedup with the increase in the cluster
size. Figures 24 and 25 shows the results of these experiments for TC and SG programs,
respectively. We observe that the speedup with the increase in the workers from 1 to 24 for
TC is 11× and for SG is 23×.

Scaling-up dataset sizes Here we kept the cluster size fixed (i.e., 24 workers) and used
dataset of different sizes. We used Reachability program with RMAT graphs of increas-
ing sizes (from 10m edges to 640m edges) to evaluate how well our system scales-up.

Figure 23 Performance comparisons of Reachability, CC, and SSSP programs with large-scale real-
world datasets
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Figure 24 Measuring speed-up achieved by scaling-out cluster size for TC program

Figure 26 shows the result of our scaling-up experiments. We observe a small increase in
the time with the twofold increase in the dataset size. The increase in time is caused by the
gradual increase in the output and intermediate tuple sizes with each doubling of the input
dataset size.

8 Related work

Many works discuss efficient Datalog evaluation [5, 15, 34]. Here, we mostly focus on
distributed systems.

Distributed Dataflow Systems Apache Flink [1, 10] is a distributed dataflow system for
large-scale data analytics. Flink supports cyclic dataflows, which we build on. Apache Spark
[39] is also a scalable distributed dataflow system. However, in contrast to Flink, Spark
does not allow for cyclic dataflow jobs, which means that a significant job launch over-
head is introduced for iterative programs. Naiad [26] is another distributed dataflow system,

Figure 25 Measuring speed-up achieved by scaling-out cluster size for SG program
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Figure 26 Scaling-up on RMAT graph of increasing sizes using the Reachability program (streaming
case)

and is based on the Timely Dataflow computation model. It supports cyclic dataflows, and
therefore, it could be used for efficient Datalog execution, similarly to our Flink-based
implementation. McSherry [25], Ryzhyk et al. [30], and Göbel et al. [17] go in this direction
with a Rust reimplementation of the Timely Dataflow model. We chose Flink for our imple-
mentation because of its large user base, and also because we wanted a fair comparison
against Cog, which is already implemented using Flink. Compiling to a different dataflow
system could result in performance differences stemming from low-level implementation
details of the dataflow systems (such as native code vs. Java), rather than on more important
differences, such as removing the synchronization barrier between iterations, which is the
main factor in our performance difference to Cog.

Pregel-like Graph Processing Pregel [24] introduced the think-like-a-vertex programming
model for scalable graph processing. This model is used in many large-scale graph process-
ing systems, such as Giraph [41], GraphX [18], and Gelly [42]. In contrast to Datalog, the
think-like-a-vertex programming model is a stateful computation model, whereas Datalog
queries are more declarative. Note that Pregel-like systems often support the deactivation
of vertices, which allows them to implement a form of incrementalization, similar to the
incremental nature of semi-naive evaluation.

Datalog Evaluation in Distributed Systems. There are several systems for executing Dat-
alog programs on a cluster of machines. BigDatalog [33] implemented positive Datalog
with recursion, non-monotonic aggregations, and aggregation in recursion with monotonic
aggregates on Spark. In contrast to BigDatalog, Nexus supports non-monotonic aggrega-
tions in recursion. Furthermore, at the execution level, we differ by having asynchronous
iterations, and by relying on cyclic dataflows. Cyclic dataflows are important for iterative
computations, but BigDatalog has to rely on acyclic dataflows, as it uses Spark as an execu-
tion engine. BigDatalog uses a number of clever tricks to overcome some of the limitations
of Spark due to acyclic dataflows. To avoid the job launching overhead, it added a spe-
cialized Spark stage (FixPointStage) for scheduler-aware recursion. Furthermore, reusing
Spark tasks within a FixPointStage eliminates the cost of task scheduling and task creation;
however, task reuse can only happen on so-called decomposable Datalog programs, and
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only when the joins can be implemented by broadcasting instead of repartitioning, which
is not the case for large graphs. BigDatalog added specialized SetRDD and AggregateRDD
to enable incremental updates to the solution set. BigDatalog also pays special attention to
joins with loop-invariant inputs. It avoids repartitioning the static input of the join, as well
as rebuilding the join’s hash table at every iteration. However, it does not ensure co-location
of the join tasks with the corresponding cached build-side blocks, and thus cannot always
avoid a network transfer of the build-side. (RaSQL [19] uses the same techniques plus oper-
ator code generation and operator fusion to implement recursive SQL with aggregations on
Spark.)

When implementing Nexus, we did not need to perform any of the above optimizations
of BigDatalog, as Flink has built-in support for efficient iterations with cyclic dataflow jobs.
Having cyclic dataflow jobs means that all of the issues that BigDatalog’s optimizations
are solving either do not even come up (per-iteration job-launching overhead and task-
scheduling overhead), or already have simple solutions by keeping operator states across
iterations (loop-invariant join inputs, incremental updates to the solution set). Thus, our view
is that relying on Flink’s native iterations being implemented as a single, cyclic dataflow
job is a more natural way to evaluate Datalog (or recursive SQL) efficiently.

Distributed SociaLite [32], is a system developed for social network analysis that imple-
mented Datalog with recursive aggregate functions using a delta stepping method and gives
the ability to programmers to specify data distribution. It uses message passing mechanism
for communication among workers. We rely on SociaLite’s theoretical considerations for
knowing when semi-naive evaluation can be used in the presence of recursive aggregations
[31]. Note that Distributed SociaLite shows weaknesses in loading datasets (base relations)
and poor shuffling performance on large datasets [33]. Myria [36] is a distributed execu-
tion engine that implemented Datalog with recursive monotonic aggregation function in a
share-nothing engine and supports synchronous and asynchronous iterative models. Myria,
however, suffers from shuffling overhead when running large datasets and becomes unstable
(it often runs out of memory) [33].

Chothia et al. [12] focus on provenance tracking for arbitrary iterative dataflows, includ-
ing Datalog queries. They rely on Timely Dataflow, while our system implementation is
based on Flink.

GraphRex [40] is a recent distributed graph processing system with a Datalog-like inter-
face. It focuses on making full use of the characteristics of modern data center networks,
and thus achieves very high performance in such an environment. PowerLog [37] focuses
on efficient asynchronous iteration in the presence of recursive aggregations, and has an
MPI-based implementation. In contrast to Nexus, both GraphRex and PowerLog are stan-
dalone systems, i.e., they do not rely on an existing dataflow engine, such as Flink or Spark.
Note that integration into an existing dataflow engine has the advantage that Datalog queries
can be seamlessly integrated into larger data analytics programs written in a more general
dataflow API.

9 Conclusion

We presented Nexus, a Datalog evaluation technique on top of Apache Flink. Nexus uses
Flink’s delta iteration and asynchronous iterations for batch and streaming data, respec-
tively. It provides a declarative, succinct interface to implement complex analytic tasks for
both static and continuous data streams. Our experiments showed that our system provides
superior performance compared to an acyclic data flow-based system. We also showed that

1000 World Wide Web (2022) 25:971–1003



with asynchronous iterations, we avoid barrier synchronization overhead, and programs run
even faster than when only delta iteration is used.

Future Work The current implementation for the streaming case considers incoming
stream(s) of infinite data. However, users often need to apply Datalog rules on subsets
of streams to limit memory usage. Therefore, introducing the notion of windowing is
desired. User-defined aggregates functions can be implemented to allow users to perform
custom aggregate operations. The mutual recursion case can also be implemented to bench-
mark how mutual recursion performs with distributed, cyclic dataflow compared to acyclic
dataflow (such as Spark). Furthermore, implementing the linear algebra model on top of the
relational algebra model in Nexus will enable users to perform machine learning and linear
programming tasks declaratively using Datalog rules.
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