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Application specific processors and architectures are becom-
ing increasingly important across all fields of computing from
embedded to high-performance systems. These architectures
and systems require efficient arithmetic algorithms, compilers,
operating systems, and specialized applications to achieve
optimum performance under strict constraints including size,
power, throughput and operating frequency. This special
double issue focuses on the latest developments and solutions
concerning application specific processors and architectures
from the hardware and software perspectives.

This special issue consists of eleven papers related to the
area of application-specific processors and architectures that
are divided into three categories: compilers and operating
systems, arithmetic algorithms, and application/algorithm spe-
cialization. The first paper in the compilers and operating
systems category “Compact Code Generation for Tightly-
Coupled Processor Arrays”, by Boppu et al., presents
methods for code compaction and generation for programma-
ble tightly-coupled processor arrays consisting of intercon-
nected small light-weight VLIW cores. The authors integrate
these methods into a design tool and evaluate the results with
benchmarks and compare the results to other existing compiler
frameworks. The methods exploit compute-intensive nested
loops, providing design entry in the form of a functional
programming language and loop parallelization in the poly-
hedron model. The methods also support zero-overhead
looping not only for the innermost loops but also for arbitrarily
nested loops.

The next paper, “Symbolic Mapping of Loop Programs
onto Processor Arrays”, by Teich, et al., presents a solution to

the problem of joint tiling and scheduling of a loop nest with
uniform data dependencies symbolically. This challenge arises
when the size and number of available processors for parallel
loop execution is not known at compile time. The paper
discusses a solution for deriving parameterized latency-opti-
mal schedules statically by proposing a two step approach that
determines two potential schedules. Once the size of the
processor array becomes known at run time, simple compar-
isons of latency-determining expressions finally steer which
of these schedules will be dynamically selected and the cor-
responding program configuration executed on the resulting
processor array so to avoid any further run-time optimization
or expensive recompilation.

In the paper “Virtualized Execution and Management of
Hardware Tasks on a Hybrid ARM-FPGA Platform”, by Jain
et al., the authors focus on managing the execution of hard-
ware tasks within a processor-based system, and in doing so,
how to virtualize the resources to ensure isolation and predict-
ability. The authors use a microkernel-based hypervisor run-
ning on a commercial hybrid (FPGA-based) computing plat-
form. The hypervisor leverages the capabilities of the FPGA
fabric, with support for discrete hardware accelerators, dy-
namically reconfigurable regions, and regions of virtual fab-
ric. The authors study the communication overheads, quantify
the context switch overhead of the hypervisor approach and
compare with the idle time for a standard Linux implementa-
tion, showing two orders of magnitude improvement.

The final compilers and operating systems paper, “ANovel
Object-Oriented Software Cache for Scratchpad-BasedMulti-
Core Clusters”, by Pinto et al., presents a software cache
implementation for an accelerator fabric, with special focus on
object-oriented caching techniques aimed at reducing the
global overhead introduced by the proposed software cache.
The authors validate the software cache approach with a set of
experiments, and three case studies of Object-Oriented soft-
ware cache for computer vision applications.

There are four papers related to application implementations
in this special issue. The first paper, “Hardware Acceleration of
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Red-Black Tree Management and Application to Just-In-Time
Compilation”, authored by Carbon et al., investigates oppor-
tunities for improving the performance of Just-in-time (JIT)
compilation. The authors present a performance analysis of
different JIT compilation technologies and identify hardware
and software optimization opportunities. They propose a solu-
tion based on a dedicated processor with specialized instruc-
tions for critical functions of JIT compilers.

For the paper “Pipelined HAC Estimation Engines for
Multivariate Time Series”, by Guo, et al., discusses a hardware
implementation of the Heteroskedasticity and autocorrelation
consistent (HAC) covariance matrix estimation. The authors
introduce a pipeline-friendly HAC estimation algorithm that
eliminates conditionals, parallelizes computation, and pro-
motes data reuse. The initial hardware architecture is discussed
along with two performance-optimized architectures.

In “Large-Scale Pairwise Alignments on GPU Clusters:
Exploring the Implementation Space”, by Truong et al., the
authors present four GPU implementations for large-scale
pairwise sequence alignment: TiledDScan-mNW, DScan-mNW,
RScan-mNW and LazyRScan-mNW. The implementations are
evaluated across a spectrum of GPUs with different compute
capabilities. The proposed GPU kernels are integrated into a
hybrid MPI-CUDA framework for deployment on both homo-
geneous and heterogeneous CPU-GPU clusters.

The fourth applications paper in this special issue, “Cryp-
tographic Algorithms on the GA144 Asynchronous Multi-
Core Processor”, by Schneider, et al., proposes an implemen-
tation of a standardized and well-established cryptography on
an alternative, lightweight platform, namely an asynchronous
GA144 ultra-low-powered multi-core processor with 144 tiny
cores. The authors demonstrate that symmetric and asymmet-
ric cryptography such as AES and RSA can be realized on this
low-end device with low energy consumption while maintain-
ing high performance. The authors also evaluate the side-
channel resistance of the proposed design.

The final three papers included in this special issue are
related to specific arithmetic algorithms. The first, “A Highly
Efficient Multicore Floating-Point FFTArchitecture Based on
Hybrid Linear Algebra/FFT Cores”, by Pedram, et al., pre-
sents a power and area efficient multicore FFT processor that
exhibits parallel scaling. Using a highly efficient hybrid linear
algebra/FFT core, the authors co-design the on-chip memory
hierarchy, on-chip interconnect, and FFT algorithms for the
multicore FFT processor. The resulting architecture effective-
ly scales up to 16 hybrid cores for transform sizes that can be
contained in on-chip SRAM.

The second arithmetic paper, “An Efficient Scalable RNS
Architecture for Large Dynamic Ranges”, by Matutino, et al.,
proposes an efficient scalable Residue Number System (RNS)
architecture supporting moduli sets with an arbitrary number

of channels, supporting larger dynamic range and a higher
level of parallelism. The proposed architecture supports for-
ward and reverse RNS conversion, via reuse of the arithmetic
channel units. Experimental results discussed in the paper
suggest significant gains in arithmetic operation delay, with
a similar area reduction compared to the state of the art RNS.

The final paper in this special issue and the arithmetic focus,
“Options for Denormal Representation in Logarithmic Arith-
metic”, by Arnold, et al., proposes three variations of a new
number system that are all hybrids of the properties of FiXed-
point Number System (FXNS) and Signed Logarithmic Num-
ber System (SLNS). The novel Denormal LNS (DLNS) circuit
introduced allows arithmetic to be performed directly on such
data encoded for gradual underflow (denormalized numbers).
Further, the proposed approach allows for customization of the
range in which the gradual underflow occurs. Other variations
introduced in the paper utilize the well-known Mitchell’s
method to make the cost of general multiplication, division
and roots closer to that of SLNS.

The eleven papers included in this special double issue
cover a spectrum of important developments pertaining to
application specific processors and architectures. These pa-
pers provide new developments related to the hardware archi-
tecture and software components including compilers and
operating systems, arithmetic algorithms, and application/
algorithm specialization.
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