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Abstract
In the last few years, Internet of Things (IoT) systems have drastically increased their rel-
evance in many fundamental sectors. For this reason, assuring their quality is of paramount 
importance, especially in safety-critical contexts. Unfortunately, few quality assurance pro-
posals for assuring the quality of these complex systems are present in the literature. In 
this paper, we extended and improved our previous approach for semi-automated model-
based generation of executable test scripts. Our proposal is oriented to system-level accept-
ance testing of IoT systems. We have implemented a prototype tool taking in input a UML 
model of the system under test and some additional artefacts, and producing in output a test 
suite that checks if the system’s behaviour is compliant with such a model. We empirically 
evaluated our tool employing two IoT systems: a mobile health IoT system for diabetic 
patients and a smart park management system part of a smart city project. Both systems 
involve sensors or actuators, smartphones, and a remote cloud server. Results show that 
the test suites generated with our tool have been able to kill 91% of the overall 260 gener-
ated mutants (i.e. artificial bugged versions of the two considered systems). Moreover, the 
optimisation introduced in this novel version of our prototype, based on a minimisation 
post-processing step, allowed to reduce the time required for executing the entire test suites 
(about -20/25%) with no adverse effect on the bug-detection capability.

Keywords IoT testing · Model-based test Generation · Empirical study

1 Introduction

Internet of Things (IoT) systems are systems composed of web-enabled smart devices 
using sensors, actuators and communication hardware, to collect, send, and manage data 
acquired from the surrounding environment. Smart devices do most of the work without 
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human interaction, although humans can interact with the devices – for instance, through 
smartphones for inserting values and/or receiving information and alerts. Business logic 
(e.g. corroborated by machine learning and advanced analytics) and data storage are usu-
ally accomplished in the cloud.

IoT systems are used in a multitude of safety-critical sectors, such as aircraft, cars, med-
ical devices, and nuclear power plants, whose failure could result in loss of life and sig-
nificant damages. As a consequence, ensuring that such systems are secure, reliable, and 
compliant with the requirements is a fundamental task (Reggio et al., 2020).

However, assuring the quality of these systems is extremely challenging for different 
reasons. To name a few, Quality Assurance Engineers and Software Testers have to face: 
platform diversity (i.e. disparate technologies used to build them); limitations in memory, 
processing power, bandwidth, battery life; data velocity; lacking of consolidated quality 
assurance approaches specific for IoT systems; machine learning components embedded 
in IoT solutions that make the systems extremely difficult to test (Braiek & Khomh, 2020).

In this paper, we propose and empirically evaluate Matter (Model-bAsed TesT gEneRa-
tor), a tool devised for semi-automated End-to-End (E2E) testing of IoT systems, where a 
smartphone or a Web application plays an important role to control or monitor the system 
execution. E2E testing (Leotta et al., 2016) is a type of black-box testing performed after unit, 
integration and system testing to verify that the whole system under test (SUT) is working 
in real-world conditions, i.e. connected with external systems and in normal network condi-
tions. We focused on E2E testing since, according to many organisations  (Parasoft, 2021), 
assembling an IoT system and testing it as a whole (e.g. through the GUI) is the simplest and 
effective way to ensure its quality.

Our Matter tool follows a model-based approach (Utting, 2007). Produced test scripts 
are derived from the model of the system: such model is represented in UML with a State 
machine diagram and a Class diagram as, for instance, done in UniMod  (Ricca et  al., 
2018). The goal of Matter is to generate a test suite composed of executable test cases 
(i.e. test scripts) that is complete and correct with respect to the semantics of the provided 
model. First, our prototype tool generates a set of test paths covering at least once all the 
transitions of the State machine. Second, if some test paths are infeasible, it transforms 
them in feasible paths exploiting the notion of branch distance (McMinn, 2011). Third, it 
transforms test paths into test scripts. Compared to other proposals available in the litera-
ture, to the best of our knowledge, Matter is the only tool able to generate, almost auto-
matically, executable test cases for IoT systems.

Since, in many cases, IoT systems can be controlled or monitored from a smartphone or 
a Web application, our tool-based approach relies on the user interface as the primary way 
of interaction between the test scripts and the system under test. Clearly, when required, 
generated test scripts can also send input to the system’s sensors and detect actions of the 
actuators. Note that test scripts generated by Matter can be used ’as-are’ to test IoT sys-
tems employing virtualised devices (and so to control the simulated sensors and actuators). 
On the contrary, to test IoT systems including real physical sensors and actuators, some 
additional adapters will be necessary. Produced test scripts are directly executable on the 
SUT because they contain testing framework commands (e.g. Selenium or Appium) able to 
drive a smartphone or a Web application as a real user (e.g. inserting values in fields of a 
form or clicking some buttons retrieved using specific locators (Leotta et al., 2021)).

The Matter tool has been empirically evaluated with two IoT systems, using an ad-
hoc validation framework based on Mutation testing (Offutt & Untch 2000), to determine 
the effectiveness of the generated test suites in detecting bugs. Also, the time required to 
execute the generated test suites has been considered in the evaluation.
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The paper extends our previous preliminary work (Olianas et al., 2020) in several direc-
tions. In particular, we provide here the following extensions: (1) a more complete descrip-
tion of the prototype tool and the approach also thanks to several clarifying examples, (2) a 
novel component of Matter able to minimise the generated test suite, and (3) a more exten-
sive empirical study with a novel experimental object (SmartParking, a smart park man- 
agement system) and novel research questions aimed at evaluating the effectiveness of the 
tool and the impact of the novel introduced minimisation component. To summarise, the 
main contributions of our work are as follows: (1) a semi-automated model-based approach 
to the generation of executable test scripts for IoT systems; (2) a prototype tool implement-
ing our approach, freely available online; and (3) a detailed empirical evaluation of our tool 
employing two IoT systems showing the benefits deriving from its adoption.

The remainder of this paper is organised as follows. Section 2 describes the main ele-
ments underlying the Matter tool and the DiaMH IoT system, used as running example 
to introduce our approach. Section  3 describes the proposed approach trying to abstract 
from the implementation details of the Matter tool. Section  4 presents the workflow a 
software tester has to adopt to use our tool and the Matter architecture. Section 5 reports 
on the empirical evaluation of the tool-based approach with two IoT systems, while Sec-
tion  6 describes related works and Section  7 concludes the paper and sketches possible 
future work.

2  Elements of the approach and DiaMH running example

In this section, we first introduce the main elements of our approach and then briefly sketch 
DiaMH, a simplified Diabetes Mobile Health system used as a running example.

2.1  Testing IoT systems

Testing IoT systems poses important challenges, given that this kind of systems include 
several components working together and with a high risk of individual failure. Moreover, 
many faults could be due to the integration of the components or are revealed only when 
the system is executed as a whole. In general, a complete test plan should include a combi-
nation of unit testing (components should be tested in isolation), integration testing (com-
ponents should be tested as a group), and acceptance testing using End-to-End approaches 
(the system should be tested as a whole by means of user actions performed on the GUI).

To be complete, the testing process should contain two phases executed in series: 

1. Test a virtualised version of the IoT-system, where real smart devices are not employed, 
and the goal here is to test only the software1. In this case, virtual devices have to be 
implemented (better if using the same software than embedded in real devices) and used 
for stimulating the applications under test.

2. Test the real IoT-system complete of real smart devices. The goal here is testing the 
system in real conditions, i.e. in real-world scenarios with hardware, network, and other 
applications.

1 https:// wso2. com/ white papers/ a- refer ence- archi tectu re- for- the- inter net- of- things/
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Since, usually, IoT systems are safety-critical, both testing phases should be conducted, 
and the former could favour earlier implementation problems detection and so potentially 
reveal more faults. For example, because timings of sensors can be made shorter in virtual 
modality and thus a higher number of tests could be executed.

In this work, we focus mainly on testing phase 1 because it is the first one that a Testing 
team has to face, and it can be conducted without employing real sensors and actuators that 
could be expensive and complex to use/set. However, the test scripts generated by Matter 
with virtualised devices can be later used to test the real IoT system. In this case, some 
adapters will be probably required to interact with real sensors and actuators. Depending 
on the case, such adapters can be: (1) software components in case of a software interac-
tion with smart sensors/actuators, or (2) physical components in case of physical interac-
tion (monitoring) with simpler physical sensors (actuators).

2.2  Elements of the approach

The main elements of our approach are: 1) formalisation of the expected behaviour of the 
system in a model, 2) model-based testing (i.e. test artefacts generation from the model), 
3) virtualisation of physical devices and emulators, and 4) implementation of test scripts 
using E2E test automation frameworks.

We decided to formalise the system behaviour in terms of a UML State machine to 
guide the testing activities, as suggested by various model-based testing techniques, where 
state-based models describing systems behaviours are used for code generation and test 
cases derivation  (Utting, 2007). And at the same time, we focus also on test automation 
frameworks (Dustin et al., 1999; Leotta et al., 2016) and virtual components. Indeed, test 
automation frameworks control the execution of test scripts, giving commands directly 
on the UI and reading actual outcomes to be compared with predicted outcomes. Virtual 
devices are pieces of software that mimic the behaviour of real devices and are fundamen-
tal for testing the system without dealing with physical objects.

2.3  DiaMH running example

DiaMH is mainly used to explain the underlying approach to the Matter tool and is one of 
the two systems used in the empirical study presented in Section 5.

DiaMH is an IoT system that monitors a patient glucose level, sends alarms to the patient 
smartphone when a dangerous glucose trend is detected and regulates insulin dose. Two pre-
vious works have inspired DiaMH description: a Parasoft white paper (Parasoft, 2021) and 
the paper by Istepanian et al. (Istepanian et al., 2011).

DiaMH has already been used as a case study in other works concerning testing of IoT 
systems (Leotta et al., 2018) where, however, a manual approach to derive test cases from a 
model of the behaviour of the system has been proposed in contrast to the automated gen-
eration proposed here. As shown in Fig. 1 the DiaMH system is composed by:

– A glucose sensor and an insulin pump both worn by the patient;
– The patient smartphone, wirelessly connected to both the glucose sensor and the pump, 

and used to receive an alarm in case of dangerous blood glucose levels;
– The analysis and control system, DiaMH Core, running on the server side cloud, that 

receives the glucose readings, analyses their patterns and commands the proper actions 
(e.g. injecting insulin in case of high blood glucose levels, or hyperglycemia).
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The behaviour of DiaMH is the following. The glucose sensor measures the glucose 
level of the patient at given timed intervals (e.g. every 30 minutes in real settings but 
can be reduced to few seconds when testing the system), and sends them to the smart-
phone. The mobile app displays the value and forwards it to the remote DiaMH Core. 
The core component of the system stores the last 20 glucose readings received from the 
patient’s smartphone and, depending on how many readings exceed a given threshold 
(e.g. 140 mg/dL), it will command an insulin injection, and if necessary, send an alarm 
to the patient.

After receiving a value, the analysis and control system decides the state assigned to the 
user and any actions to be taken:

– Normal: between 0-3 values among the last 20 exceeded the threshold. No action 
required;

– More insulin required: between 4-15 values among the last 20 exceeded the threshold. 
An insulin injection must be ordered;

– Problematic: between 16-20 values among the last 20 exceeded the threshold. An insu-
lin injection must be ordered, and an alarm is displayed on the smartphone.

To prevent performing too many injections, and to allow insulin to take effect, every time 
an insulin injection is performed the following five glucose readings are ignored (cor-
responding in our implementation at a time equal to 2.5h without injections). When an 
injection is ordered, the patient should confirm it using the smartphone. As a consequence, 
the app will command the pump to inject the insulin dose. To prevent missing injections 
because of pump failures, the pump has to send a feedback to the smartphone when the 
injection is performed successfully. After the feedback, the app will show the total number 
of injections performed in the current session.

A possible simple test case t for DiaMH produced by our tool (and then transformed in 
executable test script) could be the following: 1) t sets the glucose sensor to send between 
4-15 values over threshold among the last 20, 2) t checks on the smartphone if the insulin 
injection has been ordered.

Fig. 1  DiaMH components, testing execution environment, and relations with test scripts
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Figure 1 reports the architecture of DiaMH with virtualised devices (glucose sensor and 
insulin pump), the emulated smartphone2 (running the real apps), the DiaMH cloud com-
ponent, the testing environment, and the interactions among components.

3  The proposed IoT model‑based testing approach

In this section, we fix the terminology and describe the model-based testing (MBT) 
approach we adopted to (semi) automatically generate test suites for IoT systems.

In general, a test suite is a finite set of test cases. A test case is a set of inputs, execution 
conditions and expected results developed for a particular objective, such as to exercise a 
specific program path or to verify compliance with one particular requirement (ISO/IEC/
IEEE, 2010). The input part of a test case is called test input. A test script is an executable 
code implementing a test case that can be executed by a Testing framework (Dustin et al., 
1999).

MBT is a specific software testing approach/technique in which the test cases are derived 
from an abstract model (or a set of abstract models) that describes the functional aspects of 
the system under test (SUT). Models are named abstract because they contain fewer details 
w.r.t. the SUT, and thus, they are simpler than the SUT (easier to produce/check/modify  
and maintain). More precisely, an MBT approach usually encompasses  (Utting et  al.,  
2012): the automatic derivation of test cases from abstract models, the generation of test 
scripts from test cases, and the automated execution of the resulting test scripts.

According to Utting et al. (2012), our approach to automatically generate test suites for 
IoT systems is composed by the following steps: test model preparation, test selection crite-
ria definition, test cases (or test paths) generation, test scripts generation, test scripts execu-
tion. Each step is explained in detail in the following sub-sections.

3.1  Test model preparation

In MBT, it is common to develop a test-specific model of the SUT directly from the infor-
mal requirements or existing specification documents. Our approach is no exception.

Starting from existing specification documents describing the system’s components and 
behaviour or trying to get this information in case these documents do not exist or are out 
of date, the software tester adopting our approach has to produce a test model for the IoT 
SUT. The test model is composed of a UML Class and a UML State Machine diagram 
plus some classes (Mock and Wrapper) and configuration files used to fill the gap between 
information contained in the test model and actual test script code.

In our experience, UML Class diagrams and UML State Machine diagrams are well 
suited to precisely describe the several different components/devices of the IoT SUT and to 
model features and changes of state that are relevant to express the global behaviour of the 
system under test.

Thus, to follow our approach, the software tester has first to create a class diagram 
containing a class for each component of the IoT system. The classes in the class dia-
gram will represent in an abstract way the smart devices, i.e. the things or components, 

2 an emulator is a program that enables one computer system (e.g. a Windows personal computer) to 
behave like another system (e.g. an Android smartphone)
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composing the IoT system. Then, the tester producing the class diagram has to insert in 
each class: fields representing the internal state of the components and operations cor-
responding to services offered by components. For example, if the component/device 
InsulinPump of DiaMH executes an injection to a patient, the software tester will have 
to insert the InsulinPump class in the class diagram with at least the inject operation. 
Moreover, if it is important for generating the test scripts to keep track of the number of 
injections the software tester will have to insert in the class at hand also a field storing 
it.

More precisely, each class may contain three kinds of members: (a) method operations, 
denoted with the visibility modifier ’+’, performing some internal actions and returning 
a value (also void), (b)  operations generating call events, that will be used as events in 
the UML state machine (those latter operations should not return a value), and (c) fields, 
storing some values used by the components, and representing the internal state of the 
component.

Figure 2 sketches the class diagram designed for DiaMH. It contains a class for each 
DiaMH component, i.e. MobileApp, Cloud, Sensor, and InsulinPump. In the class dia-
gram, there are no associations because the classes are used only to interact with the com-
plete system, and the object instances do not need to interact with each other.

As an example, the class InsulinPump represents and simulates the Insulin pump device. 
It contains a field (erogatedInjections) and three operation methods (inject, reset and get-
ErogatedInjections). The field erogatedInjections corresponds to the internal state of Insu-
linPump and keeps track of the number of erogated injections. The operation inject simu-
lates an injection and increments by one erogatedInjections. The reset operation is used for 
testing purposes to set to zero erogatedInjections. Finally, getErogatedInjections is a getter 
method operation. Another class deserving an explanation is the MobileApp class, since 
this corresponds to the component on which the assertions will be checked. The method 
operations in the class MobileApp returning bool (e.g. isAlarmed() and isNotAlarmed()) 
will play the role of assertions in the generated test scripts.

Fig. 2  UML Class Diagram of the DiaMH system
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After having produced a UML class diagram containing a class for each component 
of the IoT system, the software tester has to model the UML state machine describing 
the required behaviour of the IoT system under test. To produce the state machine, the 
software tester must decide the states that compose it and the transitions. Each transi-
tion has to be labelled with an event, a guard and an action, all possibly optional. An 
event can cause a state transition, while a guard is a Boolean expression that is dynami-
cally evaluated. A guard affects the behaviour of a state machine by enabling transitions 
and actions only when it evaluates to true. When an event is produced and the guard 
(if exists) true, the state machine responds by performing some actions, such as, e.g. 
changing a class field or calling method operations.

More precisely, the semantics of the state machine in response to incoming events 
is based on the so-called run-to-completion step  (Samek, 2008). When the event has 
been received and the guard (if present) is true the transition is enabled and the run-to-
completion step starts: the corresponding transition is fired and no other event can be 
dispatched until the processing of the current transition is completed. If the transition 
contains actions, they are executed in sequential order, and the transition processing is 
not considered complete until all the actions have completed their execution.

We call test path an ordered sequence of state machine transitions, starting from an 
initial state, that represents a test case. An executable test path or feasible path is a path 
that, if traversed on the state machine, never meets a false guard and so can be executed.

Figure 3 reports the state machine designed for DiaMH: there are three states rep- 
resenting a generic patient’s condition: Normal, MoreInsulin, and Problematic, together  
with all the details describing the required behaviour of DiaMH and of its com-
ponents. It is important to note that the state machine is consistent with the class dia-
gram since each event is associated with an operation generating call events of a class 
and each action invokes an operation method defined in the class diagram. Note that, 
the state machine diagram reported in Fig. 3 represents the global states of the entire 
DiaMH system and does not detail the states of the various components.

The execution flow of the state machine always starts from the initial pseudo-state (a 
black circle in the diagram), so that the transition outgoing from the initial state must con-
tain the initialisation of all the objects used in the state machine (see Fig. 3), along with 
one or more methods call or variables declaration to be executed at the beginning of each 
generated test script.

The class diagram and state machine diagram must be carefully produced manually, and 
this is a fundamental aspect of the approach. The creation of these artefacts cannot be gen-
eralised for all systems; it is strictly related to the specific system under test. For example, 
for DiaMH, it seems reasonable to use as states the different levels of alert that can be 
assigned to a patient (i.e. Normal, More insulin, Problematic). Then, to define transitions, 
a software tester has to look at the conditions that should happen to switch from a state to 
another (e.g. the state machine is in the Normal state and four glucose readings over thresh-
old arrive) and create the transition. It is important to distinguish between actions that 
are executed in response to an event (e.g. store the reading and increase the index, imple-
mented by the methods Cloud.receiveUnder and Cloud.receiveOver) from actions that are 
executed when state’s internal variables (e.g. values of attributes or returned by methods) 
reach some conditions. The latter actions will be represented as transitions with completion 
event, with a boolean expression representing the variable’s state as a guard. In DiaMH’s 
model, all transitions going from one state to another are transitions with completion event 
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(see Fig. 3): they do not happen in response to an event, but every time the cloud is idle 
(i.e. no reading is being received, no action is being commanded) the state machine con-
trols its internal variables to check if the conditions expressed in guards are met.

3.2  Test selection criteria definition

Test selection criteria are chosen, to guide the automatic test generation to produce a 
’good’ test suite (Utting et al., 2012). In our case, they are related to the structure of the 
model and to data coverage heuristics.

In structural model coverage, the primary issue is to measure and maximise the cover-
age of the model. We opted for the transition-based coverage named all-transitions. All-
transitions criterion requires that every transition of the model (in our case, a UML state 
machine) is traversed at least once. This coverage criterion was chosen because even if it is 
not the best to detect bugs, it is effective (Briand et al., 2004) and at the same time does not 
generate a considerable number of paths such as, e.g. the path coverage criterion.

Concerning data coverage, we opted for a heuristic/strategy able to integrate inputs 
directly in the model. For example, the choice of having two operations receiveOver/
receiveUnder in DiaMH is due to the fact that the proposed approach does not support 
arbitrary input coming from a user or from the environment: each input value must be 
either fixed or computed during the execution. With arbitrary input, we mean an input 

Fig. 3  UML State Machine Diagram of the DiaMH system
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whose value is produced externally to the system, for example, by a user, the environment 
or another system. Since, usually, systems accept arbitrary input (and DiaMH makes no 
exception, values coming from sensors are an example of arbitrary input), a way to handle 
it must be devised. In case we have a small number of different possible inputs, we may 
use a solution based on equivalence partitioning. Equivalence partitioning  (Myers et al., 
2012) is a software testing technique that divides the input data of a software into parti-
tions of values producing an equivalent behaviour. To employ equivalence partitioning in 
our approach, we proceed in this way. Let us suppose we have to incorporate in a class C 
of the model an operation receive() managing an arbitrary input X of type integer. First, we 
can create an enumeration type E having a value for each equivalence class of values of X 
that produce the same behaviour when given in input to the SUT. Second, for each value 
( v1,...,vn ) of E we can insert in C the operations: receive

1
(),...,receiven() which simulate the 

reception of specific arbitrary values.
It is important to note that this strategy can only be used when the arbitrary input has 

not associated too many partitions. Otherwise, it would become impractical to add a bog 
number of operations to the class diagram.

3.3  Test path generation

Once the model and the test case criteria are defined, a set of test cases can be generated 
with the aim of satisfying the decided criteria. In practice, a test case is a test path built by 
walking through the UML state machine and starting from the initial state. As we built the 
state machine, input data and assertions are already embedded in the generated test cases.

To satisfy the decided All-transitions criterion on the state machine diagram, we first 
transformed the state machine into an intermediate directed multigraph, then, we applied 
an algorithm to compute the list of paths covering all the edges.

A directed multigraph G is a directed graph that is permitted to have multiple edges, 
i.e. edges with the same source and target nodes. In our implementation, G is represented 
as a set of vertices V (the states of the diagram) and a set of edges E (the transitions of the 
diagram), and an initial state s. We assume that every state in V is reachable from s. Each 
element of V contains the state itself and a path to reach it, saved the first time we visit the 
state. Each element of E contains the edge itself and a Boolean to mark if the edge has been 
visited yet.

Each vertex v and edge e offers the following methods:

– v .hasOutEdges(): returns true if the vertex has outgoing edges, false otherwise;
– v .unvisitedOutEdges(): returns the list of outgoing edges from v not yet visited;
– e .getTarget(): returns the destination vertex of e;
– e .getSource(): returns the source vertex of e.

To compute the coverage of all edges of a graph, there exist different well-known algo-
rithms, like the algorithms solving the Chinese Postman Problem (Thimbleby, 2003) and 
the k-shortest-paths algorithm (Yen, 1971). However, they are not optimal in our case. The 
first is because it generates the shortest closed path that visits every edge of the graph and 
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returns a single long path that guarantees edge coverage. Having a single test script makes 
the localisation of the fault in the code harder, and for this reason, we did not adopt it. The 
second algorithm has been implemented in  (Mesbah & van Deursen, 2009) to cover the 
navigational graph of a Web application. However, after a deep analysis, we discovered 
that it generates many similar paths, thus risking to worsen the already long test execution 
times present in the IoT context, so we preferred to devise an ad-hoc algorithm for this 
purpose.

Listing  1 sketches the algorithm we devised. The rationale of this algorithm is to 
satisfy the coverage of all transitions avoiding to generate: (1) a single long path as in 
the case of the Chinese Postman algorithm  (Thimbleby, 2003) and (2) many similar 
paths as in the case of the algorithm presented in (Yen, 1971). Our algorithm creates 
a new path in two cases: each time it visits an already visited node and when it visits 
a node without outgoing edges. Since all the unvisited edges of a node are added to 
the edgeToVisit queue (see line 10 of Listing 1) when the node is visited for the first 
time, if we assume that every node is reachable from the starting node s, every edge 
will appear in at least one produced path, and this guarantees the all-transitions cover-
age. Moreover, since the last edge is always taken from the edgeToVisit queue, and 
since there are no duplicate edges in the queue (edges are added only when a node is 
visited for the first time), the algorithm also guarantees that every produced path ends 
with a different edge.

The application of our algorithm to DiaMH produces 12 paths reported in Listing 2 
(actions are inserted only to disambiguate the paths).

Listing 1  Algorithm producing a list of paths able to satisfy the all-transitions coverage
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3.3.1  Test scripts generation

Test paths generated in the previous step are built looking only at the graph structure of the 
UML state machine, without checking if transitions’ guards are enabled, and so the paths are 
feasible during execution. Therefore, they cannot be transformed immediately in executable 
test scripts. We need a further step to check whether the generated paths are executable.

To execute a test path, we have to start from the first transition and execute all the code 
included in transition labels (i.e. events, guards, and actions) and entry actions (if any) of 
the target state. Since the code in the state machine refers to classes declared in the class 
diagram, to be able to execute test paths, we have to add to our approach another element: 
mock classes (not to be confused with virtualised devices implemented with Node-RED, 
see Section  5.2). The only purpose of mock classes is to simulate the behaviour of IoT 
components to be used during test case generation. Thus, mock classes have to be manu-
ally designed by the software tester to make sure their behaviour is compliant with the 
components of the real IoT SUT. However, model-based code generation techniques can be 
employed to partially generate them from the UML class diagram.

As an example, we report in Listing 3, a portion of the Python code of the Cloud mock 
class we designed to generate the test suite for DiaMH.

Listing 2  12 paths generated by our algorithm for DiaMH. Actions are inserted only to disambiguate 
the paths.

Listing 3  Portion of the Python code of the Cloud mock class
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The operation getCriticalCount(...) returns the number of glucose readings exceed-
ing the threshold received by the cloud so far. It is invoked every time the test generation 
tool traverses a transition which, in its guard, has to check the number of values over the 
threshold.

To transform produced test paths in executable test scripts, we have to render them 
feasible, i.e. test paths that, during execution, have all the guards true. The executability 
problem is in general undecidable (Bourhfir et al., 1997). However, in most cases, it can 
be solved with some heuristics. To choose which transitions traverse to make the guards 
true, we used the notion of branch distance. Described for the first time by Korel (1990), 
the branch distance is a metric that can be computed on Boolean predicates, and tells us 
how close we are to make the given predicate true. The original version of Korel han-
dled only relational predicates (i.e. =, <, <=, >, >=), but it has been extended by Tracey 
et al. (1998) to support negation, AND and OR. Usually, the branch distance is used as a 
fitness function (or as a component of the fitness function) in meta-heuristic search algo-
rithms like hill-climbing, simulated annealing or genetic algorithms for the automatic gen-
eration of test data  (McMinn, 2011). The fitness function is used to guide the search to 
good solutions from a potentially infinite search space, within a practical time limit.

In our specific case, the goal is simpler; our algorithm (named executability checker) 
has to find a loop (i.e. a path returning on the source node) in the state machine (if any), 
with a fixed maximum length3, able to enable the transition having the guard false. So at 
each step, the search space is limited by the number of outgoing transitions of the current 
state; so our search algorithm is quite straightforward.

Let us make an example on the DiaMH state machine (see Fig. 3) to clarify the previous 
statement. Let us suppose, we have to enable the transition from the Normal to the More-
Insulin state and we have already received 10 readings of which two above the thresh-
old (i.e. critical readings). In this case, we have to enable the transition guard [cloud.get-
CriticalCount()>=4] that is false. Tracey et al. (1998) report that the branch distance for 
the predicateE1>=E2 is 0 if E1>=E2 otherwise E2-E1. Thus, the current distance d is 
4-2=2. Our algorithm has to analyse the effect of the guard of interest on the branch dis-
tance executing all the transitions outgoing from the Normal state: cloud.receiveOver(); 
increments of 1 the value of criticalCount, cloud.receiveUnder(); does not modify the 
value of criticalCount, while the remaining self-transition of the state Normal cannot be 
executed since maxReadings is equal to 20 and we have obtained only 10 readings so far. 
So to reduce the distance d to our goal (i.e. enabling the transition from Normal to More-
Insulin), the algorithm has to choose to cycle twice on the self-transition labelled with 
cloud.receiveOver();. Indeed, in this way, d changes from 2 to 1 (after the first cycle), and 
then to 0 (after the second cycle). At this point, criticalCount becomes equal to 4 and the 
transition to MoreInsulin can be executed.

If we apply the executability checker to the test path 4 of DiaMH (i.e. init –> Normal, 
Normal –> More insulin, More insulin –> Normal), that is clearly infeasible since it meets 
two false guards (e.g. to execute the second transition, cloud.getCriticalCount() must be 
greater or equal than 4) we obtain the feasible test path show in Listing 4.

Clearly, the executability checker implements a heuristic that, in some cases, can fail. 
When it fails, the infeasible paths produced during test case generation are discarded, and 
the transition coverage of the state machine will not be total. However, in practical cases, 

3 this maximum value depends on the characteristics of each specific IoT system under test and of the state 
machine model and should be selected by the software tester.
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we have seen that carefully designing the state machine is possible to achieve high cover-
age levels.

3.3.2  Test suite minimisation

A side effect of the proposed approach is that the generation algorithms may generate many 
redundant test paths. We call redundant test path a test path that is included in another one: 
for example, the path A –> A, A –> B is included in the path A –> A, A –> B, B –> C. 
Generating and then adding redundant test cases to a test suite does not improve its fault 
detection capability since each command executed by included test cases is already exe-
cuted from the test case, which includes all the redundant test cases. Moreover, generating 
redundant test cases makes the test suite bigger and increases its execution time. Therefore, 
we introduced a minimisation step in the Matter tool that eliminates redundant test paths 
before generating test scripts: it consists of a sorting step, where test paths generated after 
executability handling are sorted by length, and a minimisation step where, for each test 
path, we check if it is contained in subsequent test paths, and if this happens the path is 
removed from the result.

3.4  Test scripts execution

At this point, almost all the information required to have fully executable test scripts is 
ready. We have only to fill the gap between test paths generated in the previous step and 
test code executable in a specific programming language for a specific Testing Framework.

We filled this gap resorting to another element, named wrapper classes, and to pre-
compiled configuration files. A test script has to perform a sequence of interactions with 
system components, retrieve from the components some information about the system’s 
status and check if the retrieved information is correct by means of an assertion. In a 
realistic scenario, none of these steps can be done with a single instruction of a high-
level programming language like Java or Python. Interactions with the IoT SUT usu-
ally happen over different communication protocols (MQTT, TCP, Bluetooth), and typi-
cally require additional libraries (such as Paho for MQTT, Appium to control Android 
devices and JUnit to check assertions that can be written using specific libraries (Leotta 
et al., 2020)).

To avoid writing long pieces of code onto the model and simplify model’s automatic 
analysis, it is useful to encapsulate in wrapper classes the code that performs the opera-
tions on the components required for testing. Wrapper classes have to be implemented 
by the software tester following the class diagram defined in the modelling phase.

Listing 4  Example of feasible path for DiaMH
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So, to transform the test path shown in Listing 4 in the test script shown in Listing 5, 
we just have to traverse the path and copy in sequential order the code found in transi-
tions and states. This code will refer to the aforementioned wrapper classes to interact 
with the system under test.

For example, the App wrapper class will contain the assertAlarmOff(int timeout) 
operation, corresponding to the model’s method isNotAlarmed, called at transition 
5 of test script 4. This operation will use the Appium API to communicate with the 
DiamMH Mobile App interface and the JUnit assertion to check that the alarm button is 
not displayed on the GUI.

This decoupling between test logic (contained in the test paths) and implementation 
details (contained in the wrapper classes), as well as being useful in the test genera-
tion phase, it also allows running test scripts against different IoT SUT implementations 
simply by changing the wrapper classes. To give more concrete examples, in DiaMH 
we may have different versions of the system: one where the communication protocol is 
MQTT, one where is TCP, one where the devices are virtualised, one where the devices 
are real. All these variants can be tested with the same test scripts, adapting the wrapper 
classes.

4  Matter tool

The workflow a software tester has to adopt to use Matter tool, along with the involved 
artefacts and the relations among them, is shown in Fig. 4.

To summarise, starting from the informal requirements or existing specification docu-
ments, the software tester has to design a testing model for the system, namely a UML 

Listing 5  Example of the initial portion of a test script for DiaMH derived from the test path reported List-
ing 4
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Class Diagram that describes its components and a UML State Machine diagram that illus-
trates the behaviour of the core components.

Then, the model is used to derive two sets of classes to be implemented: wrapper classes 
and mock classes. Wrapper classes are used by test scripts to interact with components, 
mock classes are used by the test generation tool to generate executable test paths. Wrap-
per and mock classes must be manually implemented: the first ones in the language used 
to implement test scripts, the latter in Python, since they have to be executed by our tool, 
which is written in Python.

Interfaces of the wrapper and mock classes, although derived from the model, can sig-
nificantly differ from the interfaces of the IoT system components. To fill the gap between 
model and implementation, some configuration files must be defined. In particular, we 
decided to adopt four configuration files: 

1. Implementation definition file: associates every class in the model with the actual imple-
mentation we want to use in test scripts (e.g. for DiaMH it contains only a JSON object 
where each class in the model is associated to a concrete wrapper class implementation 
{ “MobileApp” : “MobileAppAppium”, “Cloud” : “Cloud”, “Sensor” : “GlucoseSensor”, 
“Pump” : “InsulinPump” }). At this prototyping stage, it must be defined manually, but 
in a real-world scenario, it may be generated by a tool that lets the developers choose 
which implementations they want to use in test scripts;

2. Wrapper class configuration file: maps the interface of classes in the model with the 
interface of the implementations. It can be automatically generated from wrapper 
classes;

3. Variable definition file: contains the information required to instantiate the variables of 
the state machine in the generated test scripts (e.g. for the app variable: “app” : {“type” 
: “MobileApp”, “options” : {“modifier” : “static”, “visibility”: “protected”}}). At this pro-
totyping stage it must be defined manually, but in a real-world scenario the information 
about type and access modifier of variables may be integrated in the model;

4. Language configuration file: maps some constructs of the pseudocode of the state machine 
in the actual code of test scripts (e.g. in the state machine we declare objects as VarName 
:= Class(), while in Java the syntax is different Type VarName = new Class();). Since 
this file depends only on the target language and the pseudocode, it is provided with the 
test generation tool for the supported target languages (Java and Python).

Fig. 4  Approach workflow
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We chose to use four files instead of saving all this information in one to allow changing 
them independently when test scripts have to be generated. For example, if we want to use 
a different SUT implementation (e.g. DiaMH over TCP instead of DiaMH over MQTT), 
we need to change only the implementation definition file.

When all the elements shown in Fig. 4 are ready, the software tester is just required to 
run the tool, providing them as input. The tool will parse the state machine description and 
will build a set of paths that traverse it, starting from the initial state. These paths, using all 
the elements previously described, are transformed by the tool in executable test scripts in 
a given target language (for now, only Java and Python languages are supported).

4.1  Tool architecture and execution workflow

The architecture of Matter and its execution workflow are described in Fig. 5. The tool 
reads the state machine, parses its code and finds an initial set of test paths using our algo-
rithm that guarantees transition coverage (every transition of the state machine is traversed 
at least once considering all the generated paths).

The configuration builder (Step 1  ) inspects the wrapper classes (created starting from 
the Class Diagram) using reflection and creates the Wrapper class configuration file. Then, 
the Parser (Step 2  ) reads the state machine description and using the Wrapper classes 
configuration file, and the Implementation definition file creates the intermediate directed 
multigraph used in the subsequent step. Our path generation algorithm (Step 3  ) takes in 
input it and generates a set of paths traversing the graph, satisfying the all-transition crite-
rion. These paths first, using Mock classes, are transformed into executable test paths or 
feasible paths (when possible) by the executability checker (Step 4  ), then are minimised 
by the minimiser module (Step 5  ), and finally, the output of the previous step is converted 

Fig. 5  Tool architecture and execution workflow
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in executable test scripts by the Test case builder (Step 6  ) in the chosen target language 
(our implementation currently supports Java and Python) and it relies on Appium as the 
framework used to automate the execution and to interface with the mobile application.

For the interested reader, further details about the Matter tool, its source code, and the 
complete model and artefacts of the DiaMH case study are available at: https:// sepl. dibris. 
unige. it/ MATTER. php.

5  Empirical study

This section describes the design, experimental objects, research questions, metrics, vali-
dation framework, procedure, results and threats to validity of the empirical study con-
ducted to evaluate Matter. We follow the guidelines by Wohlin et al. (2012) on designing 
and reporting empirical studies in software engineering.

5.1  Study design

The goal of the empirical study is to measure the effectiveness of the test suites generated 
by Matter and the effect of the minimisation process with a particular focus on: (1)  the 
capability of the generated test suites to detect bugs in the IoT systems under test, and 
(2) the time savings due to test suites minimisation.

The results of this study can be interpreted from multiple perspectives: Researchers, 
interested in empirical data about the effectiveness of a model-driven tool aimed at gener-
ating test scripts for IoT systems; Software Testers and Project/Quality Assurance Manag-
ers, interested in evidence data about the benefits of adopting Matter in their companies. 
The experimental objects, used to experiment Matter are the two IoT systems described in 
the next section.

5.2  Experimental objects

To validate the proposed test generation approach, two IoT systems have been used: 
DiaMH (Istepanian et al., 2011; Leotta et al., 2018) and SmartParking  (SmartSantander, 
2012; Sanchez, 2014). Their core components are both developed in Node-RED.

Node-RED (https:// noder ed. org/) is a visual flow-based programming tool built on the 
Javascript server-side runtime environment Node.js, which allows developing applications 
as a flow of interconnected nodes. The developer uses a web-based flow editor to place dif-
ferent types of nodes in the flow and deploy it. The execution model is based on nodes and 
messages: a node is a functional unit of the flow delegated to a specific task. A message is a 
JSON object exchanged between nodes, that will perform some actions over its properties. 
It can be received from the network or generated by a node.

The major characteristics of the models of the two systems are reported in Table  1. 
Although both are small systems, from the table it is evident that SmartParking assumes a 
larger number of possible states during its execution. In the following, we provide a brief 
description of SmartParking.
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5.2.1  DiaMH

DiaMH is the Diabetes Mobile Health system that has been already introduced in Sec-
tion 2. Figure 1 describes the architecture of the system with virtualised devices (glucose 
sensor and insulin pump), the emulated smartphone (running the real apps), the DiaMH 
cloud component, the testing environment, and the interactions among components. The 
sensor and the pump components are virtualised by Node-RED flows, the cloud component 
has been natively developed in Node-RED, while the mobile app is running on an Android 
emulator (note that the code of the mobile app is the same used in the real DiaMH system).

5.2.2  SmartParking

SmartParking is a smart park management system inspired by the one presented in the 
SmartSantander project  (SmartSantander, 2012; Sanchez, 2014). Users can employ a 
mobile app installed on their phone to ask the system if there are free parking lots and, in 
the affirmative case, see them reported with the nearest first: individual parking lots are 
monitored by sensors that tell to the central server if each place is taken or not. There are 
three types of parking lots: for cars, for motorcycle and for disabled people.

We developed a slightly simplified version of this IoT system, where all the compo-
nents, except for the mobile app, are emulated in Node-RED. The test execution environ-
ment is very similar to the one used for DiaMH: test scripts send messages to the sensor 
manager running in Node-RED, and interact with the mobile application executed on the 
Android Emulator to see if the correct state of parking lots is displayed.

In the SmartParking implementation, a class ParkingSpace represents a single parking 
lot, that will have its position (expressed as GPSCoordinate), type, current status (free 
or taken) and a unique ID. Number of total parking lots per type and occupied parking 
lots per type are stored in SmartParkingServer, respectively in max < type > (number of 
existing parking lots for  < type > ) and n < type > (number of currently taken parking lots 
for  < type > ). There are maxCar+maxMoto+maxHandicap instances of ParkingSpace, 
and they all communicate with SensorManager whenever their status change, calling the 
proper service (e.g. newCar, carLeaves). The SensorManager will notify the change to 
the SmartParkingServer, that will update its variables consequently. Finally, the Mobile-
App can ask the SmartParkingServer if there are parking lots of a certain type available 
in the surroundings of a given position.

A critical decision to be made to build the state machine, which then impacts the num-
ber and quality of test scripts generated, is that of the system states. Indeed, if the state 
machine is represented in too much detail, we may end up with a huge number of states 
(state explosion problem), that heavily slows down test scripts generation and execution. 
Therefore, the software tester has to choose the right level of detail carefully. To address 
the state explosion problem, we have decided to adopt an approach that we could define as 

Table 1  DiaMH and 
SmartParking UML Models 
details (SM = State Machine and 
CD = Class Diagram)

System SM States SM Transitions CD Classes

DiaMH 3 15 4
SmartParking 9 52 4
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a ’parking type’ granularity level. Since there are three types of parking, if we aggregate by 
type, we will have overall only 8 ( 23 = 8 ) states in the state machine.

– All parking lots are free (all free)
– Car over, free moto, free handicap
– Free car, moto over, free handicap
– Free car, free moto, handicap over
– Car over, moto over, free handicap
– Free car, moto over, handicap over
– Car over, free moto, handicap over
– All parking lots are taken (all over)

The complete model of SmartParking system used for the generation of the test scripts, 
including the UML StateMachine and the Class Diagram is available in the online replica-
tion package: https:// sepl. dibris. unige. it/ MATTER. php.

5.3  Research question and metrics

Our study aims at answering the following research questions:

RQ1: What is the effectiveness of the generated test suites in detecting bugs/faults in the 
IoT systems under test?

RQ2: Is the execution time reduction, due to the test suite minimisation step added in 
Matter, significant?

To answer our research question RQ1, we have to quantify the bug-detection capability 
of the test suites generated by Matter. Since measuring bug detection capability makes 
no sense for correct systems, as in the case of our two implementations used in the experi-
ment, we decided to simulate bugs using the technique known as Mutation Testing (Offutt 
& Untch, 2000) (a possible solution to validate the effectiveness of a test suite). Mutation 
testing is a technique that consists in exercising the test suite against slight variations of the 
original code, simulating the errors a developer could introduce during development and 
maintenance activities. These variations of the original software system, named mutants, are  
used to identify the weaknesses in the test artefacts by determining the parts of software 
that are poorly or never tested. For each mutant, the test scripts are run: if at least one test 
script fails, the mutant has been detected (killed), and this proves the effectiveness of the 
test suite in detecting the kind of fault introduced by the mutant. If no test fails, the mutant 
is not detected (i.e. it survives), and this proves the test suite weakness in detecting the kind 
of fault introduced by the mutant. Thus, we decided to measure the bug-detection capability  
of Matter as the number of bugs detected by each test suite over the total number of bugs 
present in the generated mutants. In particular, the metric we used to evaluate the overall test  
suite quality is the percentage of mutants killed out of the total (i.e. the higher, the better).

Instead, to answer our research question RQ2 we have decided to measure the time 
(expressed in seconds) required to execute the generated test suites (both complete and 
minimised) on each IoT system. In particular, the metric we used to evaluate the contri-
bution of the minimisation process is the percentage reduction from the time required to 
execute the complete test suites, w.r.t. the minimised ones.
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5.4  Validation framework

To the best of our knowledge, no automated test suite validation framework exists for IoT 
systems based on mutation testing. Therefore, we decided to implement a support tool 
capable of generating the mutants of DiaMH and SmartParking, and then, for each mutant, 
run the test suite generated by Matter and automatically collect the results.

Our mutation strategy is based on the extraction and mutation of JavaScript functions 
and SQL query contained in the Node-RED components of the two IoT systems used in 
the experiment. The execution workflow of the implemented validation framework is pre-
sented in Fig. 6 (upper and middle part). The starting point is the Node-RED sources of 
the IoT system under test. The tool 1J  extracts code from function nodes of the system 
flows (that are the actual implementations of the system components virtualised or natively 
implemented with Node-RED) and saves them to file, then 2J  generates mutants of the 
extracted code, and 3  for each mutant M of a node N, generates a copy of the Node-
RED flows with M in place of N. The Javascript Mutator sub-component relies on Stryker 
(https://stryker-mutator.io/), a mutation tool for Javascript able to support numerous 
mutation operators for unary, binary, logical and updates instructions, boolean substitu-
tions, conditional removals, arrays declarations, and block statements removals. Then, the 
Mutant manager and Test runner component 4  communicates with the Node-RED server 
and for each generated mutated Node-RED flow: (a) starts the Node-RED server executing 
the mutated flow; (b) runs the generated test suite against the mutated IoT system; (c) saves 
results; and (d) stops the server.

Moreover, to mutate the SQL select statements used by the SmartParking Node-RED 
server to retrieve information about parking lots from the database, we relied on SQL-
Mutation (Tuya et al., 2006; Tuya et al., 2007), a tool that allows to automatically gener-
ate mutants of SQL queries using different mutation operators such as clause mutations, 

Fig. 6  Execution workflow of the validation framework. Generation of the IoT systems mutants (concerning  
both Javascript and SQL) and mutant-based evaluation of the test suites generated by Matter. Note that  
each mutated version of the IoT systems contains only a mutant per evaluation
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operator replacements, NULL handling mutations and identifier replacements. Looking at 
Fig.  6 (bottom), after extracting the SQL queries used by function nodes 1S  , we used 
SQLMutation to generate the mutated queries 2S  . The mutated queries are inserted back 
in copies of the Node-RED flows of SmartParking server by an automated script 3  , and 
are subsequently used by the Mutant manager and test runner tool 4  as seen for the JavaS-
cript mutants described before. Note that each mutated version of the IoT systems contains 
only a mutant per evaluation.

5.5  Procedure

As the first step to answer the RQs of our study, we generated with Matter two test 
suites (complete and minimised) for each of the considered IoT systems (DiaMH and 
SmartParking).

Then, for answering RQ1, we employed the aforementioned validation framework for 
each test suite and IoT system. To be as conservative as possible, we marked a mutant as 
killed only if it has been killed by multiple test scripts of the generated test suite. Addition-
ally, in case only a test script of the test suite kills the mutant, then we manually re-executed 
the test suite against such mutant three additional times to be sure that such single killing 
is not due to flakiness (i.e. so the mutant must be killed in all the four executions of the test 
suite). This has been done to avoid marking as killed mutants that have had problems dur-
ing their execution due to the complexity of the system infrastructure of the IoT systems 
that could potentially introduce flakiness (Eck et al., 2019)4. Indeed, during the mutation 
testing of DiaMH and SmartParking, on the system used to run the experiments (a laptop 
featuring an Intel Core i7 7500U, dual-core 2.90 GHz, 16 GB RAM, and Windows 10) 
have been running concurrently: (1) the mutant runner on Eclipse IDE, (2) the Node-RED 
server on a VirtualBox virtual machine (using Debian 9) with 8 GB of dedicated RAM, 
and (3) the mobile application on Android Emulator. The various IoT systems’ components 
are connected through LAN, and communicate through various protocols (e.g. the MQTT 
protocol is used in DiaMH to transmit glucose readings and dispatch commands). Then, we 
manually analysed the surviving mutants to understand which are equivalent to the original 
version of the IoT system (i.e. mutants behaviourally equivalent to the original program). 
At this point, to answer RQ1, we counted how many mutants have been killed by the gen-
erated test suite considering only the non-equivalent ones, for each test suite and for each 
IoT systems.

To answer RQ2, we executed both the complete and the minimised test suites against 
the original version of the two IoT systems, selected as experimental objects, noting down 
the time required to complete the execution. Note that the complete test suites are gener-
ated by Matter by deactivating the minimisation module. To minimise any fluctuation due 
to possible active processes during the calculation, we averaged the obtained value three 
times. We have estimated that this number is sufficient since we noticed that the variance 
is minimal.

4 Flaky tests exhibit a seemingly random outcome (pass or fail) when run against the same, identical soft-
ware
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5.6  Results

RQ1: Effectiveness in Detecting Bugs/Faults

DiaMH For this IoT system, Matter generated a test suite composed of 12 test cases over-
all that are reduced to 8 after the minimisation. To evaluate them, we employed the valida-
tion framework that provided the results (mutants killed or survived by the two test suites) 
for each of the 185 mutants generated for DiaMH. Since, as expected by the minimisation 
process, results concerning the bug detection capability of the two kinds of test suites are 
identical, we will describe them together. We recall that the only purpose of minimisation 
is that of eliminating redundant test paths before generating test scripts.

First, we analyzed in detail why some mutants have not been killed. Of the 76 surviving 
mutants, 60 are undetectable (see column Equivalent in Table 2) since they manifest exactly 
the same expected behaviour of the original DiaMH (i.e. they are equivalent mutants), and 
therefore they cannot be detected with any black-box testing technique (Grün et al., 2009; 
Jia & Harman, 2011). For example, the majority of the equivalent mutants (43 mutants out 
of 60) affected only log print statements on the Node-RED server console. Since logs are 
not described in the expected behaviour of DiaMH, mutants affecting such statements are 
equivalent to the original system from a functional point of view. Other mutants are equiv-
alent because of redundant statements (12 mutants of 60): some commands performed in 
a function node part of the flow implementing the component (usually loading a global 
variable and assigning its value to an attribute of the message) are performed identically in 
a subsequent node before any use; so modifying these commands does not affect execution 
results. Finally, the remaining five equivalent mutants modify the expressions that generate 
glucose readings. In the sensor Node-RED component simulating the real glucose sensor, 
there are two operations that are used to generate values, respectively, under or over the 
threshold. These mutants modify some operators contained in these two operations, but the 
result continues to be in the right range.

Table 2 shows the number of killed/survived mutants after the execution of the two 
generated test suites against the remaining 125 mutants (i.e. the not equivalent ones, 185 
total mutants - 60 equivalent).

Among them, 13 mutants affect the sensor component, 81 the cloud component, 
and 31 the pump component. The first column indicates which Component has been 
mutated, the column Mutants indicates the number of generated mutants for that com-
ponent, while the Survived column indicates how many mutants were not detected by 
the generated test suite, the Killed how many were detected. From Table 2, it is evident 
that the generated test suites have been able to kill/detect the 87% of the mutants overall 

Table 2  DiaMH mutation 
testing: mutant detection of 
the two generated test suite 
(complete and minimised)

Component Mutants Survived Killed

Total Equivalent Different

Sensor 20 7 13 2 (15%) 11 (85%)
Cloud 116 35 81 3 (4%) 78 (96%)
Pump 49 18 31 11 (35%) 20 (65%)
Total 185 60 125 16 (13%) 109 (87%)
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(109 out of 125). For mutants localised in the Cloud component (78 out of 81), the 
detection rate is even higher, reaching the 96%.

Now let us analyse why some mutants survived. In total, only 16 mutants survived. 
Fourteen of them change the behaviour of DiaMH but only on minor aspects that were 
not documented in the requirements and thus in the model. Therefore, they modify the 
behaviour of the original system in a way that the test scripts cannot detect the change. 
For example, in the insulin pump, some mutants prevent the pump from replying to 
pings coming from the smartphone. If the mobile app, when started, does not receive 
a response to the ping, a red FAIL message will appear in the pump status info on the 
mobile app. Nevertheless, our test scripts do not check this status info since, in the 
designed state machine, no assertion method checks them, and so the generated test 
scripts cannot detect these mutants. The test suite was unable to identify the last two 
survived mutants since they require a specific input to be detected. Indeed, they changed 
a ’>’ in ’ ≥ ’ in two Node-RED nodes checking how many readings over the threshold 
are stored in the cloud’s memory. To appreciate a difference with the original system, 
we should have sent input sequences that contain exactly the threshold value.

Now let us analyse why the distribution of mutants that survived among components 
is unbalanced towards the Pump component (i.e. 35% vs. 15% and 4%). The reason is 
again to be found in what was said before: a high percentage of ’undetectable’ mutants 
have been produced precisely for the Pump component since test scripts do not check 
the aforementioned status info, since in the designed state machine, no assertion method 
checks them.

SmartParking  For this IoT system, Matter generated a test suite composed of 43 test 
scripts overall that have been reduced to 31 after the minimisation step. As done for 
DiaMH, to evaluate them, we employed the validation framework that provided the results 
(killed or survived for each test scripts contained in the test suites) for each of the 151 
mutants generated for SmartParking. Since, as expected, also for this IoT system the results 
concerning the bug detection capability of the two test suites are identical, we will describe 
them together.

As done for DiaMH, also for SmartParking we first analysed why some mutants have 
not been killed. Of the 23 surviving mutants, 16 are undetectable (see column Equivalent 
in Table 3) since they manifest exactly the same expected behaviour of the original Smart-
Parking (i.e. they are equivalent mutants). More in detail, 15 of them are SQL equivalent 
mutants, that means queries that, in our application’s domain, will always return the same 
data of the original query. Note that the SQLMutation tool we used offers a feature that 
automatically removes equivalent mutants. However, it can remove only mutants that are 
always equivalent, i.e. queries that will always return the same data of the original query in 

Table 3  SmartParking mutation 
testing: mutant detection of 
the two generated test suite 
(complete and minimised)

Component Mutants Survived Killed

Total Equivalent Different

Sensor 10 0 10 2 (20%) 8 (80%)
Server 57 1 56 0 (0%) 56 (100%)
SQL 84 15 69 5 (7%) 64 (93%)
Total 151 16 135 7 (5%) 128 (95%)
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every possible state of the database. The equivalent queries that we found in our analysis 
are instead equivalent because of the requirements of the Parking application domain. As 
an example, the query retrieving a user from the database for authentication is SELECT * 
FROM users WHERE username = “user” AND password = “psw”. A mutant gener-
ated by SQLMutation for this query, for example, adds a DISTINCT clause to it. The two 
queries are not universally equivalent, but they will behave differently only if in the users’ 
table there are two users with the same username and password, and this cannot happen in 
our application domain. The remaining equivalent mutant (1 of 16) changed a line in the 
authentication node (part of the flow implementing server component) in a way that makes 
no difference w.r.t. the original one.

Table 3 shows the number of killed/survived mutants after the execution of each of the 
two generated test suites on the remaining 135 mutants (i.e. the not equivalent ones, 151 
total mutants - 16 equivalent). Among them, 13 mutants affect the sensor component, 56 
the server component, and 69 SQL statements.

From Table 3, it is evident that the generated test suites have been able to kill/detect the 
95% of the mutants overall (128 out of 135). For mutants localised in the server component 
(56 out of 135), the detection rate is absolute (100%). In total, only seven mutants survived. 
Such non-equivalent survived mutants can be motivated as follows: the two survivors in  
the sensor component changed a parameter that prevents the output of the query from  
being returned. However, the query is executed anyway, and since it is an UPDATE query, 
its result is not interesting for the application that will behave in the same way as the origi- 
nal. The five survivors in the SQL mutants are queries that return different data w.r.t. the  
original one, but the application does not vary its observed behaviour. An example is the  
login query: there is a mutant that removes the username check, returning all the users with 
a given password (SELECT * FROM smartparking.users WHERE psw = “password”). 
This query will return all the users that have the same password, and therefore is not equiv-
alent. But the authentication node (part of the flow implementing the Server component) of 
SmartParking does not check if more users are returned, it just limits to check if the query 
result is not empty: if it is empty, the login will fail; otherwise, it will pass. Therefore, even  
if this mutant is not equivalent, our test suites are not able to detect it.

Summary  the generated test suites were able to detect 237 of 260 mutants; overall (91%) 
considering both IoT systems. Among the 23 mutants that were not detected (9%), some 
survived since they changed the behaviour of the systems in minor and non-documented 
aspects. So, to all intents and purposes, these can be undetectable mutants since the test 
model used for generating the test scripts did not incorporate such details. Excluding also 
these 14 mutants – since this is a limit more of the test model than of the approach – the 
mutants detection rate of our approach arrives to the 96% (i.e. 237 out of 246 mutants). It is 
important to note that due to the way the minimisation component was developed, the bug 
detection capability of the test suites is not affected by the minimisation process.

RQ2: Execution time reduction from the minimisation process

Table 4 shows the time required to execute each test suite generated by Matter for 
both the considered IoT systems (column Time, measured in seconds). The Table also 
reports the difference between the complete version of the test suite and the minimised 
one, both as absolute value (column Difference) and percentage of reduction (column 
Reduction).
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From the table, it is evident that minimising the test suites, that as seen before, consists 
of reducing the number of test cases by removing the redundant ones (see the number of 
test scripts for each test suite in column Test Cases), has a positive effect on the overall 
time required to execute the test suite. In the case of DiaMH the reduction is of 190s from 
a total time required of 975s, which is equivalent to a -19.5% time reduction. Even better 
results are obtained in the case of SmartParking with a reduction that reaches the -24.1%; 
given the long execution times of the test suites generated for this app, this corresponds to 
a reduction of the time required of about 35 minutes (i.e. 2087s).

The execution of the SmartParking test suite requires a significant amount of time with 
respect to DiaMH not only because its test suite is composed of more test scripts, but also 
because the test scripts are constituted by more steps, and so they are more complex. This 
is due to two reasons: 

1. The state machine of SmartParking is more complex than DiaMH’s one, and therefore a 
higher number of test cases is required to cover it together with the fact that statistically 
some generated test scripts were found to be longer;

2. There are more interactions with the mobile application w.r.t. DiaMH, and therefore test 
scripts will last longer.

The second reason is due to the fact that in DiaMH the mobile application is by far simpler 
than the SmartParking’s one: in SmartParking we have three different maps that show the 
locations of the three types of parking lots. Interacting with the application to check if 
parking lots are in the correct state requires to use several waiting times to prevent flaki-
ness. Since flakiness poses a serious threat to the mutation testing validation, we followed 
a conservative approach inserting waiting times before every interaction in the mobile 
app, and this contributed to increase the duration of test scripts. However, since wait times 
affect both the complete and the minimised test suite of the same proportional amount, this 
is not a problem for the comparison.

It is important to note that, as described in Section 3.3.2, the optimisations do not influ-
ence the effectiveness of the generated test suites since only redundant test scripts are 
removed. We observed this effect also in practice, and indeed, the obtained results con-
cerning the effectiveness of the minimised test suites confirm the theoretical intuition. The 
minimised test suites show exactly the same effectiveness in detecting bugs, so their scores 
are exactly the same as the complete test suite reported in the results for RQ1.

Summary the execution of the generated test suites required tens of minutes, for DiaMH, 
and a few hours for SmartParking. The effect of the minimisation, introduced in the novel 
version of Matter, on the time required to execute the test suites is significant for both IoT 
systems since the reduction range from 1/5 to 1/4 of the total time (with no negative effect 
on the bug-detection capability).

Table 4  Time required for the 
execution of the four test suites 
generated by Matter 

Test Suite Test Cases Time Difference Reduction

DiaMH Complete 12 975s
DiaMH Minimised 8 785s 190s -19.5 %
SmartParking Complete 43 8663s
SmartParking Minimised 31 6576s 2087s -24.1%
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5.7  Threats to validity

The main threats to validity affecting an empirical study are: Internal, External, Construct, 
and Conclusion validity (Wohlin et al., 2012).

Internal Validity threats concern confounding factors that may affect a dependent vari-
able (in our case, number of detected mutants for RQ1 and time required for RQ2). In 
this context, the main threat is probably related to the choice of the tools for executing the 
mutations. Indeed, different tools could be potentially able to generate different mutants 
and so impacting the behaviour of the two IoT systems differently. This could, potentially, 
reduce the mutant-detection capability of the test suites generated by Matter. To reduce 
this threat, we selected two mature mutation tools already used in other scientific works, 
one for JavaScript and the other for SQL, able to generate various kind of mutants (e.g. 
Stryker supports more than 30 types of mutations). Stryker has been used in (Chekam 
et al., 2020; Escobar-Velásquez et al., 2020) while SQLMutation in (Kaminski et al., 2011; 
Tuya et al., 2008).

External Validity threats are related to the generalisation of results. Both the IoT sys-
tems employed in the empirical evaluation of Matter are examples of real systems even 
if small in size. Indeed, DiaMH was already available from previous works  (Istepanian 
et al., 2011; Parasoft, 2021), while SmartParking has been created by following the speci-
fications provided in the SmartSantander project (SmartSantander, 2012; Sanchez, 2014). 
This makes the context quite realistic, even though further studies with existing, more com-
plex systems are necessary to confirm or confute the obtained results. In particular, we 
believe that experiments with more complex and real industrial IoT systems are needed 
to understand how  Matter can manage larger test models, particularly concerning the 
number of test scripts generated and thus the feasibility of producing and executing larger 
test suites. Finally, we considered two IoT systems characterised by a precise and repeat-
able behaviour (in other words, they are deterministic): this allowed Matter to generated 
very precise assertions and thus to reach a very high mutants detection rate. In practice, 
IoT systems often include complex computations performed on the server-side cloud, and 
based on machine/deep learning algorithms. In these cases, the definition of the behav-
iour of the system and the testing phase  (Braiek & Khomh,  2020) becomes more com-
plex since the business logic running on the server cloud could potentially provide different 
results also re-executing the system with exactly the same input. As an example, let us 
imagine a machine learning component that continues to refine its predictions based on 
the input received from all the patients of the system (online machine learning (Shalev-
Shwartz et al., 2011)); in this specific case, even the execution of a test script could modify 
the behaviour of the machine learning predictor component. With this type of systems, it 
would be very difficult if not impossible to apply Matter.

Construct validity threats concern the relationship between theory and observation. Con-
cerning RQ1, they are due to how we measured the effectiveness of our approach in generat-
ing test suites able to detect bugs/faults. To minimise this threat, we decided to measure the 
effectiveness objectively, thanks to mutation testing. We adopted the Stryker mutator, a tool 
able to insert various types of bugs in the source code (and thus to mimic a relevant number 
of possible errors). Instead, for RQ2, construct validity threats are due to how we measured 
the time required to execute the generated test suites (both complete and minimised) on each 
IoT system. Also, in this case, the measure is objective since it was totally automated and, 
to minimise any fluctuation (due to possible active processes during the calculation), we 
averaged the obtained value three times. We have estimated that three times is sufficient 
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since we noticed that the variance is minimal. Another possible Construct validity threat 
is Authors’ Bias. It concerns the involvement of the authors in manual activities conducted 
during the empirical study and the influence of the authors’ expectations about the empiri-
cal study on such activities. To make our experimentation more realistic and to reduce as 
much as possible this threat, we adopted two IoT systems created in the context of previous 
works (SmartSantander, 2012; Istepanian et al., 2011; Parasoft, 2021; Sanchez et al., 2014) 
and thus with a behaviour specification already defined elsewhere. During the experimental 
part, we only modelled the behaviours of the chosen systems using UML State Machines 
and Class Diagrams as prescribed by our approach. Moreover, to reduce as much as pos-
sible any bias and render the evaluation more realistic in the evaluation of Matter, we used 
Stryker and SQLMutation, two mutator generator tools, that independently are able to intro-
duce bugs in the IoT SUT.

Threats to conclusion validity concern issues that may affect the ability to draw a cor-
rect conclusion, i.e. issues that may affect an adequate analysis of the data, as for example, 
using inadequate statistical methods. As our empirical study is similar to a case study and 
based on two IoT systems, we found it inappropriate to use statistical tests and therefore, 
this threat to validity does not apply to our case.

6  Related works

A common kind of model for describing behaviour that depends on sequences of events 
is the state machine. For this reason, in literature, there are several proposals deriving 
test cases from state machines (Bourhfir et  al., 1997; Friedman et  al., 2002; Hartman & 
Nagin, 2005; Utting, 2007).

Existing works cover different aspects of MBT, like test selection criteria (e.g. state cover-
age, transition coverage, or data-flow coverage) (Friedman et al., 2002), data coverage (e.g. 
pairwise or boundary analysis) (Bashir & Banuri, 2008; Edvardsson, 2002), prioritisation of 
relevant test cases (i.e. the ones that most likely will find bugs) (Gantait, 2011; Stallbaum 
et al., 2008), minimality of generated test suites (i.e. to generate the minimum number of test 
cases that will satisfy the desired coverage criteria) (Ammann & Offut, 2016) and transfor-
mation of abstract test cases in executable code (Utting, 2007). Many of the existing works 
do not cover the whole MBT process and generate only the list of test cases and input data 
required for testing, but do not produce executable test scripts as we did. This is the case of 
Bourhfir (Bourhfir et al., 1997) et al. that proposes an approach for generating test cases from 
an Extended Finite State Machine (EFSM) specification using the All Definition-Use Paths 
coverage criterion. To reduce the number of discarded test cases due to violated transition 
constraints, the executability of generated test cases is checked using symbolic execution. 
The final executable paths are evaluated symbolically in order to extract the corresponding 
input/output sequences which will be used during testing.

Friedman et al. (2002) describe several criteria for state machine coverage in test gen-
eration and a novel element based on testing constraints used to alleviate the state explo-
sion problem and the test case explosion problem. MBT is known to easily generate a huge 
amount of tests from even small models (Grieskamp, 2006). Clearly, this is more a problem 
in practice than an advantage; in fact, this is the main concern mentioned by users of MBT 
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tools at Microsoft (Grieskamp, 2006). Friedman et al., moreover, describe also the test gen-
eration algorithms exploiting coverage criteria and testing constraints in the context of the 
tool they proposed, the GOTCHA tool (Hartman & Nagin, 1999).

Utting and Legeard, in their book ’Practical model-based testing’ (Utting, 2007) 
describe several model-based testing techniques. They present techniques for test gen-
eration for finite state machines (simplifying, state machines without internal variables 
and guards on transitions), extended finite state machines (simplifying, state machines 
with internal variables and guards on transitions) and UML state machine diagrams. For 
simple finite state machines (FSM) (chapter 5), they use the Chinese postman algorithm 
(Thimbley,  2003) to generate the shortest path that visits every transition on the state 
machine graph. For extended finite state machines (EFSM) they present ModelJUnit5, a 
Java framework that allows to represent EFSM models and dynamically explore it. They 
also present methods to generate test cases from UML state machine diagrams. How-
ever, the description for UML state machines is not directly usable since the tool they 
used, LEIRIOS LTG/UML (Bernard et al., 2006), uses a proprietary constraint analysis 
engine to solve constraints imposed by guards. Utting and Legeard, in their book, also 
describe techniques to execute abstract test cases generated by model-based methods. 
In short, they propose three approaches: adaptation, transformation and mixed. In the 
adaptation approach, the software tester manually writes some code to wrap the SUT, 
exposing the interface required by the model. The transformation approach consists in 
translating abstract tests into executable test scripts, that can be expressed in a program-
ming language like C or Java, or a test notation like TTCN-3. The mixed approach is a 
combination of the other two approaches. Our approach can be classified as mixed, with 
a strong prevalence of adaptation and just some transformation, used only to translate 
model operators (like assignment and relational operators) in the operators used by the 
target language.

The European research project AGEDIS (Automated Generation and Execution of Test 
Suites for DIstributed Component-based Software) (Hartman & Nagin, 2005) developed 
a suite of model-based tools that, starting from a model of the system made of UML class 
diagrams, object diagrams and state machine diagrams are able to produce test scripts for 
a distributed system. Prototypes of the tools have been tried in industrial settings (Craggs 
et al., 2003). UML models are translated in an intermediate format (IF), that represents 
the system as a collection of communicating processes, and each process behaviour is 
represented by states linked by guarded transitions. Starting from this model, the test gen-
erator produces an abstract test suite composed by paths (or directed graphs in case of 
non-deterministic systems) through the model, that are given to a test executor that runs 
them. The executor relies on test execution directives represented in XML to fill the gap 
between the model and the implementation details. In Matter we used configuration files 
for a similar purpose.

Table 5 summarises the main similarities and differences among our proposal and the 
works of other researchers that are more closer to Matter. Other MBT testing tools can be 
found in (Shafique & Labiche, 2015) where a systematic review about MBT tools relying 
on state-based models has been presented.

5 https:// sourc eforge. net/ proje cts/ model junit/
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7  Conclusions and future work

In this paper, we have presented Matter, a semi-automated model-based approach able to 
produce acceptance test suites for IoT systems. The approach is supported by a prototype 
tool that automatically generates entire test suites starting from an input model represent-
ing the expected behaviour of the system.

The effectiveness of the test suites generated by Matter has been empirically evalu-
ated using mutation testing. Over the two considered IoT systems, the test suites generated 
were able to detect, on average, the 91% of the mutants. We have also evaluated the time 
required to execute the generated test suite to understand the benefits of the novel minimi-
sation process implemented in Matter. The reduction is significant for both IoT systems, 
it ranges from 1/5 to 1/4 of the total time (with no negative effect on the bug-detection 
capability).

Our approach probably does not pay-off for small IoT systems like DiaMH, and par-
tially also SmartParking, since its application requires a non-negligible effort. However, we 

Table 5  Summary of the Similarities and Differences among our proposal and the related works

Paper Similarities Differences

Bourhfir (Bourhfir et al., 
1997)

-MBT -different output (test cases and not executable 
test scripts)

-different domain (not specific for IoT systems)
-different testing model (EFSM)
-different coverage criterion (All Definition-Use 

Paths coverage criterion)
-different approach to discard infeasible test 

cases (symbolic execution)
GOTCHA tool (Hartman & 

Nagin, 1999)
-MBT -different testing model (FSM)

-similar output (executable 
test scripts)

-different domain (developed for hardware 
architecture models but used also for testing 
software systems)

-different coverage criterion (state and transition 
coverage)

Utting and Legeard 
(Utting, 2007) (chapter 5)

-MBT -different domain (not specific for IoT systems)

-same testing model (UML 
state machines, but also 
FSM and EFSM)

-different algorithms to generate test paths (e.g. 
Chinese postman algorithm (Thimbleby, 
2003))

-similar output (executable 
test scripts)

AGEDIS (Hartman & 
Nagin, 2005)

-MBT -differently from us the approach was applied in 
industrial settings

-similar testing model 
(UML class diagrams 
and state machine)

-test scripts generation through intermediate 
format

-similar output (executable 
test scripts

-different domain (distributed systems)

-different approach to discard infeasible test 
cases (constraint analysis)
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speculate that Matter becomes cost-effective for complex IoT systems, when hundreds of 
test scripts must be generated. In these cases, indeed, a manual development of a test suite 
is a time-consuming task, and reaching manually a complete coverage of the model can be 
very hard (if not impossible). To better understand this aspect, we plan to extend our evalu-
ation in several directions. First, we want to perform a controlled experiment to compare 
Matter’s automated approach with the manual one of generating test scripts. Second, we 
plan to evaluate the industrial applicability of our method thanks to the help of an indus-
trial partner that develops real IoT systems in the smart city context (i.e. systems similar to 
SmartParking).

To improve the readability and creation of the models (in particular for complex IoT 
systems), we plan to extend Matter to work with different state machines describing the 
system from different views: indeed, every state machine will focus on only one specific 
aspect of the system behaviour (e.g. main functionalities, reliability, connectivity). In 
this way, each state machine will describe the required behaviour from a specific point of 
view. Moreover, we plan to evaluate the effectiveness of the generated E2E test scripts in 
detecting different kinds of problems, beyond the possible bugs of the system source code: 
for instance, problem in the communication between the various components of the IoT 
system due to network errors, as we already investigated in the context of previous work 
(Leotta, 2019).

We also plan to investigate better the effect of adopting different coverage criterion in 
order to understand the trade-off between the complexity of the generated test suites and 
the bug detection capability.

Finally, we are preparing a documentation able to guide the Matter’s user on how to 
complete the various steps required (this will be fundamental for both the experiments with 
subjects and for proposing Matter in the industry).
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