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Abstract
To examine the reproducibility of COVID-19 research, we create a dataset of pre-prints 
posted to arXiv, bioRxiv, and medRxiv between 28 January 2020 and 30 June 2021 that are 
related to COVID-19. We extract the text from these pre-prints and parse them looking for 
keyword markers signaling the availability of the data and code underpinning the pre-print. 
For the pre-prints that are in our sample, we are unable to find markers of either open data 
or open code for 75% of those on arXiv, 67% of those on bioRxiv, and 79% of those on 
medRxiv.
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Introduction

Scientists use open repositories of papers to disseminate their research more quickly than is 
possible in traditional journals or conference proceedings, and to obtain feedback on their 
work prior to publication. These repositories, such as arXiv, bioRxiv, and medRxiv, are 
a critical component of scientific communication and a lot of research builds on the pre-
prints posted there. Pre-print repositories have been especially important during the 2019 
novel coronavirus (COVID-19) pandemic and the changes it has imposed on the scientific 
community (Else, 2020). The centrality of pre-prints to science means that it is important 
that the results that are posted are credible. These repositories are not peer-reviewed, and, 
in general, anyone with appropriate academic credentials can submit a pre-print.

Neither peer-review nor credentials are a panacea nor a guarantee of quality. And the 
gate-keeping and slow publication times of traditional journals mean pre-print repositories 
are important. But it is important that scientists impose standards on themselves, and argu-
ably repositories have a role to play here. Following Weissgerber et al. (2021), we examine 
pre-prints about COVID-19 posted to arXiv, bioRxiv, and medRxiv from 28 January 2020 
through to 30 June 2021. By way of background, each of these three repositories has a 
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different focus: arXiv is general although it has especially high rates of usage from fields 
like mathematics, physics, and computer science, bioRxiv focuses on biological sciences, 
and medRxiv focuses on health sciences.

We search for markers of open science as indicators of reproducibility, specifically 
open data and open code. The definition of reproducibility tends to vary by context and 
academic field (Barba, 2018). For the purposes of this paper, we define reproducibility to 
mean the ability for different researchers to achieve the same results given the same data 
and computational methods as the original source. This contrasts with replicability, which 
we define as the ability for different researchers to achieve consistent results by conducting 
the full data collection and analysis process in lieu of reusing original data. These defini-
tions match that of Cacioppo et al. (2015) and National Academies of Sciences and Medi-
cine (2019). What constitutes open code or open data is complicated and discipline spe-
cific. The details of the oddpub approach are available in Riedel et al. (2020). The general 
criteria are that specific mention should be made of where the data and code are located, 
and that data should be as close to raw as possible. Data and code must also be freely 
accessible to anyone (no request, application, registration process, or affiliation required).

We find that of the papers sampled, approximately 75% of papers from arXiv, 67% of 
papers from bioRxiv, and 79% of papers from medRxiv contain neither open data nor open 
code markers. A summary of our main results is contained in Fig. 1. Examining trends over 
time, we find that the proportion of pre-prints containing open data or code markers has 
fluctuated but shown no obvious trend throughout the pandemic. We also find that the pres-
ence of open data or open code markers seems to have little association with a pre-print’s 
subsequent publication, and the subset of sampled pre-prints that have been published con-
tains approximately the same proportion of papers with these markers.

All pre-prints posted between 28 January 2020 and 30 June 2021

Those about COVID-19

arXiv: 4,250 pre-prints bioRxiv: 4,146 pre-prints medRxiv: 13,194 pre-prints

Random sampling stratified by repository

arXiv: 1,000 pre-prints bioRxiv: 1,000 pre-prints medRxiv: 1,500 pre-prints

Those with markers of open code or open data

arXiv: 248 pre-prints bioRxiv: 326 pre-prints medRxiv: 320 pre-prints

Fig. 1  Summary of process and main results
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The remainder of this paper is structured as follows: in Section “Methodology” we dis-
cuss the process of constructing our dataset through retrieving pre-prints from the arXiv, 
bioRxiv, and medRxiv repositories and mining them for open data and open code markers. 
In Section “Results”, we present the results and key findings of this process. Finally, in 
Section “Discussion” we discuss the implications of these findings in the broader context 
of reproducibility and science during the COVID-19 pandemic, as well as next steps to 
expand on our findings and questions raised in the research process.

Methodology

Pre‑print metadata

Our primary dataset consists of pre-print metadata extracted from the arXiv, bioRxiv, and 
medRxiv pre-print repositories via their respective Application Programming Interfaces 
(APIs). This metadata varies by repository, but generally includes: title, abstract, author(s), 
date created, research field, DOI, version number, corresponding author, corresponding 
author’s institutional affiliation, published DOI (if the pre-print has since been published 
in a peer-reviewed journal), and download link. The data collection process was conducted 
separately for COVID-19 and pre-COVID-19 papers.

For COVID-19-related pre-prints, we first created a local copy of each repository con-
taining all metadata for pre-prints posted between 1 January, 2020, and 30 June, 2021. We 
classified individual pre-prints as “COVID-19-related” based on whether they contained 
one or more of the following terms in their title or abstract (case insensitive): “COVID-
19,” “COVID 19,” “corona virus,” “coronavirus,” “coronavirus-2,” “SARS-CoV-2,” “SAR-
SCoV-2,” and “2019-nCoV.” We then randomly sampled pre-prints for further analysis.

For pre-COVID-19 pre-prints, we created a local copy of each repository containing all 
metadata for pre-prints posted between 1 January, 2019, and December 31, 2019. Since 
medRxiv was launched in June 2019, we used all pre-print data from the latter half of 
2019. We then randomly sampled 1200 pre-prints from each repository’s dataset for analy-
sis, except for medRxiv for which only 913 pre-prints were available over this time.

Open data and code detection

We checked our sampled pre-prints for open data and code markers using the Open Data 
Detection in Publications (ODDPub) text mining algorithm (Riedel et  al., 2020) within 
the oddpub R package (Riedel, 2019) (RRID:SCR_018385) . This required download-
ing each pre-print as a PDF and then converting the PDFs to text files. We then conducted 
the open data and open code detection procedure, which involved searching for keywords 
and other markers of open data and open code availability. This was conducted using the 
open_data_search() function from the oddpub package. In the validation con-
ducted by the authors of the package, the ODDPub algorithm had a sensitivity of 0.73 
and a specificity of 1.00 for open code detection, and a sensitivity of 0.73 and a specific-
ity of 0.97 for open data detection compared with manual screening (Riedel et al., 2020). 
Since the ODDPub algorithm was developed specifically for biomedical publications, we 
conducted our own validation process for its performance on arXiv pre-prints. We found 
that the ODDPub algorithm performed with a sensitivity of 0.60 and a specificity of 0.98 
for open code detection, and a sensitivity of 0.67 and a specificity of 0.98 for open data 
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detection compared with manual screening. Details of our validation procedure are con-
tained in Appendix A. Our work was conducted using the statistical programming language 
R (Core, 2020) (RRID:SCR_001905).

The result of this process is a dataset indicating the presence of open data or open code 
markers in each pre-print (with a logical vector for each marker, followed by the relevant 
open data or open code statements where applicable). Our final dataset was formed by join-
ing this output with the original sample metadata, typically using the DOI or the unique file 
name, to form a dataset including all original metadata for each pre-print alongside its open 
data and open code status and markers.

Results

Pre‑pandemic pre‑prints

To examine the influence of the COVID-19 pandemic on open science practices during 
the pandemic, we analyzed pre-prints posted between January and December 2019 from 
each of the four repositories in question. Since medRxiv was founded in June 2019, all pre-
prints posted in the latter half of 2019 were analyzed (a total of 913). For all other reposito-
ries, a random sample of 1200 was taken from all non-COVID-19-related pre-prints posted 
in the relevant date range.

Between June and December 2019, the number of pre-prints posted to medRxiv 
monthly saw an overall increase, which may be expected as the repository gained recogni-
tion and popularity in the medical research community (Fig. 2). The number of pre-prints 
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Fig. 2  Number of pre-prints posted per month in 2019 to arXiv (N = 150,018), bioRxiv (N = 31,752), 
medRxiv (N = 913)
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posted monthly to bioRxiv also saw a slight overall increase throughout 2019, while the 
number of those posted to arXiv fluctuated throughout the year (Fig. 2). Due to its relative 
immaturity at the beginning of the COVID-19 pandemic, a significant portion of medRx-
iv’s overall usage has been dedicated to COVID-19-related research. In total, 21,647 pre-
prints were posted to medRxiv between June 2019 and 30 June, 2021, 13,194 of which 
(approximately 61%) relate to COVID-19.

Of the analyzed pre-prints from 2019, 93% of those posted to arXiv, 63% of those 
posted to bioRxiv, and 75% of those posted to medRxiv showed no indication of open data 
or open code.

Examining publication rates for pre-pandemic papers, we observe that 41% of pre-
prints posted to arXiv, 64% of pre-prints posted to bioRxiv, and 61% of pre-prints posted to 
medRxiv during 2019 were eventually peer reviewed and published (Table 1). When disag-
gregated by open data and code status, we find that published and unpublished pre-prints 
contain open data and code markers in similar proportions (Table 2).

All pre‑prints related to COVID‑19

The number of pre-prints posted per month increased in the first half of 2020 across all 
repositories, reaching a maximum sometime between April and June (depending on reposi-
tory) and subsequently decreasing. The number of pre-prints posted monthly since August 
2020 has remained reasonably steady, with the exception of medRxiv, which experienced 
an increase to nearly 1000 pre-prints posted in March 2021 (Fig. 3). For context, COVID-
19 was declared a pandemic by the World Health Organization (WHO) on March 11, 2020, 

Table 1  Counts and proportion 
of published COVID-19 pre-
prints in each repository, 2019

Repositiory Published pre-prints Proportion 
published

arXiv 62,045 0.41
bioRxiv 20,445 0.64
medRxiv 555 0.61

Table 2  Counts and proportions 
of open data markers by whether 
the pre-print was published, 2019

Status Both Neither Open code Open data Propor-
tion with 
neither

arXiv
 Unpublished 11 645 44 3 0.92
 Published 6 467 15 9 0.94

bioRxiv
 Unpublished 38 264 34 87 0.62
 Published 78 488 64 147 0.63

medRxiv
 Unpublished 19 277 19 43 0.77
 Published 38 409 36 72 0.74
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at which point the number of cases globally had just surpassed 118,000 (primarily in east 
Asia) and the virus had been reported in 114 countries (World Health Organization, 2020).

Open data and code

From the collection of all pre-prints related to COVID-19, we randomly sampled 3500 pre-
prints to analyze, stratified by repository. This sample is broken down as follows: 1500 
from medRxiv, 1000 from arXiv, and 1000 from bioRxiv. Broadly, we are unable to find 
markers of either open data or open code for 2606 pre-prints or approximately 74% of 
our sample (Appendix B Table 10). Of the remaining pre-prints, 7% contained open code 
markers only, 10% contained open data markers only, and 8% included markers of both 
open data and open code.

When differentiated by repository, we observe that open data and code markers were 
absent from 75% of the sampled arXiv pre-prints, 67% of the sampled bioRxiv pre-prints, 
79% of the sampled medRxiv pre-prints. The distribution of the remaining portion of pre-
prints also varies by repository (Appendix B Table 10). Notably, 28% of sampled pre-prints 
from bioRxiv contained open data markers and 22% of sampled arXiv pre-prints contained 
markers of open code, the highest proportions of any repository for each type of marker. 
Our results are similar to McGuinness , Sheppard (2021), who focus on medRxiv and find 
that 23% describe open data.

The distribution of total sampled pre-prints and sampled pre-prints with open data 
or code markers roughly follows that of COVID-19-related pre-prints posted in general 
(Fig. 4). The proportion of pre-prints with open data or code has fluctuated over time 
but shows no consistent overall increase or decrease throughout the course of the pan-
demic, nor in conjunction with increases or decreases in the total number of pre-prints 
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posted to any given repository. In our datasets, very few (if any) pre-prints were sam-
pled for the month of January 2020. None of these pre-prints contained open data or 
open code markers, thus the 0% rate of open data and code for this month across all 
repositories should be considered an outlier.

It is also important to note that pre-prints posted during the early months of the pan-
demic were likely using, and reusing, publicly available data sources due to an inabil-
ity to collect original data within a short timeframe. Additionally, oddpub does not 
consider ‘[t]he reuse of data/code previously published by other researchers’ (Riedel 
et al., 2020). A different definition of open data could enable pre-prints that reuse pub-
licly available data to be considered as having their data available for reproducibility 
purposes.

The proportion of bioRxiv and medRxiv pre-prints lacking both open data and 
open code are approximately 4% higher than the corresponding proportions of 2019 
pre-prints, suggesting that the analyzed pre-prints from 2019 may contain an overall 
higher prevalence of open data and code markers than pre-prints concerning COVID-19 
(Table 9). Specifically, we found that open data availability in medRxiv pre-prints was 
significantly associated with a pre-pandemic registration date ( � 2 = 4.8508, p < 0.005), 
as was open code availability for bioRxiv pre-prints ( � 2 = 14.491, p < 0.005). This 
would suggest that open data and code practices may have suffered in the context of 
COVID-19, or that it may be something that is backfilled after posting.

On the other hand, the analyzed arXiv COVID-19-related pre-prints contain a higher 
proportion of open data and code markers overall than their 2019 counterparts, with an 

0
50

100
150
200

0
50

100

arXiv bioRxiv medRxiv

Ja
n 2

01
9

Ju
l 2

01
9

Dec
 20

19

Ja
n 2

01
9

Ju
l 2

01
9

Dec
 20

19

Ja
n 2

01
9

Ju
l 2

01
9

Dec
 20

19
0

30
60
90

Month

N
um

be
r o

f p
re

−p
rin

ts Note the different y−axes.
Sampled pre−prints by month in 2019

0
50

100
150

0
25
50
75

arXiv bioRxiv medRxiv

Ja
n 2

02
0

Ju
l 2

02
0

Ja
n 2

02
1

Ja
n 2

02
0

Ju
l 2

02
0

Ja
n 2

02
1

Ja
n 2

02
0

Ju
l 2

02
0

Ja
n 2

02
1

0
25
50
75

100
125

Month

N
um

be
r o

f p
re

−p
rin

ts Note the different y−axes.
Sampled pre−prints by month related to COVID−19

Type of marker

Neither

Open Code

Open Data

Both

Fig. 4  Number of sampled pre-prints posted in 2019, compared with those related to COVID-19: from 
arXiv (n in 2019 = 1000; n related to COVID = 1200), bioRxiv (n in 2019 = 1000; n related to COVID n 
= 1200), and medRxiv (n in 2019 = 1500; n related to COVID n = 913) distinguished by presence of open 
data or code markers



4662 Scientometrics (2022) 127:4655–4673

1 3

increase of 18% in sampled arXiv papers. For these repositories, the presence of both 
open data and open code markers was significantly associated with registration during 
the pandemic, suggesting that pre-prints related to COVID-19 in arXiv may have more 
consistently adhered to open science practices than their pre-pandemic counterparts ( � 2 
= 93.124, arXiv open data; � 2 = 106.88, arXiv open code; � 2 = 12.303).

Publication status

The proportion of pre-prints that have been published varies by repository (Table 3). Nota-
bly, of all COVID-19-related pre-prints in our dataset, approximately 30% of those posted 
to bioRxiv and nearly one-third of those posted to medRxiv were published. This is high 
in comparison to the proportion from arXiv, and although this might suggest that COVID-
19-related pre-prints in biomedical fields have received greater attention overall than pre-
prints from other fields, our results in Section “Pre-pandemic pre-prints” suggest that this 
pattern pre-dates the pandemic.

In Table 4 we disaggregate sampled pre-prints by whether there is an indication of pub-
lication. We find that the proportion of pre-prints with open data or code markers among 
those that have been published is roughly the same as pre-prints that have not been pub-
lished, differing by only a few percentage points.

There is limited literature examining the relationship between data and code availabil-
ity in manuscripts between the pre-print and publication stages. McGuinness  and  Shep-
pard (2021) examine differences in data availability statements between medRxiv pre-
prints and their published counterparts. They find that data availability was maintained for 
most of their sample, varying by journal data sharing policy with greater improvements 

Table 3  Counts and proportion 
of published COVID-19 pre-
prints in each repository

Repository Published pre-prints Proportion 
published

arXiv 717 0.17
bioRxiv 1230 0.30
medRxiv 4230 0.32

Table 4  Counts and proportions 
of open data markers by whether 
the pre-print was published

Status Both Neither Open code Open data Propor-
tion with 
neither

arXiv
 Unpublished 79 622 100 27 0.75
 Published 20 130 15 7 0.76

bioRxiv
 Unpublished 55 471 29 145 0.67
 Published 20 203 15 62 0.68

medRxiv
 Unpublished 10 112 8 8 0.81
 Published 113 1068 81 100 0.78
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in openness among manuscripts published in journals mandating data sharing. While lim-
ited to medRxiv, the results of McGuinness and Sheppard (2021) align with our own work 
and provide initial evidence to suggest that data availability is generally maintained or 
improved between the pre-print and publication stages.

Our dataset likely imperfectly characterizes publication and does not have the publica-
tion details for some papers that were published. And even if it were a perfect record, there 
is a publication lag (estimated at an average of around 60 days for COVID-19-related pre-
prints, although that varies by discipline) that may especially skew the results for pre-prints 
in the latter portion of our sample (Kwon, 2020).

Discussion

On the role of transparency and reproducibility

Transparency and reproducibility are hallmarks of quality scientific research due to their 
relationship with independent verification (Stodden, 2020). Open data and open code con-
tribute to both by allowing the scientific community to more easily verify the authenticity 
of purported scientific discoveries and their supporting evidence. Data sharing also allows 
others to reuse other researchers’ data sets for further analysis or to supplement their own 
data, contributing to new insights within their field of study.

These factors are especially important in cases where scientific research may quickly 
and directly impact clinical practice or public policy, such as research on the COVID-
19 pandemic. Among many other impacts on the research landscape, COVID-19 has 
increased the popularity of pre-prints from both a production and consumption standpoint. 
The number of COVID-19 pre-prints posted to medRxiv increased in the early stages of 
the pandemic, while non-COVID-19 pre-print numbers were largely as expected. The same 
trends were apparent in abstracts accessed by medRxiv users, where COVID-19 pre-print 
abstracts were viewed over 15 times more than non-COVID-19 pre-print abstracts (Fraser 
et  al., 2021). For these reasons, it is important to examine open science standards and 
reproducibility within pre-print repositories.

Open data is generally accepted to be beneficial to the scientific process and to a paper’s 
reproducibility potential, hence it is concerning that around 75% of pre-prints in our sam-
ple contained no open data markers. This concern is slightly mitigated by recognition of 
challenges in working with biomedical data compared with data in other fields, notably 
privacy and ethics concerns when working with personal data (Floca, 2014). The COVID-
19 pandemic has seen open science initiatives, as evidenced by the creation of open data 
repositories such as the dashboard maintained by the Center for Systems Science and Engi-
neering at Johns Hopkins University (Dong et al., 2020) or the large number of publish-
ers who removed paywalls from published COVID-19 research (Gill, 2020). While the 
intention at the start of the pandemic was that there would be ‘clear statements regarding 
the availability of underlying data’ (Wellcome, 2020) some retractions of work have been 
based on ‘unreliable or nonexistent data’ (da Silva et al., 2021a).

Open code as an open science marker is context and field-dependent; for instance, not 
all biomedical research papers will rely on computational methods for their analyses. How-
ever, in pre-prints where code comprises a large portion of the methodology or results, 
posting it openly to repositories like GitHub contributes to a pre-print’s potential reproduc-
ibility. This is important when computational methods are used to form predictions about 
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emerging situations with limited data or laboratory research, which was the case for mod-
elling studies in the early days of the COVID-19 pandemic. We also see growing concern 
over the quality and consequences of this sort of research, with bioRxiv no longer allowing 
purely computational work (Kwon, 2020).

The other concern is the adverse selection issue caused by meeting the open science 
aims of sharing code and data. Authors that share their data and code open their work up 
to criticism. If authors who make their data and code available make similar mistakes to 
authors who choose to not publish their data and code, it is more likely that the mistake 
would not be noticed in the case where data and code were not published. The current 
system is biased against those who follow best practice. McGuinness and Sheppard (2021) 
advocate for ‘(s)trict editorial policies that mandate data sharing,’ and other changed norms 
are needed.

The role of pre‑print repositories

There has been a large amount of research on COVID-19 (da Silva et al., 2021b). Many 
concerns have arisen from the rate at which COVID-19 research has been posted and 
consumed through pre-print repositories, particularly in the early stages of the pandemic 
(Raynaud et al., 2020). Rushed scientific research has the potential to skip (or at least place 
less importance on) open science practices, so it may be reasonable to expect a decrease in 
open data or code markers in the initial few months of the pandemic. We found little rela-
tionship between date posted and likelihood of having open data or code markers, with the 
proportion of pre-prints containing these markers fluctuating from month to month. This 
suggests that open science practices are more influenced by other factors, perhaps includ-
ing training, publication bias, or the nature of the pre-print itself. On the other hand, we do 
not see an overall long-term increase in either open data or open code markers throughout 
our period of analysis, which we may have expected in the context of the open science 
movements the pandemic has fostered. Although not pre-print specific, Else (2020) found 
that overall research output has fluctuated between different fields and topics (namely mod-
elling disease spread, public health, diagnostics and testing, mental health, and hospital 
mortality) throughout different stages of the pandemic, which may account for some of the 
fluctuation and overall lack of noticeable trend in our sample.

To emphasize the ongoing need for open data and code in modelling a pandemic, we 
consider two high profile epidemiological models that emerged in early 2020. Modelling 
was conducted by Imperial College London (ICL) (Ferguson et  al., 2020) and the Insti-
tute for Health Metrics and Evaluation (IHME) at the University of Washington (Murray, 
2020), and both were initially posted to pre-print repositories. The ICL model went on 
to become the most cited pre-print as of December 2020 (Else, 2020), and both had sig-
nificant influence over policy and public health decisions worldwide (Adam, 2020). An 
independent review of these two models by Jin et  al. (2020) found that while code and 
data were openly available for both, only the ICL model was reproducible due to limited 
transparency on the underlying methodology of the IHME model. The open-source nature 
of these models was fundamental to reproduction attempts and is an example of the need 
for open data and code in COVID-19 research, particularly as pre-prints influence public 
decision-making.
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In the context of the above factors, it was encouraging to find in our analysis that 
the proportion of pre-prints with open data or code posted to arXiv increased from 7% 
pre-pandemic to 25% for COVID-19-related pre-prints. This pattern, however, was not 
observed among the analyzed bioRxiv and medRxiv pre-prints, and may just reflect the 
nature of COVID-19 pre-prints. With many pre-prints from these repositories still pertain-
ing to epidemiological modelling, one might hope that they should universally be subject 
to the same analysis as conducted by Jin et al. (2020) as for the examples above, which is 
made possible by the availability of relevant code and data. Our analysis suggests a need 
for future investigation and potential overall improvement in open science standards for 
these types of pre-prints (subject to the data and code considerations already discussed). 
This need is again emphasized by the new-found speed at which pre-prints may gain pub-
lic, media, and political attention in the context of the pandemic, particularly those from 
medRxiv and bioRxiv. One further concern is raised by Teixeira and Jaime (2020), who 
shows that there are pre-prints on those two pre-print servers—medRxiv and bioRxiv—
that were withdrawn or retracted with relatively little information about the underlying rea-
son, after gaining substantial media attention.

The importance of open data and open code

Beyond pre-prints, COVID-19 has influenced publication and peer review processes, with 
timelines for COVID-19 papers being expedited at the expense of longer waits for other 
scientific research (Else, 2020). It is important that open data and code standards be main-
tained in published work as well. In our sample, published pre-prints contain open data or 
code markers in similar proportions to their unpublished counterparts, a pattern that was 
present for pre-prints related to COVID-19 and those posted in 2019. This appears initially 
to alleviate some concerns over the relationship between open data and publication bias, 
that is, the potential that journals have favored novel yet less transparent or reproducible 
papers over those with null results but a high standard of open science practices. However, 
publication bias is complex, and this result should be approached with caution. Concerns 
have already been raised through systemic reviews of COVID-19 publications (Raynaud 
et al., 2020), and oversights in data accessibility have led to high profile retractions of pub-
lications in the past; for example, papers from The Lancet and the New England Journal of 
Medicine which were withdrawn due to concerns over the private nature of their underlying 
dataset (Ledford and Richard, 2020). Cabanac et al. (2021) show that not all pre-prints are 
linked to their subsequent peer-reviewed publication, which may further bias our results. 
Additionally, there is the potential for bias due to older pre-prints having had more time to 
be published than newer pre-prints. And Bero et al. (2021) and Oikonomidi et al. (2020) 
show that differences between updated versions of the same pre-print can be substantial; 
again, this is something that we do not account for and could bias our results.

In all fields of science, increasing access to data and code used for pre-printed or pub-
lished research is a step in the direction of more transparent, reproducible, and reliable 
research. The COVID-19 pandemic has created a novel, constantly changing scientific cul-
ture that should be navigated with care to uphold standards of scientific practice for both 
the research community and the safety of the public. Our analysis shows that there is room 
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for improvement in the areas of open data and code availability within COVID-19 pre-print 
papers on arXiv, bioRxiv, and medRxiv

There is demand for timely research and high frequency results because the pandemic 
rapidly evolves. Pre-prints are efficient in this role because there is no time spent on peer 
review. They also allow lesser-known researchers to better disperse their research because 
of the possibility that fast-tracked peer review may be biased towards established research-
ers. While there is a clear need for pre-prints, the point remains that they do not go through 
the peer review process. This question of quality and validity is particularly pertinent in 
the COVID-19 context because poorly validated results and false information may spread 
quickly and have real effects. We are not saying that peer review implies that a paper is 
of a high-quality; we are instead saying that the provision of code and data alongside the 
pre-print goes some way to allowing others to trust the findings of pre-prints, even though 
they have not been peer-reviewed. One way this could be encouraged would be for all pre-
print repositories to have authors characterize the extent to which they have adopted open 
science practices as part of their submission, in the same way that is done in SocArXiv. 
Although those pre-prints that do not adopt these practices should not be rejected from 
pre-print repositories, greater clarity around this would be useful and might move the state-
of-the-art forward.

Weaknesses and next steps

Future work would expand our analysis to consider the geographic distribution of research 
and the potential influence of different practices and policies concerning open science. 
This is important because the epicenter of the pandemic changed throughout the pandemic, 
which may have implications for our time-based analysis.

A logical next step would be to extend this analysis to additional pre-print servers. We 
have begun considering samples of pre-pandemic and COVID-19-related pre-prints posted 
to SocArXiv, a social sciences pre-print server hosted by the Center for Open Science. We 
validated the ODDPub algorithm against the presence of data links provided by pre-print 
authors upon submission (available in the pre-print metadata drawn from the Open Science 
Framework API) and found that the algorithm performed with 52% sensitivity on the 2019 
sample and 29% sensitivity for COVID-19-related pre-prints. The high rate of false nega-
tives for open data detection is concerning, and it was decided that the ODDPub algorithm 
is not suitable for use on pre-prints from this server without modification. A more general-
ized (or perhaps field-specific) algorithm would be necessary for analysis of open data and 
code availability in SocArXiv and other more specialized servers. Details of this validation 
are available in Appendix C.

We recognize that factors beyond open data and code play a large role in the reproduc-
ibility of scientific research. Not all pre-prints providing open data or code will be repro-
ducible. Factors such as data documentation, methodological reporting, software choice, 
and many others all play a role in the reproduction process and should be regarded with 
just as much gravity when disseminating results.

An important weakness is the potential presence of false negatives in indicators of pub-
lication in our dataset. Abdill and Ran (2019) estimate that the false-negative rate may be 
as high as 37.5% for data pulled from the bioRxiv API, meaning analysis of published 
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papers may represent only a fraction of those that have been published. It is unclear to 
what extent this is the case for other repositories or what bias may exist in the subset of 
pre-prints for which publication was detected, because it is likely that this process relies 
on title-based text matching (Abdill and Ran, 2019). It is also likely that some of our more 
recent sampled pre-prints will be published in the future which we could not account for at 
the time of our data collection.

Our paper depends on search responses from the various repositories, which are based 
on our selection of keywords. Our selection of keywords is not exhaustive, for instance, 
perhaps ‘the pandemic’ could result in additional papers. Future work could make this key-
word approach more systematic, for instance following King et al. (2017).

We also recognize that this analysis relies heavily on text-based analysis which was not 
verified directly in most cases and may lead to higher levels of uncertainty. The oddpub 
package was built to analyze biomedical publications and it may be that some of the dif-
ferences that we find between repositories are due to this. We also note that the ODDPub 
algorithm is relatively narrow in its definition of “open,” excluding data that is available 
via registration or in some other restricted form. Considering a broader definition of open-
ness, either through using a less restrictive algorithm or through manual verification, would 
likely produce different results particularly for pre-prints using clinical data. Future work 
could take smaller sub-samples to validate factors like publication status, paper topic, and 
open code and data status, beyond the approaches we used here.

ODDPub algorithm performance on arXiv pre‑prints

We verified the accuracy of the ODDPub algorithm on a subset of our analyzed pre-prints 
from 2019 from arXiv. We took a simple random sample of 100 papers. In the original 
validation process, the annotators stratified by detection status prior to sampling to ensure 
relatively high representation of papers where open data or code was detected. Since the 
major concern for our manual verification is potential false negatives, this skewed repre-
sentation was unnecessary. Open data and code status were verified first via the “Code & 
Data” tab on each pre-print’s page on the arXiv website, then by checking for an explicit 
data availability section within the pre-print PDF, and finally by manually checking the 
body of the paper using keyword searches. Results were recorded manually in Excel. This 
mimics the procedure outlined for the original validation of ODDPub (Riedel et al., 2020).

Many of the pre-prints in arXiv did not use data or code, namely those from pure math-
ematics and physics. There were also several that reused other publicly or privately avail-
able data sets, and regardless of whether or not they were shared alongside the paper, these 
do not count as open data according to the standards outlined by the original authors of the 
ODDPub algorithm (Riedel et al., 2020). Algorithmic performance is specified in Tables 5, 
6, 7 and 8.

Table 5  ODDPub predictions for 
open data compared with manual 
check, arXiv sample

Predicted Data available No data 
avail-
able

Open data detected 2 2
No open data detected 1 95
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Supporting tables

ODDPub algorithm performance on SocArXiv pre‑prints

SocArXiv allows authors to input a link to their data source/repository upon submission 
of a pre-print. This link can then be accessed via the API metadata. The presence of a 
data link was used as an indicator that a pre-print provides open data for the purposes of 
validating the ODDPub algorithm. When available, a data link is stored under the variable 
name “attributes.data_links.” The data was manipulated using functions from the R pack-
age tidyverse (Wickham et al., 2019) to create a binary variable indicating data avail-
ability or lack thereof. We assume “attributes.data_links” to indicate the true availability 
of data for the purposes of validating the ODDPub algorithm. It is possible, however, that 
some authors failed to indicate their data availability in the proper field upon posting to 
SocArXiv, and thus some of the false positive may in fact be true positives.

Table 6  ODDPub prediction 
accuracy, open data, arXiv 
sample

Metric Value

Accuracy 0.97
Sensitivity 0.67
Specificity 0.98

Table 7  ODDPub predictions 
for open code compared with 
manual check, arXiv sample

Predicted Code available No code 
avail-
able

Open code detected 3 2
No open code detected 2 93

Table 8  ODDPub prediction 
accuracy, open code, arXiv 
sample

Metric Value

Accuracy 0.96
Sensitivity 0.60
Specificity 0.98
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Against the data availability indicated by pre-print authors in our 2019 sample, the 
ODDPub algorithm performed with an accuracy of 93%, a sensitivity of 52%, and a speci-
ficity of 94%. In our 2020 and 2021 sample, the algorithm performed with an accuracy of 
79%, a sensitivity of 29%, and a specificity of 92%. Specific predictions are broken down in 
Tables 11, 12, 13 and 14.

It is unclear the precise inclusion criteria for data submitted to the data link field. It is 
possible that some of the links provided lead to data sets that are publicly available for 
reuse, which would not constitute “open data” by the ODDPub algorithm’s definition, in 
which case the accuracy could potentially be higher in reality than 93% and 79% in the 
samples considered.

Table 9  Count and proportions 
of open data and code markers by 
pre-print repository in the 2019 
sample

Markers Count Propor-
tion of 
total

Total
 Neither 2550 0.77
 Open code 212 0.06
 Open data 361 0.11
 Both 190 0.06

arXiv
 Neither 1112 0.93
 Open code 59 0.05
 Open data 12 0.01
 Both 17 0.01

bioRxiv
 Neither 752 0.63
 Open code 98 0.08
 Open data 234 0.20
 Both 116 0.10

medRxiv
 Neither 686 0.75
 Open code 55 0.06
 Open data 115 0.13
 Both 57 0.06
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Table 10  Count and proportions 
of open data and code markers by 
pre-print repository

Markers Count Propor-
tion of 
total

Total
 Neither 2606 0.74
 Open code 248 0.07
 Open data 349 0.10
 Both 297 0.08

arXiv
 Neither 752 0.75
 Open code 115 0.12
 Open data 34 0.03
 Both 99 0.10

bioRxiv
 Neither 674 0.67
 Open code 44 0.04
 Open data 207 0.21
 Both 75 0.07

medRxiv
 Neither 1180 0.79
 Open code 89 0.06
 Open data 108 0.07
 Both 123 0.08

Table 11  ODDPub predictions 
for open data compared with data 
links provided by authors, 2019 
SocArXiv sample

ODDPub algorithm Data linked No data 
linked

Open data detected 11 72
No open data detected 10 1107

Table 12  ODDPub prediction accuracy, open data, 2019 SocArXiv sample

Metric Value

Accuracy 0.93
Sensitivity 0.52
Specificity 0.94
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