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Abstract
While bibliometric analysis is normally able to rely on complete publication sets this is not 
universally the case. For example, Australia (in ERA) and the UK (in the RAE/REF) use 
institutional research assessment that may rely on small or fractional parts of researcher 
output. Using the Category Normalised Citation Impact (CNCI) for the publications of 
ten universities with similar output (21,000–28,000 articles and reviews) indexed in the 
Web of Science for 2014–2018, we explore the extent to which a ‘sample’ of institutional 
data can accurately represent the averages and/or the correct relative status of the popula-
tion CNCIs. Starting with full institutional data, we find a high variance in average CNCI 
across 10,000 institutional samples of fewer than 200 papers, which we suggest may be an 
analytical minimum although smaller samples may be acceptable for qualitative review. 
When considering the ‘top’ CNCI paper in researcher sets represented by DAIS-ID clus-
ters, we find that samples of 1000 papers provide a good guide to relative (but not absolute) 
institutional citation performance, which is driven by the abundance of high performing 
individuals. However, such samples may be perturbed by scarce ‘highly cited’ papers in 
smaller or less research-intensive units. We draw attention to the significance of this for 
assessment processes and the further evidence that university rankings are innately unsta-
ble and generally unreliable.

Keywords Bibliometric sampling · CNCI · Citation impact · Research assessment · 
University ranking

Introduction

What is the minimum number of observations required to make an acceptably precise 
estimate of the true mean citation impact or describe the relative means of a number of 
datasets? Sampling to estimate the population mean is a widespread problem in many 
research areas (e.g. Adams, 1980), but it is less commonly an issue when estimating 
citation impact in bibliometrics because it is often possible to make use of complete 
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data, i.e. the full publication set for one or more entities. Of course, we make the caveat 
that this is a complete dataset only insofar as it is complete for a particular source such 
as the Web of Science. Other but unrecorded publications usually exist.

Circumstances may arise in research assessment where the analysis of all available 
publication data will not or cannot be the case, in which event some light needs to be 
shed on sampling acceptability. We have sought to explore this because it is a challenge 
posed to us by many users of bibliometric analysis. It is a truism that larger samples 
reduce the variance of the mean but at what sample size does differentiation between a 
series of datasets become sufficiently clear to satisfy evaluation requirements?

Moed et al. (1985) analysed the consequences of operating on incomplete bibliomet-
ric data in research evaluation. They concluded that “a completeness percentage of 99% 
for publication data is proposed as a standard in evaluations of the performance of small 
university research groups”. This seems a high boundary but Glaser et al. (2004) also 
refer to the ‘least evaluable unit (LEU)’ in organisational research assessment and com-
ment that “the main obstacles to further disaggregation below the LEU are that indica-
tors lose their statistical validity because of low numbers of publications and that the 
performance of subunits cannot be independently measured”. Calatrava Moreno et  al. 
(2016) found that “indicators of interdisciplinarity are not capable of reflecting the inac-
curacies introduced by incorrect and incomplete records because correct and complete 
bibliographic data can rarely be obtained”.

Glänzel and Moed (2013) have discussed the issue of indicator consistency. They 
note that “as a rule of thumb a value of 50 is suggested as minimum value for approxi-
mate properties such as ‘normality’ of the distribution of means and relative frequen-
cies. In [a worked example of Belgian bibliometric data], a sample size of the order of 
magnitude of 100 was used and provided acceptable results.” Seglen (1994) studied the 
consistency of the relationship between article citedness and journal impact for Norwe-
gian biomedical researchers. He found that “very large numbers of articles (50–100) had 
to be pooled in order to obtain good correlations” so groups above the author level were 
obligatory. Shen et al. (2019) do present a method for estimating minimum sample size 
for accurate bibliometric ranking but their algorithm is applicable to paired data-sets, 
exemplified with journals having similar impact factors.

It is generally true that much larger samples are available to analysts but exceptions 
occur, particularly where quantitative and qualitative research evaluation are linked in 
practical assessment processes. This may then influence the number of outputs available 
for analysis. For example, in the Australian Excellence in Research for Australia (ERA), 
consideration of a sample size that might be judged adequately representative of a unit’s 
work led the 2008 Indicators Development Group to recommend a low volume threshold 
(ERA 2018) that was set at 50 assessable outputs. A different situation is found where 
there is intentional selectivity. The numbers of publications that are reviewed in the UK’s 
Research Assessment Exercise (RAE, later the Research Excellence Framework or REF) 
is limited by practical considerations of the reasonable workload for a peer review panel. 
Hitherto, each RAE assessable researcher has submitted four outputs from their portfolio 
over a census period of several years (HEFCE 2014) but this system is changing. For the 
next REF there must be a minimum of one output for each submitted researcher plus fur-
ther outputs up to a multiple of 2.5 for the submitted staff count with a maximum of five 
outputs attributed to any individual (REF 2019). This ‘pick-and-mix’ could have significant 
consequences for different units according to the staff balance.

The notion of sampling and representation requires some comment in this context. 
Research evaluation may emphasise both the proportion of activity that is ‘excellent’ and 
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the ‘average’ performance of a unit (Glänzel and Moed (2013) refer to this as ‘the high 
end and the common run’). For example: in the RAE, research managers are likely to want 
to submit outputs that represent excellence and it is assumed that they select outputs that 
represent researchers’ most impactful research (Adams et al. 2020). Similar assumptions 
are made in Brazilian research assessment (Capparelli and Giacomolli 2017). In ERA, by 
contrast, the intention is to capture the typical performance of the unit.

A third context in which partial samples may cover only some of the assessed unit’s 
activity is that of university rankings. This is an area of some sensitivity regarding pre-
cision and sample size, either in a national exercise or in a wider, global context. If the 
variance of possible outcomes is high then the likelihood that the relative performance and 
status of institutions would be misinterpreted may make the reporting unacceptable. While 
this seems unlikely at the level of major research institutions, it could be the case for sub-
ject-based analyses and may affect specialist institutions where a relatively large fraction of 
output is not in indexed journals. It may also affect the analysis of less research-intensive 
institutions that collaborate in larger, global studies that produce a small number of highly 
cited papers.

It is obvious from basic statistical theory that larger samples lead to analytical out-
comes that are likely to be more ‘accurate’ in the sense of providing a result that is closer 
to the true population mean. However, given the nature of citation distributions, which are 
invariably highly skewed (Seglen 1992), is it possible to determine a reasonable ‘practi-
cal’ threshold for a minimum acceptable sample size? What happens when the structure 
of sampling is determined by the researchers themselves? There has been little work on 
this since the general intention of evaluation has been, as noted above, to capture as much 
information as possible rather than to limit analysis to samples. However, a guide to the 
general relationship between sample size and outcomes may be of value in guiding pol-
icy and implementation for national and institutional exercises, and to avoiding erroneous 
assumptions about representativeness.

Because clients have frequently raised the question of sample size with the Institute for 
Scientific Information (ISI™) we have considered the question of how an indicator of an 
institution’s citation performance might be affected by partial analysis of its output. To do 
this, we analysed the Category Normalised Citation Impact (CNCI) of a set of comparable 
institutions and asked two questions regarding the use of partial data:

• At what sample size would the variance from true average CNCI invalidate interpreta-
tion of relative outcomes (the ERA scenario)?

• If we intentionally sample more highly cited items for researchers, how does this affect 
the variance and relative status of outcomes (the REF scenario)?

Methods

Data are drawn from the Web of Science Core Collection using the Science Citation Index 
Expanded, the Social Science Citation Index and the Arts and Humanities Citation Index 
(SCIE, SSCI and AHCI) for the 5-year period 2014–2018. Documents for analysis were 
restricted to original academic journal contributions (i.e. articles and reviews) which we 
will refer to as ‘papers’.

Because citation counts grow over time at rates that are field-dependent (Garfield 1979), 
we calculate Category Normalised Citation Impact (CNCI) for each individual paper. This 
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takes into account the average citation count for all the papers in a subject-based category 
of journals and for their year of publication.

We also use the arithmetic mean as a standard indicator although we are aware of the 
well-founded recommendations of Thelwall (2016; see also Fairclough and Thelwall 2015) 
regarding the use of the geometric mean for these skewed data. However, noting Thelwall’s 
comments regarding palatibility to policy-makers and given the practical context within 
which this is to be applied, we believe that arithmetic means are sufficiently satisfactory 
and intuitively more accessible for practical purposes.

To provide a comparative group of academic institutions, ten universities of a similar 
output size with a wide geographic spread were selected. The aim was to assure sampling 
comparability by identifying institutions that produced a similar output count of about 
20k–30k papers over 5 years, of which there are 59. From this pool it was possible to select: 
three from the Americas; three from Europe excluding Russia; two from Asia–Pacific; and 
one each from Russia and the Middle East. The actual size boundaries of the institutions 
selected, which ranged from 21,000 to 28,000 papers during the 5-year period, should pro-
vide a sound basis for comparability.

The range of CNCI values in each of these institutional portfolios is, of course, both 
very great and very skewed, with many uncited papers and low citation values and a long 
tail of much higher CNCI values (Glänzel 2013). However, the question is not the precision 
of the institutional average but the degree to which our sampling scenarios can provide an 
informative estimate of that average (sample size) or of the ordinal relationship between 
institutional averages (highly cited papers).

Limiting sample size

To examine the variance due to sample size, we use simple random sampling (without 
replacement) to extract 10,000 different samples across a range of samples sizes. The com-
pleted sample is then replaced. This means that, for any sample, the total pool of papers to 
be drawn from is the same and each paper can only be selected once. These samples sizes 
were 20, 50, 100, 200, 500, 1,000 and 2000 papers, providing a range from approximately 

Table 1  Paper counts (article and review), average Category Normalized Citation Impact (CNCI) and cit-
edness of ten university institutions, ranked by volume of output using data from the Web of Science Core 
Collection for the 5-year period 2014–2018

Region Institution Number of papers Average CNCI Rank CNCI % cited

Europe ETH Zurich 27,869 1.78 2 92.7
Asia Nanjing University 27,567 1.37 7 90.1
Europe University of Edinburgh 25,965 2.04 1 88.4
Americas University of Texas, Austin 25,205 1.69 4 88.3
Asia Yonsei University 24,362 1.12 8 87.1
Americas University of Montreal 23,701 1.51 5 88.2
Europe University of Helsinki 23,420 1.76 3 89.3
Americas UNAM 22,112 0.83 10 81.7
Russia Lomonosov Moscow State 

University
22,083 0.94 9 78.6

Middle East Tel Aviv University 21,788 1.43 6 85.2
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0.1% to 10% of the total population. For each sample, the mean CNCI was calculated using 
baselines derived from Web of Science category, year of publication, and document-type.

Selecting highly cited papers

To examine the variance due to selective choices, we used the researcher-specific clusters 
created by Clarivate’s Distinct Author Identification System (DAIS). DAIS uses a weighted 
comparison of author clusters drawing on over twenty points of distance/similarity from 
publication metadata including the author’s ORCID, name, subject category, use of ref-
erences, author-based co-citation analysis (Small 1973; White and Griffith 1981), institu-
tional name and so on. Detail of related methodology is in Levin et al. (2012). The sys-
tem as applied to Web of Science Core Collection data also responds to user feedback to 
improve aggregation and separation. It is regularly tested by ISI with manual verification 
drawing on disambiguated and validated Highly Cited Researcher records, which indicate 
99.9% precision and 95.5% recall.

For each set of papers attributed to an institution, we extract all DAIS-IDs (i.e. clusters 
of papers that are associated with a unique researcher) and select the paper with the high-
est CNCI for each. This creates a set of ‘top’ papers produced by the institution. Many of 
the most highly cited papers have multiple co-authors from the same institution so these 
are de-duplicated (i.e. only included once). Only DAIS-IDs with 4 or more papers were 
included to filter out any potential outliers that were not properly disambiguated or have 
low publication output. This filtered sub-set results in around 3000 DAIS-IDs for each 
institution. As this is a 5-year time frame, most clusters had less than 10 papers and there 
were few that exceeded 25 papers at any institution. The distribution of these ‘top’ CNCI 
values is illustrated in Appendix (Fig. 8) and discussed below.

Simple random sampling was used to extract 10,000 samples of 1000 papers for each 
institution.

Results

Limiting sample size

Because of the large number of sampling iterations, the average of the mean CNCIs from 
the samples was similar to the population CNCI for all institutions at all sample sizes. At 
all sample sizes, the distribution of means typically approached a normal distribution. The 
skew, which even at small sample sizes was much less than the source population skew, 
rapidly decreased. Some institutions had a bimodal distribution, which is discussed sepa-
rately below.

The statistic of interest is not the average value of a large sample and its departure from 
the population mean but the variance in the sample means (Fig. 1).

The variance associated with small sample sizes is very high (Fig. 1). The range of 
variances is correlated with the average CNCI of the institution, which is obviously a 
derivative of the distribution of individual paper CNCIs. No institution has a uniformly 
highly cited set of papers but the spread (kurtosis) of its individual paper CNCI val-
ues is greater where the institution’s average CNCI is higher. Helsinki and Edinburgh 
have two of the three highest average CNCIs and have a relatively platykurtic (though 
skewed) distribution with a wide range of individual paper CNCIs from which samples 
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may be drawn. UNAM has a low average CNCI and a clustered range of paper CNCIs 
(more leptokurtic) because it has relatively smaller number of highly cited papers.

The variance was greater than 1 for seven and over 0.5 for all the institutions at sam-
ple size = 20 papers. It dropped to a range up to around 1.0 at sample size = 50, and to 
0.5 or less at sample size = 100. It can be seen that an increase in the chosen range of 
sample sizes broadly halves the variance at each step (Fig. 1).

At what points on this spectrum do the ranges of sample CNCI values broadly over-
lap and at what point does the variance drop to a level such that the probability that the 
sample value is approaching the true CNCI suggests that the universities can be more 
accurately distinguished?

In Fig. 2, the population average CNCI values for the full dataset of papers for the 
ten institutions are shown with an indicator of the magnitude of the standard deviation 
(which should cover slightly more than two-thirds of the datapoints) at each of three 
sample sizes. It is evident that a sample size of 50 produces a relatively high probability 
of indistinguishable results. In this scenario, the ranking of institutions by CNCI could 
vary considerably

Even with sample sizes of 200 there is an appreciable likelihood of misinterpreta-
tion. If we consider Tel Aviv University, with an average CNCI near the middle of our 
institutional set, then we can see that a spread of other institutional means from Yonsei 
to Zurich lie within the range of one standard deviation. In fact, the ranges of all the 
institutional standard deviations still overlap except the institutions with the two lowest 
and three highest average CNCIs. The institutions in the middle range of mean CNCIs 
are effectively indistinguishable at this level of sampling.

Fig. 1  Variance in the mean value of CNCI calculated from 10,000 iterative samples of papers (articles and 
reviews) taken from the complete Web of Science Core Collection 5 year (2014–2018) publication set for 
ten universities of similar portfolio size (see Table 1)
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Selecting highly cited papers

A naive expectation, when the highest impact papers (by CNCI) are selected from 
each DAIS-ID cluster, would be that the smaller dataset created by removing low-cited 

Fig. 2  Range of sample values (true CNCI ± one standard deviation) produced by 10,000 samples taken 
from the full publication set for ten universities for samples of 50, 100, 200 and 500 papers



784 Scientometrics (2020) 125:777–794

1 3

papers would lead to an increase in the average CNCI for an institution and the variance 
would similarly go down because low-cited papers have been removed. Reality does not 
match this at aggregated institutional level, however, because of the variance between 
DAIS-IDs, some of which are mostly highly cited and some of which are mostly low 
cited, particularly among social sciences and arts outside North America. We therefore 

Fig. 2  (continued)
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reduced the dataset and took the paper with the highest CNCI from each cluster, as 
described in Methods.

For information, the overall institutional distributions of the subset of researchers’ 
‘top’ CNCI papers for DAIS-IDs with four or more papers was plotted for each institu-
tion (Appendix: Fig. 7). The spread of most impactful papers (in terms of CNCI) for the 
set of researchers at these institutions are skewed in a similar way to the overall CNCI 
distribution. It is interesting, however, to note the similarity of distribution between 
many institutions, with modal CNCI values around 1–2 times world average and a tail 
extending into the 4–8 times world average. Indeed, institutional differences in this tail 
may be a principal differentiator (Glänzel 2013).

There is a general agreement in the scientometric literature that, on average, there 
is a broad relationship between average CNCI values and other quantitative (research 
income) and qualitative (peer review) indicators of research performance (reviewed in 
Waltman 2016). Figure 7 (in Appendix) therefore seems to suggest that the researcher 
population at each institution is made up of a very large platform of common-run indi-
viduals (sensu Glänzel and Moed 2013) whose most highly cited papers are a little 
above world average and a right-skewed tail of high-end researchers whose papers are 
much more highly cited for their field and year. The relative distribution of the main-
stream and the talented must then influence the net institutional outcome.

Because the population is so skewed, the standard deviation and hence the error in 
the sample means also increase. The main driver for this is the residual skewed dis-
tribution: although some low cited papers have been removed, there are still plenty of 
other low cited papers. The removal of various low cited papers leads to an increase in 
the mean, the remaining low-citation papers are now further from the mean as a conse-
quence, and therefore the standard deviation is greater. Although the average CNCI of 
the highest CNCI papers in each DAIS-ID cluster is correlated with and about 2.5 to 
3 times the overall mean CNCI for each institution (Fig. 3), the means are statistically 
indistinguishable for the distributions of researchers’ highest CNCI papers (Appendix: 
Fig. 8).

There were about 3000 papers (range Moscow—2392 to Nanjing—4195) in the ‘top’ 
papers’ dataset for each institution. Sampling this dataset, using 10,000 iterations of 1000 
papers each, produces the aforementioned increase in the average CNCI for each institu-
tion, since many low-cited papers have been removed. The distributions of sample means 
are shown in Fig. 4. Although the underlying distribution remains very skewed (Appen-
dix: Fig.  7) the distribution of the sample means is much smaller and again approaches 
normality.

UNAM’s distribution in Fig. 4 has a double peak and is clearly not normal. Lomonosov 
Moscow University may also have an emergent second peak. Further investigation (below) 
was carried out to explore the source of this anomaly.

The distributions of sample means can be seen to be relatively discrete (Fig.  5) and 
provides a better level of discrimination than did the samples of 200 papers from the full 
population (Fig. 2). As noted earlier, given that the modal peaks of highest CNCI values 
are similar across these institutions (Appendix: Fig. 7) the differentiating factor that sepa-
rates the much tighter peak values must be the relative frequency of higher ‘top’ CNCI 
values (see Glänzel 2013). Thus, in research assessment exercises where selectivity is sup-
ported, the ability to select such material will be of critical significance in determining the 
outcomes.

It is feasible to analyse the data based on direct analysis of indicative author names, but 
no substantive difference in the results is provided by this.
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Bi‑modal distributions

While the distribution of sample means (for the full institutional data and for the ‘top’ 
papers data) was typically normal, some of the institutions had a double peak in the dis-
tribution of their sample means, particularly for larger sample sizes. This was investigated 
by progressive sampling of the UNAM data (which has the most evident bimodality) with 
a greater number of sample size intervals from very small (20 papers) to comprehensive 
(2000 papers) samples from the ‘top’ paper dataset of 2714 papers for the 5-year period.

Figure 6 shows a plot of the distributions resulting from this spread of varying sample 
sizes using 10,000 samples at each interval. The horizontal axis shows the range of aver-
age CNCI for the samples and was set to a maximum of 10 times world average since a 
valid institutional average greater than this would be extremely unlikely. The distribution 
appears unimodal with a very small sample size of 20 because the right-hand modal peak 
is in fact above a CNCI of 20 and is thus out-of-frame. As the sample size is increased to 
50 it just begins to come into view on the right of the plot. As the eye progresses through 
increasing sample sizes it is evident that this peak grows in frequency and moves leftward.

Why does this happen? It is a consequence of one UNAM paper being particularly 
highly cited compared with the rest of the institution’s output. Samples that included this 
paper would, of course, have a distinctly higher mean CNCI, while the probability that this 
paper was included in a sample is a simple function of the sample size. Samples with and 
without this paper separately approached normal distributions but when combined produce 
a double peak. The most highly cited UNAM paper has a CNCI of ~ 418; its second most 
highly cited paper has a CNCI of ~ 91, followed by progressively closer CNCIs of 73, 70 
and 54. The peak on the right in Fig. 6 represents the samples that include that highly cited 
paper whereas the peak on the left denotes the samples that where it was not captured. The 

Fig. 3  Relationship between the average CNCI of all institutional papers indexed in the Web of Science 
Core Collection for a 5-year period (2014–2018) and the average CNCI of the most impactful (‘top’) paper 
in each DAIS-ID cluster with four or more papers
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peak on the right should be centred around (418 − x̄)∕n , where x̄ is the mean of the left 
peak (around 2) and n is the sample size. For a sample size of 1000, the peak would be 

Fig. 4  Frequency distributions of 10,000 sample mean CNCI for 1000 papers taken from the highest CNCI 
paper in institutional DAIS-ID sets > 4 papers (see text)
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0.416 to the right of the other peak while the standard deviation of either peak is 0.22, and, 
with 2714 papers in the top-cited papers dataset, the right-hand peak should have a height 
of n∕(2, 714 − n) compared with the left peak (i.e. the probability that a sample of n ran-
domly chosen papers includes that top paper against the probability that it doesn’t).

Discussion

The scenarios and questions posed here are purely experimental. In practice, it is unlikely 
that anyone would be so ill advised as to seek to compare the citation performance of a 
global set of institutions on what are obviously relatively small sample sizes or on a single 
highly cited paper per researcher. The experiment does, however, throw some light on how 
policymakers should consider reasonable limits to sampling bibliometric data and what 
advice analysts might offer users. It might also enhance the cautionary approach to inter-
pretation of any analysis that compared relatively similar groups or institutions.

Our experimental notion of ‘sampling’ is based on a select group of institutions with 
similar and relatively large publication portfolios (20,000–30,000 papers over 5 years). If 
we had chosen smaller and larger institutions then the source population sizes would have 
been a further interactive factor. We know, from practical experience, that the citation indi-
cators for smaller institutions (and even some small countries) can be surprisingly influ-
enced by atypically highly cited papers (Potter et al. 2020).

It is no surprise that the variance around average institutional CNCI is very high when 
small sample sizes are employed and that this drops rapidly as sample size increases 
(Fig.  1). A sample size of 50, and even of 100, still produces an outcome with a weak 
likelihood of accurately identifying and differentiating the true CNCI values for our set 
of institutions. Only when the sample size reaches 200 does an appreciable degree of 

Fig. 5  Range of sample values (mean CNCI ± one standard deviation) produced by 10,000 samples of 1000 
papers sampled from the highest CNCI papers for DAIS-ID sets for ten universities
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Fig. 6  The distributions of mean CNCI for 10,000 samples of 2714 ‘top’ papers from DAIS-ID clusters 
for UNAM researchers, with sample sizes from 20 to 2000 papers. The horizontal axis (mean CNCI) is 
restricted to a maximum institutional value of 10 times world average. A ‘second peak’, caused by a very 
small number of very highly cited papers, can be seen in samples above 50 and progressively moves left-
wards with increasing sample size
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differentiation begin to appear (Fig. 2). From the perspective of a national assessment exer-
cise, a sample as small as 50 (as used in ERA) would appear to be insufficient were any 
bibliometric analysis to be employed but that is not to say that it would not provide valu-
able information to an expert and experienced peer review panel.

The focus on the higher CNCI papers for each researcher (as represented by DAIS-ID 
clusters) revealed the extent to which the distribution of ‘top’ papers for the institutional 
populations is as skewed as that of the citation performance of the papers themselves (see 
also Glänzel 2013). There are high frequencies of relatively low cited researcher clusters, 
even in leading institutions with a high average CNCI, and so sampling across researchers 
produces distributions with a high average but an increased variance because the average 
has moved away from even the best papers of the low cited. This pattern is captured by 
Glänzel and Moed (2013) in their reference to ‘the high end and the common run’.

In application, the sample distributions of researchers’ ‘top’ CNCI papers were well 
defined (Fig. 4) and produced a differentiation between institutions that is as good as large 
sample sizes (Fig. 5). The key factor driving the average CNCI of these researcher ‘top’ 
papers is the relative abundance of the more highly cited researchers, since the modal val-
ues are similar for all ten institutions analysed here (Appendix: Fig. 7).

The influence on the sample average of scarce papers with exceptional citation counts is 
shown by the UNAM data analysed in Fig. 6. The likelihood that such papers are included 
in a sample depends on both relative abundance within the institutional portfolio and the 
size of the sample. A small sample would therefore risk double jeopardy for the analyst 
where an institution has few such papers. Most samples would miss such rare items, but 
the average CNCI of a sample that included such a paper would be extremely—even 
absurdly—high.

The shift in research assessment methodology in the UK to allow different numbers of 
submitted outputs per researcher (REF 2019) will likely produce analytical outcomes that 
will depend significantly on local strategies. Institutions that adopt an inclusive approach, 
where all submitted researchers are equally represented, will tend towards lower average 
CNCIs whereas those that adopt an exclusive approach favouring the research leaders and 
the more highly cited will tend to elevate their relative position, though possibly at some 
cost to collegiality. This would not have been evident under the historical process which 
required an equal number of outputs for every submitted researcher. It is fortunate that 
debates in the UK have led to the decision to make use of bibliometrics only in some pan-
els and then only in a peripheral, background manner.

Finally, there is the question of international rankings and the comparative position of 
institutions in such rankings. It should now be more evident than before that even very 
large samples may not adequately differentiate between the many institutions in the centre 
of the performance distribution. The elite are likely to be well differentiated and a tail of 
research-sparse institutions may also be clear. In the middle, however, the degree of data-
base coverage, the subject portfolio and other factors are likely to produce outcomes which 
would see an institution move up or down by many points each year. Even the completeness 
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and accuracy with which authors describe their affiliation may influence this. Such varia-
tion may be partly addressed by using ‘bands’ rather than ordinal points, but ultimately 
the only way of judging an institution’s relative value is by detailed consideration of the 
underlying evidence.
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See Figs. 7, 8.
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Fig. 7  Distribution of highest CNCI papers in each DAIS-ID with four or more papers
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