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Introduction

Criticisms of null hypothesis significance testing are as old as the practice itself (e.g. Berk-
son 1942; Boring 1919; Rozeboom 1960) and have continued at a steady pace to the pre-
sent, including some from within the discipline of criminology (e.g. Bushway et al. 2006; 
Maltz 1994; Weisburd et al. 2003). Common reservations raised by critics of this practice 
include: its ritualized nature, the confounding of statistical and substantive significance, 
lack of attention to research methods that invalidate the conclusions, misinterpretation of 
the meaning of p values, and encouragement of binary thinking about research evidence. 
In recent decades new critiques have arisen that focus on the cumulative effect of these 
problems, most notably in psychology’s “replication crisis”. The defining moment of psy-
chology’s replication crisis was the report, published in Science, on a collaborative effort 
to directly replicate 100 studies that had been published in top-ranked psychology journals 
in 2008 (Open Science Collaboration 2015). The mean effect size in the replication studies 
was half that of the original studies. Nearly all (97%) of the original studies produced sta-
tistically significant results compared to just 36% of the replications. Less than half of the 
effect sizes obtained in the replications were within the 95% confidence intervals produced 
by the original studies. These results fed into a rising chorus of calls to reform the scientific 
process across multiple disciplines to increase confidence in the reliability of the published 
record.

Null hypothesis significance testing, and in particular the production and meaning of 
p values, resides at the center of psychology’s replication crisis and unreliable research 
in general. Briefly, this practice begins with a long list of assumptions including a null 
hypothesis, and the p value reflects the likelihood of the observed data assuming the null 
hypothesis is true and all other model assumptions are valid (Greenland et al. 2016; Was-
serstein and Lazar 2016). Importantly, a small p value does not tell us which of the mod-
el’s assumptions are unlikely. We may observe a small p value because of a violation of 
the Gauss-Markov assumptions. Fixes to such violations are well-known and some more 
advanced fixes are presented in this issue (e.g. Moody and Marvell 2020; Thomas et al. 
2019). Some less well-known model assumptions are equally important. We may see a 
small p value because the author selected it after screening several alternative models, a 
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practice known as p-hacking. Or perhaps many research teams attempted the same experi-
ment and we are seeing only the “successful” experiment, a result of publication bias. Per-
haps the author of the study stumbled upon an interesting result and has presented a null 
hypothesis pre-determined to be rejected, a practice known as “harking” – hypothesizing 
after results are known (Kerr 1998). Only if we can rule out all of these possibilities (and 
more) can we attribute a small p value to a false null hypothesis. Because of the many 
paths to small p values, such findings may fail to replicate.

As the replication crisis rocked the field of psychology and other disciplines, criminol-
ogy has been slow to take note. There has been increasing interest in replication within 
criminology (e.g. McNeeley and Warner 2015; Pridemore et al. 2018) and a special issue 
containing replications was recently published (Savolainen and VanEseltine 2018). How-
ever, there has been little attention paid to the causes of the replication crisis, whether 
criminology suffers from the same issues, and how to address such problems.

This special issue was launched in order to raise awareness of such issues in criminol-
ogy. The call for papers asked for manuscripts that: (1) identify the causes of false pos-
itives, (2) document the prevalence of false positives, and (3) discuss, detail, and dem-
onstrate best practices for moving the discipline forward. I would revise the first two 
categories today, replacing “false positives” with “unreliable research” as the term “false 
positive” itself reifies a dichotomous view of scientific evidence that is better viewed as a 
continuum not primarily about which side of .05 a p value is on. The papers in this special 
issue addressed all of these topic areas, with somewhat more of an emphasis on fixing 
rather than documenting the problem. I will discuss each topic area in turn, drawing on 
evidence from outside criminology as well as the papers in this issue.

Causes of Unreliable Research

Researchers in tenure-track positions experience strong pressures to publish peer-reviewed 
research. Top journals seek novel research findings, which almost always are statistically 
significant findings. This means that there is a large group of criminologists constantly 
seeking to produce interesting, statistically significant, findings. They do so in an environ-
ment that does not require the sharing of code or data, and that rarely subjects published 
research to direct replications. This allows and even encourages researchers to engage in 
practices that increase their chances of obtaining low p values, potentially at the cost of 
producing unreliable research.

The most compelling cause of unreliable research is undisclosed researcher flexibility, 
detailed by Simmons et  al. (2011). Criminologists have practically unlimited researcher 
degrees of freedom when conducting a study: when to stop data collection, whether to 
exclude certain cases, which control variables to include or exclude, how to scale inde-
pendent and dependent variables, whether to transform certain measures by taking 
the natural log or adding a square term, which interactions to test, which model to use, 
how to deal with missing data. Consider, for example, a situation in which there are two 
potential dependent variables one could employ that are correlated at 0.5. If a researcher 
runs just two regression models and chooses the model with the smaller p value for the 
focal independent variable, the chances that one of the two p values is less than .05 in a 
situation when the true effect is zero for both is 9.5%. Screening two potential depend-
ent variables raises the effective alpha level from .05 to .095. Simmons and colleagues 
show that with just a few degrees of freedom the nominal alpha level is meaningless: “it is 
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unacceptably easy to publish ‘statistically significant’ evidence consistent with any hypoth-
esis” (2011:1359, emphasis in original). Practices such as p-hacking, harking and even data 
fabrication all fall under the umbrella of undisclosed researcher flexibility. The problematic 
quality of these decisions is that they are undisclosed. Decisions that are disclosed are not 
problematic because reviewers, editors and readers would be able to assess the evidence in 
light of these decisions.

Wooditch et al. (2020a, b, this issue) provide compelling new evidence on the effects 
of undisclosed researcher flexibility. They compare 95 pre-registered clinical trials on sub-
stance use to their final publications. Pre-registration is a commonly-cited strategy for lim-
iting researcher degrees of freedom as it is intended to specify all research protocols before 
the study takes place. Wooditch and colleagues document an alarming degree of deviation 
from the planned protocols. They also find that studies with more deviations from their 
pre-registration exhibit higher average effect sizes. Outcomes that are added to publica-
tions but not included in the pre-registration have substantively larger (.385) effects sizes 
in terms of Cohen’s D. This study is striking and alarming for a number of reasons. First, 
it shows that one of the most recommended strategies to curb unreliable research fails to 
limited researcher flexibility. Second, it documents how the exercise of researcher degrees 
of freedom is associated with inflated effect sizes. If these processes take place in pre-reg-
istered studies, how much more likely are they to take place in un-registered studies subject 
to much less scrutiny?

The terms “p-hacking” and “harking” imply some ill-intent on the part of the researcher, 
but researcher degrees of freedom may bend results towards desired outcomes without 
malfeasance. Careful and earnest scientists need only make data-dependent decisions on 
the way to their final models in order to inflate effective alpha levels. Gelman and Loken 
(2014) term the many decisions that are made on the way to the final paper as the “garden 
of forking paths”. This is important to point out because some researchers may feel that 
their own research is free of problems because they are not actively engaged in p-hacking. 
Hypothesis testing can be corrupted in much more subtle ways.

Gelman et  al. (2020) contribute a thought-provoking piece to this issue on the topic 
of Weisburd’s Paradox, a term coined by Sherman (2007) in reference to the observation 
that post hoc statistical power does not increase as sample size increases in criminal jus-
tice experiments (Weisburd et al. 1993). Weisburd and colleagues pointed out that larger 
experiments tend to be of lower quality when compared to earlier smaller experiments, 
a phenomenon widely recognized in the prevention science literature (Gottfredson et  al. 
2015). Gelman and colleagues suggest an alternative view, that effect size, and thus post 
hoc statistical power, is inflated in smaller experiments that have passed through the pub-
lication bias filter. If statistical significance is practically required for publication, then 
effect sizes of smaller experiments must be larger in order to qualify for publication since 
standard errors are larger in small samples. Post-hoc power calculations based on published 
research are subject to all the same biases of researcher degrees of freedom and so are 
almost certainly inflated estimates of a priori power (e.g. Barnes et al. 2020). Gelman and 
colleagues recommend less of a focus on a dichotomous view of statistical evidence and a 
greater embrace of uncertainty, a point on which Weisburd and Gelman agree (Farrington 
et al. 2019).

While it is easy for researchers to unconsciously bias their results towards statistical sig-
nificance, there is also plenty of opportunity for researchers to actively distort the research 
record. Estimates of lifetime prevalence of data falsification in psychology range from 2% 
based on self-disclosure (Fanelli 2009) to 10% based on estimates of prevalence among 
colleagues (John et  al. 2012). Other questionable research practices, such as failing to 
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disclose certain data processing decisions, dropping cases, and rounding down p values are 
much more prevalent. It is not known how prevalent such practices are in the discipline of 
criminology.

The review process itself is even less often scrutinized than researcher degrees of free-
dom and questionable research practices. As the gatekeeper for published research, edi-
tors and journal reviewers play a profound role in what gets published and where. Apart 
from the widespread acknowledgement that statistically significant results are more likely 
to be published than null results, biases may influence publishing decisions. In an intrigu-
ing experiment, Mahoney (1977) tested the role of confirmatory bias among reviewers by 
experimentally manipulating the contents of a paper supposedly under review, simulta-
neously sent to 75 reviewers. The introduction and methods sections of these papers, the 
sections that should weigh most heavily in assessments of scientific rigor, were identical 
across all reviewers. The results and conclusions sections were manipulated so that some 
reviewers received results that corresponded to their known prior beliefs while others 
received papers with results contrary to their prior beliefs. Reviewers who received papers 
that confirmed their prior beliefs rated the papers much more positively and only 25% 
pointed out a known error in the paper. Reviewers who received papers that disconfirmed 
their prior beliefs rated the papers much lower and 71% detected the same known error. 
This quite obviously goes against the norm of disinterestedness in science, whereby partic-
ipants in the scientific process should not favor one outcome over another (Merton 1942). 
Should such confirmatory biases exist in criminology, the research record will be distorted 
so that findings that counter orthodox views will be suppressed.

The most extreme cases of questionable research practices, when detected in the lit-
erature, sometimes result in retraction. Records of retraction can shed some light on the 
causes of unreliable research. First, rates of retracted articles are sharply on the rise (Grie-
neisen and Zhang 2012). This may indicate a sharp increase in questionable practices, 
increased detection and sanctioning of such practices, or both. Second, journal impact fac-
tor is strongly correlated with retraction rates (Fang and Casadevall 2011). This could indi-
cate that researchers are more apt to engage in questionable research practices in order to 
publish in the highest impact outlets, that post-publication scrutiny of such publications 
is much higher, or that editors of higher impact journals are more apt to retract articles 
when problems arise. Until last year, no journal in the discipline of criminology had ever 
retracted an article (but see Johnson et  al. 2011; Stewart et  al. 2018). That the first two 
retractions were from the flagship journal in the discipline is not surprising. It is more 
surprising that this had never happened before. A comprehensive analysis of over 4000 
retractions from 1928 to 2011 found that less than half (45%) were for questionable data 
or research misconduct (Grieneisen and Zhang 2012). As many retractions (46%) were 
for publishing misconduct such a plagiarism, duplicate publication or authorship issues. 
Like most misconduct, it is quite likely that the vast majority of research misconduct goes 
undetected.

Evidence of Misleading Research

The greatest asset in detecting whether the body of published literature is in some way a biased 
record of scientific evidence is to compared it to “gray literatures” such as dissertations, con-
ference abstracts, institutional review board applications, etc. Such literatures are unaffected 
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by the pressures research is subjected to on the path to publication but are still subject to per-
sonal biases of researchers.

In a review of dissertations published in the field of management, O’Boyle et al. (2017) 
found that 45% of research hypotheses were supported. When they tracked these dissertations 
to their corresponding peer-reviewed publications they found that 66% of research hypoth-
eses were supported. They detected many different methods of undisclosed researcher degrees 
of freedom that accounted for the change. Some unsupported hypotheses were dropped, oth-
ers were reversed, and some new ones were added. Variables were added, others deleted, and 
there was evidence of data alterations. It is not known whether such changes would be evident 
in criminology dissertations, but like criminology, the management literature was one where 
data was not required to be shared and replication was rare.

In another example of leveraging gray literature, Cooper et al. (1997) followed up on 159 
psychology studies that had been approved by an institutional review board. Of these studies, 
117 had been pursued through data analysis. In 72 instances, the null hypothesis had been 
rejected and 74% of these had been submitted to a journal. Only 2 of the 45 studies (4%) in 
which the null hypothesis had not been rejected were submitted to a journal. Thus, the ratio 
of “successful” to “unsuccessful” studies was 1.6:1 among the studies approved by the IRB, 
and 26.5:1 among the studies submitted for publication. A person who only read the published 
literature would have to conclude that the life of a scientist is one of nearly uninterrupted 
success. This is not a new phenomenon. Sterling (1959) reported that 97% of experiments 
reported in four top psychology journals had rejected their null hypotheses. The improbably 
successful nature of the published record was quantified by Francis (2014) as “excess suc-
cess”: rejection of null hypotheses at a higher rate than appropriate given statistical power.

If researchers have their fingers on the scales of statistical significance it will show up in 
the distribution of p values in the published record. Once a p value dips below .05 there would 
be no further need to modify the study. Several studies capitalize on this quality by comparing 
the prevalence of p values just below the .05 threshold to those just above it. If there were no 
manipulation of the models with the goal of rejection of the null hypothesis, the prevalence 
of p values on either side of this threshold would be about the same. Studies of p value distri-
butions in sociology and psychology consistently find a much higher prevalence of p values 
just below .05 (e.g. Gerber and Malhotra 2008; Leggett et al. 2013; Masicampo and Lalande 
2012). Gerber and Malhotra (2008) compared these distributions in leading sociology journals 
in the early 2000s versus the early 1990s and found similar patterns in both timeframes.

In this issue, Wooditch et al. (2020a) implement the p-curve method, first introduced by 
Simonsohn et al. (2014), to assess whether there is evidence of p-hacking in Campbell Col-
laborative systematic reviews. These reviews represent some of the strongest researcher in the 
discipline of criminology so it is striking to note that even in this body of research there is 
some evidence of p-hacking, with significantly more p values just below the .05 threshold 
than just above. At the same time, for most Campbell Collaborative reviews, there is evidential 
value, which implies that these areas of research are more reliable.

Best Practices for Moving the Literature Forward

Numerous proposals have been put forth to increase the reliability of the research record 
(Munafò et al. 2017; Nosek et al. 2015). The guiding principle for a more reliable literature 
is transparency and openness. Researcher degrees of freedom and questionable research 
practices are problematic because they are done in secret, without independent scrutiny.
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Data sharing and disclosure of the code that produced a research article are an essential 
practice of transparent research. To demonstrate this practice, I requested data and code 
from seven of the authors in this special issue. Five of seven authors complied with this 
request, providing either code, data, or both. However, two of these were shared as links 
external to the journal’s website, and one author submitted code to the journal but for 
unknown reasons it was not shared in an online appendix. Sharing of data and code are 
not yet standard practice in criminology, which likely accounts for the difficulty in sys-
tematically sharing data and code for each article in this issue. Of course, data sharing is 
not a panacea for replicable research. A researcher could, for example, share a version of 
the data that significantly deviates from the original data collection. Second, verifying the 
soundness of results in a published article using the uploaded data may be burdensome for 
reviewers unless the authors put in significant work to put together a replication package. 
Flagship journals in economics (American Economic Review) and political science (Ameri-
can Journal of Political Science) require replication packages to be made available before 
articles are published, and the latter verifies that the replication package actually produces 
the results presented in the paper.

Pre-registration is another strategy to reduce researcher degrees of freedom. The Ameri-
can Economic Review, for example, requires that all randomized control trials submitted to 
the journal to be pre-registered. However, as shown in this issue (Wooditch et al. 2020b), 
researchers can deviate from the plan. However, as long as the plan is publicly available, 
reviewers and editors would be able to assess the degree of deviation from the plan and 
whether it is justifiable or not.

Another common recommendation is to shift the focus away from p values to effect 
sizes or confidence intervals, or to abandon frequentist statistics altogether, in favor of 
Bayesian statistics. P values by themselves tell us next to nothing about the strength of 
the evidence, the scientific importance of the associated effect, or the likelihood that the 
result is reproducible (Cumming 2008). Embracing uncertainty and moving away from 
dichotomous assessment of research findings would be salutary developments. But in the 
absence of other changes, the high pressure to publish, nearly unlimited researcher degrees 
of freedom, and the tendency for statistical practice to become routinized, such a shift in 
emphasis may crystallize into effect size hacking, confidence interval hacking or Bayes fac-
tor hacking.

Pragmatists recommend a shift in how we assess this flawed body of research. Meta-
analytic techniques such as the trim-and-fill and p-curve methods have been developed to 
infer the missing studies residing in file drawers and forgotten computer folders (e.g. Fer-
guson and Brannick 2012; Simonsohn et al. 2014). Winship and Zhou (2020, this issue) 
suggest rules of thumb for assessing individual studies under the assumption of publica-
tion bias. Their stance is tricky, however, because they advise against reviewers and editors 
using these more stringent thresholds, recommending only that consumers of published 
research apply more stringent standards of statistical significance. Others have suggested 
moving the typical threshold for statistical significance from .05 to .005 (Benjamin et al. 
2018). However, as Winship and Zhou point out, such a move could increase the severity 
of p-hacking. It could also drive researchers towards “big data”, resulting in a rash of statis-
tically significant but substantively trivial effects.

Berk et al. (2018, accepted for this issue) take an even more pragmatic approach, sug-
gesting that researchers admit that all models are wrong and shift the target of their analy-
ses from causal inference and true effects to linear approximations of the truth. Models 
should be judged on their usefulness rather than whether they are misspecified, and esti-
mates of causal effects should be reserved for experiments or strong quasi-experimental 



269Journal of Quantitative Criminology (2020) 36:263–272 

1 3

methods. Their approach does not call for a significant change in practice, rather they call 
for a change in our expections of regression models and in how we interpret them.

Another well-worn strategy for avoiding misleading research is to ensure that our 
standard errors are correct. Moody and Marvell (2020, this issue) address the problem of 
standard error bias in fixed effects panel data models. They provide a very useful guide 
for researchers who intend to use such models including a full replication package that 
includes their Monte Carlo analysis. West et al. (2020, this issue) demonstrate a flexible 
Monte Carlo method for assessing regression estimate bias by simulating data and a distri-
bution of estimates. This method has the potential to detect fragile estimates and may have 
potential to uncover p-hacked results. They too provide code for replicating their results.

Finally, Thomas et al. (2019, accepted for this issue) demonstrate a method to determine 
the fragility of regression estimates by using sensitivity analyses. Their method specifically 
focuses on quantifying the magnitude of selection bias that would be necessary to push an 
observed effect below a specific threshold. This threshold can be defined by a p value or an 
effect size.

Outside of this special issue, many recent articles have focused on replication in crimi-
nology. McNeeley and Warner (2015) found that just 2.3% of articles in five leading 
criminology journals in 2006 to 2010 self-identified as a replication or re-analysis. This 
compares to 2.8% in the other leading social science journals and 1.4% in leading natural 
science journals. More recently, Pridemore et  al. (2018) found that just 0.45% of nearly 
40,000 criminology articles were replications. These studies may have missed repeatability 
replications that use the same procedure on different data or generalization replications that 
use different data and a different procedure (Freese and Peterson 2017). There is a need for 
more direct replications and differentiated replications in order to verify past findings and 
determine boundary conditions (Farrington et  al. 2019). Farrington et  al. (2019) suggest 
the development of a Journal of Criminological Replication. While this could be a wel-
come addition the ever-growing field of criminology journals, the downside would be its 
low status in terms of impact factor. Replications will remain rare until they are profession-
ally rewarded. One way to do this would be for the leading criminology journals to encour-
age and publish replications (Koole and Lakens 2012).

Another way to avoid biases introduced by the review process would be to adopt a two-
stage review process where a journal commits to publish a study conditional on a final 
editorial review based on a proposal that includes the literature review and proposed data 
and analytic strategy, or by requiring that submitted papers be pre-registered (Greve et al. 
2013). These review methods are already widely used for dissertations, which appear to be 
less biased towards statistically significant results (O’Boyle et al. 2017).

Next Steps

On this topic criminology has much to offer to the academy as a whole. After all, ques-
tionable research practices are a form of deviance. We have a long list of theoretical per-
spectives that may be usefully applied to this issue. Holtfreter et al. (2019), for example, 
have determined that tenure track faculty across the United States believe questionable 
research practices are driven primarily by strain and stresses of the tenure track, followed 
by low probability of being caught, and low self-control. Pratt et al. (2019) have found that 
researchers favor a punitive strategy for dealing with questionable research practices and 
there is evidence that the general public feels the same way (Pickett and Roche 2018). Of 
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course, given the wealth of research on deterrence, criminologists may have something to 
say about the likely success of a “get tough on questionable research practices” approach.

Although some progress has been made towards understanding the causes and preva-
lence of misleading research in criminology in this issue, much more work could be done. 
We do not know, for example, how criminology dissertations compare to journal articles in 
terms of rejection of null hypotheses. We know little of the extent of questionable research 
practices in the field, or how the review process itself shapes the body of scientific knowl-
edge. Nor we do know what proportion of research will replicate. There are significant 
barriers to data sharing and replication in criminology due to the sensitive nature of many 
of the questions we study and the formidable investments of time and money some research 
projects require, but we should begin to take steps in the direction of a more open science. 
To be most effective, this effort should be facilitated by top journals and senior scholars in 
the field.
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