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1 Introduction - Emerging Data-Centered
Ecosystems

In recent years, topics like (advanced) data analytics and data
science have been constantly gaining popularity in research
and business domains (Cerquitelli et al. 2020; Romero
et al. 2020). Data analytics refers to the process of analyzing
data by means of On-Line Analytical Processing tech-
niques and Machine Learning (ML) algorithms, which are
implemented in multiple procedural and declarative lan-
guages. Data science refers to techniques applied in the
whole workflow (a.k.a. data processing pipeline) of data
preparation for analysis and the analysis itself. The work-
flow typically includes the following tasks: data acquisition,
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transformation, integration, cleaning, pre-processing, label-
ing (for ML), data analysis, and sophisticated visualizations,
as reported in the recent Gartner report (Gartner 2020).

Presently, a huge and heterogeneous amount of data are
continuously generated by humans and machines. These
data are commonly referred to as big data (Ceravolo et al.
2018; Mauro et al. 2015). They are characterized mainly by:
(1) the heterogeneity of data models and structures - from
fully structured to unstructured, (2) a very high speed of
creation, and (3) exceptionally large volumes.

Using modern data integration and storage architectures
(including polystores and data lakes), based on Map-
Reduce as a processing model, distributed file systems as
storage, in-memory data processing engines, and NoSQL
data model, big data can be efficiently collected, integrated,
stored, managed, and analyzed for novel and more
interesting data-driven applications.

The growing relevance of non-traditional domains such as
bioinformatics (Liu et al. 2009), social networking (Zadeh
et al. 2019), mobile computing (Deng et al. 2020), sensor
applications (Strous and Cerf 2019), smart cities (Kar et al.
2019), and gaming (Clua et al. 2018) are generating increas-
ing quantities of data that are complex in contents, heteroge-
neous in formats, and often order of terabytes in amount.
These novel domains result in new ecosystems that include
business areas such as: human resources, business processes,
processes of data and information, IoT, mobile equipment,
which definitely impact societies (Gupta et al. 2018).

Such abundance of data and technologies enables
researchers to conduct significant research on data manage-
ment and analytics to ultimately add artificial intelligence
in real settings, i.e., applied data science. It also raises
many new challenges for data management, storage, pro-
cessing, and mining. Heterogeneous data collected from
differentsources should be adequately combined, integrated,

/ Published online: 28 November 2020

Information Systems Frontiers (2021) 23:1–7

http://crossmark.crossref.org/dialog/?doi=10.1007/s10796-020-10091-8&domain=pdf
mailto: silvia.chiusano@polito.it
mailto: tania.cerquitelli@polito.it
mailto: robert.wrembel@cs.put.poznan.pl
mailto: daniele.quercia@kcl.ac.uk


and stored to ensure efficient and effective data exploration
and understanding. Moreover, while information sharing is
essential in today’s business and social networks, such shar-
ing should not violate security and privacy requirements.
Privacy preserving and secure data management, as well as
safety aspects in data management systems, is an additional
axis of research and technology.

Particular attention should also be devoted to the involve-
ment of the end-user in the entire process to enhance her/his
exploitation and understanding of data and knowledge as
well as to make the user a valuable data provider. Data man-
agement and analytics solutions will perform better when
users can interact with systems and the systems take account
of the cognitive and physiological characteristics of the peo-
ple involved to provide personalized data processing and
analytics. Examples of approaches tailored to the awareness
of the people who form part of the processes are: interactive
query refinement, data visualization, human-assisted data
processing, and crowd-powered data infrastructure.

In this context, the aim of this special issue on Break-
throughs on Cross-Cutting Data Management, Data Analyt-
ics, and Applied Data Science is to share valuable research
findings on cross-cutting data management, data analytics,
and applied data science areas. The final goal is to disseminate
research findings and industrial/real advances on innovative
databases and data analytics methods and technologies.

A wide range of modern scientific and more invasive
applications could therefore benefit from those advances,
covering all facets of the knowledge discovering process.
Furthermore, the exploitation of these advanced technical
solutions in real-life application domains could highlight
new research issues to be addressed, thus opening inter-
esting and novel research questions which need to be
addressed. A variety of modern real-life settings along with
academic settings could benefit from the dissemination of
those advances and novel paradigms, covering all facets of
the data management and analytics process. Industries and
modern applications could explore the possibility of using
these new research findings in real life settings, thus keeping
pace with the latest technologies. Academics could iden-
tify open research issues coming from the industrial and
real-life domains to continuously support the innovation
process with the required methodological and technologi-
cal solutions. The characteristics of big data and new needs
to get insights from the data, induce new research and
technological challenges.

2 Special Issue Content

This special issue includes 9 papers selected after a
thorough reviewing process from 46 submitted to the call.
The special issue received significant attention from both

the international research and industrial communities. A
large number of co-authors (i.e., 170) submitted their
research contributions to the special issue. They are
geographical widely distributed and come from 21 different
countries all over the world. Submitted papers have, on
average, 3.5 authors each, and most of them present the
outcome of international cooperation.

The characteristics of big data and new needs from the
business to get insights from the data, induce new research
and technological challenges. The papers presented in this
special issue cover a wide range of hot topics related to:

– efficient data models, data processing pipelines and
architectures to integrate standard and big data
sources (Jovanovic et al. 2020) as well as to improve
resource utilization and aggregate performance in
shared environments (Michiardi et al. 2020);

– predictive analytics to forecast product demand in the
fashion industry (Gardino et al. 2020) and techniques
to deal with the lack of annotated data for sensor-based
human activity recognition (Prabono et al. 2020);

– text data processing to assess the performance of text
storage systems through a generic benchmark (Truică
et al. 2020) and innovative solutions to deal with specific
use cases such as the legal domain (Bordino et al. 2020);

– novel approaches for mining social media to support
intelligent transportation systems (Vallejos et al. 2020)
and digging deep the IoT scenario (Ustek-Spilda et al.
2020);

– solutions to deal with privacy issues in distance
learning systems (Preuveneers et al. 2020).

The wordcloud in Fig. 1, generated through a tradi-
tional text-mining pipeline by analyzing titles, abstracts,
and keywords of all accepted papers, provides an overview
of the special issue content. By showing the top-60 fre-
quent words characterizing the accepted papers, Fig. 1
highlights the macro-topic addressed (e.g., data, process-
ing, model, learning, system) as well as it offers a detailed
characteristic of all data management and data analytics

Fig. 1 Special issue content: an overview
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techniques (e.g., natural language, query, view manage-
ment, machine learning) and the scenarios where they have
been exploited (e.g., social network, text).

The content of the special issue is briefly introduced in
the following subsections.

2.1 Efficient Data Models, Data Processing Pipelines
and Architectures

One of the main challenges in managing big data is to
build architectures for integrating big data sources as well
as ingesting and transform big data into formats suitable
for OLAP processing and machine learning algorithms. It is
now widely agreed that the currently available architectures
that allow to integrate big data, are mainly the data lake
(Ceravolo et al. 2018; Nargesian et al. 2019) and polystore
architectures (Alotaibi et al. 2020; Gadepally et al. 2016;
Tan et al. 2017). Both of them apply physical and virtual
integration. In both the architectures, metadata are crucial
to build an interoperable data integration layer. Executing
queries in data integration architectures is challenging for
the following reasons. First, the information is constructed
by crossing data from numerous sources, schemas, and
formats. Second, a query in a global schema needs to be
decomposed into queries on particular data sources. Third,
such a query needs to be efficiently executed in a distributed
and heterogeneous environments, whereby multiple users
submit queries concurrently.

In this special issue, paper (Jovanovic et al. 2020)
contributes an integration platform (called Quarry) for
standard and big data sources. The platform supports a semi-
automated construction of and end-to-end data processing
pipeline. The platform adapts the concept of the mediated
architecture where a global schema is mapped to local
schemas by means of the Local-as-View (LAV) approach.
Quarry heavily relies on metadata, which are organized as
a hypergraph to facilitate searching and the integration of
new metadata. Quarry has been evaluated in an international
project for the World Health Organization.

To gain a more efficient resource utilization and better
aggregate performance in shared environments, where
queries are concurrently submitted by multiple users, Multi-
Query Optimization (MQO) techniques are adopted in
paper (Michiardi et al. 2020). The proposed system extends
the SparkSQL Catalyst optimizer to provide a general
approach to MQO for distributed computing frameworks
that support a relational API. The system demonstrated
significant improvements in terms of aggregate query
execution times, while fulfilling the memory budget given
to the MQO problem.

2.2 Predictive Analytics

Predictive analytics refers to a variety of statistical and ana-
lytical techniques used to develop models that predict future
events or behaviors (Tsai et al. 2015). Classification mod-
els are common predictive models that aim at categorizing
information based on historical data. Instead, regression
analysis is used for forecasting, time series modelling and
finding the causal effect relationship between between a
dependent (target) and independent variable (s) (predictor).
Predictive analytics finds applications in a wider range of
different domains. Although a variety of predictive algo-
rithms and models are available in the literature, the appli-
cation of these solutions in specific real domains always
raises some challenging questions to be addressed related to
different aspects, such as data distribution, data dimension-
ality, or availability of a sufficient amount of labeled data
for training a model.

In this context, paper (Gardino et al. 2020) proposes a
method for predicting product demand in the fashion industry.
The proposed prediction method, called multi-VIew Bridge
Estimation (VIBE), takes advantage of the existence of
multiple views on items, i.e., sets of homogeneous features.
Such views compensate the problem of missing data
by means of learning the interactions (or dependencies)
between common latent features. The authors show how
their method is able to reconstruct the missing views for
products whose sales are not known, with the goal to
forecast the future sales based on the reconstructed views.

Classification models are also used for the realization
of sensor-based human activity recognition (HAR) to
make a prediction of well-defined human activities out of
the sensor data. However, for HAR a sufficiently large
amount of annotated data is needed to realize an accurate
classification model. Since the performance of these models
degrades when they face new samples coming from unseen
distributions, several domain adaptation methods have been
proposed to minimize the need for labeled data. To address
this issue, paper (Prabono et al. 2020) proposes a novel two-
phase autoencoder-based approach on domain adaptation
for sensor-based HAR. The proposed approach learns a
latent representation, which minimizes the discrepancy
between domains by reducing statistical distance. The
effectiveness of the proposed approach has been tested in
cross-domain sensor-based HAR.

2.3 Text Mining

As reported in Grohe (2019) and Marr (2019), a volume
of unstructured data increases much faster than the vol-
ume of structured data. Among them, text data constitute

3Inf Syst Front (2021) 23:1–7



a substantial counterpart. For text analytics and Natural
Language Processing (NLP), text data are processed by
complex pipelines, which typically include noise removal,
homogenizing lower-upper cases, resolving abbreviations,
acronyms, and synonyms, stemming, lemmatization, stop-
word removal, and (optionally) tagging. However, several
challenging research issues are still open in text mining.
Although the adaptation of NLP technologies brings attrac-
tive benefits to processing and understanding documents on
a large-scale, the specific setting of each domain often pre-
vents the adaptation of general-purpose NLP solutions or
the adaptation of domain-specific NLP pipelines. Moreover,
to test the quality of texts produced by such pipelines, one
needs a ground truth data, i.e., benchmarks. Another issue
to be solved is how to efficiently store and access text data.

Paper (Bordino et al. 2020) focuses on designing a
novel NLP-based solution for garnishment - a specific
use case in the legal domain so far overlooked in
the NLP literature. The proposed GarNLP framework
can automatically analyze and annotate various kinds of
documents exchanged in a garnishment process, to classify
documents into a predefined taxonomy of categories and
automatically extract from the text, information on the
garnishment procedure. This work was motivated by a
request of one of a big pan-European commercial bank.

Paper (Truică et al. 2020) proposes a generic benchmark,
called TextBenDS, for assessing the performance of text
storage systems. At the conceptual level, the benchmark
models text data (documents) as a cube. This model is then
transformed by the benchmark into three different logical
models to be implemented in distributed Hive, Spark, and
MongoDB. TextBenDS includes a number of aggregation
queries of different complexities, selectivities, and selection
patterns to compute term weighting schemes applied to
extracting top-k keywords and documents. TextBenDS has
been applied in practice to evaluate the performance of Hive,
Spark, and MongoDB on a text corpus including 2500000
tweets.

2.4 Social Media Mining

Social media includes a set of tools, such as blogs, social
networking sites, and forums, which enable communication
and cooperation. They facilitate relationship forming
between users of diverse backgrounds, resulting in a rich
social structure and a valuable source of information to
capture user perception and to support decision making
processes in a variety of scenarios (Kapoor et al. 2018).
However, social media and their data represent complex
ecosystems characterized by challenging issues from the
data science perspective. Information is exchanged using
heterogeneous data types (i.e, pictures, videos, text), thus
requiring proper data processing techniques to turn out the

social data content into useful insights. Another remarkable
aspect is the the risks associated with the use of social
media, due to malicious behavior such as bots, sock puppets,
creation and dissemination of fake news, Sybil attacks, and
actors hiding behind multiple identities.

Social networks are analyzed as a valuable source of
information to support business and management. One
of the application is an intelligent transportation systems
in large cities in paper (Vallejos et al. 2020). ML
and NLP techniques are combined in a novel approach,
named Manwë, for detecting, interpreting, geo-locating and
disseminating traffic incidents written in natural language
reported in social networks. Manwë is a complementary
approach to other traffic-specific social networks such as
Waze, acquired by Google in 2013.

Social media are exploited to dig deep the Internet
of Things (IoT) scenario in paper (Ustek-Spilda et al.
2020). Nowadays sensing technologies allow collecting and
transmitting data for algorithmic processing and ML in
various domains. However, the potential consequences of
pervasive connectivity along with concerns about security,
privacy, and trust are abundant and are still widely debated.
The paper proposes a method developed within the VIRT-
EU project that integrates social media data and data from
qualitative research and network analysis. The authors aim
at: (1) analyzing the main actors in IoT-related discussions
in Europe, and (2) identifying geographical clusters and
specific topics that emerge within IoT, and the matters of
concern discussed by the technology developers, designers
and entrepreneurs of IoT on Twitter.

2.5 Privacy Issues in Distance Learning Solution

Distance learning solutions are becoming increasingly
popular as they allow enriching traditional teaching and
reaching students spread over vast geographical areas, but
they also represent a valuable alternative when face-to-
face teaching is not feasible (as for example due to critical
events such as Codiv-19 pandemic). In such a systems,
the adequate monitoring of student engagement requires
a considerable amount of computational resources and
network capacity to process audiovisual, interaction and
physiological data of the audience in near-real time. In this
context, critical privacy concerns arise since the continuous
tracking and centralized analysis of sensitive personal data
may invade the privacy of remote students.

To address the aforementioned concerns, paper (Preuve-
neers et al. 2020) proposes a solution based on well-known
and proven enabling technologies for decentralized data
analytics as well as best practices for preserving privacy. A
multi-modal engagement model is proposed that runs in the
cloud and at the edge to easily scale with a growing number
of participants. Federated behavior data processing and the
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application of secure multi-party computation are exploited
to allow privacy enhanced analysis of student engagement.

3 Conclusions and open issues

Open science Data-driven methods require the data before
making any conclusions. Unfortunately, only a few real,
large enough, and fully reliable datasets are barely available.
To significantly enhance and promote open science a
privacy-preserving subset of data used in the research
activities and the developed code must be released as open
resources to allow researchers and practitioners to advance
the research outcomes.

Enriching the Knowledge Discovery in Databases (KDD)
Pipeline with Self-learning Capability Tailoring the KDD
pipeline to a specific application setting always requires
a lot of data science expertise and intense experimental
activity. Cutting-edge techniques that can support the
analyst in the automatic configuration of the KDD pipeline
for the use case under analysis could significantly increase
the spread of the data science in a wide range of real-life
applications.

Privacy-Preserving Data Analytics Privacy issues have
always been critical aspects to be considered in any ICT
solutions. These aspects are of great importance in data-
driven solutions, where therefore ad-hoc strategies have to
been integrated to guarantee the right level of data protec-
tion. Preliminary solutions on federated ML solutions seem
promising by offering privacy-preserving data strategies,
besides having accurate performance, but many research
issues are still open.

Personalized Data Visualization With the final aim to add
intelligence to business applications, the value extracted
from data must be provided to subjects with different levels
of expertise through more adaptive and personalized strate-
gies to support the decision-making process effectively. An
exciting research challenge is to provide data analytics tools
with personalized visualization strategies to deliver data
and knowledge stories in an automated way based on user
expertise.

Efficient Integration of Big Data A big data integration
architecture has to handle new challenges as compared
to a standard architecture. First, it processes much more
complex data (e.g., graphs, natural language, non-tabular
data in general). Second, data volumes are much larger.
Third, big data change faster and arrive faster to the
integration system (e.g., in the form of data streams). For
these reasons, the development of a big data integration

architecture calls for resolving multiple research and
technological issues. In our opinion, the most crucial ones
include: (1) automatic data source discovery to be included
in the integration architecture, (2) metadata management
and standardization, (3) automatic integration of new data
sources, (4) handling the evolution of data sources at
the integration layer, (5) optimizing performance of data
processing pipelines.

We hope that the readers will find the topics of
the selected papers cutting-edge and exciting, and that
they could lead to the development of a creative and
technological-advanced range of future research activities to
address some of the highlighted open issues.
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Damiani, E., Mazak, A., van Keulen, M., Jarrar, M., Santucci, G.,
Sattler, K., Scannapieco, M., Wimmer, M., Wrembel, R., Zaraket,
F.A. (2018). Big data semantics. Journal on Data Semantics, 7(2),
65–85.

Cerquitelli, T., Chiusano, S., Vargas-Solar, G. (2020). Editorial special
issue on data analytics for engineering, science and society. Com-
puting, 102(5), 1093–1096. https://doi.org/10.1007/s00607-020-
00810-z.

Clua, E., Roque, L., Lugmayr, A., Tuomi, P. (Eds.) (2018). Int. Conf.
on Entertainment Computing at the 24th IFIP World Computer
Congress (WCC 2018), Vol. 11112. Springer Science: LNCS.

Deng, S., Wu, H., Yin, J. (2020). Mobile service computing Vol. 58.
Berlin: Springer.

Gadepally, V., Chen, P., Duggan, J., Elmore, A.J., Haynes, B., Kepner,
J., Madden, S., Mattson, T., Stonebraker, M. (2016). The bigdawg
polystore system and architecture. In IEEE high performance
extreme computing conference, pp. 1–6.

Gardino, G.B., Meo, R., Craparotta, G. (2020). Multi-view latent
learning applied to fashion industry. Information Systems Fron-
tiers. https://doi.org/10.1007/s10796-020-10005-8.

Gartner (2020). Magic quadrant for data science and machine learning
platforms. Report.

5Inf Syst Front (2021) 23:1–7

https://www.cs.put.poznan.pl/events/ISF2020-spec-issue.html
https://www.cs.put.poznan.pl/events/ISF2020-spec-issue.html
https://doi.org/10.1007/s10796-020-09997-0
https://doi.org/10.1007/s10796-020-09997-0
https://doi.org/10.1007/s00607-020-00810-z
https://doi.org/10.1007/s00607-020-00810-z
https://doi.org/10.1007/s10796-020-10005-8


Grohe, K. (2019). Unstructured data growth in the enterprise.
https://www.stellus.com/blog/unstructured-data-growth-in-the-en-
terprise/ . Accessed Jul, 2020.

Gupta, A., Deokar, A.V., Iyer, L.S., Sharda, R., Schrader, D. (2018).
Big data & analytics for societal impact: recent research and
trends. Information Systems Frontiers, 20(2), 185–194.

Jovanovic, P., Nadal, S., Romero, O., Abelló, A. (2020). Quarry: a
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