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Abstract
Recent advances in computing power and the potential to make more realistic

assumptions due to increased flexibility have led to the increased prevalence of

simulation models in economics. While models of this class, and particularly agent-

based models, are able to replicate a number of empirically-observed stylised facts

not easily recovered by more traditional alternatives, such models remain notori-

ously difficult to estimate due to their lack of tractable likelihood functions. While

the estimation literature continues to grow, existing attempts have approached the

problem primarily from a frequentist perspective, with the Bayesian estimation

literature remaining comparatively less developed. For this reason, we introduce a

widely-applicable Bayesian estimation protocol that makes use of deep neural

networks to construct an approximation to the likelihood, which we then benchmark

against a prominent alternative from the existing literature. Overall, we find that our

proposed methodology consistently results in more accurate estimates in a variety of

settings, including the estimation of financial heterogeneous agent models and the

identification of changes in dynamics occurring in models incorporating structural

breaks.
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1 Introduction and Literature Review

Recent years have, to some extent, seen the emergence of a paradigm shift in how

economic models are constructed. Traditionally, a need to facilitate mathematical

tractability and limited computational resources have led to a dependence on strong

assumptions,1 many of which are inconsistent with the heterogeneity and non-

linearity that characterise real economic systems (Geanakoplos and Farmer 2008;

Farmer and Foley 2009; Fagiolo and Roventini 2017). Ultimately, the Great

Recession of the late 2000s and the perceived failings of traditional approaches,

particularly those built on general equilibrium theory, would lead to the birth of a

growing community arguing that the adoption of new paradigms harnessing

contemporary advances in computing power could lead to richer and more robust

insights (Farmer and Foley 2009; Fagiolo and Roventini 2017).

Perhaps the most prominent examples of this new wave of computational

approaches are agent-based models (ABMs), which attempt to model systems by

directly simulating the actions of and interactions between their microconstituents

(Macal and North 2010). In theory, the flexibility offered by simulation should

allow for more empirically-motivated assumptions and this, in turn, should result in

a more principled approach to the modelling of the economy (Chen 2003; LeBaron

2006). The extent to which this has been achieved in practice, however, remains

open for debate (Hamill and Gilbert 2016).

While ABMs initially found success by demonstrating an ability to replicate a

wide array of stylised facts not recovered by more traditional approaches (LeBaron

2006; Barde 2016), their simulation-based nature makes their estimation nontrivial

(Fagiolo et al. 2019). Therefore, while the last decade has seen the emergence of

increasingly large and more realistic macroeconomic models, such as the Eurace

(Cincotti et al. 2010) and Schumpeter Meeting Keynes (Dosi et al. 2010) models,

their acceptance in mainstream policy-making circles remains limited due to these

and other challenges.

The aforementioned estimation difficulties largely stem from the simulation-

based nature of ABMs, which, in all but a few exceptional cases,2 renders it

impossible to obtain a tractable expression for the likelihood function. As a result,

most existing approaches have attempted to circumvent these difficulties by directly

comparing model-simulated and empirically-measured data using measures of

dissimilarity (or similarity) and searching the parameter space for appropriate values

that minimise (or maximise) these metrics (Grazzini et al. 2017; Lux 2018). The

most pervasive of these approaches, which Grazzini and Richiardi (2015) call

simulated minimum distance (SMD) methods, is the method of simulated moments

(MSM), which constructs an objective function by considering weighted sums of the

squared errors between simulated and empirically-measured moments (or summary

statistics).

1 These include, but are not limited to, assumptions of perfect rationality and the existence of

representative agents.
2 See, for example, the work of Alfarano et al. (2005, 2006, 2007).
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Though MSM has been widely applied in a number of different contexts3 and has

desirable mathematical properties,4 it suffers from a critical weakness. In more

detail, the choice of moments or summary statistics is entirely arbitrary and the

quality of the associated parameter estimates depends critically on selecting a

sufficiently comprehensive set of moments, which has proven to be nontrivial in

practice. In response, recent years have seen the development of a new generation of

SMD methods that largely eliminate the need to transform data into a set of

summary statistics and instead harness its full informational content (Grazzini et al.

2017).

These new methodologies vary substantially in their sophistication and theoret-

ical underpinnings. Among the simplest of these approaches is attempting to match

time series trajectories directly, as suggested by Recchioni et al. (2015). More

sophisticated alternatives include information-theoretic approaches (Barde

2017, 2020; Lamperti 2018a), simulation-based approaches to maximum likelihood

estimation (Kukacka and Barunik 2017), and comparing the causal mechanisms

underlying real and simulated data through the use of SVAR regressions (Guerini

and Moneta 2017). In addition to the development of similarity metrics, attempts

have also been made to reduce the large computational burden imposed by SMD

methods by replacing the costly model simulation process with computationally

efficient surrogates (Salle and Yildizoglu 2014; Lamperti et al. 2018).

Many of the above metrics have also been applied in the context of the related

problem of model selection, where the output generated by various candidate

models5 is compared to empirically-observed data and the model associated with the

lowest (highest) dissimilarity (similarity) score is predicted to be the most

appropriate description of the empirical data-generating process. In particular,

Franke and Westerhoff (2012) propose several variants of a novel financial

heterogeneous agent model and make use of a moment-based approach to select the

best performing candidate. Using more sophisticated information-theoretic tech-

niques, Barde (2016) pits several prominent ABMs against each another and

traditional time series models in a comprehensive series of head-to-head tests.

Finally, Lamperti (2018b), who employs similar techniques, compares several

variants of the Brock and Hommes (1998) model.6

Interestingly, the aforementioned approaches are all frequentist in nature, with

Bayesian techniques not generating much interest up until very recently.7 This is

perhaps rather surprising, given the plethora of Bayesian methods available for

3 See Franke (2009), Franke and Westerhoff (2012), Fabretti (2013), Grazzini and Richiardi (2015), Chen

and Lux (2018) and Platt and Gebbie (2018) for examples.
4 The estimator is both consistent and asymptotically normal (McFadden 1989).
5 These models are usually, but not necessarily always, estimated in advance using similar or alternative

methods.
6 It should be noted that, in both Barde (2016) and Lamperti (2018b), the considered models have not

been rigorously estimated.
7 There is a rather substantial literature on what are called approximate bayesian computation (ABC)

methods that has gained a significant following in biology and ecology (Sisson et al. 2018).

Unfortunately, the vast majority of these methods rely on converting data to a set of summary statistics

and their appeal for estimating economic ABMs is therefore limited.
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dynamic stochastic general equilibrium models (Fagiolo and Roventini 2017). The

first major Bayesian study was conducted by Grazzini et al. (2017) and makes use of

a relatively simple kernel density estimation-based likelihood approximation. This

was later followed by the work of Lux (2018), who employs sequential Monte Carlo

methods. While this investigation does make some attempts at Bayesian estimation,

the vast majority of the experiments conducted still adopt a frequentist paradigm. In

what appears to be a modest paradigm shift, the last year has seen a number of

interesting new contributions. These include the work of Delli Gatti and Grazzini

(2019), which applies similar techniques to those developed by Grazzini et al.

(2017) to a medium-scale macroeconomic model,8 the work of Lux (2020), which

applies the methodology considered by Lux (2018) to additional Bayesian examples

involving several small-scale financial models, and finally the probabilistic

programming study conducted by Bertschinger and Mozzhorin (2020), which

makes use of the Stan language to perform a calibration and model selection

exercise on similar models to those considered by Lux (2020).

While the estimation literature has certainly been growing, it still suffers from a

number of key weaknesses. Perhaps the most significant of these is a lack of a

standard benchmark against which to compare the performance of new methods. As

a result, most new approaches have traditionally only been tested in isolation and

comparative exercises have been relatively rare. For this reason, we compared a

number of prominent estimation techniques in a previous investigation (Platt 2020)

and found, rather surprisingly, that the Bayesian estimation procedure proposed by

Grazzini et al. (2017) consistently outperformed a number of prominent SMD

methods in a series of head-to-head tests, despite its relative simplicity. We

therefore argued that more interest in Bayesian methods is warranted and suggested

that increased emphasis should be placed on their development.

Additionally, it is also worth noting that while the approaches of Lux (2020) and

Bertschinger and Mozzhorin (2020) may achieve a modest degree of success when

applied to small-scale models, they cannot be readily applied to models of a larger

scale due to issues of computational tractability, a weakness not shared by the

approach of Grazzini et al. (2017), which we found was able to achieve some

success when confronted by a large-scale model of the UK housing market.

In line with the above findings and recommendations, we now introduce a

method for the Bayesian estimation of economic simulation models9 that relaxes a

number of the assumptions made by the approach of Grazzini et al. (2017) through

the use of a neural network-based likelihood approximation. We then benchmark

our proposed methodology through a series of computational experiments and

finally conclude with discussions related to practical considerations, such as the

setting of the method’s hyperparameters and the associated computational costs.

8 While Bayesian in nature, this work focuses on maximum a posteriori estimation rather than the

sampling of full posteriors.
9 It is worth noting that while we focus on ABMs, the proposed methodology is applicable to any model

capable of simulating time series or panel data. For this reason, the methodology would be equally

applicable to competing modelling approaches.
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2 Estimation and Experimental Procedures

In this section, we introduce the reader to a number of the essential elements of our

investigation, including a brief discussion of the fundamentals of Bayesian

estimation, a description of the approach of Grazzini et al. (2017) (our chosen

benchmark), and an introduction to our proposed estimation methodology.

2.1 Bayesian Estimation of Simulation Models

For our purposes, we consider a simulation model to be any mathematical or

algorithmic representation of a real world system capable of producing time series

(panel) data of the form

Xsimðh; T ; iÞ ¼ xsim1;i ðhÞ; xsim2;i ðhÞ; . . .; xsimT ;i ðhÞ
h i

; ð1Þ

where h is a model parameter set in the space of feasible parameter values, T is the

length of the simulation, i represents the seed used to initialise the model’s random

number generators, and xsimt;i ðhÞ 2 Rn for all t ¼ 1; 2; . . .; T .

In general, estimation or calibration procedures aim to determine appropriate

values for h such that Xsimðh; T; iÞ produces dynamics that are as close as possible to

those observed in an empirically-measured equivalent,

X ¼ x1; x2; . . .; xT½ �; ð2Þ

where xt 2 Rn for all t ¼ 1; 2; . . .; T .
Bayesian estimation attempts to achieve the above by first assuming that the

parameter values follow a given distribution, pðhÞ, which is chosen to reflect one’s

prior knowledge or beliefs regarding the parameter values. This is then updated in

light of empirically-measured data, yielding a modified distribution, pðhjXÞ, called
the posterior. Bayesian estimation can therefore be framed in terms of Bayes’

theorem as follows:

pðhjXÞ ¼ pðXjhÞpðhÞ
pðXÞ : ð3Þ

Unfortunately, obtaining an analytical expression for the posterior is typically not

feasible. Firstly, the normalisation constant, pðXÞ, is unknown or determining it is

nontrivial. Secondly, the likelihood, pðXjhÞ, is intractable for most simulation

models, particularly large-scale macroeconomic ABMs. Nevertheless, these limi-

tations can be overcome to some extent. Grazzini et al. (2017) provide a method for

approximating pðXjhÞ for a particular value of h, which then allows us to evaluate

the right-hand side of

pðhjXÞ / pðXjhÞpðhÞ: ð4Þ

The above may then be used along with Markov chain Monte Carlo (MCMC)

methods, such as the Metropolis–Hastings algorithm, to sample the posterior. This is
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possible since most MCMC techniques only require that we are able to determine

the value of a function proportional to the density function of interest rather than the

density function itself. It should be apparent, however, that the overall estimation

error will depend critically on the method used to approximate the likelihood.

2.2 The Approach of Grazzini et al. (2017)

As previously stated, Grazzini et al. (2017) provide a method to approximate the

likelihood for simulation models, which we now discuss in more detail.

In essence, the approach is based on the assumption that, for all t� ~T , we reach a

statistical equilibrium such that xsimt;i ðhÞ fluctuates around a stationary level,

E½xsimt;i ðhÞjt� ~T �, which allows us to further assume that xsim~T ;i ðhÞ; x
sim
~Tþ1

ðhÞ; . . .; xsimT ;i ðhÞ
constitutes a random sample from a given distribution.10 It is then possible to

determine a density function that describes this distribution, which we denote by
~f ðxjhÞ, using kernel density estimation (KDE), finally allowing us to approximate

the likelihood of the empirically-sampled data11 for a given value of h as follows:

pðXjhÞ ¼
YT
t¼1

~f ðxtjhÞ: ð5Þ

It should be apparent that the above results in a simple strategy that is easy to apply

in most contexts. It must be noted, however, that this is largely made possible

through strong assumptions that seldom hold in practice. In more detail, notice that

ordered time series (panel) data is essentially being treated as an i.i.d. random

sample, implying that xsimt;i ðhÞ ? xsim1;i ðhÞ; . . .; xsimt�1;iðhÞ for all t ¼ 2; 3; . . .; T . Unfor-

tunately, such independence assumptions do not hold for most simulation models,

since xsimt;i ðhÞ is likely to be dependent on at least some of the previously realised

values, whether this dependence is explicit or mediated through latent variables.

Additionally, such assumptions result in a likelihood function that makes no dis-

tinction between h values that result in identical unconditional distributions but

differing temporal trends. Since many economic simulation models and particularly

large-scale macroeconomic ABMs produce datasets that are characterised by sea-

sonality or structural breaks, there is likely to be some impact on the quality of the

resultant parameter estimates.

Nevertheless, Platt (2020) demonstrates that despite the above shortcomings, the

method of Grazzini et al. (2017) is able to provide reasonable parameter estimates

in many contexts, while also outperforming several more sophisticated SMD

methods. This warrants further investigation and naturally leads one to ask whether

10 The samples need not all be drawn from a single Monte Carlo replication and may instead be drawn

from the statistical equilibria reached by each replication in an ensemble generated using various random

seeds. In practice, we simulate an ensemble of R such Monte Carlo replications for each candidate set of h

values and combine the samples from each replication into a single random sample.
11 Note that we have assumed, as in the case of the simulated data, that the empirically-sampled data

fluctuates around a stationary level.

123

604 D. Platt



relaxing the required independence assumptions would allow for the construction of

a superior Bayesian estimation method.

2.3 Likelihood Approximation Using Neural Networks

We now begin our discussion of a relatively simple extension to the likelihood

approximation procedure proposed by Grazzini et al. (2017) that is capable of

capturing some of the dependence of xsimt;i ðhÞ on past realised values. As a starting

point, we assume that

p xsimt;i
��xsim1;i ; . . .; xsimt�1;i : h

� �
¼ p xsimt;i

��xsimt�L;i; . . .; x
sim
t�1;i : h

� �
ð6Þ

for all L\t� T , implying that xsimt;i ðhÞ depends only on the past L realised values.

Our task, therefore, is the estimation of the above conditional densities,

~f xsimt�L;i; . . .; x
sim
t�1;i; x

sim
t;i ;/

� �
’ p xsimt;i

��xsimt�L;i; . . .; x
sim
t�1;i : h

� �
; ð7Þ

for all L\t� T , where / ¼ /ðhÞ are parameters associated with the density esti-

mation procedure.

In our context, we make use of a mixture density network (MDN), a neural

network-based approach12 to conditional density estimation introduced by Bishop

(1994). The aforementioned scheme consists of two primary components,13 a

mixture of K Gaussian random variables,

~f x; y;/ð Þ ¼
XK
k¼1

ak xð ÞN y
��lk xð Þ;Rk xð Þ

� �
; ð8Þ

where we denote xsimt;i by y and xsimt�L;i; . . .; x
sim
t�1;i by x, and functions ak, lk and Rk of x

which determine the mixture parameters. Here, ak, lk and Rk are the outputs of a

feedforward neural network taking x as input and having weights and biases /ðhÞ,
which are determined by training the network on an ensemble of R Monte Carlo

replications simulated by the candidate model for parameter set h. Using the trained

12 It is worth mentioning that a variety of methods in the ABC tradition also make use of neural networks

(see, for example, Sheehan and Song 2016; Papamakarios and Murray 2016) and thus may share

superficial similarities with our proposed methodology. In almost all cases, however, such ABC methods

attempt to learn a direct mapping or regression from X to h or vice versa. Since, in the case of time series

or panel data, X tends to be high-dimensional (at least T in length), it is then required that X first be

transformed to a set of summary statistics to yield a tractable density estimation or regression problem, as

alluded to in Sect. 1. Our methodology is thus distinct from the aforementioned approaches by instead

considering the more tractable problem of learning the density of xsimt;i conditional on xsimt�L;i; . . .; x
sim
t�1;i and

thus being able to consider time series or panel data directly without the need to resort to summary

statistics.
13 Note that these discussions are primarily illustrative and serve to briefly describe and motivate our

approach. A detailed technical description of its implementation is provided in Appendix 1.
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MDN, it is then possible to approximate the likelihood of the empirically-sampled

data for a given value of h as follows:14

pðXjhÞ ¼
YT�L

t¼1

~f ðxt; . . .; xtþL�1; xtþL;/Þ: ð9Þ

While alternative density estimation procedures could potentially have been

employed, our consideration of MDNs is motivated primarily by their desirable

properties. Specifically, MDNs are, in theory, capable of approximating fairly

complex conditional distributions. This follows directly from the fact that mixtures

of normal random variables are universal density approximators for sufficiently

large K (Scott 2015) and the fact that neural networks are universal function

approximators (Hornik et al. 1989), provided they are sufficiently expressive.

Therefore, provided that K is sufficiently large and the constructed neural network

sufficiently deep (and wide), the above methodology should result in accurate

conditional density estimates. Additionally, a number of empirical studies,

including those of Sugiyama et al. (2012) and Rothfuss et al. (2019), have found

MDNs to produce consistently superior performance when compared to a number of

prominent alternatives, further motivating their consideration.

2.4 Method Comparison and Benchmarking

Given that we have now described our proposed estimation methodology, we

proceed to discuss our strategy for benchmarking it against the approach of Grazzini

et al. (2017), where we follow a similar strategy to that employed in Platt (2020).

We begin by letting Xsimðh; T; iÞ be the output of a candidate model, M. Since

empirically-observed data is nothing more than a single realisation of the true data-

generating process, which may itself be viewed as a model with its own set of

parameters, it follows that we may consider X ¼ Xsimðhtrue; Temp; i�Þ as a proxy for

real data to which M may be calibrated.

In this case, we are essentially estimating a perfectly-specified model using data

for which the true parameter values, htrue, are known. It can be argued that a good

estimation method would, in this idealised setting, be able to recover these true

values to some extent and that methods which produce estimates closer to htrue

would be considered superior. This leads us to define the following loss function

LSðhtrue; ĥÞ ¼ jjhtrue � ĥjj2; ð10Þ

where ĥ is the parameter estimate (posterior mean) produced by a given Bayesian

estimation method.

In practice, it is important that both ĥ and htrue are normalised to take values in

the interval [0, 1] before the loss function value is calculated. This is because even

relatively small estimation errors associated with parameters that typically take on

14 This follows directly from the chain rule for probability and our assumption that xsimt;i ðhÞ depends only
on the past L realised values.
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larger values will increase the loss function value substantially more than relatively

large estimation errors associated with parameters that typically take on smaller

values if no normalisation is performed. Therefore, for each free parameter,

hj 2 ½a; b�, we set

ĥ½0;1�j ¼ ĥj � a

b� a
; ð11Þ

with an analogous transformation being applied to htruej .

The above allows us to develop a series of benchmarking exercises in which we

compare the loss function values associated with our proposed method and that of

Grazzini et al. (2017) for a number of different models, free parameter sets, and htrue

values.15 In all of these comparative exercises, we aim to ensure that the overall

conditions of the experiments are consistent throughout, regardless of the method

used to approximate the likelihood. Therefore, in all cases, we set the length of the

proxy for real data to be Temp ¼ 1000, the number of Monte Carlo replications in the

simulated ensembles to be R ¼ 100, the length of each series in the simulated

ensembles to be Tsim ¼ 1000, and the priors for all free parameters to be uniform

over the explored parameter ranges, unless stated otherwise. Additionally, we have

also used the same lag length, L ¼ 3, for all estimation attempts involving our

neural network-based method. While seemingly arbitrary, this choice has very clear

motivations that are discussed in detail in Sect. 5.1.

Finally, the MCMC algorithm used to sample the posterior and its associated

hyperparameters remain unchanged in most experiments. Rather than using a

standard random walk Metropolis–Hastings algorithm, we have instead employed

the adaptive scheme proposed by Griffin and Walker (2013), which allows for more

effective initialisation, faster convergence, and better handling of multimodal

posteriors.16

3 Candidate Models

With our estimation and benchmarking strategies now described, we introduce the

candidate models that we attempt to estimate. Their selection is primarily justified

by their ubiquity; each has appeared in a number of calibration, estimation, and

model selection studies,17 leading them to become standard test cases in the field.

While computationally-inexpensive to simulate, most are capable of producing

nuanced dynamics and thus still prove to be a reasonable challenge for most

contemporary estimation approaches.

15 While the constructed loss function will act as our primary metric, we will also consider a number of

other relevant criteria, such as the standard deviation of the obtained posteriors.
16 A complete description of the procedure is presented in Appendix 2.
17 For example, the Brock and Hommes (1998) model is considered by Recchioni et al. (2015), Kukacka

and Barunik (2017), and Lamperti et al. (2018) and the Franke and Westerhoff (2012) model is

considered by Franke and Westerhoff (2012), Barde (2016), Lux (2018), and Bertschinger and Mozzhorin

(2020).
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3.1 Brock and Hommes (1998) Model

The first model we introduce, and by far the most popular in the existing literature,

is the Brock and Hommes (1998) model, an early example of a class of simulation

models that attempt to model the trading of assets on an artificial stock market by

simulating the interactions of heterogenous traders that follow various trading

strategies.

We focus on a particular version of the model that can be expressed as a system

of coupled equations,18

ytþ1 ¼
1

1þ r

XH
h¼1

nh;tþ1ðghyt þ bhÞ þ �tþ1

" #
, �t �Nð0; r2Þ; ð12Þ

nh;tþ1 ¼
expðbUh;tÞPH
h¼1 expðbUh;tÞ

; ð13Þ

Uh;t ¼ ðyt � Ryt�1Þðghyt�2 þ bh � Ryt�1Þ; ð14Þ

where yt is the asset price at time t (in deviations from the fundamental value p�t ),
nh;t is the fraction of trader agents following strategy h 2 1; 2; . . .;Hf g at time t, and
R ¼ 1þ r.

Each strategy, h, has an associated trend following component, gh, and bias, bh,
both of which are real-valued parameters. The model also includes positive-valued

parameters that affect all trader agents, regardless of the strategy they are currently

employing, specifically b, which controls the rate at which agents switch between

various strategies, and the prevailing market interest rate, r.
Finally, assuming an i.i.d. dividend process, the fundamental value p�t ¼ p� is

constant, allowing us to obtain the asset price at time t,

pt ¼ yt þ p�: ð15Þ

3.2 Random Walks with Structural Breaks

The second model we consider is a random walk capable of replicating simple

structural breaks, defined according to

xtþ1 ¼ xt þ dtþ1 þ �tþ1, �t �Nð0; r2t Þ; ð16Þ

where

dt; rt ¼
d1; r1 t� s

d2; r2 t[ s:

�
ð17Þ

18 The interested reader should refer to Brock and Hommes (1998) for a detailed discussion of the

model’s underlying assumptions and the derivation of the above system of equations.
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Unlike the Brock and Hommes (1998) model, the above is not a representation of

a real-world system, but rather an artificially-constructed test example designed to

challenge estimation and model selection methodologies.19 Its inclusion is justified

on the grounds that, as previously discussed, many large-scale ABMs produce

dynamics that are characterised by structural breaks and the fact that it allows us to

compare our approach against that of Grazzini et al. (2017) in cases where the

considered data demonstrates clear temporal changes in the prevailing dynamics.

3.3 Franke and Westerhoff (2012) Model

The third model we discuss shares a number of conceptual similarities with the

previously described Brock and Hommes (1998) model, being a heterogeneous

agent model that simulates the interactions of traders following a number of trading

strategies. It is, however, different in a number of key areas, particularly in how the

probability of an agent switching from one strategy to another is determined and in

its incorporation of only two trader types, chartists and fundamentalists.

As in the case of the Brock and Hommes (1998) model, the core elements of the

model can be expressed as a system of coupled equations

pt ¼ pt�1 þ l nft�1d
f
t�1 þ nct�1d

c
t�1

� �
; ð18Þ

dft ¼ /ðp� � ptÞ þ �ft , �
f
t �Nð0; r2f Þ; ð19Þ

dct ¼ vðpt � pt�1Þ þ �ct , �
c
t �Nð0; r2cÞ; ð20Þ

nft ¼
1

1þ expð�bat�1Þ
; ð21Þ

nct ¼ 1� nft ; ð22Þ

where pt is the log asset price at time t, p� is the log of the (constant) fundamental

value, nft and nct are the market fractions of fundamentalists and chartists respec-

tively at time t, dft and d
c
t are the corresponding average demands, and the remaining

symbols all correspond to positive-valued parameters.

At this point, it is worth pointing out that Franke and Westerhoff (2012) do not

introduce a single model, but rather a family of related formulations built on the

same foundation20 (Eqs. 18–22). These models differ in how they define at, the
attractiveness of fundamentalism relative to chartism at the end of period t, and
incorporate a number of different mechanisms, including wealth, herding and price

19 This particular instantiation of the model was first used by Lamperti (2018a) to test an information-

theoretic criterion called the GSL-div.
20 Here we consider only discrete choice approach (DCA) variants of the model, since these were

generally found to deliver superior performance by Franke and Westerhoff (2012). The interested reader

should refer to the original comparative study for more details on the key differences between DCA and

the competing transition probability approach (TPA).
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misalignment. This makes the consideration of multiple versions of the model

worthwhile and we thus consider two of the proposed versions:21

at ¼ anðnft � nct Þ þ a0 þ apðpt � p�Þ2; ð23Þ

referred to as herding, predisposition and misalignment (HPM), and

gst ¼ expðptÞ � expðpt�1Þ½ �dst�2, s ¼ ff ; cg; ð24Þ

ws
t ¼ gws

t�1 þ ð1� gÞgst ; ð25Þ

at ¼ awðwf
t � wc

t Þ þ a0; ð26Þ

referred to as wealth and predisposition (WP).

As a final remark, we consider rt ¼ pt � pt�1, the log return process, rather than

pt in our estimation attempts.

3.4 AR(2)-GARCH(1, 1) Model

In addition to the three main models that we consider in our method comparison

study, Sect. 4.2 also provides supplementary exercises involving the application of

our proposed methodology to a standard ARMA-GARCH variant. In this case, the

model functions primarily as a benchmark against which to compare the

performance of the Franke and Westerhoff (2012) model and hence forms part of

an elementary model selection investigation, the details of which are elaborated

upon in subsequent sections.

Variants of the ARMA-GARCH framework remain ubiquitous in econometric

and financial literature and are, despite being conceptually simple, capable of

replicating a number of important features of financial returns, such as volatility

clustering, ultimately motivating their inclusion as a benchmark. For the purposes of

this investigation, we make use of an AR(2)-GARCH(1, 1) model, defined by

xtþ1 ¼ a1xt þ a2xt�1 þ �tþ1; ð27Þ

r2tþ1 ¼ xþ a1�
2
t þ b1r

2
t ; ð28Þ

�t ¼ rtzt; ð29Þ

where x[ 0, a1; b1 � 0, and zt �Nð0; 1Þ.

4 Results and Discussion

We now proceed with the presentation of the results of a comprehensive set of

estimation experiments designed to assess the estimation performance of our

proposed methodology. These include a set of comparative exercises contrasting its

21 an, aw, and ap are strictly positive, while a0 may take on any real value and g 2 ½0; 1�.
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performance with that of the approach of Grazzini et al. (2017) and an additional set

of exercises applying it to a number of empirical examples.

4.1 Comparative Exercises

In our comparative exercises, we primarily follow the approach laid out in Platt

(2020), in which a subset of each model’s parameters is estimated using different

methods in order to determine loss function values that facilitate direct comparison,

as outlined in Sect. 2.4. All parameters not estimated are simply set to their true

values (those used to generate the pseudo-empirical time series to which the models

are calibrated) when generating the data required to construct a likelihood

approximation.

The consideration of parameter subsets is necessitated on a number of grounds.

Firstly, the use of such subsets allows us to consider a wide variety of interesting

models, while maintaining a level of computational tractability. Secondly, the

consideration of additional parameters can, in some models, introduce parameter

identification difficulties that stem from collinear or similar relationships between

model parameters that render them unidentifiable regardless of the estimation

method employed. As an example, a similar protocol is used by Lux (2018) when

estimating the Alfarano et al. (2008) model, for which only a subset of the model

parameters can be estimated due to the existence of such relationships.

4.1.1 Brock and Hommes (1998) Model

We now begin our discussion of the obtained results by focusing on the Brock and

Hommes (1998) model.22

In these experiments, we consider a market with H ¼ 4 trading strategies and

focus on estimating g2, b2, g3, and b3, the trend following and bias components for

two of these strategies. For the first free parameter set, we consider g2 2 ½�2:5; 0�,
b2 2 ½�1:5; 0�, g3 2 ½0; 2:5�, and b3 2 ½0; 1:5�, corresponding to a contrarian strategy

with a negative bias and a trend following strategy with a positive bias respectively.

For the second free parameter set, we instead consider g2; g3 2 ½0; 2:5�, b2 2 ½0; 1:5�,
and b3 2 ½�1:5; 0�, corresponding to trend following strategies with positive and

negatives biases respectively.

At this point, it is imperative that a number of important features of the Brock

and Hommes (1998) model are highlighted, particularly as they relate to our chosen

parameter ranges. From Eqs. (12)–(14), it should be apparent that the model makes

no distinction between individual trend following (g1, g2, g3, and g4) and bias (b1,
b2, b3, and b4) parameters; each is subject to identical calculations and plays the

same role in each equation. It thus follows that it is the addition of constraints on the

values of each of these parameters that defines a given strategy and such constraints

22 From this point onwards, we use KDE to refer to the method of Grazzini et al. (2017) and MDN to

refer to our proposed method in all tables and figures. Python implementations of both methodologies and

related materials are available at https://github.com/DPlatt/alenn.
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are an intrinsic part of the model definition.23 Therefore, our considered parameter

ranges may be seen as defining two distinct variants of the model for which two of

the four strategy types differ, as discussed when introducing them above.

The above features also have important consequences for the estimation of the

model in general. To illustrate, the model output would be identical if, for example,

we considered two different model configurations, fg2 ¼ �0:7; b2 ¼ �0:4; g3 ¼
0:5; b3 ¼ 0:3g and fg2 ¼ 0:5; b2 ¼ 0:3; g3 ¼ �0:7; b3 ¼ �0:4g, with the values of

the remaining parameters being identical. This is because the model is generally

agnostic to differences in the value of the index h to which a particular strategy is

assigned, provided that the overall composition of strategies remains unchanged, as

is the case for the two example model configurations given above. This implies that

if we were to instead consider symmetric parameter ranges, such as

g2; g3 2 ½�2:5; 2:5�, and b2; b3 2 ½�1:5; 1:5� for the first free parameter set, the

considered free parameters would become unidentifiable, regardless of the

estimation approach employed. It is therefore vital that we constrain the explored

parameter ranges to ensure that the model and corresponding estimation problem are

well-specified and that the associated strategies are distinct.24

Now, referring to Fig. 1, which presents a graphical illustration of the estimation

results associated with the first free parameter set, we observe that there are a

number of key differences in performance that emerge between our proposed

methodology and that of Grazzini et al. (2017). While both approaches seem to

perform somewhat comparably when estimating b2, g3, and b3, producing posterior

means within reasonably close proximity to the corresponding true parameter

values, more significant differences emerge when considering g2. Specifically, we
see that while the posterior mean associated with the method of Grazzini et al.

(2017) is a relatively poor estimate, our proposed methodology fares far better and

maintains a consistent level of performance. Additionally, we also observe that the

posteriors associated with our proposed methodology are significantly narrower and

more peaked, with their density concentrated in a smaller region of the parameter

space. This can be seen as indicative of reduced estimation uncertainty.

Table 1 elaborates on these findings and reveals that similar behaviours also

emerge in the case of the second free parameter set. Specifically, we find that

differences in estimation performance are generally more pronounced when

considering the posterior means for g2 as opposed to those associated with g3, b2,
and b3. Since our proposed methodology produces significantly more accurate g2
estimates, we ultimately observe lower loss function values for both free parameter

sets. We also observe that our approach results in reduced posterior standard

deviations (rposterior) consistently for all but one of the free parameters,25 in line

23 While the strategies corresponding to positive and negative values of gh and bh are self-explanatory, it
is worth pointing out that setting gh ¼ 0 and bh ¼ 0 would result in a fundamentalist strategy.
24 The interested reader should refer to the frequentist study performed by Kukacka and Barunik (2017),

where the necessity of such constraints is discussed in more detail. Additionally, one may also wish to

refer to Appendix 3, where we provide additional experiments involving the relaxation of some of the

aforementioned constraints.
25 This refers to the posterior standard deviation obtained for b3 in the second free parameter set, with the

difference between the methodologies being negligible in this case.
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with our observation of reduced estimation uncertainty in Fig. 1. It can thus be

concluded that our proposed methodology results in meaningful improvements in

estimation performance in the context of the Brock and Hommes (1998) model.

Finally, in Appendix 2, where we describe the method used to sample the

posteriors, we indicate that we run the procedure multiple times from different

starting points in the parameter space and combine the obtained samples into a

single, larger sample from which we estimate lposterior and rposterior. We can,

however, estimate the posterior mean for each of these runs individually and

determine the standard deviation of lposterior across the instantiations of the

algorithm, which we call rsampling. As shown in Table 1, this standard deviation is

generally very small for both methods, suggesting that the posterior mean estimates

are robust to changes in the initial conditions of the MCMC algorithm.26

4.1.2 Random Walks with Structural Breaks

Moving on from the Brock and Hommes (1998) model, we now discuss the

estimation of a random walk incorporating a structural break. In these experiments,

we consider a fixed structural break location,27 s ¼ 700, and determine the extent to

which both methods are capable of estimating the pre- and post-break drift,

d1; d2 2 ½�2; 2�, and volatility, r1; r2 2 ½0; 10�, for differing underlying changes in

the dynamics. While the loss function described in Sect. 2.4 will still be used as our

primary metric, we note that since the considered free parameters directly define the

dynamics that characterise the different regimes of the data, it would also be

worthwhile to assess the extent to which the competing approaches are able to

(a) MDN (b) KDE

Fig. 1 Marginal posterior distributions for free parameter set 1 of the Brock and Hommes (1998) model

26 This is true for all free parameter sets and models considered in this investigation.
27 This induces a degree of asymmetry in the data and results in a more challenging and realistic

estimation problem than s ¼ 500.
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correctly identify the relationships between the parameters and hence the shift in the

pre- and post-break dynamics (Dd and Dr).

Before proceeding, however, there are a number of nuances that should be

highlighted. Being a random walk, the model clearly produces non-stationary time

series and therefore violates a key assumption of the method of Grazzini et al.

(2017). For this reason, it is necessary to consider the series of first differences,

xt � xt�1, rather than xt itself. While our approach does not make stationarity

assumptions, we have none the less considered the series of first differences when

applying both methods to make the comparison as fair as possible. It should also be

noted that we have assumed the location of the structural break to be unknown or

difficult to determine a-priori (as is the case in most practical problems), meaning

that we apply both estimation approaches to the full time series data to estimate both

the pre- and post-break parameters simultaneously. If, however, the location of the

structural break was known, it would be possible to estimate the relevant parameters

Table 1 Estimation result

summary for the Brock and

Hommes (1998) model

g2 b2 g3 b3

Param Set 1

htrue - 0.7 - 0.4 0.5 0.3

MDN

lposterior - 0.7230 - 0.4058 0.5755 0.3170

rposterior 0.1904 0.0106 0.1994 0.0099

rsampling 0.0054 0.0002 0.0031 0.0002

LS 0.0338

KDE

lposterior - 1.1932 - 0.4312 0.4963 0.3239

rposterior 0.5143 0.0272 0.3434 0.0140

rsampling 0.0121 0.0006 0.0094 0.0003

LS 0.1990

Param Set 2

htrue 0.6 0.65 0.7 - 0.55

MDN

lposterior 0.5754 0.6460 0.7504 - 0.5136

rposterior 0.0180 0.0066 0.0153 0.0053

rsampling 0.0030 0.0013 0.0030 0.0005

LS 0.0332

KDE

lposterior 0.4960 0.6861 0.7252 - 0.5521

rposterior 0.0570 0.0231 0.0215 0.0049

rsampling 0.0021 0.0008 0.0003 0.0002

LS 0.0491

g1 ¼ b1 ¼ b4 ¼ 0, g4 ¼ 1:01, r ¼ 0:01, b ¼ p� ¼ 10, and r ¼ 0:04
for both free parameter sets
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separately using appropriate subsets of the data, a less challenging undertaking that

we do not consider here.

Now, referring to Table 2, we see that both our proposed estimation methodology

and that of Grazzini et al. (2017) perform similarly well when attempting to

estimate the pre- and post-break volatility, with both producing reasonable estimates

for the free parameters and both being able to identity the correct shift in the

dynamics. Referring to Tables 3 and 4, however, we see that more pronounced

differences emerge when attempting to estimate the pre- and post-break drift. While

this is clearly evident from the fact that the loss function values associated with our

proposed methodology are noticeably lower in all cases, a more detailed analysis

reveals further distinctions worth mentioning. Table 3, which presents the results for

cases involving an increasing drift, reveals that our proposed methodology has

correctly identified an increasing trend in both cases and has also more or less

correctly identified that the increase in drift for parameter set 4 is three times that of

parameter set 3. In contrast to this, the method of Grazzini et al. (2017) incorrectly

suggests a decreasing trend in both cases. Table 4, which presents the results for

cases involving a decreasing drift, similarly shows that our proposed methodology

delivers superior performance when attempting to identify the change in drift.

This change in the relative performances of each method when estimating the

drift rather than the volatility is a direct consequence of the relationship between the

deterministic and stochastic components of the model. For the selected parameter

ranges, the random fluctuations, �t, dominate the evolution of the model, with the

drift producing a more subtle effect, particularly after the structural break occurs.

For this reason, correctly estimating the pre- and post-break volatility is a far less

challenging task than estimating the pre- and post-break drift. Therefore, while both

methods perform well when estimating parameters associated with dominant effects

like volatility, our method’s incorporation of dependence on previously observed

values seems to be important when estimating parameters related to more nuanced

and less dominant aspects of a model.

4.1.3 Franke and Westerhoff (2012) Model

As stated in Sect. 3.3, the final model we consider has a number of alternate

configurations differing in how the attractiveness of fundamentalism relative to

chartism, at, is determined during each period. For this reason, we consider two of

these configurations, HPM and WP, and focus on estimating the parameters

associated with the rules governing at: an 2 ½0; 2�, a0 2 ½�1; 1�, ap 2 ½0; 20�,
aw 2 ½0; 15000�, and g 2 ½0; 1�, while also estimating the standard deviation of the

noise term appearing in the chartist demand equation, rc 2 ½0; 5�. Our selected

parameter ranges take the intervals presented in Table 1 of Barde (2016) as a basis,

with only slight modifications being made for the purposes of our investigation.28

28 As an example, we extend the length of certain intervals (a0 and ap) and slightly shift others to begin at
0 while maintaining an identical length (an and rc).
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Referring to Table 5, we see that our proposed estimation methodology appears

slightly more effective than that of Grazzini et al. (2017) for the HPM parameter

set, producing competitive estimates for all of the considered free parameters and

resulting in a lower loss function value. Nevertheless, the estimates do not differ

substantially when comparing the methods. Despite this, we see, in what is a

seemingly analogous trend to what was observed in the random walk experiments,

that the differences in performance are more pronounced for the WP parameter set.

In particular, we see a substantial difference in the loss function values associated

with each method, brought about by differences in the quality of estimates produced

for g.
As illustrated in Fig. 2, the method of Grazzini et al. (2017) produces a wide

posterior for g that is dispersed across the entirety of the explored parameter range,

which results in a relatively poor estimate. In contrast to this, we see that the

proposed methodology fares better, producing a far narrower posterior and a

Table 2 Estimation result

summary for the random walk

model (increasing volatility)

r1 r2 Dr

Param Set 1

htrue 1 2 1

MDN

lposterior 0.9478 1.9560 1.0082

rposterior 0.0337 0.1015 -

rsampling 0.0007 0.0017 -

LS 0:0068

KDE

lposterior 0.9684 1.9040 0.9354

rposterior 0.0383 0.0644 -

rsampling 0.0009 0.0019 -

LS 0:0101

Param Set 2

htrue 1 2 1

MDN

lposterior 0.9468 1.9531 1.0063

rposterior 0.0336 0.1034 -

rsampling 0.0013 0.0016 -

LS 0:0071

KDE

lposterior 0.9684 1.9000 0.9316

rposterior 0.0393 0.0594 -

rsampling 0.0006 0.0020 -

LS 0:0104

d1 ¼ 0:4 and d2 ¼ 0:5 for free parameter set 1 and d1 ¼ 0:1 and

d2 ¼ 0:2 for free parameter set 2
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significantly more accurate estimate. While it is nontrivial to identify any definitive

causes for the observed behaviours due to the nonlinear nature of heterogeneous

agent models, it is worth pointing out that the inclusion of wealth dynamics in the

WP version of the model introduces a dependence of at on the previous return via

Eqs. (24)–(26), which may in turn increase the strength of the relationship between

the current and previously observed values in the log return time series.

As a final remark, notice that for the vast majority of the free parameters

considered, the proposed methodology also results in lower posterior standard

deviations, as was the case for the previously considered models.

4.1.4 Overall Summary

In the preceding subsections, we have focused primarily on analysing the results on

a case-by-case basis. Here, however, we provide a summative comparison across all

of the considered models. This is achieved though the consideration of a number of

Table 3 Estimation result

summary for the random walk

model (increasing drift)

d1 d2 Dd

Param Set 3

htrue 0.4 0.5 0.1

MDN

lposterior 0.4871 0.5442 0.0571

rposterior 0.0397 0.1121 -

rsampling 0.0008 0.0034 -

LS 0:0244

KDE

lposterior 0.5196 0.3206 �0:1991

rposterior 0.0520 0.1512 -

rsampling 0.0009 0.0034 -

LS 0:0539

Param Set 4

htrue 0.4 0.7 0.3

MDN

lposterior 0.5046 0.6913 0.1866

rposterior 0.0403 0.1126 -

rsampling 0.0009 0.0020 -

LS 0:0263

KDE

lposterior 0.5312 0.5017 �0:0296

rposterior 0.0528 0.1453 -

rsampling 0.0016 0.0057 -

LS 0:0595

r1 ¼ 1 and r2 ¼ 2 for both free parameter sets
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key performance metrics, presented in Table 6, which compare the approaches at

both a global and individual parameter level.

The first of the aforementioned metrics, and the most important, LSmdn\LSkde,
indicates how often the proposed methodology results in lower loss function values,

and hence measures its relative ability to recover the true parameter set. We observe

that in all cases considered, our methodology results in lower loss function values,

which can be seen as indicative of dominance at the global level.

The second metric, jlimdn � hitruej\jlikde � hitruej, determines how often our

proposed methodology produces superior estimates for individual parameters. In

some situations, one might find that the estimates obtained for a subset of the free

parameters by the method of Grazzini et al. (2017) are superior, even if the overall

estimate for the entire free parameter set is not as good. Nevertheless, we find that in

over 70% of cases, our methodology also results in superior estimates at the level of

individual parameters, a comfortable majority. It should also be noted that in almost

all situations where jlimdn � hitruej[ jlikde � hitruej, such as r1 in the random walk

model and rc in the Franke and Westerhoff (2012) model (HPM parameter set), the

Table 4 Estimation result

summary for the random walk

model (decreasing drift)

d1 d2 Dd

Param Set 5

htrue 0.5 0.4 �0:1

MDN

lposterior 0.5709 0.4741 �0:0968

rposterior 0.0406 0.1329 -

rsampling 0.0013 0.0031 -

LS 0:0256

KDE

lposterior 0.6033 0.2511 �0:3523

rposterior 0.0507 0.1493 -

rsampling 0.0008 0.0031 -

LS 0:0453

Param Set 6

htrue 0.7 0.4 �0:3

MDN

lposterior 0.7605 0.4444 �0:3161

rposterior 0.0409 0.1524 -

rsampling 0.0009 0.0050 -

LS 0:0188

KDE

lposterior 0.7863 0.2852 �0:5010

rposterior 0.0521 0.1494 -

rsampling 0.0012 0.0046 -

LS 0:0359

r1 ¼ 1 and r2 ¼ 2 for both free parameter sets
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differences in the estimates produced by both methods are incredibly small. In

contrast to this, a sizeable number of cases where jlimdn � hitruej\jlikde � hitruej, such
as g2 in the first free parameter set of the Brock and Hommes (1998) model and g in

the second free parameter set of the Franke and Westerhoff (2012) model, are

characterised by comparatively large differences in the estimates obtained by the

competing approaches. This suggests that our proposed methodology also demon-

strates a degree of dominance at the level of individual parameters.

The final metric, rimdn\rikde, indicates how frequently our proposed methodology

results in reduced posterior standard deviations for individual parameters, which can

be viewed as roughly quantifying estimation uncertainty. We find that our approach

Table 5 Estimation result summary for the Franke and Westerhoff (2012) model

a0 an ap rc

Param Set HPM

htrue - 0.327 1.79 18.43 2.087

MDN

lposterior - 0.1698 1.9258 17.3057 2.2741

rposterior 0.0752 0.0635 2.1941 0.2608

rsampling 0.0065 0.0032 0.12037 0.0035

LS 0.1239

KDE

lposterior - 0.1366 1.8564 16.3857 2.2733

rposterior 0.0941 0.1315 2.8208 0.4220

rsampling 0.0086 0.00751 0.2437 0.0311

LS 0.1483

aw g rc

Param Set WP

htrue 2668 0.987 1.726

MDN

lposterior 1728.3105 0.9099 1.6799

rposterior 1648.4308 0.0628 0.3240

rsampling 241.6884 0.0021 0.0799

LS 0.0997

KDE

lposterior 2207.8908 0.6327 1.4248

rposterior 2569.5501 0.2688 0.1796

rsampling 351.1881 0.0180 0.0304

LS 0.3607

l ¼ 0:01, b ¼ 1, / ¼ 0:12, v ¼ 1:5, and rf ¼ 0:758 for the HPM parameter set and l ¼ 0:01, b ¼ 1,

/ ¼ 1, v ¼ 0:9, a0 ¼ 2:1, and rf ¼ 0:752 for the WP parameter set, as suggested by Franke and

Westerhoff (2012)

123

Bayesian Estimation of Economic Simulation Models... 619



again delivers consistently superior performance along these lines, producing a

smaller posterior standard deviation in over 81% of the considered cases.

Based on the evidence presented by the above metrics as a whole, it would appear

that our proposed methodology does indeed compare favourably to that of Grazzini

et al. (2017), which was itself already shown to dominate a number of other

contemporary approaches in the literature by Platt (2020). This ultimately validates

our method as a worthwhile addition to the growing toolbox of estimation methods

for economic simulation models.

4.2 Empirical Examples

In the preceding exercises, we focused primarily on a comparison of the estimation

performance of our proposed methodology with that of the approach of Grazzini

et al. (2017) in the context of pseudo-empirical data. We now proceed to empirical

(a) MDN

(b) KDE

Fig. 2 Marginal posterior distributions for the WP parameter set of the Franke and Westerhoff (2012)
model

Table 6 Estimation result

summary across all models
Outcome Percentage of cases

LSmdn\LSkde 100

jlimdn � hitruej\jlikde � hitruej 70.37

rimdn\rikde 81.48
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applications of our approach involving the DCA-HPM variant29 of the Franke and

Westerhoff (2012) model, which we benchmark against a standard and widely-used

approach for modelling financial returns, an AR(2)-GARCH(1, 1) model, in an

attempt to provide a simple example of the competitiveness of the ABM paradigm

relative to other approaches.

4.2.1 Full Model Estimation

Unlike in the previously considered cases, we estimate all model parameters

simultaneously in each exercise rather than limiting ourselves to parameter subsets.

It is therefore imperative that, before attempting to fit both models to empirical data

using our proposed methodology, we first demonstrate our approach’s ability to

recover reasonable values for each of the considered free parameters. Therefore, as

in Sect. 4.1, we begin by calibrating both models to pseudo-empirical time series

data as a validation step.

To account for the increased number of free parameters considered in these

experiments, we are required to adjust certain aspects of our overall procedure. In

particular, we increase the length of the pseudo-empirical data and model Monte

Carlo replications, Temp and Tsim respectively, to 2000, while reducing the number of

model Monte Carlo replications,30 R, to 50. Additionally, we also increase the

number of sample sets and burning-in period associated with the adaptive

Metropolis–Hastings algorithm to 15000 and 10000 respectively.

As before, we employ uniform priors over the considered parameter ranges. For

the AR-GARCH model, we assume a1; a2 2 ½�1:5; 1:5� and x, a1, b1 2 ½0; 2�. For
the Franke and Westerhoff (2012) model, we again slightly modify the ranges

originally considered in the comparative exercise conducted by Barde (2016),

leading us to assume /; v 2 ½0; 4�, a0 2 ½�1; 1�, an 2 ½0; 2�, ap 2 ½0; 20�,
rf 2 ½0; 1:25�, and rc 2 ½0; 5�. It should be noted that, as pointed out by both

Franke and Westerhoff (2012) and Bertschinger and Mozzhorin (2020), l and b are

redundant parameters that simply act as multiplicative constants for /; v; rf ; rc and
a0; an; ap respectively and should therefore not be estimated, leading us to fix their

values to the defaults suggested by Franke and Westerhoff (2012), as indicated in

Table 7.

Additionally, particular attention should be paid to rf , where we consider a more

constrained range of variation compared to that of rc. This is necessitated primarily

due to idiosyncrasies that emerge regardless of the estimation methodology

employed. Consistent with the findings of Bertschinger and Mozzhorin (2020), who

employ a probabilistic programming approach, we find that the estimation of the

DCA-HPM variant of the Franke and Westerhoff (2012) model can, in certain si-

tuations, lead to a bimodal posterior that renders certain parameters unidentifiable.

29 Franke and Westerhoff (2012) find DCA-HPM to be the best performing variant of the model in their

moment-based investigation and Barde (2016) similarly finds it to be competitive relative to a number of

competing models and paradigms, motivating our choice.
30 Since the considered value of Tsim is double that used in Sect. 4.1, our selected value of R (half that

considered in Sect. 4.1) still results in the same MDN training set size.
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When comparing the two obtained modes, it emerges that it is in fact the values of

rc and rf that drive the observed bimodality, with one mode being associated with

rf\rc and another with rf [ rc,
31 despite both modes having very similar log-

likelihoods. This necessitates the addition of a constraint that enforces parameter

identifiability, leading us to consider a reduced range of variation for rf as indicated
above, ensuring that the mode for which rf\rc is always returned in cases where

the posterior is bimodal. As stated by Bertschinger and Mozzhorin (2020), the mode

in which rf [ rc leads to model dynamics in which fundamentalist agents are the

primary drivers of volatility. This is in contrast to the original intent of the model,

where fundamentalists are expected to instead produce a stabilising effect and

chartists are intended to drive volatile price movements, motivating our choice.

Directly following the preceding validation exercise, we apply an identical

protocol32 to the log-return time series associated with the closing prices of two

major stock market indices, the FTSE 100 from 03-01-2012 to 30-12-2019, and the

Nikkei 225 from 01-03-2011 to 30-12-2019, with the date ranges selected to ensure

that the resulting empirical time series are both recent and of a similar length to the

Table 7 Estimation result summary for the full Franke and Westerhoff (2012) model on several datasets

/ v a0 an ap rf rc

Pseudo-empirical Data

htrue 0.12 1.5 - 0.327 1.79 18.43 0.758 2.087

lposterior 0.0979 1.8558 - 0.1793 1.7957 15.5455 0.6953 2.3603

rposterior 0.0902 1.1577 0.1149 0.1920 3.3000 0.0436 0.3998

rsampling 0.0067 0.0398 0.0168 0.0209 0.2065 0.0027 0.0548

Nikkei 225

lposterior 0.4159 1.9692 -0.0702 1.9243 13.6797 0.4188 4.7267

rposterior 0.1038 1.1179 0.0225 0.0619 2.8588 0.0914 0.2057

rsampling 0.0064 0.0721 0.0021 0.0059 0.1649 0.0078 0.0092

FTSE 100

lposterior 0.1255 1.9660 -0.0003 1.7907 15.0406 0.4011 3.139

rposterior 0.0676 1.1477 0.0589 0.2024 3.7324 0.0659 0.5914

rsampling 0.0160 0.1372 0.0086 0.0339 0.0918 0.011 0.0889

l ¼ 0:01 and b ¼ 1, as suggested by Franke and Westerhoff (2012)

31 In other words, the values of rf and rc are more or less flipped.

32 Only a single, subtle change is introduced. In particular, we assume x 2 ½0; 2r̂2�, where r̂2 is the

variance of the empirical series. Since x essentially defines the minimum possible value for the (time-

varying) variance of the AR process errors, values of x much larger than r̂2 would generally result in a

simulated variance substantially larger than its empirical counterpart and therefore very low log-

likelihood values. A similar empirically-derived restriction on the range of a variance parameter is

employed in the Bayesian estimation exercise conducted by Lux (2018).
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pseudo-empirical series used in the validation step.33 The complete sets of

estimation results for both the Franke and Westerhoff (2012) and AR-GARCH

models are presented in Tables 7 and 8 respectively, with a number of aspects worth

highlighting. To begin, we notice that, for both models, the validation exercises

involving simulated data demonstrate that, despite an increase in the considered

number of free parameters, the quality of the obtained estimation results remains in

line with those associated with the benchmarking exercises presented in Sect. 4.1,

with the posterior means of all free parameters being within reasonably close

proximity to their true values. This is ultimately very reassuring, and provides some

level of confidence in the validity of the results obtained when applying our protocol

to empirical data. Proceeding to the empirical results themselves, it should

additionally be noted that, unlike the parameters of the AR-GARCH model, the

parameters of the Franke and Westerhoff (2012) model are readily interpretable, and

may thus provide a number of meaningful insights regarding the considered

markets. In particular, we notice that despite very similar estimates for rf , the
Nikkei dataset results in a noticeably larger estimate for / when compared to that

obtained for the FTSE, suggesting that fundamentalist traders in the former market

have a greater tendency to buy or sell in response to a given level of perceived

mispricing. Additionally, we also observe that despite virtually identical estimates

for v, the Nikkei dataset results in a noticeably larger estimate for rc, suggesting
greater heterogeneity in the demands of chartist traders in the Japanese market. As a

final remark, it is also worth noting that the Nikkei is associated with a stronger

herding tendency and a more significant (though still relatively weak) predisposition

to chartist trading.

4.2.2 Model Comparison

With both models now being calibrated to empirical data, it is relatively

straightforward to also provide a simple model comparison exercise. Indeed, given

that ABMs are often positioned as more interpretable alternatives to traditional time

series models, it is worth considering whether the calibrated Franke and Westerhoff

(2012) model is competitive when benchmarked against a more traditional AR-

GARCH model. Along these lines, we compare the two candidate models according

to two distinct criteria.

As a first step, we perform a simple moment-based comparison in the vein of

Franke and Westerhoff (2012), where we initialise each model using the final

parameter estimates obtained in our previous exercise (lposterior in Tables 7 and 8)

and proceed to generate 200 Monte Carlo replications of the log return process of

33 The Nikkei 225 is associated with fewer trading days than the FTSE 100 over the period beginning on

03-01-2012 and ending on 30-12-2019. The consideration of this period would have resulted in the Nikkei

225 dataset having fewer than Temp ¼ 2000 observations, which is the length of the pseudo-empirical data

used in our validation exercise. Therefore, in order to ensure that the number of observations in the Nikkei

225 dataset is sufficient (equal to or exceeding the number of observations in our original pseudo-

empirical dataset), we have slightly extended the considered date range by a few months. This is not

dissimilar to the work of Barde (2016) and Kukacka and Barunik (2017), who also consider datasets with

slightly different starting dates to account for differing trading conventions and a host of other factors.
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length Tsim ¼ 2000 (one set of replications for each model). For each of these

replications, we estimate the values of 6 moments, which may then be used to

determine the means and associated standard errors34 for the ensembles and hence

facilitate an elementary comparative exercise.35 As with any moment-based

investigation, the choice of moments is of critical importance, leading us to select

quantities that correspond to well-known return time series stylised facts. In

particular, we consider the standard deviation, excess kurtosis, and skewness of the

raw return series, and autocorrelation coefficients of the absolute return series at

lags 1, 3, and 5. The inclusion of the kurtosis and skewness is motivated chiefly by

the fat-tailed and negatively-skewed distributions associated with empirically-

observed returns and, along with the standard deviation, is intended to capture key

features of the unconditional return distribution. In contrast, the inclusion of the

aforementioned autocorrelation coefficients is intended to capture the phenomenon

of volatility clustering and thus instead focuses on the conditional distribution and

temporal dynamics of the return process.

Referring to Table 9, which presents the results of our moment comparison

exercise, we find that the Franke and Westerhoff (2012) model generally delivers

the best performance, with the mean values of 5 and 4 of the considered moments

being closer to their empirical values than the corresponding AR-GARCH

Table 8 Estimation result

summary for the full AR(2)-

GARCH(1, 1) model on several

datasets

a1 a2 x a1 b1

Pseudo-empirical data

htrue 0.2 0.25 0.1 0.5 0.2

lposterior 0.2029 0.2713 0.0747 0.6230 0.2207

rposterior 0.0233 0.0205 0.0085 0.0495 0.0440

rsampling 0.0005 0.0006 0.0004 0.0017 0.0011

Nikkei 225

lposterior - 0.0110 0.0475 1.4431 0.101 0.8949

rposterior 0.0284 0.0287 0.5356 0.0184 0.0202

rsampling 0.0018 0.0017 0.0068 0.0025 0.0028

FTSE 100

lposterior - 0.0002 - 0.0136 0.0967 0.0962 0.8935

rposterior 0.0248 0.0281 0.484 0.0235 0.0287

rsampling 0.0013 0.0011 0.0040 0.0016 0.0021

All values associated with x for the empirical datasets have been

multiplied by 106 for improved readability

34 The standard error is given by ~rffiffiffi
N

p , where ~r is the sample standard deviation over the ensemble of

Monte Carlo replications and N is the number of Monte Carlo replications.
35 Since our model fitting process is likelihood rather than moment-based, this exercise can, to some

extent, be seen as a form of out-of-sample testing.
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equivalents for the Nikkei and FTSE datasets respectively, providing some evidence

of the competitiveness of ABMs relative to more traditional approaches. Of course,

moment-based model selection techniques suffer from identical weaknesses to those

encountered in the estimation context,36 leading us to keep our discussion of the

above results relatively brief and additionally necessitating the consideration of a

more principled set of model comparison tools.

Along these lines, we also compare the estimated models to the empirical data

using the Markov Information Criterion (MIC), an information-theoretic approach37

developed by Barde (2017) and applied empirically to several ABMs in Barde

(2016).38 In essence, the MIC can be viewed as a generalisation of the Akaike

Information Criterion (AIC) in the sense that it calculates a bias-corrected estimate

of the cross-entropy between the output generated by a candidate model and an

empirically-observed equivalent. Such cross-entropy estimates can be calculated for

Table 9 Estimated Model

Comparison
Moment Empirical FW AR-GARCH

Nikkei 225

Std. Dev. 0.0131 0:0138 (0.0001) 0.0165 (0.0007)

Kurt. 6.1497 4.1761 (0.0933) 4:2086 (0.3188)

Skew. - 0.6119 �0:0259 (0.0178) �0:0007 (0.0208)

Abs. ACF 1 0.2065 0:2771 (0.0030) 0.2988 (0.0070)

Abs. ACF 3 0.2002 0:2611 (0.0029) 0.2899 (0.0069)

Abs. ACF 5 0.1192 0:2498 (0.0029) 0.2852 (0.0071)

MIC - 12;929:9118 12,933.2941

FTSE 100

Std. Dev. 0.0084 0:0084 (0.0001) 0.0093 (0.0001)

Kurt. 2.1766 2:0706 (0.0557) 2.6022 (0.1862)

Skew. � 0:2079 �0:0073 (0.0120) �0:0044 (0.0139)

Abs. ACF 1 0.2197 0.1821 (0.0031) 0:2405 (0.0060)

Abs. ACF 3 0.2080 0.1752 (0.0031) 0:2309 (0.0060)

Abs. ACF 5 0.1580 0:1713 (0.0032) 0.2249 (0.0060)

MIC - 10;865:7132 10,874.9373

The best performing model is indicated in bold. All values represent

the means over 200 model paths with the associated standard errors

in brackets. The MIC scores are calculated with a discretisation

resolution of r ¼ 8, a context length of L ¼ 3, and discretisation

bounds ½�0:1; 0:1�

36 In particular, it is necessary to summarise time series data using a set of arbitrarily-selected moments

that may not necessarily capture all of the important features of the empirical and simulated data.
37 Although Platt (2020) demonstrates that the MIC is not well-suited to estimation, it is still effective

when used to discriminate between candidates in a set of calibrated models.
38 It should be noted that although Barde (2016) also compares the Franke and Westerhoff (2012) model

to variants of the AR-GARCH model using the MIC, the former model is not rigorously estimated due to

limitations in ABM estimation techniques at the time, as stated in Sect. 1. Our exercise may thus be

viewed as an extension of this previously conducted work.
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various models and the candidate with the lowest MIC score would then be

predicted to be most appropriate given the empirical data.

When constructing the aforementioned cross-entropy estimates, a number of

operations are applied to an ensemble of model-generated Monte Carlo replications,

including a binary discretisation step,39 to construct an Nth order Markov process

using an algorithm known as context tree weighting (CTW) (Willems et al. 1995).

The obtained transition probabilities and the associated sum of the binary log scores

along the length of the empirically-observed data are then used to produce the

estimate. In our case, we make use of the same ensembles of 200 Monte Carlo

replications considered in the moment-based comparative exercise as input to the

CTW algorithm to calculate the corresponding MIC scores for both models and both

empirical datasets. Since the MIC does not require the selection of an arbitrary set of

moments for comparison and makes use of the original time series data, it is

preferable to a moment-based approach (Barde 2016; Platt 2020).

Once again referring to Table 9, which also presents the aforementioned MIC

scores, we see that the Franke and Westerhoff (2012) model again delivers the best

performance, providing further evidence of its competitiveness relative to the more-

established AR-GARCH model and reinforcing the findings of Barde (2016) and

Bertschinger and Mozzhorin (2020). Ultimately, the provided comparative exercises

are primarily illustrative and included to provide a simple demonstration of the

ability of our approach to facilitate model comparison and selection. The preceding

exercises could, of course, be extended to a larger set of candidate models and

incorporate additional Bayesian model selection techniques, such as cross-

validation, to further explore these findings and yield a more comprehensive and

robust set of model selection experiments. We leave this to future research.

5 Practical Considerations

5.1 Choosing the Lag Length

As previously stated, we set L ¼ 3 in all estimation experiments involving our

proposed method. Naturally, one may wonder whether this is an arbitrary choice or

if there is a systematic way of choosing L. Similarly, one may also wonder if the

obtained results are robust to this choice, even if only to some extent. We now

address both issues.

When applying the proposed methodology, we observed a phenomenon that

appeared to be relatively consistent throughout the experiments. In more detail, we

observe that while increasing L initially has a pronounced effect on the estimated

conditional densities, there exists some L� � 0 such that for L� L�,

p xsimt;i
��xsimt�L;i; . . .; x

sim
t�1;i : h

� �
’ p xsimt;i

��xsimt�L�1;i; . . .; x
sim
t�1;i : h

� �
; ð30Þ

or, in other words, the MDN essentially ignores the additional lags.

39 See the caption of Table 9 for the associated hyperparameter settings.

123

626 D. Platt



We illustrate this graphically in Fig. 3. Here, we train an MDN using a similar

process to that employed in our estimation experiments on an ensemble of 100

realisations of length 1000 generated using the Brock and Hommes (1998) model

initialised using the true values associated with the first free parameter set (see

Table 1). We then randomly draw an arbitrary sequence of 6 consecutive values,

fz1; z2; z3; z4; z5; z6g, from any time series of length 1000 generated by the Brock and

Hommes (1998) model for the above parameter configuration, i.e. any series in the

ensemble. This then allows us to use the trained MDN to plot the conditional density

functions, p y
��z6�Lþ1; . . .; z6

� �
, for differing choices of L� 6, and observe the

aforementioned trend.

In more detail, the upper left panel of Fig. 3 contrasts the density function

obtained when conditioning on none of the previous observations to that obtained

when conditioning on a single past realised value. Here we see that, in this case,

there is a clear difference in the obtained density functions, with differences in the

associated means being apparent and the lag 1 density being significantly more

peaked around its mean. A similar trend is also observed in the upper middle panel,

which analogously compares the density functions obtained by conditioning on one

and two of the previous observations. When examining the additional comparisons

represented in subsequent panels, however, we see that the consideration of three as

opposed to two previous observations, four as opposed to three previous

observations, and so on, results in almost no perceivable difference between the

obtained density functions, suggesting that we eventually reach a point, in this case

Fig. 3 A demonstration of the sensitivity of the conditional density estimates to the choice of lag length
for a typical example of the Brock and Hommes (1998) model
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Fig. 4 A demonstration of the sensitivity of the conditional density estimates to the choice of lag length
for i.i.d. random samples following a log-normal distribution, LN(0, 0.0625). The upper left panel
compares the conditional density estimate for L ¼ 1 to the known, true unconditional density function

Fig. 5 A demonstration of the sensitivity of the conditional density estimates to the choice of lag length

for an AR(2) model, xtþ1 ¼ 0:45xt þ 0:45xt�1 þ �t, where �t �Nð0; 1Þ
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L� ’ 2, at which the consideration of additional lags has a negligible effect on the

obtained conditional density estimates.

Repeating this exercise on models for which the true number of lags, Ltrue, is
known a-priori, we see that L� ¼ Ltrue, providing some evidence that the MDN is

able to ignore uninformative lags. To elaborate, Fig.4 shows that, when applying the

above procedure to i.i.d. log-normal random samples, the obtained density functions

are virtually identical, regardless of the considered number of lags. This is exactly

as we would expect, as each observation is, by construction, independent (Ltrue = 0),

meaning past observations should not have any influence on the resultant density

estimates. Analogously, Fig. 5, which considers a standard AR(2) model, illustrates

behaviours consistent with those observed in Fig. 3, with marked changes in the

obtained density functions initially being observed as the number of lags is

increased, until reaching L� ’ 2, at which point the addition of further lags no

longer produces a noticeable effect. As in the case of the log-normal samples, this is

exactly as we would expect, since the AR(2) model produces, by construction, time

series in which observations are dependent only on the last two values (Ltrue ¼ 2).

This has a number of important implications. Firstly, it implies that plots of the type

we have constructed here could be used as ameans to systematically inform the choice

of L for arbitrary models. Secondly, and perhaps more importantly, it implies that if

L� Ltrue, the procedure should demonstrate at least a modest degree of robustness to

the choice of lag at the level of individual conditional density estimates, which would,

by extension, result in some level of robustness in the likelihood approximation,

provided that the MDN is sufficiently expressive and sufficiently well-trained. This

may explain why simply setting L ¼ 3 resulted in a high level of estimation

performance in our experiments, regardless of the considered model, since the models

considered are not characterised by long-range dependencies.40

5.2 Computational Costs and Applicability to Large-Scale Models

At this point, one may ask whether the proposed estimation routine compares

favourably to other contemporary alternatives in terms of computational costs and,

perhaps more importantly, whether it may be applied to more complex models. As

stated by Grazzini et al. (2017), the cost of generating simulated data using a

candidate model is generally dominant, particularly for large-scale models that may

need to be run for several minutes in order to generate a single realisation. It is

therefore imperative that any estimation methodology keep the simulated ensemble

size, which we call R, to a minimum.

As previously stated, we consider at most R ¼ 100 replications, which results in a

relatively large training set of RðTsim � LÞ ¼ 99700 training examples. This

compares favourably to most alternatives in the literature on a number of grounds.

Firstly, most studies which have attempted to estimate models of similar complexity

make use of ensembles consisting of a far greater number of realisations, typically

40 Of course, we are by no means suggesting that this will necessarily hold in all cases, especially in

those for which the lag is severely misspecified, but the above exercises do provide reassuring evidence

that there is some scope for misspecification in the chosen number of lags. Additionally, we suggest that

the interested reader refer to ‘‘Number of Lags’’ in Appendix 4, where we explore these issues further.
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between 500 and 2000 (Barde 2017; Lamperti 2018a; Lux 2018). Secondly, the

training set associated with R ¼ 100 is already large relative to the complexity of

the network architecture we employ, which is described in ‘‘Neural Network

Architecture’’ in Appendix 1.

To illustrate this point, we repeat the experiment associated with parameter set 1

of the Brock and Hommes (1998) model, changing only the simulated ensemble

size, which has been halved to R ¼ 50. We find that even with this drastic decrease

in the number of Monte Carlo replications, the proposed methodology still performs

well and results in a lower loss function value than was obtained using the method

of Grazzini et al. (2017) in the original experiments, with a ratio41 of

LSMDN=LSKDE ¼ 0:2899. This provides some evidence that even for greatly reduced

ensemble sizes, our approach remains viable, and implies that the complexity of the

candidate model and hence the employed neural network would likely need to be

increased substantially before any increase in R beyond 100 might be required.

In addition to concerns related to the size of the simulated ensemble, it is also

worthwhile to consider the actual computational costs of the neural network training

procedure relative to those associated with the generation of a single model

realisation. For this reason, Fig. 6 demonstrates the total training time required by

various neural network configurations, most of which are larger than that of the

network employed in this investigation, which typically takes � 5 s to be

completely trained. We find that even for substantially more complex neural

networks than those considered in our investigation, the overall training time is still

typically less than 40 s, which compares favourably to the simulation time of large-

scale models, and we additionally find that the increase in computational time is

linear for both increases in the lag length and network width.

Further, it should be noted that GPU parallelisation was not employed when

generating the aforementioned computational cost diagrams. Given the significant

speedup that could be expected with the use of such hardware, typically in the

region of 20	 (Oh and Jung 2004), we find there to be at least some evidence that

the time taken to train the neural network should be negligible in comparison to the

time taken to generate a single model realisation, even for far more sophisticated

neural networks and candidate models.

Of course, a natural next step would be a detailed examination of the ability of

our methodology, and particularly the neural network configuration introduced in

‘‘Neural Network Architecture’’ in Appendix 1, to estimate large-scale models.

Unfortunately, a thorough analysis is significantly beyond the scope of this

investigation. We can, however, provide an illustrative example of the applicability

of our approach to models significantly larger in scope than those considered in

Sect. 4. In particular, Platt (2020) provides an example of the use of the method of

Grazzini et al. (2017) to estimate four key parameters of a large-scale model of the

UK housing market (Baptista et al. 2016). The model in question involves the

simulation of thousands of discrete household agents, is computationally-expensive

41 Here LSKDE is determined from the results of the original experiment involving the method of Grazzini

et al. (2017) with R ¼ 100, while LSMDN is determined from the results of the supplementary experiment

involving our proposed methodology with R ¼ 50.
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to simulate, and produces more nuanced dynamics than the other models considered

in this investigation. It would thus be worthwhile to determine the extent to which

our proposed methodology maintains its previously established level of perfor-

mance in this more challenging context.

We therefore repeat the exercise presented in Section 4.2.1 of Platt (2020),

making no changes to the experimental procedure,42 with the exception of the

approach used to estimate the likelihood, where we now consider our proposed

methodology, as it is applied in Sect. 4 of this manuscript. The results of the above

exercise, along with those obtained when instead employing the method of Grazzini

et al. (2017), are presented in Fig. 7, and demonstrate that the performance of our

proposed methodology is comparable to that yielded in the case of the simpler

models considered in Sect. 4.1. To be more precise, we see that our approach

typically results in marginal posteriors that are more strongly peaked around their

respective means, with those means tending to, in most cases, be noticeably closer

to the true parameter values when compared to those associated with the method of

Grazzini et al. (2017). This is particularly evident in the case of the Sale Epsilon
parameter. Further, we also observe that the aforementioned posterior means are all

reasonable estimates of the true parameter values.

It thus follows that the above exercise provides promising evidence that our

approach may indeed be suitable for the estimation of large-scale models and

further provides a concrete demonstration of the computational tractability of such

exercises. This is particularly relevant, as approaches similar to the particle filter

considered by Lux (2018) would generally not be well-suited to such models due to

Fig. 6 Training time for various MDN configurations on the same ensemble of 100 realisations of length
1000 generated using the Brock and Hommes (1998) model initialised using parameter set 1. The point
indicated on both the left and right panels corresponds to the configuration employed in our estimation
experiments

42 For the sake of brevity, we are unable to exhaustively describe all aspects of the experimental

procedure and therefore suggest that the interested reader refer to Platt (2020) for further details regarding

the nuances of the experimental setup and a more complete discussion of the model itself. To summarise,

however, we consider a pseudo-empirical sale housing price index time series of length Temp ¼ 1000

(first-differences, with an initial transient period of 1000 observations discarded), simulated ensembles of

R ¼ 50 Monte Carlo replications, each of length Tsim ¼ 1000 (first-differences, with an initial transient

period of 1000 observations discarded), and 5000 sample sets generated using the unmodified Griffin and

Walker (2013) Metropolis–Hastings algorithm, with a burning-in period of 1500 sample sets.
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their incorporation of high-dimensional latent spaces.43 Additionally, the proba-

bilistic programming approach employed by Bertschinger and Mozzhorin (2020)

cannot be applied to models with discrete agents due to theoretical restrictions

induced by the sampling methodology. It would therefore be worthwhile to consider

more ambitious exercises involving larger free parameter sets and similarly complex

models in future research.

Fig. 7 Marginal posterior distributions for the housing market model. The plotted density functions are
obtained by applying KDE to the posterior samples obtained using each method. The results associated
with the method of Grazzini et al. (2017) were originally presented by Platt (2020)

43 Particle filters explicitly sample the space of latent variables, a limiting factor when considering more

complex models. As an example, Lux (2018) requires 2000 particles (Monte Carlo replications) to

perform a Bayesian estimation exercise involving a simple ABM with a single latent variable. It is

therefore reasonable to expect that when dealing with thousands of latent variables, computational

feasibility would become a significant concern.
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6 Conclusion

In the preceding sections, we have introduced a neural network-based protocol for

the Bayesian estimation of economic simulation models (with a particular focus on

ABMs) and demonstrated its estimation capabilities relative to a leading method in

the existing literature.

Overall, we find that our method delivers compelling performance in a number of

scenarios, including the estimation of heterogeneous agent models typically used to

test estimation procedures and simple empirical model selection exercises, as well

as less orthodox examples, such as identifying dynamic shifts in data generated by a

random walk model. In all of the cases tested, we find that our proposed

methodology produces estimates closer to known ground truth values than the

approach proposed by Grazzini et al. (2017) and find that it also typically results in

narrower and more sharply peaked posteriors.

In addition to our primary findings, we also discuss practical issues related to the

applicability of the proposed routine. We demonstrate that the lag length, which can

be viewed as our approach’s primary hyperparameter, can be systematically chosen

and that the overall estimation performance demonstrates at least some robustness to

this choice. Further, we provide a number of arguments as to the protocol’s

computational efficiency relative to a number of prominent alternatives in the

literature and provide a simple example of how it may be applied to models of a

larger scale in future research.

Appendix 1: Technical Details of the Proposed Estimation Procedure

While we presented an overview of our estimation procedure in Sect. 2, the

associated discussions were primarily illustrative and omitted several key details.

We thus provide a more technical, step-by-step discussion of our approach in this

section.

Training Set Construction

The primary aim of our methodology is the construction of an approximation to the

likelihood function for a given set of parameter values, h. In order to facilitate this

process, we make the simplifying assumption that xsimt;i ðhÞ depends only on

xsimt�L;iðhÞ; . . .; xsimt�1;iðhÞ, for all L\t� T . Our problem therefore reduces to the

estimation of conditional densities of the form p xsimt;i
��xsimt�L;i; . . .; x

sim
t�1;i : h

� �
.

In order to estimate the above conditional densities, we will require an

appropriate dataset, which is constructed in a number of stages. The first of these

stages involves the use of the candidate model to generate an ensemble of R Monte
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Carlo replications,44 Xsimðh;Tsim; iÞ; i ¼ i0; i0 þ 1; . . .; i0 þ R� 1, for a given value

of h. This is then followed by the construction of two ordered sets for each Monte

Carlo replication i in the ensemble,

Xtrain
i ðhÞ ¼

n
xsim1;i ðhÞ; . . .; xsimL;i ðhÞ

n o
; xsim2;i ðhÞ; . . .; xsimLþ1;iðhÞ
n o

; . . .;

xsimT�L;iðhÞ; . . .; xsimT�1;iðhÞ
n oo

;
ð31Þ

and

Ytrain
i ðhÞ ¼ xsimLþ1;iðhÞ; xsimLþ2;iðhÞ; . . .; xsimT ;i ðhÞ

n o
: ð32Þ

Finally, the sets Xtrain
i ðhÞ; i ¼ i0; i0 þ 1; . . .; i0 þ R� 1 are concatenated, in order, to

produce a single, larger ordered set, XtrainðhÞ, with an analogous procedure being

applied to Ytrain
i ðhÞ to yield YtrainðhÞ.

In essence, XtrainðhÞ consists of rolling windows of length L drawn from the

ensemble of Monte Carlo replications, while YtrainðhÞ consists of the xsimt;i ðhÞ values
that directly follow each window in XtrainðhÞ. Together, they form a training set of

size RðTsim � LÞ that can be used to approximate the required conditional densities.

Neural Network Specification and Training

With an appropriate dataset now constructed, we proceed with a more detailed

discussion of the MDN itself.

As a starting point, let H be a feedforward neural network with input layer h0
(taking in windows of length L), hidden layers h1; h2; . . .; hn�1, output layer hn, and
weights and biases w. The mixture parameters are then defined as

a ¼softmaxðWahn þ baÞ; ð33Þ

lk ¼Wlkhn þ blk ; ð34Þ

and

Rk ¼ diagðr2kÞ; ð35Þ

where diagðxÞ is a diagonal matrix with diagonal x and

log r2k ¼ Wrkhn þ brk : ð36Þ

This results in an expanded neural network with weights and biases

44 The set of R random seeds associated with the R Monte Carlo replications, i0; i0 þ 1; . . .; i0 þ R� 1,

while arbitrary, must be kept identical when evaluating the posterior density at different values of h. As

stated by Franke (2009), this is an important nuance that ensures that it is the effect of h and not differing

sets of random seeds that accounts for differences in posterior density or objective function evaluations.

Further, it should also be noted that the same set of random seeds is used for experiments involving the

approach of Grazzini et al. (2017) to ensure that the comparative exercises are kept as fair as possible.
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/ ¼ w;Wa; ba;Wlk ; blk ;Wrk ; brk
	 


ð37Þ

that takes windows of length L as input and outputs a, lk, and Rk as defined above.

At this stage, there are a number of nuances worth highlighting. In Eq. (33),

notice that we make use of the softmax function.45 This ensures that the mixture

weights, a, are strictly positive and sum to one, as required. Additionally, notice that

in Eq. (35) we consider a diagonal rather than a full covariance matrix.46 If we had

not made such an assumption, we would have to ensure that the covariance matrices

returned by our neural network were positive definite. Though possible in principle,

this would significantly increase the number of network parameters and have a

potentially detrimental effect on computational performance (Rothfuss et al. 2019).

Finally, it should be apparent from Eq. (36) that the neural network outputs a vector

of log variances rather than the diagonal covariance matrix, allowing us to avoid

imposing positivity constraints on the network output.

Now, all that remains is the training of our constructed network, which is

achieved through the application of maximum likelihood estimation to our training

set. Denoting by Xtrain
m the mth entry in XtrainðhÞ (with Ytrain

m being similarly defined),

maximum likelihood estimation is equivalent to solving

argmin
/

�
XRðT�LÞ

m¼1

log
XK
k¼1

ak Xtrain
m

� �
N Ytrain

m

��lk Xtrain
m

� �
;Rk Xtrain

m

� �� �
ð38Þ

using stochastic gradient descent methods, where ak Xtrain
m

� �
is the kth element of

a Xtrain
m

� �
.

Data Normalisation and Regularisation

While the scheme we have just described could be applied as is, it is likely to

perform suboptimally in its current form. This is because neural networks, like most

machine learning techniques with a large number of free parameters, have a

tendency to overfit the training data and thus perform poorly out-of-sample,

particularly when the training set is small (Murphy 2012). In practice, this is often

addressed using early stopping, a technique that requires a percentage of the data to

be kept separate from the training set in order to evaluate out-of-sample

performance during each epoch (Prechelt 1998). Such a solution is, however,

undesirable in our context, since it requires the generation of additional data, an

expensive undertaking for large-scale simulation models.

Fortunately, Rothfuss et al. (2019) present a set of best practices for conditional

density estimation using neural networks that provides an alternative solution for

45 We also do not make use of the subscript k. This is because each mixture component is associated with

only a single mixture weight and a refers to the full vector of K weights outputted by the softmax function.

In contrast, however, lk and logr2k instead refer to the mean and log variance vectors associated with

individual mixture components and would thus each have size equal to the number of dimensions

(variables) of the simulated data.
46 It should be noted that the universal density approximation properties of Gaussian mixtures still apply

for diagonal covariance matrices.
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overfitting. In particular, a technique called noise regularisation is employed, in

which small random perturbations are applied to the data during the training

process. It can be shown that this ultimately results in a complexity penalty that

favours smoother density estimates that are less prone to overfitting (Rothfuss et al.

2019). For this reason, we apply Gaussian perturbations to training examples in

XtrainðhÞ and YtrainðhÞ, which we denote by

nx �Nð0; g2xIÞ and ny �Nð0; g2yIÞ; ð39Þ

respectively.

It should be apparent that the degree of regularisation depends directly on the

magnitudes of the standard deviations gx and gy relative to the range of variation in

the training data.47 This implies that gx and gy would have to be adjusted for each

candidate model in order to result in the same degree of regularisation. Rothfuss

et al. (2019) therefore propose a data normalisation scheme that ensures the training

data exhibits zero mean and unit variance, eliminating the need to retune these

hyperparameters for each candidate model. This is achieved through the application

of a simple transformation to each training example.

Letting l̂x and r̂x be vectors that contain estimates of the mean and standard

deviation along each dimension for training examples in XtrainðhÞ, this transforma-

tion is given by

~Xtrain
m ¼ diagðr̂xÞ�1ðXtrain

m � l̂xÞ; ð40Þ

with l̂y, r̂y and
~Ytrain
m being defined analogously.

Once the network has been trained on the normalised dataset, we are required to

evaluate ~f ðx; y;/Þ, originally defined in Eq. (8). This is achieved through a simple

procedure. Firstly, the normalisation transform is applied to x and y using the same

l̂y, r̂y, l̂x and r̂x values defined in Eq. (40), yielding ~x and ~y. ~x is then fed through

the trained neural network to yield corresponding mixture parameters, allowing us

to evaluate the density at ~y, which we denote by ~gð~x; ~y; ~/Þ. It should be noted that ~g

does not directly correspond to ~f , since we have made a change of variables and the

volume of the probability density is not preserved under the normalisation transform

for r̂y 6¼ 1. Rothfuss et al. (2019) do, however, prove that

~f ðx; y;/Þ ¼ 1QJ
j¼1 r̂

ðjÞ
y

~gð~x; ~y; ~/Þ; ð41Þ

where r̂ðjÞy is the jth element of r̂y, allowing us to easily calculate the required

density.

47 As an example, setting gx ¼ 0:5 would result in a substantial amount of regularisation for training

examples that take values in [0, 1], while essentially having no effect for training examples taking values

in [0, 1000].
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Neural Network Architecture

In essence, we have defined a general neural network-based approach to simulation

model estimation that is independent of the specific network architecture (number of

hidden layers, number of neurons, type of activation functions, and so on) used.

Nevertheless, for the sake of completeness, we briefly introduce the (relatively

simple) architecture employed in our study, which is used consistently throughout

unless stated otherwise.

For the mixture model itself, we set the number of mixture components to be

K ¼ 16, with the associated mixture parameter network consisting of 3 hidden

layers, each with 32 neurons and ReLU activations. This was trained using the well-

known Adam optimiser (Kingma and Ba 2015) over 12 epochs,48 with a batch size

of 512 and noise regularisation parameters gx ¼ gy ¼ 0:2.

The above architecture, which performed well for all of the estimation tasks

conducted, was, perhaps rather surprisingly, the first architecture we considered and

was chosen by hand rather than through an automated optimisation procedure.

Attempts to improve performance by increasing the number of hidden layers,

neurons, and mixture components seemed to have little effect (see ‘‘Neural Network

Architecture’’ in Appendix 4), suggesting that the proposed network is sufficiently

expressive to produce high-quality density estimates for our considered set of

problems.

Further, it should also be noted that, as shown in Sect. 5.2, there is at least some

evidence that the above architecture is also effective when confronted with large-

scale, complex economic ABMs. We suspect that this will likely hold for other

models of similar complexity and therefore make the recommendation that our

proposed architecture be used as a baseline for future investigations employing this

estimation methodology. Of course, it may certainly be the case that it becomes

necessary to construct more expressive networks for some problems and that some

form of hyperparameter optimisation would need be carried out. This is beyond the

scope of our investigation, however, and we thus leave it to future research.

Finally, it is worth mentioning that neural networks are, as a result of their weight

initialisation process and training via stochastic gradient descent, random in nature,

meaning that a different set of weights and biases would be learnt each time the

same network architecture is trained on the same dataset. It thus follows that the

obtained conditional density estimates would, to some extent, be dependent on the

random seed, j�, used to initialise the random number generators associated with the

neural network weight initialisation and training procedure. As stated in Footnote

44, it is important that any random seeds be kept consistent across evaluations of the

posterior for different values of h, and this is no exception. Therefore, in line with

this discussion, we fix j� to an arbitrary and non-optimised value, which is kept

identical throughout the entire investigation (across all models, parameter sets, and

posterior density evaluations). Further discussions and experiments considering the

effects of alternative j� choices are presented in ‘‘Neural Network Architecture’’ in

Appendix 4.

48 Any improvements in the likelihood for subsequent epochs were generally negligible.
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Appendix 2: Technical Details of the Employed Sampling Strategy

Basic Algorithm

In this section, we briefly discuss the adaptive Metropolis–Hastings algorithm that

has been employed in all of the conducted estimation experiments, which was also

considered by Platt (2020). Our discussion here is mainly illustrative and positioned

in the context of our investigation. The interested reader should therefore refer to the

original contribution by Griffin and Walker (2013) for theoretical justifications and

a more general discussion.

In essence, the approach is centred on the idea of maintaining a set of samples,

hs ¼ hð1Þs ; hð2Þs ; . . .; hðNÞs

n o
; s ¼ 1; 2; . . .; S, that is updated for a desired number of

iterations. Initially, the set consists of samples drawn uniformly from the space of

feasible parameter values, H, but eventually converges to be distributed according

to pðhjXÞ. This is achieved through the construction of an adaptive proposal

distribution that is dependent on the current samples, hs, which can be summarised

algorithmically as follows:

1. Sample z according to ~p z
��hð1Þs ; hð2Þs ; . . .; hðNÞs

� �
, which is determined by applying

KDE to hð1Þs ; hð2Þs ; . . .; hðNÞs .

2. Propose the switch of z with hðnÞs , where n is chosen uniformly from

1; 2; . . .;Nf g.
3. Accept the switch with probability

a ¼ min 1;
p z

��X� �
~p hðnÞs jhð1Þs ; hð2Þs ; . . .; hðn�1Þ

s ; z; hðnþ1Þ
s ; . . .; hðNÞs

� �

p hðnÞs jX
� �

~p zjhð1Þs ; hð2Þs ; . . .; hðNÞs

� �
8<
:

9=
;: ð42Þ

4. If accepted, set hsþ1 ¼ hs with hðnÞs replaced by z, otherwise simply set

hsþ1 ¼ hs.

Repeating the above for S iterations, we obtain a sequence of sample sets that can be

used to compute expectations of the form

E gðhÞ½ � ¼ 1

NS

XS
s¼1

XN
n¼1

g hðnÞs

� �
: ð43Þ

In our investigation, we set S ¼ 5000 and N ¼ 70 unless stated otherwise, with

convergence typically observed at some point before s ¼ 1500, leading us to discard
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the first 1500 sets as part of a burn-in period.49 When constructing the posterior

samples, we repeat this entire sampling process 5 times and collect the obtained sets

to form a larger collection of 5	 3500	 70 ¼ 1225000 samples.50

Ultimately, this has become our MCMC algorithm of choice for two main

reasons:

1. The number of iterations required to reach convergence in random walk

Metropolis–Hastings algorithms depends significantly on the initialisation of the

algorithm. If, for example, the initial candidate parameter set has a particularly

low posterior density, it could take a substantial period of time before

convergence is observed. Since the algorithm proposed by Griffin and Walker

(2013) is initialised using a sample of points from a number of areas of the

parameter space, this problem is less pronounced.

2. Most random walk Metropolis–Hastings algorithms require careful tuning of the

proposal distribution, usually with the aim of obtaining an acceptance rate of

roughly 25%, in order to ensure a good balance between local exploration of

high density areas of the parameter space and global coverage of the parameter

space as a whole (Robert and Casella 2010). This can be difficult to achieve in

practice, making an adaptive approach that determines the proposal distribution

automatically particularly appealing.

Modifications

It should be noted that while our implementation of the algorithm is almost identical

to that introduced by Griffin and Walker (2013) and later considered in Platt (2020),

some small, but important modifications have been made.

To elaborate, although the above routine delivers robust convergence to the

posterior without careful manual step-size adjustments and is able to handle

complex multimodal distributions, the original procedure can introduce a degree of

noise into the resultant samples. In more detail, notice from the discussion above

that the N points in the initial sample set are drawn uniformly from the space of

feasible parameter values and, with each subsequent step of the algorithm, are

replaced, one-by-one, to generate subsequent sample sets. After a sufficient number

of these iterations, the points in the current sample set should be distributed

according to the posterior distribution. In some cases, however, and particularly

when the posterior is very narrow relative to the prior, a very small number of low-

likelihood points (usually only a single point) at a significant distance from the

actual posterior samples may remain in the current sample set, regardless of the

number of algorithm iterations considered.

This occurs because a new proposal is learnt using the points in the current

sample set during each iteration of the procedure. To illustrate, consider the case

49 The only exceptions are the experiments involving the Brock and Hommes (1998) model, where we

instead consider S ¼ 10000 and a burn-in period of 5000, and the empirical exercises in Sect. 4.2, where

we instead consider S ¼ 15000 and a burn-in period of 10000.
50 Note that since we only update a single sample during each step, the Monte Carlo variance still

decreases at the standard rate of 1ffiffi
S

p .
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where all but one of the points in the current sample set have converged to be

distributed according to the posterior distribution and the single remaining point is

relatively far away from these posterior samples. Calling this point hðnÞs , notice that

~p hðnÞs jhð1Þs ; hð2Þs ; . . .; hðn�1Þ
s ; z; hðnþ1Þ

s ; . . .; hðNÞs

� �
in the numerator of Eq. (42) would be

extremely small, or practically 0 given finite machine precision, as hðnÞs could not be

reached using a proposal based on the remaining points. Therefore, even if

p z
��X� �

=p hðnÞs jX
� �

[ [ 1, or, in other words, hðnÞs were a low-likelihood point far

away from the true posterior, the acceptance probability would always be 0 and hðnÞs

would not be replaced by any subsequent candidate points, even if S ! 1.

In practice, such low-likelihood points tend to represent a very small fraction of

the final samples (typically significantly less than 1%) and in practically all cases

have a very small effect on the accuracy of point estimates, such as the posterior

mean, making the original algorithm suitable for the purposes for which it was

employed by Platt (2020). Nevertheless, we did find that these points do, in some

cases, have a noticeable effect on the accuracy of estimates of the posterior

variance, which could be considered problematic given our consideration of the

posterior standard deviation as a measure of estimation uncertainty. We therefore

introduce a simple, but principled correction to the algorithm to account for the

possibility of encountering invalid samples of the type described above.

In brief, we observe that since all points in the current sample set should

eventually converge to be distributed according to the posterior, any point hðnÞs in the

current sample set should have a non-negligible probability of being drawn from the

distribution implied by the points in the current sample set, even if hðnÞs were to be

removed and replaced by another candidate. In other words,

~p hðnÞs jhð1Þs ; hð2Þs ; . . .; hðn�1Þ
s ; z; hðnþ1Þ

s ; . . .; hðNÞs

� �
should not be dramatically smaller

than ~p hðnÞs jhð1Þs ; hð2Þs ; . . .; hðNÞs

� �
. If the opposite were instead true and the former was

indeed several orders of magnitude smaller, this would imply that the probability of

drawing hðnÞs dramatically decreases if it is not contained in the sample set and that it

is therefore unlikely to have been sampled from the same distribution as the

remaining points.

In line with the above, and before determining the acceptance probability of a

candidate point as in Eq. (42), we first determine if

~p hðnÞs jhð1Þs ; hð2Þs ; . . .; hðn�1Þ
s ; z; hðnþ1Þ

s ; . . .; hðNÞs

� �

~p hðnÞs jhð1Þs ; hð2Þs ; . . .; hðNÞs

� � \�; ð44Þ

where �[ 0 and �\\1.

If the above condition holds, this would imply that hðnÞs is likely one of the

aforementioned problematic points and should thus be replaced, leading us to set

a ¼ 1. If, however, the above condition does not hold, we simply calculate a as in

Eq. (42).
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Naturally, the above requires us to choose an appropriate value for �. While any

relatively small value could be chosen, we found 10�8 to be an appropriate choice

for all of the considered cases.51

As a final remark, Fig. 8a and Fig. 8b provides a simple comparison of the unmodified

and modified algorithms respectively in the context of a normal distribution,Nð�2; 4Þ.
Here, we see that while both sampling algorithms perform well and produce very similar

mean estimates, the unmodified algorithm is characterised by the presence of a very small

number of the aforementioned low-likelihood points (see x ’ 13 and x ’ �23) and

produces a noticeably less accurate standard deviation estimate, justifying the use of the

augmented version in this investigation. Additionally, Fig. 8c applies our version of the

algorithm to a simple mixture model,

X3
i¼1

aiNðli; r2i Þ; ð45Þ

where l1 ¼ �12, l2 ¼ �7, l3 ¼ 12, r1; r2; r3 ¼ 2, a1 ¼ 0:5, and a2; a3 ¼ 0:25,
and demonstrates that the introduced modifications do not have any impact on the

ability of the algorithm to sample multimodal posteriors.

Appendix 3: Supplementary Brock and Hommes (1998) Model
Exercises

In Sect. 4.1.1, we provided a detailed discussion regarding how restrictions on the

ranges of values taken by the trend following and bias parameters associated with

each strategy in the Brock and Hommes (1998) model are an intrinsic part of the

model definition and further elaborated on how such restrictions are essential for

(a) Normal, unmodified (b) Normal, modified (c) Mixture, modified

Fig. 8 Examples of the application of both the modified and unmodified versions of the adaptive
Metropolis–Hastings algorithm proposed by Griffin and Walker (2013) to the problem of sampling known
distributions. All examples make use of samples drawn from 5 separate chains, each with S ¼ 5000 and a
burn-in period of 1500 sample sets. l is the true mean of the distribution and l̂ and r̂ are the sample mean
and standard deviation respectively

51 This choice is also extremely conservative, meaning that the adjustment is very rarely applied and only

affects points which are extremely far from the remainder of the sample set and only after many initial

iterations of the algorithm.
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ensuring model identifiability. Along these lines, we assumed g2 2 ½�2:5; 0�,
b2 2 ½�1:5; 0�, g3 2 ½0; 2:5�, and b3 2 ½0; 1:5� for the first free parameter set, in line

with our definition of a model including a contrarian strategy with a negative bias

and a trend following strategy with a positive bias.

We note, however, that the model should, at least in theory, remain identifiable if

we were to instead assume g2; g3 2 ½�2:5; 2:5�, since the remaining restrictions on

b2 and b3 would ensure that the estimation problem remains well-specified.52 It

would thus be interesting to observe if such a change induces any meaningful effects

on the performance of both our proposed methodology and that of Grazzini et al.

(2017), leading us to repeat the exercises associated with the first free parameter set

of the Brock and Hommes (1998) model with these new parameter ranges.53

Referring to Fig. 9, which presents a graphical illustration of the results of the

above exercise, we observe that the performance of our proposed methodology is

unaffected, with it yielding near-identical estimation performance to that observed

in the original experiments. The same cannot be said for the method of Grazzini

et al. (2017), however, which now produces a rather poorly-behaved bimodal

posterior, which can be taken as evidence of the inability of the approach to

effectively discriminate between the effects associated with positive and negative

values of g2 and g3. Further, it should also be noted that although we do provide the

posterior means for reference, Murphy (2012) suggests that point estimates are

generally uninformative when derived from multimodal posteriors and should thus

be interpreted with caution, further highlighting the shortcomings of the approach of

(a) MDN (b)KDE

Fig. 9 Marginal posterior distributions obtained for free parameter set 1 of the Brock and Hommes
(1998) model after relaxing assumptions on the ranges of g2 and g3

52 Clearly, further relaxation of the parameter range restrictions would result in an estimation problem

that is no longer well-specified, as illustrated in Sect. 4.1.1.
53 Assuming g2; g3 2 ½�2:5; 2:5� led to very similar overall findings for the second free parameter set.
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Grazzini et al. (2017) in this more challenging context and reinforcing the findings

of the original comparative exercise in Sect. 4.1.1.

Appendix 4: Robustness Tests

Number of Lags

In Sect. 5.1, we provided evidence that the conditional density estimates produced

by the MDN, and by extension our proposed likelihood approximation, demonstrate

some robustness relative to the choice of the number of lags, L. Here, we provide a
more complete examination by repeating all of the estimation experiments

conducted in Sect. 4.1 that are associated with our methodology, changing only

the number of lags, which we have increased to L ¼ 4. Referring to the summary

presented in Table 10, we find that the overall performance of the procedure relative

to our chosen benchmark is virtually unchanged.54 This indicates that any

differences resulting from the consideration of the additional lag are generally

smaller than the performance differences between the considered methods in

virtually all cases and thus verifies the robustness of our overall conclusions

regarding the competitiveness of our proposed methodology.

Neural Network Architecture

In all of the preceding experiments involving the application of our proposed

methodology, we have employed the neural network architecture described in

‘‘Neural Network Architecture’’ in Appendix 1 exclusively. Naturally, some readers

may wonder if modifying the aforementioned architecture would have a strong

effect on the overall estimation performance. For this reason, we aim to provide

some insight into the effects of various MDN components on the loss function

values through a set of supplementary experiments.

In these experiments, we repeat the exercises associated with the HPM parameter

set of the Franke and Westerhoff (2012) model,55 each time modifying a single

feature of the MDN (number of hidden layers, number of nodes per layer, and

Table 10 Estimation result

summary across all models for

L ¼ 4

Outcome Percentage of Cases

LSmdn\LSkde 100

jlimdn � hitruej\jlikde � hitruej 70.37

rimdn\rikde 85.19

54 Since there are a total of 27 individual parameter cases, the percentage shift in rimdn\rikde represents a
change in only a single binary relation, which happens to be in favour of our proposed methodology.
55 Deviating slightly from the original experiments, we consider a single chain generated by our chosen

adaptive Metropolis–Hastings algorithm in each exercise, primarily due to computational constraints.

Note, however, that, as previously discussed, the posterior mean estimates are robust across different

chains, making the consideration of a single chain sufficient.
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number of mixture components), while keeping the remainder of the network

architecture identical to that described in ‘‘Neural Network Architecture’’ in

Appendix 1 and recording the final loss function value.

Our focus on the HPM parameter set of the Franke and Westerhoff (2012) model

is justified on a number of grounds. Firstly, in order to obtain a sufficiently large

number of data points to deduce loss function trends, we consider 30 different

network architectures, each of which is associated with a full Bayesian estimation

exercise. This is, of course, a computationally-demanding undertaking that requires

us to limit ourselves to a single example case. Additionally, it should also be noted

that the performance of the method of Grazzini et al. (2017) is relatively close to

that of our proposed methodology in this case, with only a very small difference in

the loss function values being observed in the original experiments in Table 5. It

therefore follows that the differences between the loss function values obtained in

these previously conducted experiments would provide a challenging benchmark

against which to compare the differences induced by the consideration of alternative

network architectures.

Elaborating on the above point, we would expect to see one of two behaviours as

the complexity of the network is increased. These include a decreasing loss function

trend, indicating that the increased network complexity facilitates greater accuracy

in the obtained conditional density estimates, or oscillatory behaviour, indicating

that the MDN is already sufficiently expressive and that increasing network

complexity does not improve performance. In the latter case, these fluctuations

emerge due to the stochastic nature of neural networks and the resultant changes in

the training process induced by altering the network architecture. Here, it is

especially important that the loss function differences induced by these fluctuations

are insignificant relative to the performance differences between the methodologies

if the overall procedure is to be considered robust. This clearly justifies our choice

of the HPM parameter set of the Franke and Westerhoff (2012) model, for which the

performance difference is extremely small and for which both methods perform

relatively well.

(a) Network depth (b) Network width (c) Mixture components

Fig. 10 Loss function values associated with the application of our proposed methodology to the HPM
parameter set of the Franke and Westerhoff (2012) model for various neural network architectures. LSkde
and LSmdn refer to the loss function values associated with the method of Grazzini et al. (2017) and the
default network architecture introduced in ‘‘Neural Network Architecture’’ in Appendix 1 respectively.
The point indicated in purple represents our default architecture
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Now, referring to Fig. 10a, which illustrates the effect of increasing the number

of hidden layers, we observe that the loss function value initially exceeds that

yielded by the method of Grazzini et al. (2017) and follows a decreasing trend,

before reaching a minimum at 4 hidden layers and settling into a series of small

oscillations about the loss function value obtained in the original experiments. This

initial decreasing trend is not at all surprising, as the number of hidden layers in a

neural network has a strong effect on its overall expressiveness and the

consideration of too few hidden layers would have a detrimental effect on its

ability to approximate functions. The aforementioned convergent behaviour is also

exactly as expected in our discussion above. It therefore follows that although it

should be ensured that the neural network is sufficiently deep, the consideration of a

network with significantly more than 3 or 4 hidden layers is unlikely to lead to

meaningful improvements in performance. Further, it appears that the overall

estimation performance is relatively stable for deeper networks, implying that there

does not appear to be a significant performance penalty for considering unneces-

sarily complex networks, other than increased computational time.

Proceeding to Fig. 10b, which illustrates the effect of increasing the number of

nodes per hidden layer, we now observe a somewhat different trend. To summarise,

we encounter oscillatory behaviour throughout, with the aforementioned loss

function value fluctuations being more or less negligible relative to the differences

in method performance. To elaborate, all of the considered network configurations

result in loss function values noticeably less than the corresponding value obtained

when employing the method of Grazzini et al. (2017) and these loss function values

are, in 70% of cases, bounded above by LSmdn þ 1
4
LSkde � LSmdnð Þ. This suggests

that, in most cases, changes to the network width do not alter the loss function value

by more than 25% of the performance difference between the methods. This is

particularly relevant, given that the aforementioned performance difference is, as

previously discussed, very small. Further, all loss function values not bounded

above by this line do not greatly exceed it.

The above factors suggest that increases in the network width are unlikely to lead

to improvements in estimation performance and further imply that the choice of the

number of nodes per hidden layer is not critical. Interestingly, this is also not

surprising. Recent years have seen the emergence of several studies suggesting that

network depth is a more important determinant of expressiveness than width (Eldan

and Shamir 2016; Lu et al. 2017; Safran and Shamir 2017) and this ultimately

seems to have been reflected in our findings. Further, Lu et al. (2017) demonstrate

that for ReLU networks, which we consider in our investigation, universal

approximation theorems hold for widths of nþ 4 or greater, where n is the number

of inputs. Since we consider exactly 3 inputs (for L ¼ 3), all of the network widths

presented in Fig. 10b would meet this criterion and therefore be predicted to be

sufficient, likely explaining the lack of improvement in the obtained loss function

values for increased widths.

A similar discussion applies to Fig. 10c, which illustrates the effect of increasing

the number of mixture components. Again, we observe fluctuations throughout that

are negligible relative to the differences in method performance, and, as before, can
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offer an explanation for the encountered trends. In more detail, Bertschinger and

Mozzhorin (2020) demonstrate that the conditional distribution of returns produced

by the Franke and Westerhoff (2012) model can be approximated by a normal

distribution. Therefore, even a single mixture component would be sufficient,

indicating that the choice of the number of mixture components is not critical and,

perhaps more importantly, that the consideration of significantly more mixture

components than is required, such as the 16 we employ in our investigation, does

not result in a significant performance penalty, as in the case of the network depth

and width.

Based on the examples given above, it thus follows that there is at least some

evidence that our approach may be robust to the choice of neural network

architecture and number of mixture components, provided that the number of

hidden layers is sufficient, and that increasing the complexity of the considered

network, while not detrimental, does not seem to result in much improvement in

estimation performance. We therefore suggest that, in future, if the default

architecture presented in ‘‘Neural Network Architecture’’ in Appendix 1 does not

seem sufficient for more complex problems, that emphasis should be placed on

increasing the number of hidden layers, rather than the number of mixture

components or nodes per layer.

Neural Network Random Seed

Recall that in ‘‘Neural Network Architecture’’ in Appendix 1, we indicated that the

random seed associated with the neural network weight initialisation and training

procedures is fixed to an arbitrary value, j�, and kept identical for every posterior

density evaluation performed in this investigation, in other words, across all h

values and models. As previously explained, this is necessary to ensure that it is the

effect of changes in the parameter values and not randomness in the initial network

weights that underlies differences between subsequent posterior density evaluations.

Since our initial choice of j� is entirely arbitrary, the same value is used

throughout this investigation for many different models and parameter sets, and our

proposed methodology performs relatively well in all of these cases, it would appear

that either initial weight configurations that perform well in one example are likely

to perform well in others,56 or alternatively, that for many problems, the choice of j�

may not be particularly important. Naturally, a definitive answer to the above would

be extremely difficult to determine. Nevertheless, it is likely that some readers

would, as in the case of the underlying neural network architecture, wish to be given

some indication of the sensitivity of some of our results to alternative choices of j�.
Therefore, much like in the case of our experiments involving various neural

network architectures, we repeat the exercises involving the application of our

56 There is now a fairly extensive literature that clearly demonstrates the effects of a poor initial weight

configuration on final performance (see Glorot and Bengio (2010), Mishkin and Matas (2016), and Gaier

and Ha (2019) for examples). It thus follows that certain initial weight configurations may indeed be

better than others, especially when the initial weights are randomly generated, and that any

implementation should therefore be tested to ensure that the chosen initial configuration does not lead

to a suboptimal local minimum.
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proposed methodology to the HPM parameter set of the Franke and Westerhoff

(2012) model a total of 50 times,57 each time considering a different value for j�.
This ultimately results in a set of 50 estimates for the posterior means of the

parameters, posterior standard deviations of the parameters, and the final loss

function value that may be used to determine various descriptive statistics.

As in ‘‘Neural Network Architecture’’ in Appendix 4, the use of a single example

model is necessitated due to computational limitations.58 Further, the consideration

of the HPM parameter set of the Franke and Westerhoff (2012) model is again

justified due to the relatively small difference in performance between the method

of Grazzini et al. (2017) and our proposed methodology in this context.

To elaborate, we would generally expect that, if our results were robust to the

choice of j�, loss function differences arising from different seed choices would be

small relative to the performance difference between the methods, or, in other

words, that choosing a different random seed would not lead to our methodology

being beaten by the benchmark in most cases. Clearly, in such an exercise, the

obtained results would be most informative when the performance difference

between the methods is small.

Now, referring to Table 11, which presents the means and standard errors59 of

various quantities of interest over the 50 considered neural network random seeds,

we observe evidence of the robustness of our results in this case. Firstly, notice that

the averages of the posterior means, posterior standard deviations, and the final loss

function value over the ensemble demonstrate a high degree of similarity when

compared to the equivalent values obtained for our single fixed random seed in

Table 11 Neural Network Seed

Robustness Testing for the

Franke and Westerhoff (2012)

Model

a0 an ap rc

Param Set HPM

htrue �0:327 1.79 18.43 2.087

MDN

lposterior �0:1800 1.9230 17.0413 2.2707

(0.0034) (0.0016) (0.0310) (0.0082)

rposterior 0.0808 0.0667 2.3295 0.2767

(0.0021) (0.0014) (0.0285) (0.0042)

LS 0:1278 ð0:0013Þ

All values represent the means over 50 neural network seeds with the

associated standard errors in brackets

57 As in the case of the experiments involving different network architectures in ‘‘Neural Network

Architecture’’ in Appendix 4, we consider a single Markov chain per seed.
58 This is, of course, a relevant caveat and it would be interesting to determine the extent to which these

and the findings in ‘‘Neural Network Architecture’’ in Appendix 4 hold for other models and parameter

sets, though this is significantly beyond the scope of this investigation due to computational constraints,

as stated above.

59 The standard error is given by ~rffiffiffi
N

p , where ~r is the sample standard deviation over the neural network

random seeds and N is the total number of seeds considered.
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Table 5. Additionally, notice that, in all cases, the associated standard errors are also

relatively small.
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